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Abstract

Lithium-ion batteries, with their high energy and power densities, are key for decarbonization.
Optimizing battery design and operation is important for reducing costs, resource usage, and
energy footprints. However, battery degradation is complicated, path-dependent, and not fully
understood. Measurements can be noisy, and many important parameters cannot be directly
measured in commercial battery cells. This thesis addresses these challenges using physically
interpretable machine learning across three interconnected problems, from individual cells to
battery systems.

First, we investigate the interpretability of high-dimensional regression for battery life
prediction based on cycling test data, which is important to accelerate battery testing and
development and to improve the understanding of degradation. High-dimensional regression
can directly work with high-dimensional measurement data, yielding linear coefficients. We
showcase interpretability challenges in this context and develop a method to understand how
the nullspace and regularization shape regression coefficients. The nullspace of the data matrix
allows very different regression coefficients to yield identical predictions. We demonstrate that
the fused lasso, a regression method that yields coefficients not orthogonal to the nullspace,
improves physical interpretability on two battery aging data sets. The insights gained help
make informed design choices for building regression models on high-dimensional data and
reasoning about potential underlying linear models, which is generally important for system
optimization and improving scientific understanding.

Another important challenge this thesis addresses is diagnosing batteries with electrochemical
impedance spectroscopy. Experts typically match impedance spectra with equivalent circuit
models to track battery performance. Here, we show three approaches to automate the
classification of equivalent circuit models by leveraging a large synthetic impedance data set.
The results build on the BatteryDEV hackathon that was organized during this dissertation.
The best-performing approach is a gradient-boosted tree model in combination with automatic
feature generation. Interpretation shows that the most important features align with physically
meaningful impedance characteristics of specific circuits. The next best model is a random forest
model, which uses the impedance data directly. The convolutional neural network trained on
Nyquist plot images achieves a lower classification accuracy. The classification results highlight
the potential of automatic equivalent circuit model selection for impedance data.

Finally, this thesis develops online health monitoring systems for fault detection using data
from real-world battery operations of lithium-iron-phosphate battery systems. The data set
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Abstract

contains 28 systems returned to the manufacturer for warranty, each with eight cells in series,
totaling 224 cells and 133 million data rows. We use recursive spatiotemporal Gaussian process
models to separate the time-dependent and operating-point-dependent resistances. These
processes scale linearly with the number of data points, allowing online monitoring. We develop
probabilistic fault detection rules. Often, only a single cell shows abnormal behavior or a
knee point, consistent with weakest-link failure for cells connected in series, amplified by local
resistive heating. The results further the understanding of how battery systems degrade and fail
in the field and demonstrate how online monitoring and early fault detection improve battery
safety.

The physically interpretable models developed in this thesis support research and development,
further the understanding of battery degradation, and improve safety. This thesis made
methodological contributions and generated scientific insights by applying existing methods
to battery data sets. We published the synthetic impedance data set and the field data set.
Furthermore, we open-sourced four software repositories for reproducibility and reusability.
The approaches developed in this thesis are flexible and are expected to be adaptable to novel
materials and systems.
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Zusammenfassung

Lithium-Ionen-Akkumulatoren sind aufgrund ihrer hohen Energie- und Leistungsdichte eine
Schlüsseltechnologie zur Dekarbonisierung. Die Optimierung von Design und Betrieb ist wichtig,
um Kosten, Ressourcen- und Energieverbrauch reduzieren. Die Alterung von Batterien ist
jedoch kompliziert, pfadabhängig und noch nicht vollständig physikalisch verstanden. Weitere
Probleme sind, dass viele Parameter nicht direkt gemessen werden können und Messungen
oft verrauscht sind. Um Lösungen für diese Probleme beizutragen, verwendet diese Arbeit
physikalisch interpretierbares maschinelles Lernen an einzelnen Zellen bis zu Batteriesystemen.

Zunächst untersuchen wir die Interpretierbarkeit hochdimensionaler Regression für die Vor-
hersage der Batterielebensdauer auf der Grundlage von Zyklustestdaten. Dies ist wichtig,
um Batterietests und -entwicklung zu beschleunigen und das Verständnis der Alterung zu
verbessern. Die hochdimensionale Regression verwendet hochdimensionalen Messdaten und
liefert lineare Koeffizienten. Wir zeigen Herausforderungen für die Interpretierbarkeit in diesem
Zusammenhang und entwickeln eine Methode, um den Einfluss des Kerns und der Regularisie-
rung auf Regressionskoeffizienten zu zeigen. Der Kern ermöglicht es, dass sehr unterschiedliche
Regressionskoeffizienten zu gleichen Vorhersagen führen können. Wir zeigen, dass Regressi-
onsmethoden, wie Fused Lasso, die keine zum Kern orthogonalen Koeffizienten erzeugen, die
physikalische Interpretierbarkeit an zwei verschiedenen Batteriedatensätzen verbessert. Diese
Erkenntnisse helfen dabei, Designentscheidungen für hochdimensionale Regressionsmodellen zu
treffen und Schlussfolgerungen über potenziell zugrunde liegende lineare Modelle zu ziehen. Dies
ist im Allgemeinen wichtig für die Systemoptimierung und Verbesserung des wissenschaftlichen
Verständnisses von Systemen.

Eine weitere Herausforderung, die in dieser Arbeit behandelt wird, ist die Diagnose von
Batterien. Die elektrochemische Impedanzspektroskopie ist ein beliebtes Verfahren, bei dem
Experten in der Regel Ersatzschaltungsmodelle zu Impedanzspektren auswählen. Hier zeigen
wir drei Ansätze zur Klassifizierung von Ersatzschaltbildmodellen. Hierfür nutzen wir einen
großen synthetischen Impedanzdatensatz von einem Industriepartner. Die Ergebnisse basieren
auf dem BatteryDEV Hackathon, welcher im Rahmen dieser Dissertation organisiert wurde. Der
Ansatz mit der besten Klassifizierungsgenauigkeit ist ein XGBoost Modell in Kombination mit
automatischer Featuregenerierung. Die Interpretation zeigt, dass die wichtigsten Features mit den
physikalisch bedeutsamen Impedanzmerkmalen bestimmter Ersatzschaltbilder übereinstimmen.
Das nächstbeste Modell ist ein Random-Forest-Modell, welches die Klassifizierung direkt aus
Impedanzdaten lernt. Das auf Bildern von Nyquist-Diagrammen trainierte Convolutional Neural
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Zusammenfassung

Network erreicht eine geringere Klassifizierungsgenauigkeit. Diese Ergebnisse verdeutlichen das
Potenzial automatischer Impedanzklassifizierungsmethoden.

Als dritten Schwerpunkt werden in dieser Arbeit Online-Zustandsüberwachungssysteme zur
Fehlererkennung anhand von Daten aus dem Batteriebetrieb von Batteriesystemen entwickelt.
Der Datensatz enthält Daten von 28 Batteriesystemen, welche jeweils aus acht Zellen in Reihe
bestehen. Insgesamt beinhaltet der Datensatz 224 Zellen und 133 Millionen Datenzeilen. Die
Batteriesysteme wurden aufgrund von Fehlern an den Hersteller zurückgeschickt. Wir verwenden
rekursive raum-zeitliche Gauß-Prozess-Modelle, um die zeitabhängigen und die betriebspunk-
tabhängigen Einflüsse auf den Innenwiderstand zu trennen. Diese Prozesse skalieren linear
mit der Anzahl der Datenpunkte und ermöglichen eine Online-Überwachung. Wir entwickeln
probabilistische Ansätze zur Fehlererkennung. Die Ergebnisse zeigen, dass oft nur eine einzel-
ne Zelle ein abnormales Verhalten oder einen Knickpunkt in der Widerstandskurve aufweist.
Solch ein Knickpunktverhalten kann aufgrund von verstärkter Eigenerwärmung bei höherem
Innenwiderstand auftreten. Die Ergebnisse tragen zu einem besseren Verständnis der Alterung
und des Versagens von Batteriesystemen im Feld bei und zeigen, wie Online-Überwachung und
Fehlerfrüherkennung die Sicherheit von Batteriesystemen verbessert.

Die in dieser Arbeit entwickelten physikalisch interpretierbaren Modelle des maschinellen
Lernens unterstützen Forschung und Entwicklung, verbessern das Verständnis für die Alterung
von Batterien und verbessern die Sicherheit. In dieser Arbeit wurden sowohl methodische Bei-
träge geleistet als auch wissenschaftliche Erkenntnisse durch die Anwendung von bestehenden
Methoden auf Batteriedatensätze gewonnen. Wir haben den synthetischen Impedanzdatensatz
und den Felddatensatz veröffentlicht. Außerdem haben wir vier Softwareverzeichnisse zur Repro-
duzierbarkeit unserer Ergebnisse und Wiederverwendbarkeit unserer Methoden veröffentlicht.
Die entwickelten Ansätze sind flexibel und können für die Anwendung auf neue Materialien
und Systeme angepasst werden.
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1. Introduction

Lithium-Ion Batteries (LIBs) store electrical energy and are essential for Electric Vehicles

(EVs), grid and home energy storage, consumer electronics, and more. Energy storage has

been fundamental for civilization, with �rewood being a very early example. However, directly

storing electrical energy storage is much more useful. The �rst modern battery was the voltaic

pile, invented by Alessandro Volta around 1800 [1]. Since then, scienti�c advances led to the

development of the lead-acid battery in 1859 and nickel-cadmium batteries in 1899 [2]. The

development of LIBs started in the early 1970s, and they were �rst available commercially

about 20 years later [2, 3]. LIBs have much higher volumetric and gravimetric energy and power

densities than previous battery technologies. Furthermore, LIBs have low self-discharge rates

and long lifetimes. John B. Goodenough, M. Stanley Whittingham and Akira Yoshino were

awarded the 2019 Nobel Prize in Chemistry for their fundamental contributions to developing

LIBs [3]. LIBs are a key technology for powering civilization in the 21st century. Economics of

scale lead to LIB price reductions of 85% during the last decade, with production volumes and

battery performance increasing signi�cantly [4]. As a consequence EVs have become much more

a�ordable and widespread. The growth of production volume over the last decade is projected

to continue [4�6] mainly due to EVs and stationary storage.

Energy storage is particularly important in the context of climate change, which is caused

primarily by human activities such as the combustion of fossil fuels [7]. This leads to an increase

in average global temperatures, intensi�cation of extreme weather events, rising sea levels, and

more, causing a grave threat to the environment and human civilization. Poor and developing

countries are most vulnerable [7, 8]. Furthermore, emissions from fossil fuel combustion contain

particulate matter, causing health problems and premature mortality [9]. Due to their high

energy density, LIBs are a key technology to replace combustion engines for transportation and

to store energy from intermittent renewable sources such as wind and solar. Thus, LIBs play a

key role in mitigating climate change and transitioning to a more sustainable future.

Other energy storage technologies are also important. For example, fuel cells o�er economic

advantages for long-duration energy storage and much faster refueling times compared to

battery charging. However, there are theoretical energy e�ciency limitations [10]. At the

time of writing, common practical round-trip energy e�ciencies for converting electricity via

electrolysis to hydrogen and oxygen and reversion of this process in a fuel cell range from 30

to 40% [11]. In contrast, battery energy storage systems using LIBs commonly reach 80-90%

1



1. Introduction

round trip energy e�ciency [12]. Consequently, while not the only energy storage technology,

LIBs are a key to � make a fossil free world possible� [3].

Nonetheless, sustainability challenges arise in mining and recycling despite much progress

that has been made [13]. LIBs can be recycled, and a lot of research focuses on alternative

materials. One example is sodium-ion batteries, which are already commercially available.

However, they have a lower energy density [14]. Another challenge is battery �res, which pose

a risk to life, property, and the environment [15]. Advances in battery modeling and prediction

methods are important to improve batteries, reduce battery degradation and improve safety.

In parallel to the advances in LIB, Machine Learning (ML) and Arti�cial Intelligence (AI)

have progressed fast over the last decades. ML denotes algorithms that learn from data. AI

is a broader term for systems with capabilities usually associated with human intelligence

[16]. However, all signi�cant advances in AI in the last decade are based on ML, mostly

deep learning [17]. Ordinary Least Squares (OLS), notably one of the simplest forms of ML,

dates back to the years around 1800 and is credited to Legendre and Gauss [18]. Regularized

regression methods such as Ridge Regression (RR) (1970) [19], and the the Least Absolute

Shrinkage and Selection Operator (lasso) (1996) [20] addressed issues of OLS. There has been

much excitement and disappointment of AI since it started to be an academic discipline in

the 1950s [21]. However, signi�cant milestones have been reached starting from Alexnet for

image classi�cation in 2012 [22]. Other notable examples are AlphaGo, beating the Go world

champion (2016), and AlphaFold (2018 & 2020) for prediction protein folding [17]. A particular

breakthrough was the transformer architecture developed for language translation [23]. In

combination with massive data and compute power, the transformer architecture enabled Large

Language Models (LLMs) such as ChatGPT. The impact of these advances is re�ected in the

2024 Nobel Prize in Physics �for foundational discoveries and inventions that enable machine

learning with arti�cial neural networks � [24]. Furthermore, the 2024 Nobel Prize in Chemistry

was awarded �for computational protein design� and � for protein structure prediction � [25],

highlighting the potential and impact of ML on science.

Most previous examples are based on deep learning, which requires large data sets to learn

nonlinear dependencies reliably. However, for di�cult scienti�c problems experiments are

usually expensive, and therefore, not much data is available. Furthermore, for example many

problems associated with predicting the behavior of LIBs have complicated underlying physics

and electrochemical reactions. This makes it challenging to formulate problems such that deep

Neural Networks (NNs) are suitable. In addition, NNs are di�cult to interpret. Nonetheless,

ML led to many advances in physical sciences [26], but it is very important to carefully

select the research problem, methods, and data. ML alone can be useful if the underlying

physics are poorly understood. However, in cases where physics-based models are available,

using hybrid models, i.e., a combination of machine learning with physics-based models, can

improve the �exibility of physics-based models while obtaining predictions that are physically
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consistent [27�30]. In the context of LIB research, many di�erent ML methods and hybrid

methods have been applied successfully. An important example is using machine learning for

predicting battery cycle life from early test data [31, 32]. Another example is using cycle life

prediction and Bayesian Optimization (BO) to increase cycle life despite fast charging [33].

BO is also used for electrolyte optimization [34] and control [35]. Furthermore, much research

focuses on using machine learning to discover new materials for batteries [36]. Outside of the

lab, ML and hybrid models are useful for battery modeling from �eld data, early fault detection,

and State-Of-Health (SOH) estimation [27, 37]. There are many more examples over the entire

life cycle of batteries where ML is applied [38�40].

This thesis focuses on the intersection of interpretable ML and LIBs. We are using data

from LIBs at the cell or system level. Subsequently, we solve problems such as battery life

prediction, model selection from impedance data, and monitoring in the �eld. We apply and

develop physically interpretable machine learning methods for LIBs to obtain trustworthy and

reliable models and derive scienti�c insights from these algorithms. We infuse domain knowledge

through very speci�c regularization methods for battery life prediction. For �eld data we use a

combination of equivalent circuit models, a simple form of physics-inspired battery model, and

Gaussian Processes (GPs). The insights from this thesis further the scienti�c understanding of

batteries, improve safety, and accelerate research and innovation.

Next, we give a brief introduction to LIBs followed by an overview of the structure of this

thesis and an outline of the scienti�c contributions.

1.1. A Brief Introduction to Lithium-Ion Batteries

This section gives a brief introduction to LIBs tailored to the content in this thesis. For

general background and more detailed explanation and discussions, see [41�43]. LIBs operate

by shuttling lithium ions between the porous cathode and anode where they intercalate. During

charging, lithium ions deintercalate at the cathode, move in the electrolyte through the separator,

and intercalate in the anode. The anode is reduced by the lithium ions, lowering the anode

voltage. The cathode is oxidized, and the cathode potential increases. Consequently, the voltage

of the full cell, i.e., the di�erence between cathode and anode voltage, increases with charging.

The processes during charging require energy, which increases the chemical potential of the cell.

During discharge, this process is reversed. Lithium ions deintercalate out of the anode, move

through the electrolyte and separator, and intercalate into the cathode, and the cell voltage

decreases. The discharge reactions lower the chemical potential of the cell, releasing the stored

energy. Figure 1.1 shows this basic working principle for a LFP battery. This basic working

principle of lithium ions shuttling between anode and cathode is the same for all lithium-ion

batteries. It is also often referred to asrocking chair principle. The processes that occur inside

the battery during operation span multiple orders of magnitude (Fig. 1.2). For example, election
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Figure 1.1.: Schematic working principle for a Lithium Iron Phosphate (LFP) battery. The
red arrows showcase the discharge process. Adapted from [44].

migration happens in the order of microseconds,1� s = 10� 6s, di�usion in the electrolyte takes

in the order of seconds, and heat conduction and relaxation of gradients take minutes to hours.

Furthermore, battery degradation processes occur immediately after production and last until

disassembly at the end of life. The values in Fig. 1.2 are approximate values and depend on

temperature, current, State-Of-Charge (SOC), and more [45]. This wide range of timescales

makes it impossible to model all processes inside batteries fully.

Figure 1.2.: Timescales associated with reactions and processes inside batteries. Degradation
reactions can cover the full range of timescales. Adapted from [45].

1.1.1. Components

The material and design of components determine the performance characteristics of the battery.

The basic components of LIBs are the two electrodes and corresponding current collectors,
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separator, and electrolyte. The cathode is the positive electrode, and the anode is the negative

electrode. The naming convention corresponds to discharge. The electrodes are immersed in

the electrolyte and separated by the separator. All these components and their interplay are

important for performance. For more information, see [41].

Electrodes The cathode usually consists of a transition metal compound. Common choices

are Lithium Nickel Manganese Cobalt Oxides (NMC), Nickel Cobalt Aluminium Oxides (NCA),

LFP, Lithium Manganese Oxide (LMO) and more. These materials lead to di�erent cell

characteristics, such as voltage range, Open Circuit Voltage (OCV), capacity, and cost. For

example, LFP has a voltage range from 2.0�3.6 V and is less expensive than cathode materials

that contain cobalt, such as NMC. However, NMC has a higher voltage range (3.0�4.2 V) and

higher energy density than LFP. [41]

The anode material is almost always graphite-based. Lithium ions can intercalate the graphite

layers and form LiC6 during charging. A challenge is that the anode potential is close to the

potential of metallic lithium, which can result in the undesired plating of metallic lithium under

certain circumstances. Sometimes, graphite-silicon composite materials are used to increase

the capacity of the anode. However, silicon has a large volume change during lithiation and

delithiation, which leads to accelerated degradation [46].

The binder holds together the anode and cathode's porous material. The anode and cathode

are connected to the current collectors, which ensures the current travels to and from the

electrodes. The cathode current collector is usually aluminum, while the anode current collector

is usually copper.

Electrolyte The electrolyte enables a transport pathway for the lithium ions while electrically

insulating them. The electrolyte must remain stable at the operating voltage and temperature

range. Furthermore, the electrolyte is fundamental to form the Solid-Electrolyte-Interface

(SEI) layer, a protective layer on the electrodes, primarily the anode, which is important for

longevity [47]. A typical electrolyte consists of a combination of a lithium salt, such as lithium

hexa�uorophosphate (LiPF 6), with organic solvents, such as ethylene carbonate and others.

Separator The separator is a thin membrane that separates the anode and cathode but

allows ions to pass. The separator is important for safety and to avoid short circuits.

1.1.2. State of Charge

The SOC refers to how much current of a battery can supply before needing a recharge. Note

that this metric is di�erent from the remaining energy because the voltage of a battery changes

with the state of charge. The SOC of a battery can theoretically be de�ned by the stoichiometry

of lithium in the anode, but this is impractical as the lithium content in the anode cannot be
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directly measured. However, if the SOC of a cell at an initial time t0, denoted asz(t0), and

the cell's discharge capacityQdis are known and assuming a perfect coulombic e�ciency� � 1,

then the SOC at time t can be estimated by [42]

z(t) = z(t0) +
1

Qdis

Z t

t0

i (� )d�: (1.1)

Estimating the SOC by (1.1) is known as coulomb counting. More advanced SOC estimation

techniques use a battery model in combination with an estimator such as the Kalman �lter.

For more information on SOC estimation techniques, see [43].

1.1.3. Open Circuit Voltage

The open circuit voltage is a characteristic of a battery and describes the terminal voltage

of the battery at equilibrium as a function of the SOC. Equilibrium means that no current

�ows and all reactions are at equilibrium. The OCV is temperature dependent and usually

measured at room temperature. The requirement that the battery must be at equilibrium

makes it challenging and time-consuming to measure the OCV. The OCV is in�uenced by the

electrode materials, electrode stoichiometry, battery design, degradation, and temperature.

Figure 1.3.: Open circuit voltage for LFP and NMC. Based on data from [48].
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Figure 1.3 shows the open circuit voltage for one LFP and one NMC battery. The OCV of

LFP has multiple �at regions due to phase shifts in the cathode. These �at regions can cause

issues for SOC estimation techniques. In contrast, the OCV of NMC has mostly a larger slope.

Another di�erence is the fast voltage drop of LFP close to the fully charged state.

1.1.4. Battery Degradation

LIBs degrade with time and usage. Degradation leads to capacity fade and resistance increase.

From a high level, degradation is often separated into calendar and cycling aging. Even if a

LIB is not cycled, degradation mechanisms such as SEI layer growth continue. This aging at

rest is referred to as calendar aging. Cyclic aging refers to the degradation when the battery is

charged and discharged. The most common de�nition of SOH is

SOH =
Qdis

Qnom
; (1.2)

where Qdis is the discharge capacity andQnom is the nominal capacity. However, there are also

other possible SOH metrics, such as the internal resistance and electrode level SOH metrics.

For an overview of the interplay of di�erent degradation mechanisms and associated states,

see [47].

1.1.5. From Cells to Packs

LIBs are available in various form factors. The most common form factors are cylindrical,

prismatic, and pouch cells (Fig. 1.4). Choosing an appropriate cell is important for pack design

and performance. Cylindrical cells consist of a so-called jelly roll inside a metal can, leading

a b c

Figure 1.4.: Illustration of battery form factors, with a cylindrical cell, b prismatic cell, and c
pouch cell. Adapted from [49].

to a structurally robust design at the expense of higher weight. Prismatic cells consist of a

rectangular container with either a stacked electrode layer or a �at jelly roll inside. Large

prismatic cells can have higher cell capacities than cylindrical cells as very large cylindrical cells

are impractical. Pouch cells use a foil pouch as packaging, making them lighter than prismatic

or cylindrical cells with the same capacity. However, due to the lack of a casing, they tend to
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expand and contract slightly during charge and discharge, which needs additional engineering

consideration.

a b c

Figure 1.5.: Illustration of a prismatic cell, module and pack. a Prismatic cell, b module of
prismatic cells c battery pack consisting of two modules. Adapted from [49].

For most practical applications, the voltage and capacity of a single LIB cell is insu�cient.

Therefore, multiple cells are combined in series to reach the required voltage. Multiple series

strings are connected in parallel to reach the required capacity. Sometimes, cells are assembled

into modules consisting of a group of cells and then into packs, which consist of a group of

modules (Fig. 1.5). However, there are also pack designs that do not consist of intermediate

modules, which are referred to as cell-to-pack. For more information on battery packs, see [49].

The Battery Management System (BMS) is an important component for monitoring to ensure

safe battery operation. The BMS is responsible for ensuring cells are not over or undercharged,

cell balancing, current and temperature monitoring, and fault detection. Furthermore, the

BMS algorithms estimate the SOC of the battery. Advanced BMS also estimate a SOH for the

system. For more information on BMS see [43].

1.1.6. Modeling Lithium-Ion Batteries

The di�erent timescales and lengthscales involved in LIB lead to the need of various di�erent

battery models. Here, we focus on models for cells and systems. Roughly, models can be

grouped into �rst-principles models, Equivalent Circuit Models (ECMs), empirical models,

machine learning models, and hybrid models that combine machine learning models with either

�rst-principles models or ECMs. First-principles models or electrochemical models describe the

transport and reaction phenomena to model the terminal voltage and cycling behavior. The most

common electrochemical model is the Pseudo-Two-Dimensional (P2D) model, which models

di�usion in the electrodes and electrolyte, ohmic conduction, and reaction kinetics, usually with

Butler-Volmer kinetics [50]. Extensions to the P2D model allow to model degradation [51]. The

P2D can give insights into many internal battery states which is important for research. On

the downside, the P2D model is computationally expensive and di�cult to parameterize [52].

For brevity, we do not discuss thermal models and mechanical stress models.

ECMs approximate the battery behavior with an electrical circuit. Many ECM models are

available, with the simplest models consisting of a single resistor. Slightly more complicated
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Figure 1.6.: Three-level structure of data, models and applications for battery research.
Adapted from [39].

models consist of a resistor and a resistor-capacitor pair. Circuit elements such as the Warburg

element or Constant-Phase Element (CPE) can improve the model accuracy by approximating

di�usion phenomena [53, 54]. ECM are suitable for onboard usage in the BMS and are easier

to parameterize than P2D models. However, mapping the individual model components back

to the underlying electrochemical phenomena can be challenging.

Machine learning models are used for batteries in many di�erent ways [27, 31�33, 39]. Their

advantage is that they only require input and output data and can consequently model various

relationships and prediction tasks. However, challenges are limited data availability, potentially

physically implausible predictions, and some ML models are challenging to interpret. Hybrid

models aim to obtain machine learning models' �exibility while yielding physically plausible

results. For an in-depth discussion of hybrid models in the context of battery life prediction,

see [29].

For LIB battery modeling research, it is particularly important to match the research question

with the right model and data. Due to the limited availability of battery data, where usually

some conditions are controlled while others vary, there is a high risk of data leakage if input

data is not selected carefully [55]. We propose a three-level structure with the data layer at

the bottom, the model layer in the middle, and some example applications in the top layer
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(Fig. 1.6). This perspective on battery research problems guided the selection of research

questions addressed in this thesis.

1.2. Structure of the Dissertation

This dissertation is structured into �ve chapters. The �rst chapter is this introduction, which

contains the motivation of this dissertation, a general introduction to LIBs, and an overview of

contributions. Chapters 2�4 are the core of this thesis and Chapter 5 is the conclusion.

Sections of this thesis have been published [27, 32, 39, 40, 56�58]. These publications have

been edited for this thesis.

Figure 1.7 visualizes the structure of the core chapters of this thesis. Battery degradation is a

connecting theme throughout this dissertation. Each chapter takes a di�erent angle on battery

degradation and uses a di�erent data type. The ML methods di�er between the chapters but

are connected by their focus on physical interpretability.

Figure 1.7.: Overview of the structure of this dissertation, chapters and connections.

Chapter 2 is based on [32, 39, 56, 57] and focuses on interpretable high-dimensional regression

for cycle life prediction based on laboratory test data. Chapter 3 is based on [40] and addresses

a di�erent but associated problem for battery modeling and diagnostic. We use interpretable

ML for classifying ECM from Electrochemical Impedance Spectroscopy (EIS) data. Then,
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Chapter 4, which is based on [27, 58], moves out of the laboratory to the �eld. We use a

combination of recursive spatiotemporal GPs and ECMs for resistance estimation from batteries

in the �eld. The resistance is a SOH metric and is associated with battery degradation. We

use the online estimates to develop an algorithm for early fault detection to improve battery

safety. Chapter 5 wraps up this dissertation and gives an outlook on further research questions.

1.3. Contributions

This work has resulted in eight �rst-author articles and contributed to six more articles, leading

to 14 publications in total. In the following, we give an overview of the publications and

open-source contributions.

1.3.1. Publications

For clarity, the following publications are ordered by subject and not by publication date.

1. The journal article Latent variable method demonstrator � Software for understanding

multivariate data analytics algorithms [56] has been published in Computers & Chemical

Engineering in 2022. The article describes an interactive open-source software, the Latent

Variable Method Demonstrator (LAVADE). LAVADE has a simple graphical user interface

to make understanding and teaching latent variable methods easier. The article introduces

regression methods for high-dimensional data, such as RR and lasso, and latent variable

regression methods, such as Partial Least Squares (PLS) and Principal Component Regression

(PCR) that are commonly used in the Chemical engineering community. The software contains

a data generation method to generate synthetic data, a Fourier Transform Infrared Spectroscopy

(FTIR) data set, a Raman spectroscopy data set, and a LIB data set. The article discusses

the regression methods on these examples to help with interpretation, choosing appropriate

methods, hyperparameter tuning, model coe�cient interpretation, and fostering conceptual

understanding.

2. The journal article Interpretation of high-dimensional linear regression: E�ects of nullspace

and regularization demonstrated on battery data[32] has been published in Computers &

Chemical Engineering in 2024. High-dimensional measurement data with a functional structure

is common in chemical or biological systems. The article develops a method to highlight

interpretability issues due to the nullspace that allows di�erent coe�cients to yield identical

predictions. In particular, we show that classical regression methods such as RR, PCR, and

PLS yield regression coe�cients that are orthogonal to the nullspace due to their regularization.

However, regression coe�cients that are not orthogonal to the nullspace might better match

potential true underlying linear models. We show that methods, such as the fused lasso, can

yield physically interpretable regression coe�cients not orthogonal to the nullspace with high
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prediction accuracy. The insights help to reason about underlying linear models, which is

important for system optimization and scienti�c understanding.

3. The journal article Physical interpretation of early battery lifetime prediction models [57]

has been published in the Journal of The Electrochemical Society in 2025. The article develops

new high-dimensional features for NMC battery lifetime prediction models. These features are

thoroughly tested with di�erent train-test splits and nested cross-validation, using PLS and the

fused lasso. The regression coe�cients are then physically interpreted, yielding insights into

battery degradation and showcasing that these methods are useful for analyzing degradation in

many battery materials.

4. The short communication Interpretation of High-Dimensional Regression Coe�cients

by Comparison with Linearized Compressing Features[59] has been published in Computers

& Chemical Engineering in 2025. This article explains how linear regression approximates

nonlinear responses from high-dimensional functional data on synthetic case studies. The article

develops a method to feature coe�cients based on the true nonlinear function that maps input

and response. The analysis helps to understand how regression coe�cients are shaped in the

highly regularized domain and how the shape of regression coe�cients changes as a function of

regularization to approximate nonlinear responses by exploiting local structures.

5. The journal article Systematic feature design for cycle life prediction of lithium-ion batteries

during formation [60] has been published in Joule in 2025. The article introduces a systemic

feature design framework for cycle life prediction models from formation data, i.e., the last

step of battery manufacturing. The framework is based on fused lasso regression coe�cients,

building on [32]. The resulting features are simple and physically interpretable. The model

based on these features outperforms automatic machine learning models and models based on

more complicated features.

6. The conference tutorial article Cycle life prediction for lithium-ion batteries: Machine

learning and more [39] has been published in the proceedings of the 2024 American Control

Conference. The article gives a tutorial on cycle life prediction for lithium-ion batteries and

describes �rst-principle model machine learning and hybrid models. The article highlights the

importance of connecting data, models, and applications in the context of battery research.

7. The journal article Machine learning benchmarks for the classi�cation of equivalent

circuit models from electrochemical impedance spectrahas been published in the Journal of The

Electrochemical Society in 2023. The article builds on the results of the BatteryDEV hackathon,

which is further described in Sec. 1.3.2. The article deals with selecting ECMs that match

impedance data. This problem was proposed by the industrial partner QuantumScape (QS).

Multiple model classi�cation approaches are developed and interpreted. The best-performing

approach uses a gradient-boosted tree model and automatic feature generation. The results

form benchmarks for further studies and highlight the potential of automated model selection.
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8. The journal article Gaussian process-based online health monitoring and fault analysis of

lithium-ion battery systems from �eld data [27] has been published in Cell Reports Physical

Science in 2024. The article analyzes a large LFP battery system �eld data set. We develop a

recursive spatiotemporal GP-ECM modeling framework for monitoring lithium-ion battery sys-

tems in the �eld. The framework separates the time-dependent and operating-point-dependent

resistances. Probabilistic fault detection rules enable early fault detection, which is important

to avoid battery �res. The kernels allow a physical interpretation of the battery operation.

Furthermore, the fault analysis shows that in many cases, only a single cell shows abnormal be-

havior or a resistance knee point. The results further our understanding of battery degradation

and failure in real-world operation. We published a �rst-of-its-kind data set and the software

BattGP with the article.

9. The 2024 NeurIPS conference workshop articleLithium-ion battery system health monitor-

ing and resistance-based fault analysis from �eld data using recursive spatiotemporal Gaussian

processes[58] builds on [27] and extends the physical interpretation of the operating character-

istic from a single cell to all cells in a pack.

10. The journal article Aging matrix visualizes complexity of battery aging across hundreds

of cycling protocols [61] has been published in Energy & Environmental Science in 2025. The

article contributes to understanding the cycling aging behavior of LIBs. This work generated a

large battery cycling data set with 363 cells. We contributed improvements to the di�erential

voltage �tting analysis framework, which is used to determine electrode level SOH metrics

from low-rate diagnostic cycles. These metrics are used in the interpretable machine learning

framework, yielding the aging matrix, which simpli�es complex battery degradation.

11. The conference articleAccounting for the e�ects of probabilistic uncertainty during

fast charging of lithium-ion batteries [62] has been published in the proceedings of the 2024

American Control Conference. The article uses polynomial chaos expansions to quantify the

e�ects of P2D-model parameter uncertainties during fast charging simulations. Uncertainties

are particularly important because constraint satisfaction is important during fast charging to

keep degradation low.

12. The journal article Fast charging of lithium-ion batteries while accounting for degradation

and cell-to-cell variability [63] has been published in the Journal of The Electrochemical Society

in 2024. The article expands [62] by exploring fast charging strategies that ful�ll constraints

with consideration of uncertain parameters.

13. The conference articleLearning model predictive control parameters via Bayesian opti-

mization for battery fast charging [64] has been published in the proceedings of the 2024 IFAC

Symposium on Advanced Control of Chemical Processes (ADCHEM). The article explores

Bayesian optimization for optimizing model predictive control constraint backo� terms and

uncertain model parameters in the context of model plant mismatch.
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14. The conference articleSafe learning-based optimization of model predictive control:

Application to battery fast-charging [35] has been accepted for the 2025 American Control

Conference. The article extends [64] by using safe Bayesian optimization to maintain constraint

satisfaction during Bayesian optimization.

1.3.2. Open Science Contributions

The lack of open-source code and open data in the battery community has hindered battery

innovation [65]. This problem motivated the author to engage with the battery community and

to publish software and data.

At the beginning of this dissertation, in spring 2022, the author assembled and led a team of

four volunteers to organize the online open-source BatteryDEV hackathon under the umbrella

of Battery Associates. BatteryDEV 2022 had more than 140 signups and approximately 60

submissions from researchers from many di�erent continents. To address the shortage of battery

data, we published a data set containing 9,300 synthetic impedance spectra, which was provided

by QS for the BatteryDEV hackathon [40]. Later, we negotiated the release of a large and

�rst-of-its-kind battery �eld data set of LFP batteries that failed in the �eld. This �eld data

set was provided by an industrial partner under the condition of anonymity and published

with [27].

Furthermore, we published four GitHub repositories containing code to reproduce the results

of the research articles. TheLAVADE software [66] is a MATLAB app with a graphical user

interface to teach and build intuition on latent variable regression methods. The software

was released with the accompanying article [56]. TheHDRegAnalytics software [67] is written

in Python and R and contains research code to reproduce the nullspace analysis published

in [32]. The AutoECM software [68] corresponds to [40] and contains modules for loading and

working with EIS data as well as the machine learning code to reproduce the classi�cation

results. The BattGP python software [69] for modeling batteries from �eld data using recursive

spatiotemporal GPs is the most extensive software of the four. This software facilitates online

monitoring and fault detection for battery �eld data. It was designed in the spirit of a Python

package and di�erent battery �eld data can be loaded with minimal modi�cations.

To summarize, this thesis has not only contributed through the publication of research

articles but also led to the publication of multiple data sets and software packages through

collaborations with industrial partners. We hope these contributions will be useful for the

battery research community and shape the way for more such collaborations.
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2. Interpretable High-Dimensional

Regression for Battery Life Prediction

Batteries degrade with time and usage. Eventually, batteries no longer ful�ll the requirements

of an application, or their safety is compromised. The end of life of a battery is commonly

de�ned as the point when the capacity falls below 80% of the nominal capacity. However, this

is an arbitrary threshold, and depending on the cell type and application requirements, other

thresholds are suitable as well. Battery life can be de�ned by the number of cycles (cycle life) or

time (lifetime). Predicting battery life is of much interest for its potential to shorten laboratory

battery cycling tests [31]. These tests are costly and time-consuming. Battery life prediction

can accelerate battery research and development [31, 39], fast charging [33], formation and

manufacturing [60]. In this chapter, we focus on the problem of predicting battery life from

early laboratory cycling data as posed in [31]. There is also a lot of interest in using battery life

prediction on �eld data [27, 70], which can help schedule battery maintenance and replacement,

optimize usage conditions, and estimate the remaining value of assets. However, �eld data

comes with its own challenges, some of which we address in Chapter 4.

Battery life prediction is challenging for a variety of reasons. Battery degradation is compli-

cated, not fully understood, and nonlinear [61, 71]. Furthermore, the scarcity of openly available

battery data [65] and the high costs of battery cycling experiments pose further restrictions. In

addition, often cycling experiments only vary a few parameters, while keeping other parameters

constant [31]. Consequently, the degradation path depends on the conditions that were changed

as well as cell-to-cell di�erences. If the problem is not set up carefully, there is a risk of data

leakage and overly optimistic prediction accuracies [55].

Predicting battery life with machine learning methods has the advantage of not needing to

deal with challenges related to parameter identi�ability of physics-based models while being

�exible to learn the relevant patterns from the available data [39]. One approach is to calculate

nonlinear features from cycling data and regress these features to obtain battery life predictions.

For example, Severson et al. designed features based on� Q, such as the variance feature,

and subsequently used an Elastic Net (EN) for feature selection and regression [31]. Other

approaches involve using NNs to directly learn a mapping to battery life (e.g., [72]). However,

there is a risk of over�tting the speci�c data, and NN are challenging to interpret. Therefore,

we are interested in predicting battery life directly using laboratory cell-level cycling data.

This results in a high-dimensional regression problem where the data sizep is much larger
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than the sample sizen [73�75]. This case arises also in other applications, examples are most

spectroscopies [56], brain imaging, and computational biology [73, 75, 76]. Consequently,p � n

and the matrix X 2 Rn� p of predictors is �wide�. Classical literature on linear regression [77�79]

focuses mainly on the case wherep < n and mostly assumes full column rank; however, many

linear regression methods work well with wide predictor matrices. While OLS is not de�ned for

wide data matrices becauseX > X is singular, the related minimum norm solution (e.g., [80])

can be used instead. RR and other shrinkage-based regression methods (e.g., lasso, EN) do not

su�er from this problem due to the penalty term that is added to the main diagonal of X > X .

The fused lasso, a generalization of the lasso, adds an`1-norm penalty of adjacent regression

coe�cient di�erences to the objective function [81]. This additional penalty encourages piecewise

constant regression coe�cients, i.e., sparsity in regression coe�cient di�erences. Thus, it is

required that the predictors can be ordered in some meaningful way.

An important question is how to interpret high-dimensional linear regression results and the

corresponding regression coe�cients. In particular, how do we reason about an underlying

(linear) model for scienti�c insights and system optimization? In practice, regularized regression

methods are commonly used to �nd regression coe�cients that often generalize well when

applied to data unavailable during training. These regression coe�cients can be analyzed and

compared to engineering or scienti�c expectations in terms of shape (e.g., peaks, plateaus,

slopes), which engineers often do implicitly when looking at regression coe�cients. However,

when a true underlying linear model exists, interpretation and scienti�c insights would be

supported by achieving another potentially di�erent goal: Reconstructing the true coe�cients

that gave rise to the data. This chapter shows that there can be cases where certain regularized

regression methods yield regression coe�cients that support misleading conclusions.

A key contribution of this chapter is the development of an approach based on the nullspace

of the predictor matrix N (X ) to address this issue. This nullspace method allows to compare

coe�cients obtained by di�erent methods motivated by the case of high-dimensional data

generated by a smooth latent process, also calledfunctional data [82]. We use the fact that the

nullspace ofX , N (X ), consists of all solutions toXv = 0 , and thus, the predictions do not

change when adding a vector of the nullspace to the regression coe�cientsX (� + v) = X� . The

essence of the nullspace is that many, in fact, in�nitely many, regression coe�cients yield the

same predictions. Consequently, the nullspace and its interplay with regularization signi�cantly

in�uence the shape of the regression coe�cients. Here, we want to further the understanding

of the e�ects of the nullspace on regression coe�cients to help interpretation and scienti�c

understanding of models and data. Our nullspace method illustrates how the Fused Lasso (FL)

yields interpretable yet accurate prediction results for LFP data. Furthermore, we apply the

FL on a much larger data set of NMC batteries, which were cycled under more diverse aging

conditions. The FL results on the NMC data set improve interpretability but also showcase

limitations.
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This chapter is based on Schae�er et al. 2024 [32], Schae�er et al. 2022 [56], Schae�er et al.

2024 [39] and Gasper„ , Prakash„ , Schae�er„ et al. 2025 [57], which have been edited for this

thesis.

The next section introduces the linear regression methods used in this chapter, focusing on

the high-dimensional case. Then, the nullspace approach is derived. Subsequently, case studies

are presented based on fully synthetic data, lithium-ion battery data with two distinct synthetic

linear responses, and the experimentally measured cycle-life response from [31]. Following

these case studies, a physically interpretable lifetime prediction using the FL on NMC data

is demonstrated, and its limitations are discussed. The conclusions section summarizes the

key learnings of this chapter. Finally, code and data associated with this chapter are available

publicly; see Sec. A for details.

2.1. Linear Regression

Linear regression models are a popular choice to model a linear relationship between inputs and

a scalar response. Due to their simple form, they are often considered inherently interpretable.

Using nonlinear features as inputs enables linear regression to capture nonlinearities explicitly,

while high-dimensional linear regression alone can approximate mild nonlinearities [59]. Linear

regression excels in particular when not enough data is available to learn nonlinearity directly

from data. Linear regression models have the general form

yi = � 0x i 0 + � 1x i 1 + � � � + � px ip + � i ; i 2 f 1; 2; :::; ng; (2.1)

where yi 2 R is the output or response,x i 2 Rp+1 the inputs or predictors, � 2 Rp+1 the

regression coe�cients and � i the error term. With x0 = 1 , the corresponding coe�cient, � 0, is

the intercept. In the following, we always assume that the training data setf yi ; x i 1; : : : ; x ip gn
i =1 ,

where n (the number of samples or observations) is mean-centered. Mean centering yields

x0 = 0 and also reduces the regression coe�cients' dimensionality top. The model can be

rewritten in matrix form as

y = X� + �; (2.2)

where X 2 Rn� p is the input data, � 2 Rp the vector of regression coe�cients, andy 2 Rn the

output. The elements of X can be any mix of raw input data and transformations of the raw

data (aka features). The errors� are often assumed to be homoscedastic, uncorrelated and to

have zero mean. Regression determines the vector� from the data X and y that minimizes the

error � concerning a de�ned measure of the error. Depending on the data, interesting cases of

(2.2) are:

„ These authors contributed equally.
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1. The case where the input dataX has more rows than columns (n > p ) and has full column

rank, i.e., rank(X ) = p. This case arises when many samples are available to build a

model for predicting the output y from a small number of inputs. It is very unlikely that

any vector y 2 Rn is in the column space ofX because the columns ofX span only a

small subspace ofRn .

2. The case where the input dataX has fewer rows than columns (n < p ) and X has full

row rank, i.e., rank(X ) = n. In this case, y lies in the column space ofX , and there

exists no unique solution to(2.2). This case can be interpreted from the perspective of

the nullspace ofX , N (X ), which contains all nonzero vectors that satisfyXv = 0 . In

this case,N (X ) is not empty. Thus, there exists an in�nite set of regression coe�cients

� that satisfy y = X� .

3. The case wherep = n and rank(X ) = p = n, for which (2.2) has a unique solution for

y = X� . This case usually does not occur when working with larger data sets and is

hence not considered further here.

If X is rank de�cient, then redundant rows and/or columns can be removed to obtain one of

the described cases with full rank. Linear regression denotes statistical methods to determinê�

from training data X and y minimizing the error �̂ concerning a de�ned measure of the error,

y = ŷ + �̂ = X �̂ + �̂: (2.3)

To simplify the notation, we use � in the following instead of more rigorous �̂ where the

� hat� makes it explicit that � was estimated from (training) data. A fundamental question in

statistics is how to �nd regression coe�cients that are capable of making good predictions on

data unavailable during training (i.e., regression models with good generalization performance).

The following sections introduce di�erent regression approaches.

2.1.1. Ordinary Least Squares and the Minimum Norm Solution

Ordinary Least Squares (OLS) �nds a solution � that minimizes the `2-norm of the model

error � ,

min
�

ky � X� k2
2: (2.4)

Practically, this optimization can be solved by omitting the error term in (2.3) and multiplying

on the left by X > ,

X > X� = X > y; (2.5)

which is known as the normal equation. For casen > p , X > X is invertible, which leads to the

analytical OLS solution

� = ( X > X ) � 1X > y: (2.6)
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The Gauss-Markov theorem states that this OLS solution has the smallest mean squared error

of unbiased estimators. However, the regression coe�cients� have a very large variance if the

condition number of X > X is large, as is the case for many real-world data analytics problems,

resulting in low prediction accuracy on unseen data. Thus, it can be advantageous to accept

some bias for a large reduction in variance [75].

Minimum Norm Solution: For casen < p , X > X is singular, and there is an in�nite

number of regression coe�cients that perfectly �t the training data. The regression coe�cients

that perfectly �t the data with minimum `2-norm can be obtained by

� 0 = argmin
�

n
k� k2

2

�
�
� ky � X� k2

2 = 0
o

: (2.7)

The closed-form solution (i.e., the minimum norm solution[80]) is

� = X > (XX > ) � 1y: (2.8)

For any ~� that ful�lls X ~� = y (i.e., regression coe�cients that �t the data perfectly, including

the noise), (2.8) can be used to show thatX ( ~� � � 0) = 0 , and that

( ~� � � 0)> � 0 = ( ~� � � 0)> X > (XX > ) � 1y

= ( X ( ~� � � 0))> (XX > ) � 1y

= 0 (2.9)

and consequently( ~� � � 0) ? � 0 which is equivalent to N (X ) ? � 0 [83]. Therefore, there exists a

set of regression coe�cientsS such that every ~� 2 S satis�es X ~� = y. In other words, multiple

solutions yield identical predictions�a point we will revisit later.

2.1.2. Ridge Regression

OLS estimates have low bias but can have very large variance for many real-world data analytics

problems, resulting in low prediction accuracy on unseen data. RR is a strategy for addressing

this problem by adding the `2-norm of the regression coe�cients as a penalty to the least-squares

objective [19],

min
�

ky � X� k2
2 + � k� k2

2: (2.10)

Setting the derivative of the objective function of (2.10) to zero leads to the closed-form solution

� = ( X > X + �I ) � 1X > y: (2.11)

The regularization penalty adds to the main diagonal of X > X , and the resulting matrix is

invertible for casesn > p and n < p . The optimization problem in (2.10) can be rewritten
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as a constrained optimization problem with a constraint on k� k2
2. Due to the shape of the

constraint, the weights � i in RR will never reach zero although they can be arbitrarily small [84].

Therefore, RR can be challenging to interpret since all model inputs are retained in the model

even for high values of� .

It is interesting that without making assumptions about the dimensionality and rank of the

real matrix X , Singular Value Decomposition (SVD), X = U� V > , can be used to show that

� 0 = lim
� ! 0

� � = lim
� ! 0

(X > X + �I ) � 1X > y

= lim
� ! 0

(V � > � V > + �V V > ) � 1V � > U> y

= V � yU> y

= X yy: (2.12)

The Moore-Penrose-InverseX y combines both, the OLS and minimum-norm solutions. For

casen > p , X y = ( X > X ) � 1X > , and for casen < p , X y = X > (XX > ) � 1.

For the case n < p , we showed in [32] that any � can be written as � = � 1 + � 0 with

� 0 2 N (X ) (i. e. X� 0 = 0 ) and � 1 orthogonal to N (X ). Then

ky � X (� 1 + � 0)k2
2 + 
 k� 1 + � 0k2

2

= ky � X� 1k2
2 + 
 k� 1k2

2 + 
 k� 0k2
2

� k y � X� 1k2
2 + 
 k� 1k2

2 (2.13)

with equality if and only if � 0 = 0 . Thus, RR always yields regression coe�cients� , which are

orthogonal to the nullspace ofX .

2.1.3. Partial Least Squares Regression

Partial Least Squares (PLS) is a regression method that was developed by Wold et al. [85] and

is still one of the most popular regression methods in the chemometrics community. Reasons

for its popularity are that it excels for case n < p when with high multicollinearity of input

variables. The key idea is to �nd a lower dimensional, latent representation usingX and y

and perform regression in that space. While Principal Component Analysis (PCA) performs

dimensionality reduction in an unsupervised way, PLS incorporates information about the

target y in the dimensionality reduction scheme. The governing equations for PLS are

X = TP> + E (2.14)

y = Uq+ f: (2.15)

For the data X , T 2 Rn� l is the score matrix, P 2 Rp� l is the loading matrix, and E 2 Rn� p is

the residual matrix. Generally, the responsey can be a matrix for PLS; however, in the scope of
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this thesis we are only interested in the case of a single response variable (also known as PLS11).

For the responsey, U 2 Rn� l is the score matrix, q 2 Rl is the loading matrix, and f 2 Rn the

residual matrix. The dimension l is the number of components or latent variables. By reducing

the dimensionality, PLS e�ectively regularizes the regression coe�cients, similar to what is done

by RR. Therefore, l can also be thought of as a regularization parameter. For a more thorough

discussion on the shrinkage properties of PLS see [87]. From an optimization perspective, PLS

maximizes the sample covariance between theX scores and the responses[76, 85]. There exist

a variety of iterative algorithms for solving PLS regression (e.g., see [75, 86] for implementation

details). Similarly to RR, the PLS regression coe�cients are orthogonal to the nullspace (see

Sec. B.1).

2.1.4. Lasso

Similarly to RR, the Least Absolute Shrinkage and Selection Operator (lasso) addresses the

shortcomings of OLS through regularization. Lasso does this by adding thè1-norm of the

weights as a penalty to the least-squares objective [20],

min
�

ky � X� k2
2 + � k� k1: (2.16)

For positive values � , lasso yields a model in which some regression coe�cients are zero (� i = 0 ,

for somei ) due to the structure of the optimization. The larger the value of � , the more weights

are forced to zero.

While no closed-form solution exists for(2.16), common solvers are available. Thè 1-norm

penalty on � in (2.16) can be rewritten as linear constraints, and the resulting optimization

can be written as a convex quadratic program, which can be solved e�ciently using convex

programming. A visual explanation for why the optimal solution to the (2.16) yields sparse

solutions can be found in [20]. Lasso selects a subset of columns to be used in the regression

and can potentially lead to increased interpretability of results by removing measurements that

are not needed in the model prediction. Models that use only a subset of available columns of

the data matrix X are calledsparse models. A drawback of lasso is that when some columns in

X have a high pairwise correlation, lasso tends to select only one column, and the choice of the

column can be sensitive to an arbitrarily small perturbation in the data [88]. This randomness

reduces the suitability of such models for interpreting the system in terms of which model

inputs appear in the model. Similar to RR, the lasso is applicable for casesn < p and n > p .

1Readers interested in more details on other variants of PLS are directed to other references [76, 85, 86].
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2.1.5. Fused Lasso

In the case of high-dimensional data where the predictors (columns ofX ) have a natural order,

the generalized lasso,

min
�

1
2

ky � X� k2
2 + � kD� k1; (2.17)

can be used [81]. ChoosingD as the identity matrix recovers the lasso. For

D1 =

2

6
6
6
6
6
6
4

1 � 1 0 � � � 0

0 1 � 1
. . .

...
...

. . . . . . . . . 0

0 � � � 0 1 � 1

3

7
7
7
7
7
7
5

; (2.18)

the resulting model is called the one-dimensional Fused Lasso (FL) which penalizes the`1-norm

of the regression coe�cient di�erences [81, 89]. Due to this penalty, the FL enforces sparsity

in regression coe�cient di�erences, leading to piecewise constant regression coe�cients. We

use a variant of fused lasso that penalizes only coe�cient di�erences. However, other variants

exist that yield piecewise constant and sparse regression coe�cients [81]. The choice ofD

can incorporate expectations about the underlying model structure [89] and can thus yield

models that should be interesting for many chemical engineering problems for its �exibility to

incorporate assumptions and its potential to yield easier-to-interpret regression coe�cients.

In the next section, we derive the nullspace method to thoroughly compare the regression

coe�cients of di�erent regularized models.

2.2. E�ects of the Nullspace for Interpretability

The objective of regression methods is to �nd a� that yields predictions that are reasonably

close to the predictions of� � when applied to independent data, i.e., were not available during

training. When a true underlying linear model exists, interpretation and scienti�c insights

would be supported by achieving a di�erent goal, which is to reconstruct the true coe�cients,

i.e., � = � � , where � � are the true coe�cients of the model. We assume that p � n. This

idea is motivated by measurements of lithium-ion batteries, i.e., discrete, noisy measurements

of current and voltage. Such data often exhibit a certain degree of smoothness and can be

considered to originate from discretized functions (similar to the assumptions made by [90]).

The term smoothnessis used loosely here to refer to data in which neighboring values are linked

to each other to some extent and are not too di�erent from one another. The termfunctional

data thus denotes that the data was generated by a smooth latent process [82]. Functional

data is naturally ordered, and therefore the FL is applicable. Consequently, we assume a latent

model structure, i.e., X (independently of y) can be approximated in a lower dimensional space,

and X is not sparse. Most of the analysis in this chapter is technically not limited to this
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assumption. However, the nullspace perspective is motivated by a latent model structure and

the high multicollinearity of columns that arise from functional data. The coe�cients � 2 Rp

contain the relation between X and y.

As shown by [56], often columns in high-dimensional functional data are correlated, and

regularized regression will �nd a solution that is optimal for its objective function; however, the

resulting regression coe�cients can be visually very di�erent from � � due to the interplay of

the regularization and the nullspace,N (X ). Furthermore, in practice, � � is unknown, and the

true underlying system might be nonlinear, requiring a thorough understanding of the interplay

of regularization and the nullspace to draw reasonable conclusions about the underlying model.

In general, the regression coe�cients associated with a linear model are random variables

becauseX and y are realizations from systems that include inherent randomness, such as

measurement errors or random system processes. One approach to model the regression

coe�cients probabilistically is Bayesian linear regression, which places a prior on the regression

coe�cients and yields their posterior distribution, conditioned on data. For further details

on Bayesian linear regression, particularly in high-dimensional contexts, see [91]. While

probabilistic modeling of regression coe�cients is important, we focus on analyzing linear

regression methods that do not model regression coe�cients probabilistically because chemical

engineers commonly use non-probabilistic models. To distinguish between random variables

and their speci�c realizations, we use the notation � model to denote a particular realization

of the regression coe�cients obtained from a given model (e.g., PLS, FL, etc.) and a speci�c

training data set.

Most regularized regression methods solve an optimization of the form

min
�

ky � X� k2
2 + F (� ): (2.19)

Regularized methods trade the perfect �t to the training data against the objective of keeping

regression coe�cients small. This trade-o� is seen in the objective used to de�ne the regular-

ization methods. The orthogonality of the regression coe�cients to N (X ) does not hold for

arbitrary regularization terms F (� ). Orthogonality holds for RR because the regularization

term in (2.10) is always smaller for coe�cients orthogonal to N (X ) (see Sec. 2.1.2). The PCR

coe�cients are orthogonal to the N (X ) because all eigenvectors ofX > X that correspond to

nonzero eigenvalues are orthogonal to each other and to the nullspace (see Sec. B.1). Similarly,

the PLS coe�cients are also orthogonal to the nullspace by construction (see Sec. B.1). The

pathological case ofy being the nullvector must be excluded and is not relevant.

However, regression coe�cients obtained by the lasso and EN, which combines̀1- and

`2-norm penalties, are not orthogonal to N (X ) because of thè 1-norm. Depending on the

function F : Rp ! R, regression coe�cients obtain di�erent shapes. Usually, methods such as

RR, PCR, and PLS yield solutions that are not sparse, which can make interpretation di�cult.
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An alternative method is the lasso, however, sparsity is often not a reasonable assumption for

functional data.

2.2.1. Nullspace Method

The addition of a vector v 2 N (X ), i.e., a vector in the nullspace, to any� yields coe�cients

with unchanged predictions. The vectors in the nullspace a�ect only the regularization term

in the objective function. We are interested in a method for understanding the e�ects of the

nullspace when comparing di�erent coe�cients and how such a comparison can be used to

reason about underlying relationships. Consider a regularized regression model called A,

ŷA = X� A ; (2.20)

where � A is associated with method A. For any vectorv in the nullspace, this equation implies

that

ŷA = X (� A + v): (2.21)

We want to compare the regression coe�cients� A with other coe�cients � B . The coe�cients

� B can either be another estimator obtained by another regression method or instead be chosen

for engineering or scienti�c reasons (e.g., constant regression coe�cients). Thus, we propose

�nding coe�cients v� 2 N (X ) that are closest to the di�erence between the coe�cients under

comparison � � = � A � � B . This approach can be formalized by

min
v

k� � + vk2
2 (2.22a)

subject to Xv = 0 : (2.22b)

This optimization is a convex quadratic program with linear constraints. Its solution can be

derived by introducing Lagrange multipliers to give the equivalent unconstrained optimization

min
v;�

1
2(� � + v)> (� � + v) + � > Xv: (2.23)

Set the derivatives of the objective function to zero to give

v� = � � � � X > �

Xv � = � X� � � XX > � = 0

� = � (XX > ) � 1X� �

v� = ( X > (XX > ) � 1X � I )� � ; (2.24)

where XX > is assumed to be invertible. The solution,(2.24), is the projection of � � onto

the nullspace. The expression can be simpli�ed by inserting the singular value decomposition
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X = U� V > ,

v� = ( V � > (�� > ) � 1� V > � I )� � ; (2.25)

which can improve the numerical e�ciency. Simplifying (2.25) leads to

v� =

 

V

"
I n 0

0 0

#

V > � I

!

� � : (2.26)

The property that V is an orthogonal matrix leads to

v� = � V

"
0 0

0 I p� n

#

V > � � : (2.27)

The projection onto the nullspace can be a hard requirement that might yield a vectorv� that

is dominated by noise and di�cult to interpret, in particular, if XX > is ill-conditioned as is

often the case for many real-world chemical engineering problems. Furthermore, regularization

shapes regression coe�cients by trading their variance against a bias towards zero to improve

generalization. However, regularized regression coe�cients usually di�er from the true coe�-

cients (if they exist). Their di�erence is not expected to lie exactly within the nullspace. Still,

it might be close to it, motivating a relaxed optimization.

We propose to reformulate the optimization in (2.22) to allow deviations from the nullspace,

min
v

k� � + vk2
2 + 
 kXv k2

2; (2.28)

where 
 is a nonnegative scalar. Setting the derivative of(2.28) with respect to v to zero gives

v
 = � (
X > X + I ) � 1� � : (2.29)

For 
 = 0 , the nullspace is not considered, andv0 = � � . For 
 ! 1 , the optimization converges

to (2.27), as seen by

lim

 !1

� (
X > X + I ) � 1� � = lim

 !1

� V (
 � > � + I ) � 1V > � �

= � V

"
0 0

0 I p� n

#

V > � � : (2.30)

Analyzing the nullspace, i.e., comparing the coe�cients � A and � A + v
 with � B , allows

us to identify which di�erences can be removed with a vector that is close to the nullspace

and which di�erences would require signi�cant deviations from the nullspace and are thus

mainly responsible for the di�erences of the associated predictions. We propose to select


 , i.e., the penalization strength for deviations from the nullspace, based on a change in

prediction accuracy to make it easier to interpret the result. That is, we de�ne 
 based on the
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Normalized-Root-Mean-Square Error (NRMSE) de�ned by

s = max
i

f yi g � min
i

f yi g (2.31)

L (ŷ; y) =
1

s
p

n
kŷ � yk2; (2.32)

leading to the heuristic:

max




 (2.33)

subject to
�
�
�L(X (� A + v
 ); y) � L (X (� A ); y)

�
�
� � c

v
 = � (
X > X + I ) � 1� � ;

where c de�nes the maximum loss function change introduced by the nullspace approach that

is considered acceptable. The optimization(2.33) is not convex for most practical examples

but is easy to solve because it only has one degree of freedom,
 .1

2.3. Nullspace Case Studies

This section demonstrates the nullspace method on several example cases to derive insights for

interpretation of regression coe�cients. The data X and y are generated synthetically for the

�rst example. The second and third examples are on data from lithium-ion batteries [31], where

we use constructed response variables by assuming di�erent linear relationships to showcase

the di�erences between regression coe�cients and true coe�cients. The last example uses the

measured cycle life response where the true relationship betweenX and y is unknown.

2.3.1. Synthetic Parabolic Data

The parabolic example is inspired by measurements of some quantity over a continuous domain

(e.g., time, concentration, voltage) to keep the data and relationships simple. The data are

drawn from

X i = ai D � D; i 2 f 1; 2; 3; � � � ; 50g; (2.34)

D = [1 :0; 1:01; 1:02; � � � ; 3:0]; (2.35)

X � =
h
X 1; X 2; � � � ; X n

i >
;

where D is the vector of discretizations on the underlying domain, with a constant spacing of

0:01 and a length of p = 201, and � is the element-wise product. The parametersai � N (�; � 2)

1This optimization can be solved graphically by plotting the left-hand side of the inequality with respect
to 
 .
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with � = 0 :3 and � = 0 :3. Consequently,X 2 R50� 201. We de�ne the response as

y� = X � � � ;

with � � =
1
p

e; (2.36)

e = [1 ; 1; 1; � � � ; 1]> : (2.37)

The true coe�cients are thus equal. Subsequently, we add white Gaussian noise to the data

and response

X i = X �
i + � xi (2.38)

y = y� + � y (2.39)

yielding the matrices X and y for use in regression. The added noise� xi 2 R201 is chosen such

that the average Signal-to-Noise Ratio (SNR) of each sample (X i ) is 50 and the SNR ofy is 50

as well.

Figure 2.1a shows the mean-centered data, where each line corresponds to a matrix row.

The 201 individual data points of each row are connected with a line, which is a reasonable

visualization because of the underlying functional structure. We picked a PLS model with one

component to learn the relationship betweenX and y. The PLS method is popular among

chemical engineers, and its regularization parameter, the number of components, is discrete

and simple to choose. Figure 2.1b shows that the true coe�cients and the PLS coe�cients

have very di�erent shapes. However, their predictions and prediction accuracies are almost

identical (see Sec. B.2). The noise leads to a prediction error even when the true coe�cients are

used (0.105% NRMSE). We hand-selected
 = 10 for this case study. The resulting vectorv10

is very close to the nullspace, i.e., does not signi�cantly change the prediction accuracy. The

wrinkles indicate independent identically distributed noise, in line with the data generation.

The adjusted coe�cients � PLS
1 + v10 are very similar to the true coe�cients � � . While � PLS

1 is

orthogonal to the nullspace, � PLS
1 + v10 is not orthogonal to the nullspace. Due to the simple

underlying structure of the data and the model, the PLS coe�cients yield a similar prediction

accuracy. However, the PLS coe�cients have a smaller̀ 2-norm, i.e., k� PLS
1 k2

2 < k� � k2
2, due to

the implicit regularization of PLS.

Assume that the coe�cients are expected to be piecewise constant for physical reasons. We

can then reformulate the regression as a FL problem with the matrixD in (2.17) set to D1.

Figure 2.1c shows the regression coe�cients associated with ridge regression and the FL.

The regularization parameter was chosen by Cross-Validation (CV) and the one-standard-error

rule [75]. Here we hand-selected
 = 0 :1 as a di�erent example. The resulting vector v0:1 is

smoother than v10 associated with Fig. 2.1, while still being very close to the nullspace and only

changing the associated NRMSE prediction error by0:001%. The FL coe�cients are nearly
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a

b

c

Figure 2.1.: a Mean-centered parabolic data, with white Gaussian noise corresponding to
an SNR of 50 added toX and y prior to mean centering, b true coe�cients in black and
PLS regression coe�cients in green and nullspace-modi�ed PLS coe�cients in magenta,c
FL coe�cients in black RR coe�cients in green and nullspace-modi�ed RR coe�cients in
magenta. Adapted from [32].
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identical to the true coe�cients, and the ridge coe�cients are similar to the PLS coe�cients

with one component but slightly noisier.

From the data alone, it is not possible to state whethery was constructed from constant

or parabolic coe�cients. Furthermore, regression coe�cients orthogonal to the nullspace can

appear to disagree with prior knowledge at �rst sight. This example shows that methods that

yield regression coe�cients that are not orthogonal to the nullspace, such as the FL, can be

advantageous for interpretation and conclusions if selected based on prior knowledge.

2.3.2. LFP Battery Data

To further evaluate the nullspace approach, we use a LFP battery data set, which contains

cycling data for 124 batteries [31]. Each battery has a �xed fast-charging and discharging

protocol. The charging protocols vary widely between the cells, whereas the discharge is

constant and identical for all cells. The objective of the original paper [31] was the prediction

of the cycle life, i.e., the number of cycles until the battery's capacity drops below80% of

its nominal capacity. Therefore, the cycle life mainly depends on the charging protocol and

cell-to-cell variations because all other parameters were held constant.

a b

Figure 2.2.: a 4C discharge capacity fade trajectories for the LFP data set colored by lifetime.
b Histogram of cycle life in cycles.

The cycle life of the cells varies widely (Fig. 2.2b). Most cells have a cycle life between

400�1200 cycles. However, there is one shorter-lived cell and several cells with much longer cycle

life. The capacity fade trajectories have similar characteristics, with a slight discharge capacity

increase during the �rst few cycles. Subsequently, the capacity fades slowly, and at some point,

the capacity fades accelerated, resulting in a capacity fade trajectory with a knee-point.
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a

b

c

Figure 2.3.: a LFP Discharge capacity di�erence between cycle 100 and 10, data split into
training, primary and secondary test set, b mean-centered training data,c z-scored training
data. Adapted from [32].
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Features based on the di�erence between the discharge capacity over voltage curves for two

cycles, subsequently called� Qa� b, were shown to linearly correlate well with the logarithm

of the cycle life. For this case study, we use the cycle paira = 100 and b = 10, as suggested

by [31]. Furthermore, we denote by a tilde (� eQ100� 10) that the columns are mean-centered.

� Q100� 10 2 R41� 1000 due to the high resolution of the discharge capacity over the voltage

domain. More information about the data set and reasoning about the modeling objective can

be found in [31].

Figure 2.3a shows the LFP data set, partitioned into training, primary, and secondary test

data as suggested by [31]. Figure 2.3b shows the mean subtracted training data. The data of

the shortest-lived battery is clearly separated from the remainder of the data set. However,

we keep this battery in the data set, as its in�uence on the training is benign. Figure 2.3c

shows the z-scored training data (i.e., standardized data, yielding mean-centered unit variance

columns). The unit (Ah) is lost by z-scoring the data. Usually, z-scoring is recommended

for data with features that have di�erent units and thus might vary by orders of magnitude.

However, for functional high-dimensional data, the unit of all columns is the same. Nevertheless,

the measured values can vary by order of magnitude. Figure 2.3c shows that the noise in the

voltage region 3.2�3.5 V is ampli�ed by rescaling because of a lower signal-to-noise ratio in

this voltage region. A more detailed analysis of the SNR can be found in Sec. B.3. However,

whether z-scoring is useful depends not only on the data matrixX but also on its underlying

relationship with y, which we explore next on synthetic responsesy before moving to the cycle

life response.

Synthetic Response

Constant coe�cients: The response for this example is the sample mean de�ned in(2.37),

with p = 1000 to match the dimensionality of the LFP data set with added white Gaussian

noise corresponding to an SNR of 50. Figure 2.4a shows the nullspace perspective for the

constant coe�cient response with the data on the original scale, and Fig. 2.4b based on z-scored

data. The number of PLS components is determined by CV and the one-standard-error rule.

The PLS model associated with the z-scored data needs more components. The nullspace

penalization parameter 
 was chosen in both cases to allow forc = 0 :01% NRMSE change,

i.e., approximately half of the NRMSE di�erence between the two models. Figure 2.4a shows

the di�erences between the true coe�cients and the PLS model's regression coe�cients in the

section from 2.0�3.1 V are relatively close to one another; however, some di�erences remain.

The di�erences in the voltage region from 3.2 to 3.5 V only have a minor e�ect on the prediction

results. Most of the di�erence between the regression coe�cients in this area is associated with

the nullspace, indicated by the large di�erence between the nullspace-modi�ed PLS coe�cients

in magenta and the original PLS coe�cients in green. Thus, the di�erences in the region 3.2 to

31



2. Interpretable High-Dimensional Regression for Battery Life Prediction

a

b

Figure 2.4.: a True coe�cients in black, PLS coe�cients based on CV and the one-standard-
error rule in green, nullspace-modi�ed coe�cients in magenta, b nullspace perspective similar
to a, with PLS coe�cients estimated with the one-standard-error rule corresponding to
z-scored data. Adapted from [32].
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3.5 V do not change the prediction results on the training data signi�cantly and arise due to

the interplay of the regularization objective with the nullspace.

When the data are z-scored, most of the visible di�erences between the PLS coe�cients

in green and the true coe�cients in black are contained in the enlarged nullspace (Fig. 2.4b).

The modi�ed coe�cients match the true coe�cients very well. The prediction error di�erence

between the PLS coe�cients in green and the nullspace-modi�ed coe�cients in magenta is 0.01%

NRMSE. The remaining di�erences between the true coe�cients in black and the modi�ed

coe�cient in magenta are barely visible. Still, they are responsible for another 0.01% NRMSE

prediction error change, highlighting the e�ect of the nullspace. Comparing Figs. 2.4a and 2.4b

shows that, in case the true coe�cients are constant (i.e., all columns are equally important),

z-scoring can help regression to yield coe�cients that are more similar to the true coe�cients.

Column mean coe�cients: The true coe�cient vector � � for the next synthetic example is

the column mean of the dataX prior to column centering

� �
j =

1
n

nX

i =1

x i;j ; (2.40)

� � =
h
� �

1; � �
2; � � � ; � �

p

i >
:

The PLS model with six components associated with the z-scored data picks up a high amount

of noise in the voltage regions from 3.3 to 3.5 V (Fig. 2.5b). In contrast, the PLS model with

three components associated with the data on the original scale converges well to the true

coe�cients over the entire voltage region (Fig. 2.5a). The small di�erences are very closely

associated with the nullspace. In both cases, the nullspace penalization parameter
 was chosen

to allow for c = 0 :05% NRMSE change, i.e., approximately half of the NRMSE di�erence

between the two models. Here, z-scoring ampli�es and feeds noise into the model, manifesting

as the spiky regression coe�cients, with the most extreme spikes in the voltage regions from 3.2

to 3.5 V (Fig. 2.5b). Still, the PLS model associated with the z-scored data has approximately

the same prediction accuracy as the PLS model associated with the original data.

Suppose there was some prior evidence or physical intuition that the true coe�cients are

constant or at least of similar magnitude. Then, z-scoring feeds the assumption that all the

columns' importance is in the same order of magnitude to the model. However, if the coe�cients

are expected to vary by an order of magnitude (e.g., as is the case for the true coe�cients being

the column mean of the data), then not z-scoring the data accounts for the assumption that

the scale of the columns is correlated with the assumed underlying true coe�cients. The two

examples show that the potential e�ects of z-scoring on the regression coe�cients should be

considered carefully for functional data. When data are z-scored, the model can become better

at learning the underlying relationship, but noise may be ampli�ed, depending on the noise

structure.
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a

b

Figure 2.5.: a True coe�cients in black, PLS coe�cients based on CV and the one-standard-
error rule in green, nullspace-modi�ed coe�cients in magenta, b nullspace perspective similar
to a, with PLS coe�cients estimated with the one-standard-error rule corresponding to
z-scored data. Adapted from [32].

Measured Cycle Life Response

The cycle life is the measured response associated with the LFP battery data. We are interested

in building models to predict the cycle life based on only discharge data from two cycles, which

is a strategy to reduce the risk of data leakage [55]. We train the models by using the logarithm

of the cycle life as target and use the same training, primary test, and secondary test set as

suggested by [31]. We determine the regularization parameter based on the minimum CV error

and do not employ the one-standard-error rule.1

1The standard deviation of the CV error is large due to the long-living cells that heavily in�uence the
prediction performance, which would lead to overly conservative regularization estimates.

34



2. Interpretable High-Dimensional Regression for Battery Life Prediction

a

b

c

d

Figure 2.6.: Cross-validated regression coe�cients. Mean centered data (Fig. 2.3b):a PLS
coe�cients, b FL coe�cients. Z-scored data (Fig. 2.3c): c PLS coe�cients, d FL coe�cients.
Adapted from [32].
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The PLS coe�cients with �ve components have a similar shape as the FL coe�cients (see

Fig. 2.6ab). However, the PLS coe�cients have high-frequency perturbations, in particular,

in the voltage range from 2.9�3.2 V, which is likely due to noise, making the PLS coe�cients

harder to interpret. The FL coe�cients (Fig. 2.6b) clearly indicate three regions of importance,

enabling a physical interpretation. The range around 2.0�2.1 V is associated with the capacity

change of the cell between cycles 10 and 100. Around 2.4 V, a di�erent pattern can be seen

in the data (Fig. 2.3), corresponding to the negative peak in the regression coe�cients, which

may correspond to LFP cathode degradation associated with iron anti-site defects, as the free

energy of reaction (overpotential times charge) exceeds their formation energy� 0:55 eV [92].

This interpretation is also consistent with experiments showing that chemical reduction of LFP

by citric acid can heal iron anti-site defects with a similar free energy of reaction of 0.58 eV

[93]. The voltage range around 2.9�3.3 V contains most regression coe�cient peaks. The two

dominant plateaus of the OCV, which result from the single broad plateau of LFP superimposed

with two more narrow plateaus of graphite, are located here, and most of the cell's capacity is

discharged in this voltage range. These voltage plateaus correspond to phase transformations of

the porous electrodes [94], speci�cally between the low and high-density stable phases of LFP, as

well as between stages 1, 2, and 3 of lithiated graphite [95]. The fused-lasso coe�cients showcase

three distinct negative and positive peaks, corresponding to changes in the rate-dependent tilt

of the voltage plateaus, which may result from changes in particle-size-dependent nucleation

barriers and population dynamics of reaction-controlled phase transformations [95, 96]. The

peak width and height can be interpreted as a weighted sum of the average slopes of the data

between the respective peaks. On low-rate data, the position and magnitude of peaks in the

incremental capacity analysis correspond to di�erent degradation modes [97]. The peaks and

peak shifts of the incremental capacity analysis blur out at higher C-rates, as expected from

the suppression of phase separation by driven auto-inhibitory reactions [98]. In particular, the

decreasing reaction rate with increasing lithium concentration in the LFP cathode, which has

been predicted theoretically [99] and con�rmed experimentally [100], erases the voltage plateaus

at high rates and causes more homogeneous reactions that are likely favorable for battery

lifetime [94�96]. However, the obtained regression coe�cients indicate that there is degradation

information in this region even in � Q100� 10 (i.e., the discharge capacity di�erence of cycle 100

and 10, both at 4C) that is important for capturing past degradation and forecasting future

degradation. On the other hand, if the 4C current is well into the regime of suppressed phase

separation, then we would expect a negative correlation between lifetime and internal resistance

of the intercalation reaction, which in turn is correlated with larger � Q100� 10.

The coe�cients regressed on the z-scored data have similar peaks and characteristics as

the coe�cients regressed on the original data (see Figs. 2.6ab, and 2.6cd). The z-scoring of

columns introduces an a�ne transformation that signi�cantly changes the regression coe�cients

in the range from 3.2 and 3.4 V. The FL based on the z-scored columns yields high prediction
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Table 2.1.: Root-Mean-Square Error (RMSE) prediction accuracies associated with the
coe�cients in Fig. 2.6. Low Cycle Life (CL): yi � 1200cycles; high CL: yi > 1200cycles.
The best metric in each row isbold , and the runner-up is italic . All models were trained on
the entire training data. Scatter plots of prediction results are shown in Sec. B.4.

Original Scale Z-Scored Feature

Set FL D1 PLS 5 Comp. FL D1 PLS 9 Comp. Variance Model

[101] [31]

Training (41) 68 83 62 57 104

Test 1 (42) 115 116 105 102 138

Test 2 (40) 198 217 192 174 196

Training Low CL (39) 62 82 53 50 103

Test 1 Low CL (39) 96 101 76 80 96

Test 2 Low CL (34) 135 202 115 132 119

Training High CL (2) 138 106 150 139 115

Test 1 High CL (3) 258 231 280 252 385

Test 2 High CL (6) 395 285 412 322 419

accuracy and interpretable coe�cients (see Tab. 2.1 and Fig. 2.6d). In the higher voltage

region, an additional peak appears around 3.35 V, which could not be learned from the original

data because of the very small variance of the data prior to rescaling in combination with

regularization. Moreover, the coe�cients estimated on the z-scored data have the highest

prediction performance on the training, primary, and secondary test sets (Tab. 2.1), showcasing

that there is valuable information in the higher voltage region above 3.2 V. Furthermore, both

models on the z-scored data outperform the variance model suggested by [31]. While more

interpretable, FL provides comparable prediction accuracy to PLS for the LFP data. The PLS

model with nine components, suggested by [101], slightly outperforms the FL model when all

cells are considered. However, the FL yields the lowest RMSE error for both test sets when

only evaluated on the shorter-lived cells. The higher performance of the PLS model with nine

components on the secondary test set is thus mainly associated with the longest-living cells

that are more di�cult to predict (see [31, 101]). However, the coe�cients associated with the

PLS model are challenging to interpret because their sign changes frequently. What is more,

the secondary test set was impacted by a longer calendar aging due to an extended storing

period before the cycling started (see Supplementary Information of [33]), making it tough

to understand the higher prediction accuracy of the PLS model on the secondary test set. In

particular, the PLS coe�cients show further peaks in the voltage region above 3.4 V in�uenced

at least partially by noise because the SNR in this region is very low (see Sec. B.3).
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a

b

Figure 2.7.: Comparison of FL coe�cients (blue) and their component orthogonal to the
nullspace (red): a original data, b z-scored data. Adapted from [32].

Similarly to the parabolic data set, we observe that the FL coe�cients are more interpretable

than the PLS coe�cients. Not requiring the coe�cients orthogonal to the nullspace improves

interpretability (Fig. 2.7ab). The component of the regression coe�cients orthogonal to the

nullspace (red coe�cients in Fig. 2.7ab) are less interpretable while making identical predictions

on the training data. The improved interpretability of the FL has been observed in chemical

engineering and other applications (e.g., [102�106]).

2.4. Application of the Fused Lasso to NMC Battery Data

A drawback of the LFP data set is that all cells were tested using only fast charging protocol

and full cycles. Consequently, the aging trajectories are expected to be fairly similar. Therefore,

an important question is how well methods such as the FL perform on data from batteries

with other cell chemistries and data from batteries that were cycled with more varying aging

protocols. To answer this question, we use the ISU-ILCC NMC data set [107] and investigate

the prediction performance of PLS and the FL through nested cross-validation.
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a b

Figure 2.8.: a C/5 discharge capacity fade trajectories for the NMC data set colored by
lifetime. b Histogram of lifetime in weeks. Adapted from [57].

Overview of the data set: The data set contains data from 215 commercial NMC cells.

The cells were cycled with aging cycles with varying C-rates and varying lower cut-o� voltage,

resulting in much more diverse aging trajectories compared to the LFP data set (compare

Figs. 2.2, 2.8). Every week, the cells were tested with a group of diagnostic cycles and constant

current capacity checks. The capacity fade trajectories are diverse, with some cells showing a

knee-point while others are mostly linear (Fig. 2.8a). Similar to the LFP data set, we de�ne

end of life as when the capacity of the battery falls below 80% of its nominal capacity. However,

because the diagnostic cycles are carried out weekly, we predict the number of weeks until

the end of life (lifetime) in contrast to the number of cycles as for the LFP data set. The

lifetime distribution of the NMC data set is heavy-tailed; most cells have a lifetime below 35

weeks (Fig. 2.8b). A more detailed description of the data set, including aging protocols and

diagnostic protocols, can be found in [107]. We use four features from the di�erence between

the capacity check-up cycle of week 3 and week 0 to predict batty lifetime. The �rst feature is

the � Q feature, based on C/5 discharge data (Fig. 2.9a). The second feature is the� dQdV � 1

feature, that was proposed in [107] (Fig. 2.9b). This feature is based on the numeric derivative

of the C/5 discharge data and thus highlights di�erent degradation characteristics (see [107]

and [57]). Furthermore, we proposed the features� (� V(SOC)) and � (d� Vd(SOC)� 1) features

in [57] (Fig. 2.9cd). The � (� V(SOC)) features is based on� V(SOC), which is the di�erence

between the charge and discharge voltage at every SOC. Therefore, this feature requires a full

charge and discharge cycle. The� (d� Vd(SOC)� 1) feature is the di�erence of the derivative

of � V(SOC) of two distant cycles. For the discussion in the scope of this thesis, we focus on

the performance evaluation of the FL and PLS. A more detailed description of the features,

including physical interpretation, can be found in [57].
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a b

c d

Figure 2.9.: a � Qw3� w0 feature, b � dQdV � 1
w3� w0 feature, c � (� V(SOC)) w3� w0 feature, and

d � (d� Vd(SOC)� 1)w3� w0 feature with zoomed in view. The color encodes the cycle life.
Adapted from [57].
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2.4.1. Nested Cross-Validation Results

We study PLS and FL regression with nested cross-validation. The outer loop consists of

50 di�erent random train-test splits respecting the cycling protocol group. This grouping

ensures that all cells that underwent the same protocol are either exclusively in the train

or test set. The inner cross-validation loop uses random splits of the train set to optimize

the regularization parameter. This setup allows the estimation of test set accuracy statistics

compared to scalar prediction accuracies from a single train test split. Furthermore, we repeat

nested cross-validation for train set sizes of 10, 20, ..., 90%. Figure 2.10 shows the results in

terms of RMSE for the FL and the four di�erent features. Despite the di�erences between the

features, the prediction performance is similar for the four features (Fig. 2.10). The prediction

accuracies are very low for a training set size of 10% and improve strongly with increasing the

training set size to 40% (Fig. 2.10). Between 40% and 70% training set size, the prediction

accuracies are fairly similar. More test set predictions are outliers for 80% and 90% train set

size. The reason is that with a very small test set size, the chance of having a very di�cult test

set increases. This analysis suggests that at least 90 cells (40% training set size) are needed

to build a �good� model. However, here, the training set is based on a random selection of

cells; smart sampling can reduce the number of cells, as currently, there will certainly always be

some cells with very similar information in the training data set. Furthermore, the number of

training cells needed depends on the diversity of the cycling conditions. The parity plots show

that similarly to the LFP data set, the FL regression model struggles mostly to predict the

longer-lived cells (Fig. 2.10cdef). One key reason is that the degradation signal in the feature is

much weaker for longer-lived cells, and there are a lot fewer longer-lived cells in the data set

(Fig. 2.8b).

Table 2.2.: MAE and R 2 prediction accuracy metrics for di�erent FL and the PLS models.
We report the mean and standard deviation for the 50 outer loops of nested cross-validation
using a 70/30 train/test split. The unit of the mean absolute error (MAE) is weeks. The
best metric in each row isbold and the runner-up is italic . Extended from [57].

Feature
w3�w0

Metric
Fused Lasso

Z-Scored
1 Std-error

Fused Lasso
Mean-Centered

1 Std-Error

Fused Lasso
Mean-Centered

Minimum

PLSR
Z-Scored

1 Std-error

� Q(V)
MAE 4.089 +/- 0.886 3.886 +/- 0.762 3.677 +/- 0.705 3.407 +/- 0.616

R2 0.580 +/- 0.126 0.615 +/- 0.125 0.638 +/- 0.124 0.702 +/- 0.072

� (dQdV � 1 )
MAE 3.877 +/- 0.908 3.911 +/- 0.796 3.760 +/- 0.719 3.341 +/- 0.687

R2 0.605 +/- 0.130 0.606 +/- 0.120 0.612 +/- 0.129 0.718 +/- 0.064

� (� V(SOC))
MAE 4.150 +/- 0.911 3.918 +/- 0.899 3.521 +/- 0.667 3.428 +/- 0.716

R2 0.548 +/- 0.160 0.599 +/- 0.136 0.682 +/- 0.112 0.698 +/- 0.087

� (d( � V)d(SOC) � 1 )
MAE 4.139 +/- 0.826 3.898 +/- 0.913 3.587 +/- 0.657 3.701 +/- 0.746

R2 0.580 +/- 0.126 0.596 +/- 0.145 0.676 +/- 0.111 0.645 +/- 0.099
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a b

c � Qw 3� w 0 d � dQdV � 1
w 3� w 0

e � (� V(SOC)) w 3� w 0 f � (d� Vd(SOC) � 1 )w 3� w 0

Figure 2.10.: a Fused lasso nested cross-validation results for di�erent train sizes and features.
b Zoomed-in view. c-f Test set prediction parity plots for the 50 outer loops with 70/30
train/test splits for each input feature vector. RMSE, MAE, and R 2 prediction accuracy
statistics are shown in Tab. 2.2. Adapted from [57].

Comparing PLS and FL prediction accuracies for the 70/30 split shows that PLS regression

outperforms FL regression for the� Q(V), � (dQdV � 1) and � (� V(SOC)) features but not for

the � (d( � V)d(SOC) � 1) feature (Tab. 2.2). The di�erence is not large, and the best performing

FL model prediction accuracy is within one standard deviation of the PLS prediction accuracy.

Nonetheless, this trend is persistent across di�erent train/test splits (see [57] for more details).

Previously, we showed that FL and PLS regression performed similarly on the LFP data set;

however, this evaluation was based on the single train/test split from [31]. Moreover, the

battery degradation trajectories in the LFP data set are less diverse. Notably, for longer-lived

cells in this data set, the FL model performs inferior to the PLS model. While the piecewise
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constant FL regression coe�cients improve interpretability, here we see a trade-o� in terms

of generalization. One possible explanation for this behavior is that theoptimal locations

where the FL regression coe�cients should change their magnitude might be dependent on

the degradation trajectory of the battery for some features. This would give an advantage to

smoother PLS regression coe�cients which are orthogonal to the nullspace for most features of

this data set. The FL has an advantage for the� (d( � V)d(SOC) � 1) feature, most likely because

this feature is the most noisy feature of the four (Fig. 2.9) and the structure of the FL might

be better suited here. The results indicate that, depending on the feature, piecewise constant

regression coe�cients may not be optimal for this real-world NMC battery dataset with diverse

aging trajectories. This limitation is particularly relevant if prediction performance is the main

goal. Still, the FL produces coe�cients and change points that help with interpreting the

underlying physics of degradation (see [57] for a detailed physical interpretation of the features

and regression coe�cients).

Interestingly, the FL performs better on the mean-centered data than the z-scored data and

the one-standard-error rule appears to yield overly conservative results for the FL (Tab. 2.2).

Not standardizing the data might be advantageous for the FL as standardization can weaken the

justi�cation for the underlying assumptions. This further emphasizes the point that z-scoring is

a design choice. Additionally, the FL regularization of piecewise regression coe�cients already

yields a parsimonious or conservative model by design, and applying the one-standard-error

rule might yield an overly conservative model. Despite the FL being slightly outperformed by

PLS for most features, the FL is easier to interpret. Another promising use case of the FL

is feature design based on change points of the FL regression coe�cients. In [60], we show

that such features are powerful to build robust models for cycle life prediction from battery

formation data.

2.5. Conclusions

This chapter proposes a nullspace perspective for gaining insights to help make informed

design choices for building regression models on high-dimensional data and for reasoning about

potential underlying linear models. We demonstrate the nullspace method on a fully synthetic

data set and lithium-ion battery data with a designed linear response. Applying the nullspace

insights for predicting the cycle life led to insights into how degradation manifests itself for

LFP batteries. Furthermore, we compare the FL and PLS on a larger and more diverse NMC

data set.

The nullspace allows di�erent-looking regression coe�cients to yield similar predictions

(Fig. 2.1). While z-scoring for high-dimensional functional data can be bene�cial, it should

be an active design choice because it can increase noise by scaling up columns with low SNR

(Fig. 2.5). Appropriate regularization can mitigate increased noise after z-scoring. Furthermore,
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regularization and z-scoring must be carefully considered and correspond to prior physical

knowledge to obtain interpretable regression results (Fig. 2.6). Otherwise, the combination of

the nullspace and regularization can hinder interpretability and potentially make it impossible

to obtain regression coe�cients close to the true coe�cients. The learnings from the nullspace

analysis help to build and interpret linear regression models for high-dimensional functional

data. The case studies show how to reason about underlying linear relationships betweenX

and y, which is important for system optimization and to improve scienti�c understanding.

We show that regression methods that yield coe�cients orthogonal to the nullspace, such

as RR, PCR, and PLS, can be challenging to interpret for the LFP data. Methods that yield

regression coe�cients not orthogonal to the nullspace, such as the FL, can be advantageous for

interpretability (Fig. 2.7). However, on the NMC data set, the improved interpretability of the

FL yields slightly lower prediction accuracies, resulting in an accuracy-interpretability trade-o�.

Therefore, choosing between the FL and PLS or other methods depends on whether accuracy

or insights are most important.

The next chapter focuses on a related topic for the research and development of batteries.

As shown in this chapter, cycle tests of batteries are important; however, they only partially

reveal insights about battery degradation. Diagnostic tests can mitigate this issue. Electro-

chemical Impedance Spectroscopy (EIS) is a widely used technique for diagnosing batteries and

parameterization of models. However, matching an impedance measurement with a suitable

model type is challenging. The next chapter addresses the problem of model selection with

machine learning methods by using EIS data to classify equivalent circuit models.
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Models from Impedance Data

Processes inside LIBs and other electrochemical devices occur at di�erent timescales [45].

In LIBs, lithium ions move between positive and negative electrodes via the electrolyte and

separator, primarily governed by di�usion processes. The kinetics during this transition vary

due to di�erences between lithium-ion di�usion coe�cients in liquids and solids, which gives rise

to di�erent timescales. LIBs traditionally have a liquid electrolyte and porous active materials in

both electrodes. Additionally, the electrochemical double layer at the interface of the electrodes

introduces a capacitance with its own timescales [108]. Even though solid-state batteries do not

have liquid electrolytes, transport processes and interfacial reactions still happen at di�erent

timescales [109].

A popular method for monitoring the various responses of electrochemical systems over di�er-

ent timescales is Electrochemical Impedance Spectroscopy (EIS). This non-invasive technique

uses alternating voltage or current signals over a spectrum of frequencies to excite processes

within the electrochemical system. These spectra can facilitate the evaluation of electrochemical

systems [110], such as batteries [45, 111�113], fuel cells [114], supercapacitors [115], corrosion

[116], or biological systems [117].

For batteries, particular research areas exploiting EIS are Equivalent Circuit Model (ECM)

characterization [111], blocking electrode experiments to investigate purely ionic or electronic

behaviors [118], di�usion processes modeling [53], characterization of porous electrodes [119],

electrode characterization via transmission line modeling [120], and monitoring of cell degra-

dation [121]. To analyze these spectra and to assign a speci�c mechanism such as electronic

resistance, charge-transfer, mass transport, etc., electrochemists usually employ ECM to repre-

sent the di�erent physicochemical processes in the battery by parameterizing them in terms of

electrical circuit elements such as inductance, resistance, capacitance, or a combination of them.

In the context of battery degradation, tracking the parameters of such ECMs gives insights

into the degradation processes inside the battery. However, de�ning the structure of an ECM

requires expert judgment. Automation enables the collection of many EIS measurements in

research laboratories and companies. Consequently, �nding well-matching ECMs for a large

number of EIS measurements is a bottleneck for research. Machine learning methods gained

popularity during the last years for analyzing spectral data such as FTIR spectra [56, 122],

Raman spectra [56, 123, 124], X-ray di�raction spectra [125], and EIS data [121, 126�132].
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Open data and open-source software are important for innovation. In the context of EIS,

various data sets are available [121, 131, 133, 134], but the total amount of open data is still

small compared to the wide range of applications and the diversity of EIS data that arise from

those. Furthermore, there exists open-source software to analyze EIS data (e.g., [135, 136]).

However, there is still signi�cant potential and need for open-source software and data.

This chapter originates from the BatteryDEV hackathon 2022 and addresses the problem of

accurately classifying latent ECM from synthetic impedance data using interpretable machine

learning methods. Battery Associates, the host organization of BatteryDEV, started this

initiative in 2021 to foster open-source and open data in the battery space. The author of this

thesis assembled a team of four volunteers and led the organization of the 2022 edition of the

BatteryDEV hackathon. We attracted about 140 registrations and submissions from almost

60 participants after a one-week competition. The machine-learning approaches described in

this chapter were partially designed or conceptualized by participants during the BatteryDEV

hackathon. This chapter is based on the associated publication, Schae�er et al. 2023 [40], which

has been edited to become a thesis chapter. The winning team of Andrew Schiek, Paul Gasper,

Rhys Goodall, Tushar Desai, and Hugo Leduc developed the time-series features - XGBoosts

approach and the Uniform Manifold Approximation and Projection (UMAP) visualization. The

runner-up team of Esteban García-Tamayo, Juan Esteban Betancur, Juan Pablo Gaviria, and

Nicolás Montoya conceptualized a Convolutional Neural Network (CNN) approach; however,

their model had performance issues and was oversized. The author of this thesis built a smaller

CNN network as a proof of concept model. Furthermore, the author of this thesis developed

the Random Forest (RF) model after the hackathon as a baseline model.

This chapter is structured as follows. Section 3.1 introduces EIS. Section 3.2 describes the

EIS data set that was provided by QS for the BatteryDEV hackathon. Section 3.3 describes

the classi�cation challenge, the di�erent approaches and results. Section 3.4 summarizes the

chapter and discusses the results.

3.1. Electrochemical Impedance Spectroscopy

This section gives a brief introduction to Electrochemical Impedance Spectroscopy (EIS). EIS

uses a sinusoidal voltage or current signal to excite processes of an electrochemical system

at di�erent time scales. Sweeping across a frequency range yields aspectrum. The relevant

equations of EIS can be derived by assuming a sinusoidal current

i (t) = i 0 cos(!t ); (3.1)

where i (t) is the time dependent current in ampere,i 0 the current amplitude in ampere, and

! the angular frequency in radiant per second (! = 2 �f ). Then, the voltage response of an
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electrical circuit is

v(t) = v0 cos(!t + � ); (3.2)

where v(t) is the time dependent voltage in volt, v0 the amplitude in volt, and � the phase shift

between current and voltage. Electric circuits are Linear Time-Invariant (LTI) systems, where

the impedance

Z (! ) =
~V(! )
~I (! )

; (3.3)

=
v0

i 0
(cos(� (! )) + j sin(� (! ))) ;

= Re(Z (! )) + j Im(Z (! )) ;

de�nes the relationship between sinusoidal inputs and outputs (e.g., [110, 137]). Hence, the

impedance is a transfer function for the system. Here,Z (! ), ~V (! ), and ~I (! ) are the impedance,

voltage, and current phasors. The real part of the impedance,Re(Z (! )) , is the resistance, and

the imaginary part of the impedance, Im(Z (! )) , is the reactance. The resistance and reactance

are frequency dependent.

The key assumption of EIS is that LIB can be approximated as LTI systems. Linearity is

approximately ful�lled if the amplitude of the current and voltage is su�ciently small. Time

invariance is ful�lled if all measurements are carried out without any signi�cant aging occurring

between measurements. The frequency range depends on the system characteristics and is

further elaborated in Sec. 3.2. The number of frequencies depends on the time that is available

and the resolution that is required.

Visualization EIS measurements are commonly visualized in a Bode or Nyquist plot

(e.g., Fig. 3.2). A Bode plot consists of two subplots. The �rst plots the absolute impedance,

jZ j, and the second plots the angle,\ Z , in degree or radiant. Both use the frequency,f , as

abscissa. Therefore, it is straightforward to check impedance values corresponding to speci�c

frequencies. However, comprehending the shapes of the absolute impedance and the phase is

di�cult. In the context of EIS for LIBs, the Nyquist plots the negative reactance (negative

imaginary impedance) against the resistance (real part of the impedance). The Nyquist plot

visualizes the whole impedance spectrum as a single line, connecting the dots corresponding to

the individual frequencies. This simpli�es the comparison of multiple spectra, corresponding to

multiple cells or a single cell at di�erent points in time, SOC, or temperature. Furthermore,

the Nyquist plot exhibits characteristic shapes corresponding to speci�c physical processes in

the battery, which can be interpreted. Figure 3.1 shows typical EIS spectra for a LIB battery

with explanations of the physical correspondence of the individual regions. For a more detailed

discussion regarding physical correspondence and EIS in general, see [110, 137].
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Figure 3.1.: A typical impedance spectrum corresponding to a LIB. Adapted from [110].

3.1.1. Equivalent Circuit Modeling

Experienced electrochemists can read certain characteristics directly from a Nyquist plot because

they developed a thorough understanding of the individual regions of importance for the system

under investigation. However, such a visual investigation is time-consuming and requires much

experience. An alternative is to �t an ECM to the spectra. The key idea is to represent the

system by an ECM with the same impedance behavior as the battery. Then, the parameters of

that equivalent circuit can be used to track characteristics of interest. Due to the behavior of

LIB, particularly the di�usion-dominated domain, traditional circuit elements such as resistors,

capacitors, and inductances are insu�cient [54].

Several elements have been developed to address this issue. Warburg has developed the

Warburg element to approximate di�usion processes (e.g., [54, 137]). The Warburg element has

a characteristic slope of 0.5 (i.e., 45� ) in the Nyquist plot. The Constant-Phase Element (CPE)

addresses the issue that interfaces in electrochemical systems usually do not behave like ideal

capacitances [138]. The Gerischer element is an extension of Fick's law with a reaction term

[139] and is useful for modeling the impedance response of a system where a reaction occurs in

combination with di�usion. The circuits and circuit elements that generated the spectra used

in this chapter are described in Sec. 3.2 and Tab. 3.1.

However, a key problem is that selecting an appropriate ECM is not trivial. Furthermore, the

physical correspondence of the individual parameters is not always clear, particularly if ECMs

with many di�erent parameters are used. Nonetheless, choosing an appropriate ECM can be

very helpful for analyzing cells. Furthermore, the obtained ECM can also be used in the BMS.
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3.2. EIS Data Set

The synthetic EIS data set, Z , was created by QuantumScape (QS), an industrial partner.

It comprises approximately 9,300 impedance spectra,z 2 Z that are vectors of impedances,

z 2 Cn . QS used nine di�erent generating ECM types, described in Tab. 3.2. These ECM

models are constructed by combining di�erent circuit elements. Table 3.1 provides details on

the six di�erent circuit elements, including the number of parameters and the corresponding

equations for each element. No noise was added to the data. The parameters of the ECMs

were drawn from independent reciprocal distributions, except for the time constants� i , which

were drawn from uniform distributions. Furthermore, it was ensured that the time constants of

the RC elements are signi�cantly di�erent for each impedance spectrum associated with the

RC-RC-RCPE-RCPE circuit, i.e., max(f � 1=�2; � 2=�1g) > 10. The circuit elements, circuit types,

parameter bounds and frequency ranges are informed by the solid-state battery R&D of QS.

The data set and code corresponding to the approaches described in this chapter are available

in the GitHub repository corresponding to [40]: https://github.com/BatteryDEV/AutoECM .

Table 3.1.: The circuit elements.

Symbol Name Number of parameters Equation

L Inductance 1 j!L

R Resistance 1 R

C Capacitance 1 1
j!C

CPE Constant phase element 2 1
C(j! ) t

G Gerischer element 2 Rp
1+ j!t

Ws Warburg short element 3 R tanh (( j!t )p )
(j!t )p

Figure 3.2 shows four example spectra with di�erent corresponding ECMs. The Bode plot,

the top plot of each subplot, shows the magnitude in black and the phase shift in green. The

Nyquist plot, the bottom plot of each subplot, shows the impedance response to each frequency

used to excite the system, with each data point in the Nyquist plot corresponding to a distinct

frequency. Note that a Nyquist plot alone without frequency labeling does not show the data

fully, as the frequency dimension is lost. The values in the Nyquist plot with a small absolute

value correspond to the higher frequencies.
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a b

c d

Figure 3.2.: a � d Four selected electrical impedance spectra from the data set. The Bode plot
(top) shows the magnitude in black and the phase shift in green. The Nyquist plot (bottom)
shows the impedance response to each frequency used to excite the system, with each data
point in the Nyquist plot corresponding to a distinct frequency. Adapted from [40].
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3.2.1. Data Preprocessing

The range of frequencies and the number of data points (number of simulated frequencies) vary

widely between the spectra of each circuit class (Figs. 3.3, 3.4). Choosing speci�c frequency

ranges and number of measurements is standard practice, depending on the underlying battery's

characteristics and the scope of the EIS-based investigation [45, 140]. While this data set is

a synthetic data set, having a di�erent number of data points and frequency ranges makes it

more realistic to how a large data set of EIS measurements would look like. We interpolated

the real and imaginary impedance vectors for every EIS spectra atn = 30 logarithmically

spaced frequencies across the common frequency basis, ranging from 101 Hz to 105 Hz to obtain

consistent data for feature design and machine learning. This limited frequency range may

neglect certain features, especially at lower frequencies. Another possible approach would be to

rescale all frequency ranges to a common vector, though this would lead to further issues since

many circuit parameter values are dependent on frequency.

Figure 3.3.: Frequency ranges of the various ECM classes. Adapted from [40].
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