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Abstract

Over the past decades natural language processing has evolved from a niche
research area into a fast-paced and multi-faceted discipline that attracts thousands
of contributions from academia and industry and feeds into real-world applications.
Despite the recent successes, natural language processing models still struggle to
generalize across domains, suffer from biases and lack transparency. Aiming to get a
better understanding of how and why modern NLP systems make their predictions
for complex end tasks, a line of research in probing attempts to interpret the behavior
of NLP models using basic probing tasks. Linguistic corpora are a natural source of
such tasks, and linguistic phenomena like part of speech, syntax and role semantics
are often used in probing studies.

The goal of probing is to find out what information can be easily extracted
from a pre-trained NLP model or representation. To ensure that the information
is extracted from the NLP model and not learned during the probing study itself,
probing models are kept as simple and transparent as possible, exposing and aug-
menting conceptual inconsistencies between NLP models and linguistic resources. In
this thesis we investigate how linguistic conceptualization can affect probing models,
setups and results.

In Chapter 2 we investigate the gap between the targets of classical type-level
word embedding models like word2vec, and the items of lexical resources and simi-
larity benchmarks. We show that the lack of conceptual alignment between word
embedding vocabularies and lexical resources penalizes the word embedding models
in both benchmark-based and our novel resource-based evaluation scenario. We de-
monstrate that simple preprocessing techniques like lemmatization and POS tagging
can partially mitigate the issue, leading to a better match between word embeddings
and lexicons.

Linguistics often has more than one way of describing a certain phenomenon.
In Chapter 3 we conduct an extensive study of the effects of lingustic formalism
on probing modern pre-trained contextualized encoders like BERT. We use role
semantics as an excellent example of a data-rich multi-framework phenomenon. We
show that the choice of linguistic formalism can affect the results of probing studies,
and deliver additional insights on the impact of dataset size, domain, and task
architecture on probing.

Apart from mere labeling choices, linguistic theories might differ in the very
way of conceptualizing the task. Whereas mainstream NLP has treated semantic
roles as a categorical phenomenon, an alternative, prominence-based view opens new
opportunities for probing. In Chapter 4 we investigate prominence-based probing
models for role semantics, incl. semantic proto-roles and our novel regression-based
role probe. Our results indicate that pre-trained language models like BERT might
encode argument prominence. Finally, we propose an operationalization of thematic
role hierarchy - a widely used linguistic tool to describe syntactic behavior of verbs,
and show that thematic role hierarchies can be extracted from text corpora and
transfer cross-lingually.

The results of our work demonstrate the importance of linguistic conceptualiza-
tion for probing studies, and highlight the dangers and the opportunities associated
with using linguistics as a meta-langauge for NLP model interpretation.

v



Acknowledgments

As I – somewhat randomly – decided to study linguistics in 2005, I would have never
imagined to find myself here, now, finishing an academic text this long dedicated to
this topic. There are many people who accompanied me on this path and to whom
I owe thanks.

I would like to thank Prof. Dr. Iryna Gurevych for her feedback, guidance and
patience over the years, that allowed me to find and develop myself as a researcher,
try things out, and keep a broad horizon. I would like to thank FAZIT Stiftung for
their funding and support, without which I would have never learned as much.

I would like to thank my past and current colleagues at UKP Lab for their
insights, support and hallway chats throughout the years. I wish I joined the lunch
more often :)

I am deeply grateful to my professors at the the Moscow State University’s
Theoretical and Applied Linguistics Department, who over the period of my studies
in 2005-2010 gave me a truly broad and multi-faceted education in the very beginning
of my academic path. Many of them have left us since then, and I consider it great
luck to have learned from those extraordinary researchers.

I would like to thank my former colleagues at the Higher School of Economics
in Moscow, and in particular my Candidate of Sciences dissertation supervisor and
former colleague Anastasia Bonch-Osmolovskaya for her guidance, advice and having
a much better idea about me as a researcher than I myself had at that moment.

Finally – and most importantly – I would like to thank my grandmother Anna
for giving me a taste for a good debate and critical thinking, and my parents Oleg
and Marina for their never-ending support and encouragement on my path, even
when it was hard. Thank you.

vi



Contents

1 Introduction 1
1.1 NLP and Linguistics . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 From Rules to Probing . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 This work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.3.1 Research questions . . . . . . . . . . . . . . . . . . . . . . . . 6
1.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.5 Publication record . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.6 Thesis overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2 From Text to Lexicon 11
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.2 Static word representations . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.1 Models of Lexical Semantics . . . . . . . . . . . . . . . . . . . 15
2.2.2 Sparse models . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.2.3 Dense models and word2vec . . . . . . . . . . . . . . . . . . . 18
2.2.4 Limitations and Extensions . . . . . . . . . . . . . . . . . . . 21
2.2.5 Evaluation of word embeddings . . . . . . . . . . . . . . . . . 23

2.3 General setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
2.4 Similarity Benchmarking . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.4.1 Benchmark Design and Requirements . . . . . . . . . . . . . . 26
2.4.2 Dataset selection . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.4.3 Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
2.4.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.5 Word Class Suggestion . . . . . . . . . . . . . . . . . . . . . . . . . . 32
2.5.1 Resource-based Evaluation of Word Embeddings . . . . . . . . 32
2.5.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.5.3 Lexical resources . . . . . . . . . . . . . . . . . . . . . . . . . 35
2.5.4 Experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
2.5.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.6 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
2.7 Chapter Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3 Formalism Matters 43
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.2 Contextualized representations . . . . . . . . . . . . . . . . . . . . . . 45
3.2.1 Ambiguity and Context . . . . . . . . . . . . . . . . . . . . . 46
3.2.2 Context as feature . . . . . . . . . . . . . . . . . . . . . . . . 47
3.2.3 End-to-end context modeling . . . . . . . . . . . . . . . . . . 48

vii



3.2.4 Strong pre-trained encoders . . . . . . . . . . . . . . . . . . . 50
3.2.5 Post-BERT models and Open Challenges . . . . . . . . . . . . 51
3.2.6 The (m)BERT model . . . . . . . . . . . . . . . . . . . . . . . 53

3.3 Probing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
3.3.1 Why probe . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
3.3.2 Probing Methodology . . . . . . . . . . . . . . . . . . . . . . . 56
3.3.3 Linguistic abilities of BERT . . . . . . . . . . . . . . . . . . . 58
3.3.4 Linguistic abilities of multilingual BERT . . . . . . . . . . . . 60

3.4 Formalisms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
3.4.1 Cross-formalism analysis in NLP . . . . . . . . . . . . . . . . 61
3.4.2 Role Semantics . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.5 Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
3.5.1 Probe architecture . . . . . . . . . . . . . . . . . . . . . . . . 64
3.5.2 Source data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
3.5.3 Probing kit . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
3.5.4 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 68

3.6 Main results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
3.6.1 General Trends . . . . . . . . . . . . . . . . . . . . . . . . . . 68
3.6.2 The Effect of Formalism . . . . . . . . . . . . . . . . . . . . . 70
3.6.3 Anchor Tasks and the Pipeline . . . . . . . . . . . . . . . . . . 71
3.6.4 Formalism Implementation . . . . . . . . . . . . . . . . . . . . 71

3.7 Supplementary experiments . . . . . . . . . . . . . . . . . . . . . . . 72
3.7.1 The impact of data size . . . . . . . . . . . . . . . . . . . . . 73
3.7.2 The impact of dataset . . . . . . . . . . . . . . . . . . . . . . 75
3.7.3 Layer probing on sentence level . . . . . . . . . . . . . . . . . 76

3.8 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
3.9 Chapter Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4 Probing for Role Prominence 81
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
4.1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.2 Role Prominence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
4.2.1 Categorical Role Inventories and SRL . . . . . . . . . . . . . . 84
4.2.2 Semantic Proto-Roles . . . . . . . . . . . . . . . . . . . . . . . 86

4.3 Proto-roles in mBERT . . . . . . . . . . . . . . . . . . . . . . . . . . 87
4.4 Prominence probing as role regression . . . . . . . . . . . . . . . . . . 88

4.4.1 Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
4.4.2 PropBank Instantiation . . . . . . . . . . . . . . . . . . . . . 90
4.4.3 General results . . . . . . . . . . . . . . . . . . . . . . . . . . 91
4.4.4 Interpolation . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
4.4.5 Optimal ranking . . . . . . . . . . . . . . . . . . . . . . . . . 93
4.4.6 Discussion and Outlook . . . . . . . . . . . . . . . . . . . . . 95

4.5 Thematic hierarchy induction . . . . . . . . . . . . . . . . . . . . . . 96
4.5.1 Thematic roles in NLP . . . . . . . . . . . . . . . . . . . . . . 97
4.5.2 Thematic hierarchies and syntactic formalisms . . . . . . . . . 97
4.5.3 Hierarchical linking model . . . . . . . . . . . . . . . . . . . . 98

viii



4.5.4 Induction Strategies . . . . . . . . . . . . . . . . . . . . . . . 99
4.5.5 Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
4.5.6 General Accuracy and Syntactic Ranker . . . . . . . . . . . . 103
4.5.7 Qualitative analysis . . . . . . . . . . . . . . . . . . . . . . . . 104
4.5.8 Cross-lingual hierarchy induction . . . . . . . . . . . . . . . . 104
4.5.9 Data utilization . . . . . . . . . . . . . . . . . . . . . . . . . . 104
4.5.10 Error analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
4.5.11 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

4.6 Chapter summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5 Conclusion 109

List of Figures 111

List of Tables 115

Bibliography 145

ix





Chapter 1

Introduction

1.1 NLP and Linguistics

Over the past decades natural language processing has evolved from a niche research
area into a fast-paced, technically involved, multi-faceted discipline that attracts
thousands of contributions from academia and industry and feeds into real-world
applications that define the way we interact with information in the digital age.

The general goal of natural language processing is to provide a seamless interface
between ambiguous, underspecified, evolving human language and computers. As
language is the primary means of human communication, teaching machines to speak
and understand is a fundamental milestone for AI with transformative implications
for human-computer interaction and processing and handling of human knowledge.
Despite the progress of the past decades, this goal is far from being reached: while
impressive results have been achieved for simple tasks in-domain, modern natural
language processing models still struggle to generalize across domains (Beltagy et al.,
2019), are vulnerable to adversarial attacks (Nie et al., 2020), resort to low-level
heuristics leading to biases (Tan and Celis, 2019) and often fail to perform simplest
tasks that only require basic linguistic competence (Ribeiro et al., 2020). While
some of those issues can be partially addressed on-site by acquiring more labeled
data, refining the training protocols and incorporating common-sense knowledge,
the fundamental understanding of the mechanisms that lead to improvements is
often lacking, as is the guarantee that a said model truly reflects the way human
language works and will thereby transfer well to new use cases and domains.

Language is one of our key abilities and most valuable assets. Despite the abun-
dance of natural languages, there exist numerous regularities in how languages rep-
resent meaning, express grammatical information and construct utterances. Lin-
guistics studies language as a general system, aiming to discover how language is
acquired and used, how it evolves over time, how it is structured and which universal
principles guide the use of language as a whole, independent of the particular lan-
guage instance. Theoretical linguistics focuses on the fundamental principles behind
human language as a phenomenon, while computational linguistics aims to explore
the use of language and verify linguistic hypotheses using machine-assisted methods.

Modern natural language processing originates from work in computational lin-
guistics and information retrieval; however, the application-driven incentive of NLP
has steered it in a more practical direction, and although natural language pro-
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Chapter 1. Introduction

cessing and computational linguistics coexist in the research landscape and often
share publication venues, study outcomes and research staff, their goals and re-
search methodology diverge. Linguistic discovery – happening at a lower pace than
the discovery in the computational domain – has not been the main driving force be-
hind the recent NLP successes, and yet linguistics is omnipresent in modern NLP in
the form of objectives and evaluation criteria, resources and auxiliary signals, and
principled analytical frameworks. As mainstream NLP gradually moves towards
strong pre-trained neural language models and end-to-end processing setups, our
work aims to offer a timely reflection on the role of linguistics in this process.

1.2 From Rules to Probing

To put our work in a broader context, we start with a short overview of the major
milestones in NLP system development and evaluation methodology.

Machine learning and benchmarks. Since its start, natural language process-
ing has co-evolved with the rest of the informational and computational infrastruc-
ture. Early NLP has predominantly been rule- and pattern-based: the rules had
to be manually constructed by experts and often delivered acceptable performance
for closed-domain, simple application scenarios. Rule-based systems have an ad-
ditional advantage of being interpretable: the automatic predictions can be traced
back to the symbolic rules contributing to these predictions; these rules can be used
as justification (in case of correct predictions) or as guidance for adjustment (in
case of incorrect predictions). Creating and maintaining the rule base, however,
is an extremely time-consuming task that requires expertise, and the progress in
machine learning and availability of annotated corpora have given rise to simple
machine-learning based natural language processing systems. Methodologically, the
availability of shared annotated resources has made it possible to apply the standard
information retrieval evaluation machinery and metrics to natural language prob-
lems: NLP approaches could now be compared in terms of their benchmark scores,
and the better-performing approach would be considered state of the art. Bench-
marking and performance-based evaluation have provided a solid way to track NLP
progress and have since become the main driving force of NLP, leaving qualitative
evaluation, hypothesis-driven research and error analysis as secondary – yet impor-
tant – role in steering the field.

Features and pipelines. Early NLP approaches have operated with discrete fea-
tures often derived from linguistic and surface-level properties of the underlying
texts: for example, a rule-based named entity recognition module would utilise key-
word gazetteers, capitalisation of the tokens, prepositions and contextual cues like
the word to the left and to the right of a potential named entity. Not all of these
features were directly accessible from the surface text, motivating the use of NLP
pipelines: a set of upstream NLP components would produce annotations on top of
the original text – for example, part-of-speech tags or syntactic groupings – which
would be used for feature extraction in the downstream modules. This made the

2



1.2. From Rules to Probing

prediction process straightforward and clearly separable, however, the one-way na-
ture of the NLP pipelines posed a severe limitation on the resulting systems: the
prediction quality of an NLP component is never perfect, and the errors made in
earlier steps of the pipeline propagate into the latter components without any op-
portunity for the NLP system to correct the upstream predictions post-factum. This
has motivated the development of joint models that would learn to simultaneously
make predictions for multiple steps of the pipeline, and have consistently outper-
formed their step-wise counterparts – at the price of additional restrictions on the
task and data setup and reduced interpretability of the resulting models.

Continuous representations. Despite being easy to interpret, discrete features
have important drawbacks. They might become inefficient in terms of storage and
computation, resulting in sparse inputs which are not well-suited for the majority
of machine learning algorithms: for example, introducing a feature corresponding
to the lemma of a given word would require creating a binary vector representation
with dimensionality of the vocabulary size, out of which only one value would be
used at a time. Another drawback of discrete features is their inability to model
similarities between feature values: in a discrete feature space a “man” is as similar
to a “woman” as it is to a “car”. This severely limits the generalization capability
of the models building upon such representations, and in many cases it would be
useful to represent the input word space in a more structured way. One solution to
this issue is clustering, however, a more generalizable approach is to map discrete
features into a lower-dimensional space which models the similarities between these
features: this technique has been widely implemented and led to – often dramatic –
increases in end-system performance, at the cost of the further interpretability loss:
a dense vector representation of a feature cannot be directly mapped back to its
human-readable and interpretable value.

Transfer learning. The re-emergence of neural network-based approaches has
started a new era in natural language processing: the ability of neural networks
to model non-linearities in a computationally efficient way, the know-how inherited
from neighbouring fields like computer vision and the development of architectures
specifically tailored for language processing have allowed for more flexible mod-
elling of language and boosted the performance to the point when simply trading
an SVM for a multi-layer perceptron would lead to a substantial performance in-
crease. However, the arguably more important development in NLP of the past
decade responsible for most of the field’s recent successes is transfer learning, in
which the internal model knowledge learned during pre-training on a related task is
re-used to improve predictions on the target task. The growth of the Internet and
the abundance of easily accessible plain text have made words (more specifically,
word types) the primary target for transfer pre-training: a large text collection cou-
pled with an unsupervised language modeling objective could be used to produce
word embeddings that would exhibit meaningful properties, and – given an efficient
implementation like word2vec (Mikolov et al., 2013b) – would not require too many
resources to compute. A multitude of word embedding approaches appeared, which
would often be coupled with one or several pre-trained vector space model instances
ready to be used in downstream NLP systems: this provided the researchers with

3



Chapter 1. Introduction

a shared representation that would be tailored to a particular task at hand. While
word type embeddings have proven useful on most occasions, the relationship be-
tween the positions in the resulting vector spaces and the linguistic phenomena they
corresponded to remained opaque. A multitude of studies have aimed to investigate
these correspondences (Hill et al., 2015; Gerz et al., 2016) and to make word em-
beddings more “linguistically aware” either by modifying the pre-training objective
(Ebert et al., 2016) or by retrofitting the pre-trained space using a linguistic signal
(Faruqui et al., 2015).

Deep models. For a long time the representation offered by static pre-trained
word embeddings has been useful and yet too generic to be directly utilized for
solving downstream tasks. As a result it had to be coupled with a task-specific deep
architecture, which would use the pre-trained static word embeddings as a source
and combine them with embeddings for other features that would be learned during
training for the target task. The resulting systems again outperformed shallow
models of the past, however, the depth of the architecture has rendered the analysis
of the source static word embeddings less viable: whatever linguistic properties these
pre-trained vector spaces would represent could be overwritten by the downstream
layers of the deep network, and a large bulk of the performance gain would originate
from the task-specific model itself.

Strong encoders. In the meantime pre-training word type representations with
unsupervised language modeling objectives has progressed, resulting in the intro-
duction of strong, contextualized, subword-level encoder models like ELMo (Peters
et al., 2018) and BERT (Devlin et al., 2019). Due to their representational capacity
and a careful choice of the pre-training objective and regime, the new contextualized
representations are able to encode much more information than their static word-
based counterparts; moreover, the resulting representations are often multi-layered
– providing different levels of abstraction over the same sequence that the end archi-
tecture could utilize – and dynamic – implicitly disambiguating the input tokens in a
context-dependent manner. Modern contextualized pre-trained encoders encode so
much general-purpose information that using a deep downstream neural architecture
often becomes unnecessary: the state of the art on many natural language processing
tasks is held by a strong pre-trained encoder followed by a simple task-specific clas-
sifier. Shifting a large bulk of the model’s capacity to a pre-trained representation
has several advantages: if the pre-trained encoder is not updated during training,
the task-speficic training and prediction are computationally inexpensive; it allows
for easier domain adaptation of NLP systems as long as a sufficient amount of raw
textual data in a new domain exist; finally – and most importantly in the context
of this thesis – it provides researchers with a shared, re-usable representation.

Probing. As with static embeddings, most encoder models are accompanied by
a ready-to-use pre-trained model instance, which gives researchers a wide common
ground and renders the analysis of the pre-trained representations relevant as never
before. Due to the complexity and depth of the resulting representations, a direct
analysis of the models’ predictions is challenging. The emerging area of probing
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aims to assess the linguistic capabilities and properties of the strong pre-trained
encoders using probing tasks – simple, restricted natural language processing objec-
tives designed to measure how and if a pre-trained model represents certain basic
phenomena. Due to its wide applicability and theoretical well-formedness, linguistics
becomes a convenient common point of reference for this analysis. Recent studies
demonstrate that pre-trained models indeed rediscover many important linguistic
relations and learn linguistically meaningful abstractions solely based on unlabeled
text.

As simplified and general as it might be, the outline above demonstrates that
over the past decades natural language processing has progressed from simple rule-
based systems to intricate task-specific neural architectures to strong pre-trained
encoder-based models, gradually trading interpretability and transparency for per-
formance and practical applicability. The emergence of strong pre-trained encoders
is a transformative step in the development of natural language processing, not
only due to the higher benchmarking scores it allows, but, more importantly, due to
providing NLP practitioners with a strong common representation that is more pow-
erful than discrete pipelines of the past, is more transferable than task-specific NLP
models, and displays the ability to represent certain linguistic regularities, albeit in
a non-conventional way.

1.3 This work

In the context of the fields’ transition towards end-to-end systems powered by strong
pre-trained encoders, our work takes a step back and examines how linguistic con-
ceptualisation structurally affects the design, evaluation and interpretation of the
modern pre-trained NLP models. Linguistics as a discipline operates at a lower
pace than natural language processing and machine learning, and from an NLP per-
spective linguistics is a rather static body of knowledge to be drawn from. Despite
that, linguistics has major influence on the development of the field, both explicitly
– by providing resources, theory operationalisations, benchmarks and abstraction
layers, and implicitly – by framing the tasks and defining the objectives for the NLP
models to reach. In this work we investigate how NLP and linguistics interact in
benchmarking (RQ1), probing (RQ2) and task design (RQ3).

To keep our analysis tractable, we focus our studies on a particular linguistic
domain – predicate and role semantics. Predication is the minimal logical unit of
language that can be assigned a truth value and positioned on the time and eviden-
tiality scale, and if we aim to develop machines able to understand and reason over
texts, such machines would inevitably need to capture predicate semantics, at least
implicitly. One family of predicate-semantic formalisms – role semantics – has a long
history of research in linguistics, is well operationalised in NLP in form of semantic
role labeling (SRL), covers both grammatical (syntax) and semantic (lexical seman-
tics) phenomena and is positioned on the border between grammar – which modern
pre-trained encoders seem to capture well – and high-level semantics – which still
remains challenging. This makes role semantics an attractive research objective on
its own, and an ideal target for our investigations. Our findings contribute to the
lexical-semantic evaluation of predicate similarity (RQ1), encoding of role-semantic

5



Chapter 1. Introduction

phenomena in pre-trained language models (RQ2), and modeling of syntactic and
semantic prominence in NLP (RQ3).

1.3.1 Research questions

This thesis addresses the following research questions.

RQ1 Conceptual gap between word embeddings and lexicons Pre-trained
static word embeddings have had a major impact on almost every research area in
NLP. A standard way to compare and evaluate static word embeddings is similarity
benchmarks: the similarities between word encodings in a pretrained vector space
model are compared to the similarity scores assigned to word pairs by humans in
terms of correlation. Higher correlation coefficients signal that a pre-trained model
captures the lexical similarity well, while lower correlation points at potential issues.
However, there exists a major conceptual discrepancy between the two entities un-
der comparison: classic word embedding approaches operate with word types, while
standard human-assessed benchmarks implicitly operate with disambiguated, lem-
matized lexical units. What are the effects of the conceptual gap between
static word embeddings and similarity benchmark targets? We investigate
this question in Chapter 2.

RQ2 Effect of linguistic formalism on probing Linguistics often has multi-
ple ways to represent and describe a certain phenomenon: for example, there exist
several major POS tagsets, several widely used dependency formalisms and several
role-semantic frameworks that differ in terms of granularity, internal organization,
underlying assumptions and scope. Recent work in probing for deep contextualized
pre-trained encoders reveals that models like BERT implicitly learn a great amount
of linguistically relevant information during unsupervised pre-training, and that the
order in which information is processed in the layer structure of such models aligns
with the structure of the traditional NLP pipeline (Tenney et al., 2019a). However,
while claiming that, for example, BERT discovers syntax or POS categories, a prob-
ing study in fact only shows that BERT’s internal representations can be mapped
to a specific linguistic formalism, e.g. English Universal Dependencies syntax and
universal POS categories. Can the choice of linguistic formalism have an
effect on the probing results? We address this question in Chapter 3.

RQ3 Role labeling and Prominence Most work on predicate and role seman-
tics in natural language processing has focused on locally assigning roles to the se-
mantic arguments of predicates based on syntactic and lexical information. Global
interactions between semantic roles on a sentence level have been a major subject
of study in linguistics and motivate many decisions in the semantic role theories;
however, in NLP these interactions have so far been modeled as a purely formal
constraint, e.g. two arguments of the same predicate cannot be assigned the same
semantic role. Prominence and thematic hierarchy are two linguistic concepts used
to account for role interactions and syntactic realization. Despite the years of re-
search this concept has not yet been operationalized for use in NLP and evaluated
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on corpus material. How can we operationalize prominence and thematic
hierarchy for use in NLP, and what can we learn from prominence-based
probing of the modern pre-trained encoders? We investigate these questions
in Chapter 4.

1.4 Contributions

RQ1 Conceptual gap between word embeddings and lexicons

• We hypothesize that the conceptual gap between the word embedding vocab-
ularies and the entries in similarity benchmarks and lexical resources can lead
to decreased benchmarking performance.

• We investigate this hypothesis using standard similarity benchmarks and a
novel resource-based word class suggestion scenario which targets some of
the drawbacks of the existing resource-based evaluation methods. We apply
the novel evaluation scenario to two resources: predicate-centered VerbNet
(Schuler, 2005) and general-purpose WordNet (Miller, 1995).

• We show that lemmatizing and POS-disambiguating the word embedding tar-
gets indeed leads to improved benchmark and resource-based performance,
with the effect especially pronounced for English verbs.

RQ2 Effect of linguistic formalism on probing

• We hypothesize that the differences in linguistic formalism might affect the
results of probing deep pre-trained contextualized encoders. To investigate,
we compare probing results for three role-semantic formalisms – PropBank
(Palmer et al., 2005a), VerbNet (Schuler, 2005) and FrameNet (Baker et al.,
1998) – using rich parallel annotated data. We validate our findings by ex-
perimenting with a multilingual pre-trained model on two languages: English
and German.

• We refine the recently proposed edge and layer probing framework (Tenney
et al., 2019b), and expand it by introducing anchor probing tasks that allow
qualitative insights into the representations learned by strong pre-trained en-
coders and allow the incorporation of expert-designed feature sets from early
NLP systems into the analysis.

• We confirm and extend previous findings on the sequential processing order
and abstraction strategy within pre-trained contextualized encoders in a mul-
tilingual setting.

• We show that the choice of formalism affects the layer probing results in a
linguistically meaningful manner. By allowing the probing model to learn
to extract separate representations for predicate and argument tokens in the
role probing scenario we find that while the predicate-agnostic PropBank-
style probe focuses on the higher layers of the pre-trained model associated
with syntax, Verbnet and FrameNet-style role labeling probes implicitly model
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predicate semantics using the lower layers. Anchor task analysis qualitatively
mirrors the feature sets used for predicate disambiguation and role labeling in
the early SRL systems.

• In a set of additional experiments, we investigate the effects of training data
size, dataset and task granularity on layer probing results. Our results provide
important insights into the aspects of the layer probing relevant to future cross-
formalism probing studies.

RQ3 Role labeling and Prominence

• We refine the previous studies of the encoding of semantic proto-role properties
in contextualized language models and show that some of these properties
can indeed be extracted from the pre-trained BERT, contrary to the existing
reports.

• We suggest a novel regression-based role labeling probe to investigate whether
pre-trained contextualized encoders capture semantic prominence relations.
We show that role labelling can indeed be cast as a regression task; our results
provide new evidence for layer encoding properties of BERT models w.r.t.
predicate semantics. Our evidence suggests that pre-trained BERT models
implicitly capture the notion of prominence and show a preference for viable
semantic role hierarchies.

• We suggest a framework for inducing thematic hierarchies from syntactically
and role-semantically annotated corpora, as well as evaluation criteria and a
range of methods for thematic hierarchy induction. We evaluate it on English
and German data and demonstrate that thematic hierarchies can be induced
from small amounts of training data and apply cross-lingually.

1.5 Publication record

Parts of this thesis have been previously published and presented at international
peer-reviewed conferences. Some of these published works serve as foundation for
the text presented here and are reused verbatim throughout the thesis; others have
contributed to the studies reported here indirectly.

• In Assessing SRL Frameworks with Automatic Training Data Expansion (Hart-
mann et al., 2017a) together with the colleagues from the UKP Lab and the
Heidelberg University we have experimented with augmenting the training
data for semantic role labeling using annotation projection techniques. The
paper introduces the SR3de corpus created by our colleagues and used in this
thesis.

• In Out-of-domain FrameNet Semantic Role Labeling (Hartmann et al., 2017b)
we helped investigate the out-of-domain performance of FrameNet-style se-
mantic role labelers, and found that predicate disambiguation is a major bot-
tleneck in the frame-semantic parsing pipeline. The paper proposes a simple
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method based on static word embeddings that partially alleviates the issue.
While this work is not used in the thesis directly, it served as inspiration for
our later role probing study; the high importance of predicate semantics to
VerbNet and FrameNet-style role labeling is echoed by our probing results in
Chapter 2.

• In From Text to Lexicon: Bridging the Gap between Word Embeddings and
Lexical Resources (Kuznetsov and Gurevych, 2018a) we investigate the con-
ceptual discrepancies between static word embedding vocabularies and show
how these discrepancies affect benchmarking results. This publication forms
the basis of Chapter 2 and its passages are quoted verbatim.

• In Corpus-driven Thematic Hierarchy Induction (Kuznetsov and Gurevych,
2018b) we propose a framework for analyzing and inducing thematic hierar-
chies from corpus data and evaluate it using VerbNet-style role inventories on
English and German. Our results are used as part of Chapter 4 and quoted
verbatim.

• In the collaboration LINSPECTOR: Multilingual Probing Tasks for Word Rep-
resentations (Şahin et al., 2020) we helped create a large-scale multilingual
probing suite for static word embeddings. Similar to the layer probing ap-
proach used in this thesis, LINSPECTOR features a layer-wise analysis of
representations with respect to a range of isolated linguistic phenomena. Our
contribution to this work, however, was on the task design and multilinguality
side, and no parts of LINSPECTOR text, code or resources have been reused
in this thesis.

• Finally, in A Matter of Framing: The Impact of Linguistic Formalism on
Probing Results (Kuznetsov and Gurevych, 2020) we investigated the effects a
linguistic formalism can have on the probing measurements. We show that lin-
guistic formalism can affect probing results and our insights warn against over-
generalising claims made while probing with linguistic material. This source
forms the core of Chapters 3 and largely contributes to Chapter 4, both of
which quote it verbatim.

Apart from the research directly related to the thesis, we have participated
in several smaller projects dedicated to computational analysis of scientific
literature and NLP for peer reviewing, two of which have led to additional
publications. In EELECTION at SemEval-2017 Task 10: Ensemble of nEural
Learners for kEyphrase ClassificaTION (Eger et al., 2017) we implemented
a keyphrase classification approach for scientific terms. Does My Rebuttal
Matter? Insights from a Major NLP Conference (Gao et al., 2019) investigates
the effects of conformity bias on peer reviewing results using the data from the
ACL-2018 conference, and proposes new NLP-based approaches to model the
effectiveness of author rebuttal. These works do not contribute to the material
presented below.
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method
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Figure 1.1: Thesis structure

1.6 Thesis overview

Our work covers a lot of ground, from static word embeddings and basic sim-
ilarity benchmarks to modern multilingual contextualized encoders and state-
of-the-art probing methodology, and from basic linguistic phenomena like part
of speech to the high-level notions of semantic roles and role prominence that
reside at the border of syntax and semantics. Below we review the structure
of this thesis, and Figure 1.1 serves as a simplified reference to the research
objects, methodologies and linguistic phenomena used throughout this work.

From the methodological perspective, probing makes up the core of this
work, with Chapter 3 and parts of Chapter 4 directly using and building upon
the state-of-the art layer probing methodology to investigate how linguistic
information is represented by the pre-trained encoders. Chapter 2 builds upon
similarity and resource-level benchmarking, which, as we argue, can also be
seen as a variation of probing. Finally, we propose a new non-neural method
for thematic hierarchy induction from syntactic data in Chapter 4.

Based on the target level and granularity, the thesis progresses from static
type-level tasks well suited for modeling lexical semantics in Chapter 2, to
contextualized token- and token pair-level tasks that focus on grammar and
disambiguation in context in Chapter 3; finally, in Chapter 4 we move to
sentence level to investigate the interdependencies between semantic roles of
the same predicate.

The choice of the modeling target motivates our choice of representations:
for type-level tasks in Chapter 2 we use static word embedding models (in par-
ticular, different configurations of word2vec (Mikolov et al., 2013b); for token
and token-pair level tasks in Chapters 3 and 4 we build upon the contextu-
alized, deep, Transformer-based BERT representations (Devlin et al., 2019);
finally, the hierarchy induction experiments in Chapter 4 use traditional, sym-
bolic representations of syntax.

Finally, from the linguistics perspective, Chapter 2 is dedicated to lexical
semantics with a special focus on verbs; Chapter 3 uses semantic role as-
signment in three major role labeling formalisms to investigate the impact
of formalism on layer probing; Chapter 4 investigates multiple approaches to
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modeling semantic prominence in the context of probing, including seman-
tic proto-role probes (Reisinger et al., 2015a) and our novel regression-based
role labeling probes that depart from the NLP tradition of modeling semantic
roles as categorical, atomic classes (Gildea and Jurafsky, 2000). We conclude
our discussion on prominence with a feasibility analysis of the full thematic
hierarchy induction from corpus data in Chapter 4.

Chapter 5 summarizes the thesis and concludes the work with some final re-
marks and future research suggestions.
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Chapter 2

From Text to Lexicon

Despite the recent advances in contextualized encoding of words and sentences,
static word embeddings maintain a strong presence both in research and in
practical natural language processing due to their simplicity and low resource
demands. However, what do the “words” targeted by the word embedding mod-
els in fact correspond to in a linguistic sense, and do the common similarity-
and resource-based evaluation setups align with that notion? In this chapter
we investigate the conceptual gap between the entries of word embedding vo-
cabularies and the lexical resources. We find that the conceptual discrepancy
between the notions of word type and lexeme have practical consequences for
evaluation of static pre-trained embedding models.

2.1 Introduction

The training objective in the unsupervised static word embedding setup is to
induce vector representations for targets based on their contexts encountered
in an unlabeled, plain text reference corpus. The goal is to encode targets so
that the targets appearing in similar contexts are close in the resulting vector
space model (VSM). We further refer to the set of targets in a given VSM as
the vocabulary of this VSM. For example, the target “cat” might appear in
contexts “A ... sleeps on a mat” and “Don’t forget to feed the ...”. The vector
associated with this target by the VSM will be close to the vectors of other
house pets in the VSM’s vocabulary and – ideally – distant from the vectors
of country capitals, chemical compound names, etc.

Static word embeddings have been responsible for a major leap in natural lan-
guage processing performance due to their broad coverage and ability to implic-
itly encode lexical relations. Seemingly overshadowed by the recent progress in
dynamic word and sentence embedding methods in cutting-edge NLP, static
word embeddings remain the representation method of choice for many re-
searchers and NLP practitioners due to their ease of use and low computa-
tional and infrastructure requirements. In the first half of 2020 alone, static
word representations like GloVe (Pennington et al., 2014) have been used in
a variety of tasks and systems spanning from dialogue modeling (Ma et al.,
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2020) to sentence simplification (Kumar et al., 2020), to automatic analysis of
radiology reports in medicine (Ong et al., 2020) and anonymization of clinical
notes (Hartman et al., 2020), among many others.

The lasting popularity and the ability to easily pre-train custom static embed-
dings from arbitrary corpora call for generalizable evaluation methods that
would allow assessment and comparison of the resulting vector spaces. While
extrinsic task evaluation is often preferable, it does not separate the embed-
ding quality from the end-task model quality and thereby does not contribute
insights into generalisability and transferability of the pre-trained models to
new tasks. Motivated by this, a long-standing line of research in word embed-
ding evaluation aims to develop methods for task-independent assessment of
the pre-trained word embedding models. Two principled approaches for task-
independent evaluation of static word embeddings are similarity benchmarking
in which the distances in the pre-trained vector space model are compared to
the word similarity judgements made by human annotators, and resource-based
benchmarking in which the relationships between word embedding vectors are
mapped onto lexical relations codified in a general-purpose lexical resource.
Methodologically these benchmarking approaches are direct precursors of the
current line of research in probing: given a general, simple linguistic task (e.g.
similarity benchmark) and a low-capacity prediction model (e.g. threshold on
the raw cosine distance), probing rests on the assumption that the performance
on the probing task reflects the internal properties of the pre-trained encoder
and the information implicitly captured by it.

2.1.1 Motivation

A probing model should have minimal own capacity to prevent it from learning
to predict the phenomenon based on training data and not on the informa-
tion implicitly encoded during pre-training (Hewitt and Liang, 2019). Many
successful approaches to probing and benchmarking are indeed built around
directly correlating the raw distances in the pre-trained vector spaces with
an external task-specific signal. This, however, allows conceptual inconsisten-
cies in the probing setup to directly project into the benchmarking results,
as the model has no capacity to mask and compensate for the discrepancies
between pre-trained inputs and human-annotated targets. As an extreme ex-
ample, imagine that one would evaluate a pre-trained static word-level model
like word2vec on a sentence-level semantic textual similarity benchmark (Cer
et al., 2017): while a conceptually aligned setup using mean pooling would
perform very well (Ranasinghe et al., 2019), assessing sentence similarities
solely based on the vectors of their first words would fail due to the mismatch
between the encoding target (words) and the evaluation target (sentences).
The observed poor performance in this case would not be due to the inability
of word-level encoders to capture sentence similarity, but due to the design
issues in the probing setup.

As exaggerated as the above example might be, similar effects are present in
the traditional static word embedding evaluation settings. Since the further
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discussion requires precise word-related terminology, we introduce it here. A
token is a unique word occurrence within context. Tokens that are represented
by the same sequence of characters belong to the same type. A type signifies
one or – in case of morphological ambiguity – several word forms. Word forms
encode the grammatical information carried by the word and are therefore
POS-specific. One of the word forms is considered the base form – or lemma
of the word. All possible word forms of a word represent the lexeme of this
word. From a semantic perspective, a word is assigned to a minimal sense-
bearing lexical unit (LU). In general, multi-word and sub-word lexical units
are possible, but here we focus on single-word units for simplicity. LUs are the
reference point to the semantics of the word and might be used to describe
further properties of the words within a specific lexicon, e.g. get assigned one
or several senses, related to other LUs via lexical relations etc.

With the above hierarchy in mind, let us examine how common static word
embedding approaches and evaluation benchmarks define their targets. The
applications of word embeddings can be roughly grouped in two categories,
occurrence-based and vocabulary-based: the former aims to classify tokens (e.g.
parsing, tagging, coreference resolution), the latter aims to classify lexemes
(e.g. word clustering, thesaurus construction, lexicon completion). Lexical
resources mostly operate on lexeme or lexical unit level. This includes most
of the similarity benchmarks (Finkelstein et al., 2001; Bruni et al., 2014; Hill
et al., 2015; Gerz et al., 2016) that implicitly provide similarity scores for lex-
emes and not for word types. Traditional static word embedding approaches,
however, induce representations on the type level. As Figure 2.1 demonstrates,
this leads to a conceptual gap between what the word embedding methods
learn to represent and what they are evaluated against.

Albeit seemingly subtle, this conceptual discrepancy is problematic for several
reasons. Consider the standard scenario where a type-based VSM is evaluated
against a lexeme-based benchmark. One of the types contained in the VSM
vocabulary corresponds to the base form (lemma), and the vector for the base
word form is used for evaluation. This particular form, however, is selected
based on grammatical considerations and, as we later demonstrate, is neither
the most frequent nor the most representative in terms of contexts, nor the
most unambiguous. As a result, (1) the contexts for a given lexical unit are
under-represented, ignoring other word forms than the base form; (2) in case
of ambiguity the same static representation is learned for several different
lexemes sharing the same word type. Based on this, one might hypothesise
that a better conceptual alignment between the pre-trained embedding models
and lexical resources would lead to higher agreement between them and result
in more linguistically meaningful pre-trained representations.

Strengthening this assumption, multiple studies have demonstrated that even
partially addressing these problems indeed leads to improved performance.
For example, Ebert et al. (2016) have introduced the lemma-based LAMB
embeddings and have shown that lemmatization of the targets improves the
results cross-linguistically on similarity benchmarks and in a WordNet-based
evaluation scenario. In our scheme this represents a step up in the concep-
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Figure 2.1: Hierarchy of word-related concepts for emails, with VerbNet as lexicon
and word2vec (Mikolov et al., 2013a), GloVe (Pennington et al., 2014), sense2vec
(Trask et al., 2015) and LAMB (Ebert et al., 2016) exemplifying static embedding
approaches with varying degrees of target disambiguation.

tual hierarchy but still leaves room for ambiguity on the LU level. Trask
et al. (2015) experimented with POS-disambiguated targets, and also report
improved performance on a variety of tasks.

While these studies support the hypothesis that lemmatization and POS-
typing of targets are beneficial for downstream tasks, they do not provide
a detailed investigation on why it is the case and do not examine the effects of
combining the two preprocessing techniques. Our work aims to close this gap.
We evaluate the effects of lemmatization and POS disambiguation on simi-
larity benchmarks in a controlled setup, and further refine our results using a
novel resource-based word class suggestion scenario which measures how well a
VSM represents VerbNet (Schuler, 2005) and WordNet supersense (Ciaramita
and Johnson, 2003) class membership. We find that POS-typing and lemma-
tization have complementary qualitative and vocabulary-level effects and are
best used in combination. We observe that English verb similarity is harder
to model and show that using lemmatized and disambiguated embeddings im-
plicitly targets some of the verb-specific issues.

2.1.2 Contributions

– We suggest using lemmatized and POS disambiguated targets as a con-
ceptually plausible alternative to type, word form and lemma-based VSMs;

– We introduce the suggestion-based evaluation scenario applicable to a
wide range of lexical resources;

– We show that lemmatization and POS disambiguation improve both
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benchmark and resource-based performance by implicitly targeting some
of the grammar-level issues.

2.2 Static word representations

2.2.1 Models of Lexical Semantics

The ability to represent and process the meaning of words and sentences is
key to the success of natural language processing, as far as any applications
beyond purely formal grammatical analysis are concerned. Lexical units are
the core semantic building blocks of language and the main subject of study
in the field of lexical semantics. Numerous theoretical frameworks and imple-
mentations have been proposed in the linguistic literature and subsequently
adapted for use in more practical NLP applications. From the natural language
processing perspective, there exist two principled approaches to representing
the meaning of words and multi-word expressions: lexical resource-based, and
distributional.

Figure 2.2: BabelNet as an example of a modern linked LSR, that given a lexical
unit (A) provides its definition (B), usage examples (C), relations to other lexical
units and categories (D), as well as visual examples (E).

Resource-based approaches model lexical-semantic knowledge as a finite lexi-
con in which every lexical unit is assigned a definition, a set of properties, a
set of relations to other lexical units (Figure 2.2). Lexicon-based models of
semantics have a long history in linguistics and didactics: monolingual dictio-
naries associating each entry with a textual explanation and basic grammatical
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information are a staple of lexicography and are widely used in academic re-
search, language teaching and in everyday life. Aside from the traditional
definition-based dictionaries like the Oxford Dictionary for English and Du-
den for German, this includes recent collaborative efforts like Wiktionary1 and
Urban Dictionary 2.

Despite their popularity, monolingual dictionaries rely on implicit world knowl-
edge and do not exploit structural properties of the lexicon, limiting their
utility for automatic natural language processing. This fact has been acknowl-
edged in lexicography early on, and a wide range of structured lexical-semantic
resources (LSRs) emerged. The classic example of structured lexical repre-
sentation is Roget’s Thesaurus (Kirkpatrick, 2000): originally intended as a
writing aid, it organizes the lexicon into a hierarchy of classes, with each
subsequent layer of the hierarchy representing finer semantic distinctions. An-
other prominent example of a structured lexical-semantic resource is WordNet
(Miller, 1995) – an extensive database and network of lexical units grouped
into synonym sets (or synsets) and connected with lexical-semantic relations.
A structured lexical-semantic resource can be enriched with additional formal
information about the semantic and grammatical properties of the entries: for
example, VerbNet (Schuler, 2005; Kipper et al., 2006; Schuler et al., 2008) clas-
sifies verbs based on their syntactic behavior and associates each class with
subcategorization information and selectional restrictions; FrameNet (Baker
et al., 1998) follows frame semantics and groups lexical units based on the
frames they evoke, each frame accompanied by rich semantic and grammatical
metadata. Lexical semantic resources can be interconnected, providing wider
coverage and even richer semantic representation; some prominent examples of
linked LSRs include BabelNet (Navigli and Ponzetto, 2012), UBY (Gurevych
et al., 2012) and SemLink (Bonial et al., 2013; Stowe et al., 2021). Lexical-
semantic resources have been widely used in natural language processing both
as an additional source of information for the models and as a way to evaluate
models in terms of the lexical knowledge they have already acquired from the
data or other sources.

Lexical resources provide a rich, theoretically grounded and human-interpretable
representation of lexical knowledge. However, the development and use of
lexical-semantic resources is associated with a range of drawbacks limiting their
utility for natural language processing. Despite their size, lexical-semantic re-
sources often suffer from low coverage, especially when applied to non-standard
domains (Hartmann et al., 2017c). Developing an LSR requires substantial
expert involvement, limiting their expansion and domain adaptation. Finally,
the differences reflected in an LSR, while theoretically sound, might introduce
an unnecessary level of complexity for downstream NLP tasks. For example,
WordNet is known to be extremely fine-grained, accounting for sense distinc-
tions even human annotators cannot reliably reproduce (Palmer et al., 2007);
in response, alternative sense distinction schemes have been successfully devel-
oped (Hovy et al., 2006) and alternative granularity levels have been explored

1 http://www.wiktionary.org
2 http://www.urbandictionary.com
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and integrated into NLP applications (Flekova and Gurevych, 2016).

An alternative approach to representing lexical semantics is based on the dis-
tributional hypothesis, which states that the meaning of a lexical unit can be
approximated by the contexts this lexical unit appears in (Harris, 1954). As
an illustration of this concept, a language user unfamiliar with a word kohlrabi
and given a small set of contexts like “How to plant and grow kohlrabi”, “Crispy
apple and kohlrabi salad” and “Roasted kohlrabi with garlic sauce” can reliably
place the new word in their lexicon and infer other properties of the newly
discovered root vegetable. Unlike lexical resources, distributional semantic
models do not require expert involvement and do not make any structural
assumptions about the lexicon. They can be constructed based on unlabeled
text collections, largely alleviating the coverage issues associated with LSRs.
Due to the availability of unlabeled textual data and efficient implementations,
distributional semantic models have become the de-facto standard in natural
language processing, and the rest of this chapter will focus on this class of mod-
els. Before we proceed, however, it is important to note that distributional
models are complementary to lexical-semantic resources: the best end-task
performance is often achieved via a clever combination of high-coverage, but
poorly structured distributional representations and lower-coverage structured
lexical resource data (Faruqui et al., 2015; Bevilacqua and Navigli, 2020).

2.2.2 Sparse models

On an abstract level, building a distributional semantic model requires as
input a text collection (corpus), a definition of target and a definition of con-
text. The goal of a distributional semantic model is to create a context-based
representation in which similar targets are positioned close in the resulting
representation space. For simplicity, in this chapter we focus on single-word
targets and omit the discussion on multi-word expressions; however, most of
the following argumentation equally applies to targets consisting of more than
one word.

A naive approach to distributional modeling is to represent each target word
as a number of times it occurs in a certain context. Since using an exact
context (i.e. the full sentence) for this purpose would result in extremely sparse
and high-dimensional representations, a common simplifying assumption is to
represent the context as a bag of words. Furthermore, since sentences in
a corpus can be arbitrarily large, and most of the lexical unit’s meaning is
determined by its local context, a further assumption reduces the scope for
bag-of-words extraction to a fixed window around the target word. The main
drawback of pure count-based distributional representations is their inability
to model the saliency of contexts. All contexts are treated equally, leading
to over-representation of frequent non-discriminative contexts (like function
words and auxiliary verbs) and under-representation of rare and highly specific
contexts. As a solution, numerous association measures have been proposed
as replacement for raw counts, e.g. tf-idf, Dice coefficient, pointwise mutual
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information and others; see e.g. (Navigli and Martelli, 2019) for a recent
overview.

The framework of distributional semantics does not pose strict limitations on
how the context is formulated. This enabled experiments with context defi-
nition: Lin (1998), highlighting the issues associated with linear context win-
dows, proposes using syntactic triplets as context representation and demon-
strates its efficiency for thesaurus extraction; Gabrilovich and Markovitch
(2007) use Wikipedia article identifiers as context and suggest representing
words based on their occurrence in corresponding Wikipedia pages, leading to
improved word and text similarity performance.

The general advantage of sparse, explicit distributional semantic models is
their simplicity and transparency: the dimensions of the resulting models are
interpretable and the target-context association values can be traced back to
the source corpora. However, such models suffer from sparsity as most targets
and contexts never occur together, and from low efficiency, as most count-based
association measures require the calculation of global, corpus-level statistics.
These issues have been addressed by the next generation of distributional se-
mantic models, the former by the models based on matrix factorization, and
the latter by efficient neural network-based models that allow iterative refine-
ment of the vector space. While our study is based on a more recent model,
word2vec, our observations apply to the general distributional semantics setup
and are thereby expected to hold for sparse distributional models as well.

2.2.3 Dense models and word2vec

Explicit matrices that map targets to contexts tend to be very large and very
sparse: an association measure is provided for each target-context pair. How-
ever most targets and contexts rarely co-occur; explicit representations are
susceptible to the noise in the data and do not take the semantically mean-
ingful co-occurence regularities into account. A range of matrix factorization
methods based on global co-occurence statistics have been proposed to address
these issues, for example, Latent Semantic Analysis (LSA) (Landauer et al.,
1998) uses singular value decomposition to represent the original association
matrix as a product of lower-rank matrices, one of which contains a compact
representation of the original vector space organised along the axes that reflect
correlations between the columns and rows of the original matrix. LSA and
related methods are computationally demanding and updating the resulting
low-dimensional space based on new data is non-trivial. This has limited the
amount of raw textual data that could be realistically ingested by these models,
and it has been later shown that the ability to process large amounts of input
data is key to model performance. The next generation of dense type-level dis-
tributional semantic models originated from the research in language modeling
and provided much more efficient ways to pre-train high-quality word repre-
sentations, enabling pre-training on huge, web-scale datasets and establishing
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the state of the art in static word representations that holds until today3.

The goal of language modelling is to estimate the probability of a word given its
context. Traditional non-neural language models represent words as discrete
units and use n-grams – fixed-length sequences of preceding words – as context.
The major drawbacks of n-gram language models are their rigidness when it
comes to modelling word sequences not seen in the training data, and the
sparse, high-dimensional nature of the learned representations, similar to the
issues associated with explicit distributional word representations. While the
former has been partially addressed by smoothing the probabilities and backing
off to lower-order n-grams (Chen and Goodman, 1996), the latter posed a more
fundamental challenge. The seminal work of Bengio et al. (2003) addressed
both challenges by proposing a neural language model that associated each
input word with a dense vector – a word embedding – and jointly learned the
word representations and the sequence probability, leading to substantially
improved performance and providing a principled way to address both out-of-
domain and sparsity issues.

While Bengio et al. (2003) focused on language modeling per se, others ex-
plored the properties of the learned word representations. Collobert and We-
ston (2008) have introduced the all-neural end-to-end approach to natural
language processing that has since then become mainstream methodology in
the field. The key enabling factor in the success of end-to-end NLP is transfer
learning: the representations learned for one (often, simpler and more data-
rich) task can be re-used for solving another task. However, for Collobert and
Weston (2008) transfer learning from scarce labeled data alone only yielded
modest results, and most of the performance gain was achieved by transfer
from pre-trained base word representations derived from unlabeled corpora
based on the neural language modeling objective. The resulting pre-trained
word embeddings have drastically improved the end-task performance, and a
closer examination of the resulting dense representations has revealed semantic
regularities in the learned space, e.g. grouping together the representations of
country names, colours, videogame consoles, etc.

Despite the overall efficiency and simplicity compared to the NLP pipelines
at the time, the word embedding model of Collobert and Weston (2008) was
itself not very efficient and required weeks (Mikolov et al., 2013b) to train even
on datasets that would be considered modestly-sized by modern standards.
Neural pre-trained word embeddings have gained wide popularity with the
release of an efficient implementation by Mikolov et al. (2013a) – word2vec.
The proposed architecture employs a range of simplifying assumptions and
tricks that allow pre-training of embedding models on huge unlabelled datasets
within hours, and the authors demonstrate that given enough unlabelled data,
the simplicity of the model is compensated by the amount of language material
it is able to ingest. Word2Vec has become a standard pre-training approach for
word embeddings, and has shown excellent results on a range of benchmarks,

3
Vulić et al. (2020) have recently shown that lexical embeddings extracted from modern

Transformer-based models can outperform type-level fastText representations (Bojanowski et al.,

2017) in some evaluation settings, while still being much more expensive to train and to apply.

21



Chapter 2. From Text to Lexicon

outperforming the neural and non-neural semantic models of that time by a
significant margin. Since we chose word2vec as the algorithmic basis for our
experiments, we briefly discuss the main building blocks of this model below.

Architecture. In terms of general architecture, word2vec follows the stan-
dard neural language model setup: each input word type is associated with a
randomly initialized word embedding vector, which is trained via backpropa-
gation with a language modeling objective. Unlike the models of Bengio et al.
(2003) and Collobert and Weston (2008), the neural model of word2vec has
no non-linear hidden layer, which reduces its ability to model complex inter-
actions, but allows for much more efficient computation of word embeddings.

Models. In their original approach, Bengio et al. (2003) used sequence prob-
ability as an objective function. Collobert and Weston (2008) replaced it with
a ranking objective, aiming to score correct word sequences above incorrect
ones. Word2vec introduces two novel objectives which are easy to compute
and allow taking not only previous, but also following words into account.
Continuous bag-of-words (CBOW) aims to predict the target word type wi

given the context window of size m around its occurrence in a corpus, repre-
sented as an unordered bag of words. Continuous Skip-gram (SG), in turn,
predicts each word in context based on the target word type wi. The difference
between the resulting architectures is depicted in Figure 2.3.

wi-m

wi-1

wi+1

wi+m

…

…

wi

wi-m

wi-1

wi+1

wi+m

…

…

wi∑

CBOWSG

Figure 2.3: Word2vec architectures, based on Mikolov et al. (2013a).

Objectives, Sampling and Frequency Threshold. Word2vec employs
a range of techniques to improve the training efficiency. One of the major
sources of computational complexity in neural language models is the final
projection layer, which in the default scenario contains activations for each and
every word in the model’s vocabulary. As an alternative to the hierarchical
softmax objective (Morin and Bengio, 2005), Mikolov et al. (2013b) introduce
the Negative Sampling (NS) where during training each word is only compared
to a random k negative samples from the vocabulary. In addition, word2vec
acquires large performance gains via subsampling of frequent words during
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training and employing frequency thresholds on target and context words to
filter out noisy and extremely rare words. Following the results from (Mikolov
et al., 2013b), Skip-Gram with Negative Sampling (SGNS) has become the
most used word2vec variant.

The simplicity of the model, clever optimization strategies and efficient im-
plementation have allowed word2vec to process much larger datasets within
reasonable time frame, leading to state-of-the-art performance on word similar-
ity and relatedness benchmarks. Most importantly for our work, the resulting
word representations were shown to display a range of semantic and syntactic
regularities, grouping similar words together and mirroring some semantic re-
lationships between pairs of words within the vector space, as in the famous
w2v(king)− w2v(man) + w2v(woman) ≈ w2v(queen) example.

Although some studies have demonstrated the systematic superiority of neural
word embeddings (Baroni et al., 2014), it has been soon shown that their out-
standing performance stems from their efficiency and flexible parametrization.
In particular, Levy and Goldberg (2014a) demonstrate that the representa-
tion space produced by SGNS is an approximation of a factorized PMI matrix
and that under comparable conditions a PMI-based distributional semantic
models reach similar performance and semantic capacity; Levy et al. (2015)
elaborate on this finding and conduct a large-scale comparison of popular dis-
tributional models, reporting that the differences between existing approaches
can be largely attributed to the implicit hyperparameter choices and train-
ing data, showing no substantial performance differences between word2vec,
PMI-based models and GloVe (Pennington et al., 2014). Quoting Levy and
Goldberg (2014b), it turns out that “neural embedding process is not discov-
ering novel patterns, but rather is doing a remarkable job at preserving the
patterns inherent in the word-context co-occurance matrix ”.

Despite that, the efficiency and ease of use have made word2vec one of the
default approaches for learning static word embeddings, and despite the re-
cent developments in static and dynamic word representation research, plain
word2vec models are still widely used in both mainstream NLP and inter-
disciplinary applications.

2.2.4 Limitations and Extensions

The classic word embedding approaches discussed above have several well-
known limitations that have been addressed in subsequent work. We review
these core limitations and and the proposed solutions below.

Unknown words. One of the core advantages of distributional semantic
models is high coverage: since these models can be trained on large collections
of unlabeled texts, one can easily obtain representations for every token en-
countered in the corpus without manual effort. Despite that, unknown token
types are commonplace in word embeddings due to the domain shift, low fre-
quency and morphological inflection. In addition, some token types are too
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rare to produce reliable representations for them, some are misspellings and
noise, and some are preprocessing artifacts. To address the latter, frequency
thresholding is applied to the vocabulary, reducing the size of the models –
and, simultaneously, their coverage. While early models have used special

tokens to represent rare words, a more principled approach to the unknown
word issue is to learn representations for subword units instead of full token
types. Prominent examples of type-level subword models include Charagram
(Wieting et al., 2016) that represents each word as a sum of character ngrams,
fasttext (Bojanowski et al., 2017) that extends the Skip-gram model with bag-
of-ngrams word representation and BPEemb (Heinzerling and Strube, 2018)
that employs byte-pair encoding (Sennrich et al., 2016) to learn meaningful
sub-word units during training, and others. Subword embeddings can produce
representations for rare and unknown words and achieve superior performance
on rare word benchmarks, as well as in languages with complex inflectional
morphology. Unlike their type-based predecessors, most subword models do
not operate with linguistically meaningful units, which makes it challenging
to inject linguistic information into the pre-trained vector spaces. To keep the
experimental setup simple, we thereby fall back to type-based vector spaces,
leaving the adaptation to subword-aware models for future work.

Lack of linguistic information. Traditional word embedding models like
word2vec and GloVe have been trained on large collections of unprocessed raw
text. Despite their ability to capture certain linguistic regularities (demon-
strated by analogy task evaluation), it has been shown that introducing lin-
guistic information into the models can greatly benefit their performance. At
training time, Levy and Goldberg (2014c) replace linear context windows in
word2vec SGNS with contexts based on syntactic dependencies, similar to
(Lin, 1998). They show that the resulting embeddings better capture rela-
tional similarity between words. A parallel line of work has focused on word
embedding targets: Ebert et al. (2016) introduce lemmatized LAMB embed-
dings and show that lemmatization is highly beneficial for word similarity
and lexical modeling tasks even for morphologically poor English, while us-
ing stems doesn’t lead to significant improvements. Finally, a line of research
in retrofitting (Faruqui et al., 2015) aims to inject linguistic information into
the already trained distributional model: Vulić et al. (2017b) use a small set
of morphological rules to specialize the vector space bringing the forms of
the same word closer together while setting the derivational antonyms fur-
ther apart. Our study also falls into this category: we evaluate the impact
of linguistic information injected at the training stage on the properties of
the learned embeddings; we report results on window-based and dependency-
based contexts, and – similar to (Ebert et al., 2016) and (Trask et al., 2015) –
experiment with preprocessing the VSM targets at training time, generalizing
and expanding on their initial findings.

Lexical ambiguity. Word embedding approaches like word2vec and GloVe
produce a single representation for each token type. The obvious limitation
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associated with this is the inability of static word embeddings to reflect the
polysemy of the natural language, conflating all the meanings associated with a
particular type into a single representation. This issue has been addressed via
multi-modal word embeddings (Athiwaratkun and Wilson, 2017) and Gaus-
sian embeddings (Vilnis and McCallum, 2014). Partially disambiguating the
source data via POS tagging has been employed in (Trask et al., 2015). Here,
instead of constructing vectors for word forms, POS information is integrated
into the vector space as well. This approach is similar to our type.POS-w2

setup (Section 2.3) which, as we show, introduces additional sparsity and ig-
nores morphological inflection. An alternative line of research aims to learn
embeddings for lexical units by using an external word sense disambiguation
(WSD) tool to preprocess the corpus and applying standard word embedding
machinery to induce distributed representations for lexical units (Iacobacci
et al., 2015; Flekova and Gurevych, 2016). Such approaches require an exter-
nal WSD tool, which might introduce bias and be unfeasible for low-resource
languages and domains. Moreover, to query such VSMs it is necessary to either
apply WSD to the input, or to align the inputs with the senses in some other
way, which is not always feasible. While not addressing the ambiguity issue
directly, in this work we present several ambiguity-aware resource-based evalu-
ation scenarios for static word embeddings and demonstrate that even partial
disambiguation on the grammatical level leads to better alignment between
the learned word representations and the lexical evaluation benchmarks.

Context-independence. A related challenge associated with static word
representations is their inability to adapt the learned representations to the
context. Taking context into account implicitly addresses the lexical ambigu-
ity, and modern contextualized word representations like BERT (Devlin et al.,
2019) and ELMo (Peters et al., 2018) show remarkable sense disambiguation
capabilities without task-specific training. While we discuss contextualized
encoders in much more detail in Chapter 3, it is important to reiterate that
despite the disadvantages, context-independence and low computational cost
are desirable properties in many applied and experimental setups, and static
word embeddings like word2vec are widely used in knowledge graph represen-
tations (Sorokin and Gurevych, 2018), bias research (Sweeney and Najafian,
2019) and interdisciplinary applications (Hartman et al., 2020; Wang et al.,
2020).

Opaqueness. Finally, the ability to ingest large datasets and efficiently rep-
resent complex distributional relationships comes at the price of transparency.
While explicit word representations based on raw co-occurence data are sparse
and inefficient to train and to apply, they allow direct inspection of the result-
ing models, which has been used to interpret the representations encoded by
these models (Levy and Goldberg, 2014c; Lin, 1998). Such direct inspection is
not possible in case of dense neural models, and alternative approaches have
been proposed that allow some insight, e.g. compressing the resulting vector
spaces into an easy-to-visualize dimensionality via matrix factorization tech-
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niques like t-SNE (van der Maaten and Hinton, 2008), examining the clusters
emerging from the vector space models and analyzing the contexts activated
by certain targets (Levy and Goldberg, 2014c). The lack of transparency re-
mains an open issue for dense neural network-based models in general and is
addressed by a rapidly growing line of research in probing, which we review in
great detail in Chapter 3.

2.2.5 Evaluation of word embeddings

As demonstrated above, there exists a multitude of approaches to train distri-
butional word representations, and many of them allow rapidly producing new
vector space models from raw text at low cost. The ever-growing variety of
pre-trained vector spaces calls for a solid evaluation and analysis methodology
that would allow comparison of these models in terms of performance, and
analysis of their qualitative properties.

Before we proceed, it is important to reflect on what in fact is the subject
of word embedding evaluation. Benchmark performance has been historically
used to demonstrate the superiority of one approach over the other, however, it
has lately been shown that the measured differences in performance are largely
due to a range of external factors that have little to do with the embedding
model itself: the training data, the preprocessing and the hyperparameter
choices. As a well-known example, the word2vec models have been claimed
superior to PMI factorization (Baroni et al., 2014) both later outperformed
by the GloVe embeddings (Pennington et al., 2014). However, Levy et al.
(2015) show that under fair conditions, incl. optimal hyperparameter values
and shared training data, the three approaches perform on-par, with PMI
factorization having an upper hand in some cases. It is therefore important to
remember that the subject of evaluation – independent of the chosen method –
is always a particular instance of a model, produced from a certain collection
of texts under a certain set of hyperparameters, and any claims about the
impact of modeling and hyperparameter choices should be backed up by an
experimental setup which isolates the independent variable and keeps the rest
fixed. An alternative, practical line of action is to determine a model instance
well suited for a downstream task (e.g. “pre-trained dependency-based 300-dim
word2vec from Levy, 2014”), however, in that case any general claims about the
word embedding method itself should be avoided. Our work takes the former
stance and focuses on the evaluation of the impact of specific preprocessing
choices on the intrinsic performance while keeping the rest of the setup fixed.
With that in mind, we now turn to the main principled approaches to static
word embedding evaluation.

Extrinsic evaluation. As mentioned above, the most practical, end-to-end
approach for evaluating word embedding models is to measure their impact
on downstream task performance. Dense neural models pre-trained on large
text collections have indeed been shown to drastically improve end-task perfor-
mance for most NLP tasks; the impact of the pre-trained model itself, however,
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can be obscured by the downstream task-specific components, the properties
of the end task, the underlying data and domain mismatch, and the particu-
larities of the task-specific evaluation.

Similarity benchmarking. An alternative, task-neutral way to evaluate
and compare word embedding models is similarity benchmarking. A similarity
benchmark is a set of word pairs labeled with association scores by human
annotators. These scores are compared to the similarity between the respective
words vectors in the pre-trained vector space model. High correlation between
the vector similarities and human-labeled association scores signals that the
target relation is encoded is the models’ geometry. Pre-trained vector space
models can then be compared in terms of their correlation scores. While early
similarity benchmarks have been criticised for the subjectivity of human label
assignments, this approach has remained popular due to its simplicity, speed,
transparency and ease of interpretation. We re-visit similarity benchmarks in
Section 2.4 for a more in-depth discussion.

Analogy tasks. Traditional word pair-based benchmarks measure attribu-
tional similarity between their items, e.g. a car would be similar to a bus,
but less similar to a flower. It has been shown that pre-trained distributional
representations also encode relational similarity between pairs of words that
stand in a certain semantic relation (Turney, 2006). An example of relational
similarity is the seminal “a king to a man is the same as a queen to a woman”.
The notion of relational similarity has been captured in a range of word anal-
ogy datasets, incl. the Google Analogy test set (Mikolov et al., 2013a) and
BATS (Gladkova et al., 2016). An analogy task consists of a word pair and a
query word, as well as a set of candidate fillers; the objective is to select an
appropriate candidate filler based on the example word pair and the query.
Despite their intuitive appeal, word analogy tests have been criticized for a
number of theoretical and methodological drawbacks (Rogers et al., 2017).
While we do not investigate the analogy task performance in this work, we
note that our resource-based evaluation scenario can be cast as a special case
of an analogy task.

Resource-based evaluation. As a further step towards similarity bench-
mark specificity, one can employ existing lexical-semantic resources and in-
vestigate what semantic relations and groupings from these resources are en-
coded by the embedding model under investigation. Once constructed, expert-
curated LSRs can be used to extract a wide range of principled, well-defined
tests for static word embeddings; however, resource-based evaluation naturally
faces the coverage issues on the resource side. The word class suggestion task
that we introduce later in this chapter falls into this category, and we discuss
our resource-based evaluation in more detail in Section 2.5.
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Similarity benchmarks as probes. Despite their use as task-neutral leader-
boards for word embedding models, intrinsic evaluation methods for static
word embeddings only cover certain aspects of language and turn out to cor-
relate poorly with end-task performance (Faruqui et al., 2016). They are,
however, useful for another reason: many of the intrinsic evaluation tasks for
static word embeddings are in fact probing tasks: given a particular linguistic
phenomenon (e.g. hyponymy); a frozen encoder (e.g. pre-trained word2vec)
and a simple transformation (e.g. cosine similarity), a probing task measures
the performance of the input encoder to discover what aspects of language can
be easily extracted from the model. The core goal of intrinsic evaluation and
probing is not to determine the best model for end applications, but to study
the behavior of the model with respect to a set of isolated linguistic tasks, and
to measure the effects of interventions (e.g. hyperparameter values) on this
behavior. Our thesis embraces this stance: in what follows below, we do not
aim to determine the “best” model, and instead focus on the effects of different
model configurations measured in terms of probing task performance.

2.3 General setup

Having covered the background necessary to position our work, we turn to
our experiments. The core observation of our study is that there exists a
conceptual discrepancy between the vocabulary items of pre-trained vector
space representations (token type) and the items used as targets in during
word embedding evaluation (lexical unit). We hypothesize that this conceptual
gap can lead to decreased performance and less semantically plausible vector
space representations. To investigate this hypothesis, we are going to compare
the performance of different vector space model configurations in two settings:
similarity benchmarking will allow us to get a first estimate of the target effects
and put our work into context of related research; the novel resource-based
word class suggestion scenario will enable detailed insights into the lexical-
semantic properties of the pre-trained representation spaces.

Distributional word representations aim to encode word targets based on the
context words they co-occur with. Since our experimental setup will require
training numerous configurations of the word embedding model from scratch,
we chose the efficient SGNS from word2vec as our target model; however, since
the hypothesized conceptual gap pertains to the evaluation setup and not to
a particular model, we expect the results to generalize to any representation
that operates with surface word types as targets.

In the original SGNS, targets and contexts belong to the same type-based
vocabulary, but this is not required by the model. In this study we exper-
iment with the following targets: type (“going”), lemma (“go”), type.POS

4

(“going.V”) and lemma.POS (“go.V”). Word embeddings demonstrate qualita-
tive differences depending on context definition (Levy and Goldberg, 2014c),

4
We use coarse POS classes by selecting the first character of the predicted Penn POS tags.
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and we additionally report the results on 2-word window-based (w2) and
dependency-based (dep-W) contexts. To keep the evaluation setup simple,
we only experiment with type-based contexts.

To isolate the target of our study, for each setting we train a 300-dimensional
VSMs on a 2018 English Wikipedia dump, preprocessed using the Stanford
Core NLP pipeline (Manning et al., 2014) with Universal Dependencies 1.0
as syntactic formalism. The text is extracted using the wikiextractor module5

with minor additional cleanup routines. Training the VSM is performed with
the skip-gram based word2vecf (sic) implementation by Levy and Goldberg
(2014c) with default algorithm parameters. The only variables that distin-
guish the resulting VSMs are the choice of target and the context type; the
dimensionality, hyperparameters and underlying text data remain the same
across experimental settings.

2.4 Similarity Benchmarking

2.4.1 Benchmark Design and Requirements

A similarity benchmark usually consists of a set of word pairs associated with
human-labeled scores. These scores are compared to the cosine similarity
outputs of a vector space model in terms of correlation score, higher correlation
meaning higher degree of correspondence between human notion of similarity
and the automatic vector encodings induced from pre-training data.

Despite the apparent simplicity, similarity benchmarks widely differ in the
methodology applied during the data collection and annotation. The design
choices during the similarity benchmark construction, in turn, affect its utility
and validity as a measurement tool for word embedding performance. Below
we describe the core design choices in similarity benchmark construction and
the associated requirements (R) in the context of our study.

Similarity and Relatedness. The first core aspect of benchmark construc-
tion is the annotation target: what are the scores assigned by human anno-
tators supposed to reflect? An important distinction made in literature is
between functional similarity and topical relatedness. Functional similarity
implies the structural, lexical similarity between compared items and covers
phenomena such as synonymy, hypo- and hypernymy. Topical relatedness,
on the other hand, does not imply any lexical-semantic relationship between
the items, and amounts to the items standing in a broad co-occurrence rela-
tionship. As an illustraction, the words “money” and “cash” are functionally
similar, while the words “money” and “bank” are not similar, but clearly re-
lated. Both similarity and relatedness have applications in natural language
processing; however, the failure to strictly differentiate between the two has led
to major criticism of the early similarity benchmarks. Since we are primarily

5 https://github.com/attardi/wikiextractor
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concerned with the reflection of lexical-semantic properties in the vector space
models, we require our benchmark to strictly reflect functional similarity (R1).

Composition. The choice of words and the word pairing strategy can have
major impact on the resulting dataset. It has been shown that the differences
in parts of speech affect both the annotator agreement and the benchmarking
scores – however, most early similarity benchmarks have focused on nouns. To
reflect a broader spectrum of lexical-semantic phenomena, we thereby require
a benchmark that contains a balanced selection of words from different parts
of speech (R2). Moreover, since our study utilizes the part-of-speech infor-
mation, the part of speech has to be explicitly annotated in the benchmark
(R3). Another important dimension in similarity benchmark construction is
the inclusion of multi-word expressions and named entities. Since here we fo-
cus on general lexical-semantic relationships between common words, however,
we limit our focus to the benchmarks that use single common words as tar-
gets. Additional design choices like word rarity and lexical-semantic selection
criteria can qualitatively affect the benchmarks as well; however, we do not
impose any filtering restriction based on these.

Annotators and subjectivity. Even with the similarity/relatedness dis-
tinction ruled out, the human annotation task remains subjective, and sev-
eral principled strategies have been proposed to mitigate the subjectivity
and produce reliable scores. While earlier benchmarks have employed expert
linguists and shown high inter-annotator agreement, this has posed limita-
tions on dataset size. Alternative, crowdsourcing-based solutions have allowed
the construction of larger benchmarking sets at the cost of lower agreement.
The promising middle ground is to employ crowdsourcing coupled with de-
mographic data and an expert in the loop. For example, to construct the
SimVerb dataset Gerz et al. (2016) used the Prolific Academic platform to
select annotators from specific demographics likely to produce consistent sim-
ilarity rankings, e.g. native English speakers of age 18-50 born and residing in
the US, UK or Ireland, leading to very good agreement scores in comparison to
existing benchmarks. Naturally, in this work we are interested in benchmarks
with high inter-annotator agreement (R4).

Size and complexity. Last but by far not least, the size of the dataset
and the complexity of the covered phenomena are important features that
determine the utility of a similarity benchmark. A modestly sized similarity
benchmark might not represent the target phenomena well. A biased bench-
mark, in turn, might lead to inflated performance scores. Coupled with low
inter-annotator agreement, this allows the vector space models to seemingly
surpass human performance, making the future utility of the said benchmarks
unclear. Thereby in our study we are interested in a reasonably large bench-
mark dataset covering a wide range of semantic phenomena (R5).
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2.4.2 Dataset selection

benchmark task (R1) POS (R2/3) workforce IAA ρ (R4) #pairs (R5)
RG-65 sim N expert - 65
WS-353 rel N expert 0.61 353
MEN rel NVA crowd 0.68 3000
RW sim NVA* crowd - 2000
SimLex sim NVA crowd 0.67 999
SemEval-2017 sim N* expert 0.9 500
SimVerb sim V crowd* 0.85 3500

Table 2.1: Benchmark overview, satisfied criteria and datasets selected for the study
in bold. *: RW does not provide explicit POS tags. SimVerb has been annotated
by crowdworkers pre-filtered with respect to demographics. SemEval-2017 containts
nouns, multi-word expressions and named entities.

Having discussed the critical dimensions in similarity benchmark design, we
now review several popular similarity benchmarks and position them in this
space. Table 2.1 provides an overview of the benchmark sets considered here.

RG-65 Arguably the first similarity benchmark, RG-65 has been introduced
by (Rubenstein and Goodenough, 1965) to empirically evaluate Harris’ distri-
butional hypothesis (Harris, 1954). While Hill et al. (2015) note that RG-65
indeed seems to encode similarity rather than relatedness, the benchmark only
covers 65 word pairs, which limits its applicability for vector space model eval-
uation.

WS-353 A larger benchmark suggested by Finkelstein et al. (2001) has been
a long-standing standard in the evaluation of distributed word representations.
WS-353 contains 353 word pairs annotated by 16 annotators. It only covers
nouns, and has been criticised for the lack of clear distinction between similar-
ity and relatedness, tending to represent the latter (Faruqui et al., 2016), as
well as for low inter-annotator agreement (Hill et al., 2015). An intermediate
solution to this issue has been proposed by Agirre et al. (2009) who split the
dataset into separate similarity and relatedness sections; however, the simi-
larity subset is naturally smaller, and keeps the scores produced by WS-353
annotators, potentially compromising the evaluation in favor of relatedness.

MEN Targeting the evaluation of multi-modal word representations, the
MEN dataset (Bruni et al., 2012) is an order of magnitude larger than WS-353,
covering 3000 pairs of randomly selected words. The scores have been assigned
via Amazon Mechanical Turk, and the vision-related metadata allows to gain
insights into multi-modal properties of word representations. As with WS-353,
the dataset has been criticised for the lack of distinction between similarity
and relatedness, as well as for the bias towards concrete nouns stemming from
the vision-driven data selection protocol (Hill et al., 2015).
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RareWords (RW) Aiming to provide insights into the performance of pre-
trained vector models for low-frequency phenomena, the RareWords dataset
(Luong et al., 2013) covers over 2000 word pairs annotated by 10 raters via
Amazon Mechanical Turk. The benchmark is composed of infrequent words
and word forms, mostly nouns, and does not provide explicit part-of-speech
annotations.

SimLex-999 To address the shortcomings of the existing word similarity
benchmarks, SimLex-999 (Hill et al., 2015) covers a balanced selection of 999
words classified by part of speech and accompanied with lexical-semantic re-
lations extracted from WordNet. Unlike WS-353 and MEN, the dataset ex-
plicitly focuses on similarity (as opposed to relatedness), only pairs together
words from the same part of speech, and provides a balanced selection of con-
crete and abstract words. The dataset was annotated via Amazon Mechanical
Turk, leading to agreement scores comparable to the ones of WS-353 and MEN
(Spearman ρ = 0.67, 0.61 and 0.68 respectively). The focus on similarity, the
wide POS coverage and the explicit POS annotation make SimLex-999 a valid
target for our study. Subsequent work (Camacho-Collados et al., 2017) has
criticised this dataset for moderate agreement and lexical-semantic biases in
item selection, which leads to over-representation of antonyms and makes it
possible to inflate the benchmark performance by explicit antonymy model-
ing. We acknowledge these drawbacks and point out that the inter-annotator
agreement of SimLex-999 is still within the common range for similarity bench-
marks. We indeed encounter traces of the reported antonymy bias while com-
paring to related work (Vulić et al., 2017b); however, since our intervention
targets purely inflectional phenomena, the effects of this bias are orthogonal
to our findings.

SemEval 2017 Targeting multi-lingual word embedding evaluation, the dataset
of SemEval Shared Task 2 (Camacho-Collados et al., 2017) covers 500 En-
glish word pairs diversified via BabelDomains (Camacho-Collados and Navigli,
2017) to increase the domain coverage. The data was annotated in a generative
manner, where the annotators were asked to suggest a word given an input
and a target similarity rating, followed by independent score annotation. The
dataset includes a large proportion of named entities and multi-word expres-
sions, which falls outside of the scope of our work, since we focus on common
single-word entries.

SimVerb-3500 Noting the importance of verb semantics and the lack of
dedicated evaluation resources, SimVerb-3500 (Gerz et al., 2016) provides a
large-scale dataset of 3500 verb pairs sampled by VerbNet class and annotated
by demographically filtered crowdworker pool. Arguably the most advanced
similarity benchmark out of the ones discussed here, it explicitly targets sim-
ilarity, has high coverage coupled with good inter-annotator agreement levels
(ρ = 0.84− 0.86), focuses on single-word entries and aligns well with the over-
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lapping SimLex annotators. These qualities, along with our later focus on
verb-based predicate semantics, make SimVerb an ideal target for our study.

2.4.3 Experiment

Based on the outlined criteria, we have selected SimLex-999 and SimVerb-3500
as two target benchmarks. Both benchmarks explicitly focus on similarity as
opposed to relatedness, provide wide coverage stratified by part of speech and
explicitly mark POS for the items, which is required by our POS-enriched
VSMs. SimLex-999 contains nouns (60%), verbs (30%) and adjectives (10%);
SimVerb-3500 is verbs-only. We evaluate eight vector space models: four tar-
gets (type, type.POS, lemma and lemma.POS) in two context configurations
(w2 and dep), as defined in Section 2.3.

One important observation pertains to the vocabulary coverage of the result-
ing VSMs. The vocabulary coverage of a particular VSM instance given the
same corpus and frequency threshold (discussed in Section 2.2.3) depends on
how the targets are defined. Table 2.2 provides coverage statistics for our
similarity benchmarks. A notable effect of POS disambiguation is vocabulary
fragmentation, when the same word type is split into several entries based on
the POS, e.g. acts (110) → acts.V (80) + acts.N (30). As a result, some word
types do not surpass the frequency threshold and are not included into the fi-
nal VSM. This effect is partially compensated by lemma-based normalization,
which merges the word forms and increases the target count again, allowing
more targets to pass the threshold.

SimLex SimVerb
VSM target N V A all V
type 100.00 99.41 100.0 99.90 99.27

+ POS 99.20 99.41 100.0 99.32 90.08
lemma 100.0 100.0 100.0 100.0 99.76

+ POS 100.0 100.0 100.0 100.0 99.40

Table 2.2: Similarity benchmark coverage (%)

2.4.4 Results

Table 2.3 summarizes the performance of the VSMs in question on the selected
similarity benchmarks.

Several observations can be made. Lemmatized targets generally perform bet-
ter, with the boost being more pronounced on SimVerb. English verbs have
richer morphology than other parts of speech and benefit more from lemmati-
zation. Adding POS information benefits the SimVerb and SimLex verb per-
formance, which can be attributed to the coarse disambiguation of verb-noun
and verb-adjective homonyms. The type.POS targets show a considerable per-
formance drop on SimVerb and SimLex verbs due to vocabulary fragmentation,
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Context: w2
SimLex SimVerb

target N V A all V
type .334 .336 .518 .348 .307

+ POS .342 .323 .513 .350 .279
lemma .362 .333 .497 .351 .400

+ POS .354 .336 .504 .345 .406
* type - - - .339 .277
* type MFit-A - - - .385 -
* type MFit-AR - - - .439 .381

Context: dep-W
type .366 .365 .489 .362 .314

+ POS .364 .351 .482 .359 .287
lemma .391 .380 .522 .379 .401

+ POS .384 .388 .480 .366 .431
* type - - - .376 .313
* type MFit-AR - - - .434 .418

Table 2.3: Benchmark performance, Spearman’s ρ. Results marked with * are the
SGNS results from Vulić et al. (2017b); bold – best result among our models for a
given context definition; underline – best result among our models overall.

compensated by lemmatization in lemma.POS. Using dep contexts proves ben-
eficial for both datasets since modeling the context via syntactic dependencies
results in more similarity-driven (as opposed to relatedness-driven) word em-
beddings (Levy and Goldberg, 2014c).

We provide the Morph-Fitting scores (Vulić et al., 2017b) for reference; a
direct comparison is not possible due to the differences in the training data
and the information available to the models. Vulić et al. (2017b) use word
type-based VSMs specialized via Morph-Fitting (MFit), which can be seen as
an alternative to lemmatization. Morph-Fitting consists of two stages: the
Attract (A) stage brings word forms of the same word closer in the VSM, while
the Repel (R) stage sets the derivational antonyms further apart. Lemma
grouping is similar to the Attract stage. However, comparing the MFit-A and
-AR results reveals that a major part of the Morph-Fitting performance gain
on SimLex comes from the derivational Repel stage6, which is out of the scope
of our approach and plays into the aforementioned dataset bias of SimLex
towards over-representation of antonyms.

While some properties of lemmatized and POS disambiguated embeddings
are visible on the similarity benchmarks, the results are inconclusive, and we
proceed to a more detailed evaluation scenario.

6
See also (Vulić et al., 2017b), Table 5.

34



2.5. Word Class Suggestion

2.5 Word Class Suggestion

2.5.1 Resource-based Evaluation of Word Embeddings

Similarity benchmarks serve as a standard evaluation tool for word embed-
dings, but provide little insight into the nature of relationships encoded by the
word representations. A more fine-grained context-free evaluation strategy is
to assess how well the relationships in a certain lexical resource are represented
by the given VSM. Two general approaches to achieve this are rank-based and
clustering-based evaluation.

Rank-based evaluation treats the lexical resource as a graph with entries
as nodes and lexical relations as edges, and estimates how well the similari-
ties between the VSM targets represent the distances in this graph via mean
reciprocal rank (MRR); for example, the related work of Ebert et al. (2016)
uses WordNet (Miller, 1995) for this purpose. Rank-based evaluation requires
the target lexical resource to have a dense linked structure which might not
be present.

Clustering-based evaluation groups the entries of a VSM into clusters and
compares these clusters to meaningful groupings extracted from a lexical re-
source. Vulić et al. (2017a) utilize the VSM to produce target clusters which
are compared to the groupings from the lexical resource via collocation and
purity. This approach only requires lexical entries to be grouped into classes
and does not make assumptions about the density of the resource structure.
However, clustering-based evaluation doesn’t account for word ambiguity: a
word can only be assigned to a single cluster. Moreover, using an external
parametrized clustering algorithm introduces an additional level of complex-
ity which might obscure the VSM performance details.

Odd Man Out is a promising evaluation strategy on the intersection of anal-
ogy and resource-based evaluation that has been suggested in work concurrent
to our study (Stanovsky and Hopkins, 2018). The authors propose to generate
odd-man-out puzzles consisting of a set of words with one outlier, e.g. orange,
apple, lemon, potato. They introduce a crowdsourcing-based setup for puzzle
generation and use the resulting datasets to evaluate a range of resource-based
solvers as well several word embedding methods – including a polysemous rep-
resentation induced from ELMo embeddings via clustering. While the puzzles
suggested by Stanovsky and Hopkins (2018) are constructed by the crowd,
adapting their evaluation setup for pure resource-based scenario could be an
interesting expansion of our method described below.

We propose a suggestion-based evaluation approach to word embedding eval-
uation: we use the source VSM directly to generate word class suggestions
(WCS) for a given input term. Many lexical resources group words into in-
tersecting word classes, providing a compact way to describe word properties
on the class level. For example, in VerbNet (Schuler, 2005) verbs can belong
to one or more Levin classes (Levin, 1993) based on their syntactic behavior,
FrameNet (Baker et al., 1998) groups its entries by the semantic frames they
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can evoke, and WordNet (Miller, 1995) provides coarse-grained supersense
groupings. Suggestion-based evaluation can be seen as a flexible alternative to
clustering-based evaluation, which intrinsically takes ambiguity into account
and does not require an additional clustering layer. The following section
describes the suggestion-based evaluation of static word embeddings in more
detail7.

2.5.2 Methodology

Task formulation

Abstracting away from the resource specifics, a lexicon L defines a mapping
from a set of lexicon members m1,m2, ...mi ∈ M to a set of word classes
c1, c2...cj ∈ C. We denote the set of classes available for a member m as L(m)
and the set of members for a given class c as L′(c). Given a query q, our task is
to provide a set of word class suggestions SL(q) = {ca, cb...} ∈ C. Note that we
aim to predict all potential classes for a member given its vector representation
on vocabulary level, independent of context.

Suggestion strategies

Given an input target w, the vector space model V , in turn, provides its
vector representation V (w). We use a measure of similarity between the vector
representations of targets sim(V (wi), V (wj)) to rank the word classes. In this
work we use cosine similarity.

A lexical resource might already contain a substantial number of members, and
a natural strategy for word class suggestion is to find the prototype member
mproto closest to the query q in the VSM, and use its classes as suggestions.
This scenario mimics human interaction with the lexicon. If q ∈ M , this is
equivalent to a lexicon lookup. More formally,

mproto = argmaxm∈Msim(V (q), V (m))

scoreproto(q, c, L) =

!
1, if c ∈ L(mproto)

0, otherwise

The prototype strategy per se is sensitive to the coverage gaps in the lexicon
and inconsistencies in the VSM. We generalize it by ranking each word class
c ∈ C using the similarity between the query q and its closest member in c:

scoretop(q, c, L) = maxm∈L′(c)sim(V (q), V (m))

This is equivalent to performing the prototype search on each word class, and
scoring each class by the closest prototype among its members, given the query.

7
Our implementation of WCS is available at https://github.com/UKPLab/coling2018-wcs
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We use this generalized strategy in our further experiments. The output of
the word class suggestion model SL(q, V ) is a set of classes ranked using the
input VSM, as illustrated by Table 2.4.

query top classes / prototypes

dog→ animal (cat), food (rabbit) ...
crane→ artifact (derrick), animal (skimmer) ...
idea→ cognition (concept), artifact (notion) ...
bug→ animal (worm), state (flaw) ...

Table 2.4: WCS output for WordNet supersenses

Evaluation procedure

For each member m in the lexicon in turn, we remove it from the lexicon,
resulting in a reduced lexicon L−m. We aim to reconstruct its classes using
the suggestion algorithm and the remaining mappings.

The performance is measured via precision (P ) and recall (R) at rank k with
the list of original classes for a given lexical unit serving as ground truth.
Formally, given m, we compute the ranking SL−m(m,V ). Let S@k be the set
of classes suggested up to the rank k, and T be the true set of classes for a
given member in the original lexicon. Then

P@k =
|S@k ∩ T |
|S@k|

R@k =
|S@k ∩ T |

|T |

To get a single score, we average individual members’ P@k and R@k for each
value of k, resulting in scores P@k and R@k. F-measure might be then calcu-
lated using the standard formula

F@k =
2P@kR@k

P@k +R@k

Upper bound Since the number of gold classes is not known in advance, the
evaluation is always performed on k ranks, which leads to a resource-specific
upper bound on P . For example, if a member only has one class, the ranked
list of 10 suggestions will inevitably show lower precision. When the member
set is not fully covered by the VSM target vocabulary, an additional upper
bound on R applies.

2.5.3 Lexical resources

We use two lexical resources for suggestion-based evaluation: VerbNet 3.3
(Schuler, 2005) and WordNet 3.1 (Miller, 1995). VerbNet groups verbs into
classes8 so that verbs in the same class share syntactic behavior, predicate

8
For simplicity, in this study we ignore subclass divisions.
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semantics, semantic roles and restrictions imposed on these roles. For example,
the verb “buy” belongs to the class get-13.5.1 . The class specifies a set of
available roles, e.g. an animate Agent (buyer), an Asset (price paid) and
a Theme (thing bought), and lists available syntactic constructions, e.g. the
Asset V Theme construction (“$50 won’t buy a dress“). A verb might appear
in several classes, indicating different verb senses. For example, the verb “hit”
allows several readings: as “hurt” (“John hit his leg”), as “throw” (“John hit
Mary the ball”) and as “bump” (“The cart hit against the wall”). VerbNet
has been successfully used to support semantic role labeling (Giuglea and
Moschitti, 2006), information extraction (Mausam et al., 2012) and semantic
parsing (Shi and Mihalcea, 2005).

WordNet, besides providing a dense network of lexical relations, groups its
entries into coarse-grained supersense classes, e.g. noun.animal (“aardvark”,
“koala”), noun.location (“park”, “senegal”), noun.time (“forties”, “nanosec-
ond”). WordNet supersense tags have been applied to a range of down-
stream tasks, e.g. metaphor identification and sentiment polarity classifica-
tion (Flekova and Gurevych, 2016). WordNet differs from VerbNet in terms
of granularity, member-class distribution and part of speech coverage, and
allows us to estimate VSM performance on nominal as well as verbal super-
senses, which we evaluate separately. Table 2.5 provides the statistics for the
resources. We henceforth denote VerbNet as VN, WordNet nominal supersense
lexicon as WN-N and WordNet verbal supersense lexicon as WN-V.

classes members ambig %ambig

VN 329 4 569 1 366 30%
WN-V 15 8 702 3 326 38%
WN-N 26 57 616 9 907 17%

Table 2.5: Lexicon statistics, single-word members

2.5.4 Experiment

We use the suggestion-based evaluation to examine the effect of lemmatization
and POS-disambiguation using the same eight VSM configurations as before.
The coverage analysis of the VSMs and lexica is presented in Table 2.6. For
brevity, we only report coverage on w2 contexts. We have observed slight
coverage differences for dep contexts, and attribute this to the context vocab-
ulary fragmentation caused by dependency typing of the contexts, similar to
the POS fragmentation effect described earlier.

Coverage analysis on lexica confirms our previous observations: lemmatization
allows more targets to exceed the SGNS frequency threshold, which results
in consistently better coverage. POS-disambiguation, in turn, fragments the
vocabulary and consistently reduces the coverage with the effect being less
pronounced for lemmatized targets. WN-N shows low coverage containing many
low-frequency items. Due to the significant discrepancies in VSM coverage, we
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target VN WN-V WN-N

type 81 66 47
+POS 54 39 43

lemma 88 76 53
+POS 79 63 50

shared 54 39 41

Table 2.6: Lexicon member coverage (%)

conduct our experiments on shared vocabulary, only including members found
in all VSMs to analyze the qualitative differences between VSMs.

2.5.5 Results

Figure 2.4: WCS PR-curve, shared vocabulary, w2 contexts.

We treat the cutoff rank k as a parameter that specifies the Precision-Recall
trade-off. As Figure 2.4 demonstrates, lemmatized targets consistently outper-
form their word form-based counterparts on the WCS task. The magnitude
of improvements varies between resources: verb-based WN-V and VN benefit
more from lemmatization, and VN gains most from POS-disambiguation. This
aligns with the similarity benchmarking results where the verb-based SimVerb
benefits more from the addition of lemma and POS information.

Table 2.7 provides exact scores for reference. Note that the shared vocabulary
setup puts the type and type.POS VSMs at an advantage since it eliminates
the effect of low coverage. Still, lemma-based targets significantly9 (p ≤ .005)
outperform type-based targets in terms of F-measure in all cases. For window-
based w2 contexts POS disambiguation yields significantly better F scores on
lemmatized targets for VN (p ≤ .005) with borderline significance for WN-N and
WN-V (p ≈ .05). When dependency-based dep contexts are used, the effect

9
Wilcoxon signed-rank test over individual lexicon members’ F scores
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WN-N WN-V VN
P R F P R F P R F

Context: w2
type .700 .654 .676 .535 .474 .503 .327 .309 .318
+POS .699 .651 .674 .544 .472 .505 .339 .312 .325

lemma .706 .660 .682 .576 .520 .547 .384 .360 .371
+POS .710 .662 .685 .589 .529 .557 .410 .389 .399

Context: dep
type .712 .661 .686 .545 .457 .497 .324 .296 .310
+POS .715 .659 .686 .560 .464 .508 .349 .320 .334

lemma .725 .668 .696 .591 .512 .548 .408 .371 .388
+POS .722 .666 .693 .609 .527 .565 .412 .381 .396

Table 2.7: WCS performance, shared vocabulary, k = 1. Best results across VSMs
in bold.

of POS disambiguation is only statistically significant on type targets for VN

(p ≤ .005) and on lemma-based targets for WN-V (p ≤ .005). We attribute this
to the fact that dependency relations used by dep contexts are highly POS-
specific, reducing the effect of explicit disambiguation. Lemma-based targets
without POS disambiguation perform best on WN-N when dependency-based
contexts are used; however, the difference from lemmatized and disambiguated
targets is not statistically significant (p > .1).

SimLex SimVerb WN-N WN-V VN
N V A V N V V

base .80 .26 1.0 .24 .86 .21 .22
avg #POS 1.08 1.01 1.39 1.50 1.15 1.37 1.42
single POS .93 .99 .62 .51 .85 .65 .59

Table 2.8: Base form ratio and available POS averaged over members; % members
with single POS.

Our results are in line with the previous observations (Gerz et al., 2016) in that
the verb similarity is hard to capture with standard VSMs. To investigate why
verbs benefit most from lemmatization and POS disambiguation, we analyze
some relevant statistics based on the Wikipedia data that we have used to
train our models. Table 2.8 shows the ratio of base form to total occurrences
in our corpus10. As we can see, the base form (lemma) is by far not the
dominating form for verbs. Practically this means that for our resources verbal
type targets have direct access to only 20-25% of the corpus occurrence data
on average. Individual verbs and nouns also differ in terms of the frequency
distribution of their word forms, which introduces an additional bias into the
evaluation. This effect is countered by lemmatization.

10
We use all lemmas that appear more than 100 times in the corpus; to smooth the effect of tagging

errors we only count POS that appear with the target lemma in more than 10% of total lemma

occurrences. All statistics averaged over individual lemmas.
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The second important difference between the noun- and verb-based lexica is
the number of POS available for the lexicon members’ lemmas. As Table 2.8
further demonstrates, nouns are less ambiguous in terms of POS: for exam-
ple, VN member lemmas appear with 1.42 distinct POS categories on aver-
age, compared to 1.15 categories for WN-N. Individual members might differ in
terms of POS frequency distribution, again biasing the evaluation. One regular
phenomenon accountable for this is the verbification of nouns and adjectives,
when a verbal form is constructed without adding any derivational markers.
While these derivations might to some extent preserve the similarities between
words (e.g. e-mail.N→e-mail.V is similar to fax.N→fax.V), many cases are
less transparent and benefit from POS separation (e.g. the meaning shift in
air.N→air.V is different from water.N→water.V). One exception is the verb
subset of SimLex which turns out to have a particularly low POS ambiguity.

2.6 Outlook

In the beginning of this chapter, we have hypothesized that the conceptual
gap between the targets of vector space models and the targets presented in
common evaluation scenarios might affect the performance measurements. We
have shown that this indeed takes place in two experiments: one based on stan-
dard similarity benchmarks, and one based on a novel word class suggestion
schema. This finding opens several interesting directions for future research
that we briefly outline below.

Lexical unit-based modeling. We have shown that lemmatization and
subsequent POS disambiguation benefit both benchmark- and resource-based
performance of word embeddings. While verb semantics is notoriously hard
to pinpoint per se, we show that modeling verbs via type-based distributed
representations introduces additional grammar-related challenges which can
be partially addressed with lemmatization and POS-disambiguation of the
inputs. From the conceptual perspective, lemmatized and POS-tagged targets
can be seen as another step towards conceptually plausible lexical unit-based
modeling of word usage. In this work, we focused on single-word entities,
and analyzing the effect of including multi-word expressions into the VSM
vocabulary is an important direction for future studies.

Word embedding methods. To ensure fair comparison and to keep our
evaluation setup compact, we have consciously restricted the scope of the study
to a single word embedding model (SGNS), single window-based context size
(w2) and a single parameter set (word2vecf SGNS default). Our results could
be further validated by experimenting with alternative context definitions and
word embedding models, e.g. GloVe (Pennington et al., 2014) and CBOW
(Mikolov et al., 2013b). Experiments on character-based type-level models, e.g.
fastText (Bojanowski et al., 2017) or Charagram (Wieting et al., 2016) could
be another interesting extension to our work. However, it is not clear how to
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integrate lemma and POS information into the character-based representations
in an elegant way.

Cross-linguistic studies. POS tagging and lemmatization are general and
well-defined language-independent operations. We have focused on English
and have shown that POS-typing and lemmatization implicitly target several
grammar-level issues in the context of word embeddings. Ebert et al. (2016)
demonstrate that the improvements from lemmatization hold in a cross-lingual
setup. While we believe our results to generally hold cross-linguistically, the
relative contribution of POS disambiguation and lemmatization will inevitably
depend on the typological properties of the language, constituting another
topic for further research. The very recent release of the unified MultiSimLex
dataset by Vulić et al. (2020) makes such a study possible.

Suggestion-based evaluation. The word class suggestion procedure has
clear advantages: it is class-based, polysemy-aware, does not introduce addi-
tional complexity and does not require an annotated corpus for evaluation.
It is resource-agnostic and only requires the target lexical resource to group
words into classes. However, several drawbacks must be addressed before it
can be used at large. Our leave-one-out scenario excludes singleton classes,
i.e. classes that only have one member. This issue will become less severe with
resource coverage increasing over time. The evaluation depends on resource
and VSM vocabulary coverage, and for qualitative comparison between VSMs
vocabulary intersection should always be taken into account. Alternative sug-
gestion strategies might be explored, e.g. averaging among class members
instead of selecting the closest prototype.

Application scenarios. We have introduced word class suggestion as an
evaluation benchmark for word embeddings. However, the WCS output might
be used in vocabulary-based application scenarios, e.g. as annotation study
support in cases when the lexicon is available, but the usage corpora are scarce;
as a lexicographer tool for finding the gaps in existing lexica; and as a source
for context-independent unknown word class candidates in a word sense dis-
ambiguation setup.

Contextualized encoders. One of the greatest successes of NLP in the
past years is the introduction of strong contextualized pre-trained encoders like
ELMo (Peters et al., 2018), BERT (Devlin et al., 2019) and Flair (Akbik et al.,
2019). Despite having lost the state-of-the-art status, static word embeddings
are still widely used both in NLP and in practical applications. Throughout
this chapter we have solely focused on static, non-contextualized word em-
beddings, as lexical semantics is easier to conceptualize in the static setting.
Contextualized encoders generate context-dependent representations of words
and are capable of implicit word sense disambiguation (Peters et al., 2018),
prompting the re-design of the traditional evaluation toolkits. An example of
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a successful adaptation to a contextualized setup is the Word in Context task
(Pilehvar and Camacho-Collados, 2019) that measures the ability of the model
to disambiguate words given a sentence they appear in. Adapting our hypothe-
sis and formulating a research question in the contextualized setting is another
interesting direction for follow-up work. New work by Vulić et al. (2020) sug-
gests a range of protocols for evaluating contextualized encoders like BERT in
the context-free similarity benchmark setting; in particular, they devise static
representations for word types by averaging over a set of contextualized en-
codings extracted from a corpus. While they only manipulate the size of this
“usage example” pool, filtering it based on lemma and POS instead could be a
viable direction for expanding our experiments to the contextualized use case.

2.7 Chapter Summary

In this chapter we have explored the effects of conceptual alignment between
vector space models and evaluation benchmarks on the benchmark perfor-
mance. We have provided a historical overview of static word embedding
models, existing evaluation methods and known weaknesses of the existing
static embedding architectures.

We have designed two experiments to explore our research hypothesis. In the
first experiment we systematically evaluated the well-known word2vec SGNS
model in a range of settings that aim to conceptually bridge the vector space
model and the evaluation benchmarks. We have defined criteria for bench-
mark selection and shown on two representative benchmark datasets that the
hypothesized discrepancy between type-based VSM targets and lexical unit-
based benchmarks indeed harms the measured performance and penalizes the
pre-trained models.

To validate and elaborate on our findings, we have designed a novel evalua-
tion procedure for static word representations – Word Class Suggestion – and
performed the second experiment using two widely used lexical-semantic re-
sources: WordNet and VerbNet. The results of the experiment have confirmed
our previous hypothesis and allowed deeper insights into the magnitude of the
observed effect and its dependency on the resource, part of speech and sys-
tematic ambiguity. A range of recommendations and future work directions
conclude the chapter.
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Chapter 3

Formalism Matters

Massive pre-trained contextualized word and sentence representations have
caused a methodological shift in natural language processing. Probing aims
to analyze these representations to understand what aspects of language are
captured by the models during pre-training. Linguistics is a convenient theo-
retical framework for this. More often than not, linguistics offers several ways
to describe the same phenomenon, and the visibility of linguistic theories in
the NLP landscape is largely determined by the availability of the correspond-
ing lexical resources and corpora. Any linguistics-based probing study thereby
commits to the formalisms used to annotate its data. But would the findings
hold if another linguistic formalism were used instead? Can the choice of lin-
guistic theory affect the probing results? We investigate this question using
role semantics as a prominent multi-formalism phenomenon, and find that the
formalism indeed matters.

3.1 Introduction

The emergence of deep pre-trained contextualized encoders has had a major
impact on the field of natural language processing. Boosted by the availabil-
ity of general-purpose frameworks like AllenNLP (Gardner et al., 2018) and
Transformers (Wolf et al., 2019), pre-trained models like ELMo (Peters et al.,
2018) and BERT (Devlin et al., 2019) have caused a shift towards simple ar-
chitectures where a strong pre-trained encoder is paired with a shallow down-
stream model, often outperforming the intricate task-specific architectures of
the past.

The versatility of pre-trained representations implies that they encode some
aspects of general linguistic knowledge (Reif et al., 2019). Indeed, even an in-
formal inspection of layer-wise intra-sentence similarities (Figure 3.1) suggests
that these models capture elements of linguistic structure, and those differ de-
pending on the layer of the model. A grounded investigation of these regulari-
ties allows interpretation of the model’s behavior, design of better pre-trained
encoders and can inform downstream model development. Such investigation
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Figure 3.1: Word-wise intra-sentence similarity by layer L of the multilingual BERT-
base. Functional words are similar in L = 0, syntactic groups emerge at higher levels.

is the main subject of probing, and recent studies confirm that BERT implic-
itly captures many aspects of language use, lexical semantics and grammar
(Rogers et al., 2020).

3.1.1 Motivation

Most probing studies use linguistics as a theoretical scaffolding and operate on
the task level. However, there often exist multiple ways to represent the same
linguistic task: for example, English dependency syntax can be encoded using a
variety of formalisms, incl. Universal (Schuster and Manning, 2016), Stanford
(de Marneffe and Manning, 2008) and CoNLL-2009 dependencies (Hajič et al.,
2009), all using different label sets and syntactic head attachment rules. Any
probing study inevitably commits to the specific theoretical framework used to
produce the underlying data. The differences between linguistic formalisms,
however, can be substantial.

Can these differences affect the probing results? This question is intriguing for
several reasons. Linguistic formalisms are well-documented, and if the choice
of formalism indeed has an effect on probing, cross-formalism comparison will
yield new insights into the linguistic knowledge obtained by contextualized
encoders during pre-training. If, alternatively, the probing results remain sta-
ble despite substantial differences between formalisms, this prompts further
scrutiny of what the pre-trained encoders in fact encode. Finally, on the re-
verse side, cross-formalism probing might be used as a tool to empirically
compare the formalisms and their language-specific implementations. To the
best of our knowledge we are the first to explicitly address the influence of
formalism on probing.

Ideally, the task chosen for a cross-formalism study should be encoded in mul-
tiple formalisms using the same textual data to rule out the influence of the
domain and text type. While many linguistic corpora contain several layers of
linguistic information, having the same textual data annotated with multiple
formalisms for the same task is rare. We focus on role semantics – a family
of shallow semantic formalisms at the interface between syntax and propo-
sitional semantics that assign roles to the participants of natural language
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utterances, determining who did what to whom, where, when etc. Decades
of research in theoretical linguistics have produced a range of role-semantic
frameworks that have been operationalized in NLP: syntax-driven PropBank
(Palmer et al., 2005a), coarse-grained VerbNet (Schuler, 2005), fine-grained
FrameNet (Baker et al., 1998), and, recently, decompositional Semantic Proto-
Roles (SPR) (Reisinger et al., 2015b; White et al., 2016b). The SemLink
project (Bonial et al., 2013) offers parallel annotation for PropBank, VerbNet
and FrameNet for English. This allows us to isolate the object of our study:
apart from the role-semantic labels, the underlying data and conditions for the
three formalisms are identical. SR3de (Mújdricza-Maydt et al., 2016) provides
compatible annotation in three formalisms for German, enabling cross-lingual
validation of our results. Combined, these factors make role semantics an ideal
target for a cross-formalism probing study.
A solid body of evidence suggests that encoders like BERT capture syntactic
and lexical-semantic properties, but only few studies have considered probing
for predicate-level semantics (Tenney et al., 2019b; Kovaleva et al., 2019). To
the best of our knowledge, we are the first to conduct a cross-formalism probing
study on role semantics, thereby contributing to the line of research on how
and whether pre-trained BERT encodes higher-level semantic phenomena.

3.1.2 Contributions

– We conduct cross-formalism experiments on PropBank, VerbNet and
FrameNet role prediction in English and German, and show that the for-
malism can affect probing results in a linguistically meaningful way. We
demonstrate that layer probing can detect subtle differences between im-
plementations of the same formalism in different corpora and languages.

– On the technical side, we advance the recently introduced edge and layer
probing framework (Tenney et al., 2019b); in particular, we introduce
anchor tasks – an analytical tool inspired by feature-based systems that
allows deeper qualitative insights into the pre-trained models’ behavior.

– In a range of additional experiments, we explore the effects of data size,
dataset choice and task formulation on layer probing results. We show
that while extreme low-resource settings can prevent the probe from
learning the scalar mix, a small amount of data might suffice for a gen-
eral intuition about the layer utilization of a particular task. On a subset
of Universal Dependency and POS probes, we show that the choice of a
dataset does not seem to affect the layer probing results in a principled
way. Finally, we highlight the caveats of using layer probes for sentence-
level phenomena.

3.2 Contextualized representations

This section introduces a multitude of concepts and ideas that guide our study.
We start with the discussion of ambiguity and contextualization, and review
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the main approaches to contextualization pre-dating the pre-trained encoder
era. We then turn to the discussion of strong modern pre-trained encoders
and their properties and introduce the BERT model which is the main object
of our probing study.

3.2.1 Ambiguity and Context

We have already confronted ambiguity in our discussion of the conceptual
gap between text and lexicon in Chapter 2, and now proceed to a more in-
depth discussion of ambiguity and context in language. Natural languages
maintain a delicate balance between the effort of the speaker, who aims to
be concise, and the effort of the listener, who aims to understand the message
perfectly. Ambiguity and context play a key role in achieving that balance. As
an illustration from engineering, one reason programming is hard to learn is
that programming languages are precise. The lack of ambiguity allows efficient
and straightforward interpretation, but demands an unusual level of detail and
clarity from the human “speaker” who is accustomed to natural languages. Any
programmer who has once switched from a statically typed language like Java
to a dynamically typed language like Python can both attest to the everyday
convenience of a little bit of ambiguity, and experience the associated risks
while working with another person’s code. Unlike formal languages, natural
languages are highly ambiguous and use explicit and implicit context and world
knowledge to compensate for that. Words, sentences and texts are not meant
to exist in isolation, and any NLP model that fails to take this into account
would be severely limited in its predictive capabilities. Ambiguity transcends
all language levels, and below we review some of the most important types of
natural language ambiguity.

Morphological ambiguity. Due to the syncretism of natural language gram-
mar, multiple morphological forms of a word can conflate into a single word
type. Examples are abundant. English run can be interpreted as 1st or 2nd
person singular (I|you run) or plural (We|you|they run), whereas the pronoun
you itself can be singular or plural; the Russian stol (table) can be Nomina-
tive or Accusative; the German kaufen (buy) can be both infinitive (I will ein
Auto kaufen) and 1nd or 3nd person plural (Wir|sie kaufen ein Auto). This
phenomenon is omnipresent and rarely causes any issues to language speak-
ers, who can derive the correct interpretation from the sentential context. A
particular case of morphological ambiguity is part-of-speech ambiguity: a saw
can be both past tense of see as a verb, and singular of saw as a noun.

Lexical ambiguity. Discussed in detail in Chapter 2, lexical ambiguity is
a common phenomenon in natural language: bat.N can refer to an animal or
sports inventory item; April.N can refer to month or to a person’s name; get.V
might be synonymous to obtain.V as in “He got a car” or to become.V as in
“He got sick”. Sense disambiguation happens in sentential context. However,
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discourse-level context might suffice as well, leading to competitive perfor-
mance of the most frequent sense baselines as measured on sense-annotated
corpora: intuitively, if we know that the text is about sports, encountering a
bat.N in the animal sense becomes less likely.

Syntactic ambiguity. Even with morphological and lexical ambiguity re-
solved, sentence structure poses additional challenges to the interpretation.
One prominent example of syntactic ambiguity is prepositional phrase attach-
ment. Consider three sentences: (1) “I see a star with a telescope”, (2) “I
see a dog with a telescope” and (3) “I see a man with a telescope”. Does
the phrase “with a telescope” relate to the verb “see” or to the observed ob-
ject? Based on purely grammatical analysis, both interpretations are valid;
however, a language speaker would easily disambiguate (1) and (2) based on
world knowledge, while (3) would either be accepted as truly ambiguous or
require wider discourse context to resolve.

Proposition-level ambiguity. The resolution of ambiguity at syntactic
level leaves us with proposition-level ambiguity that also needs to be resolved.
One prominent example of proposition-level ambiguity is semantic role assign-
ment. In the sentences (1) “A man hit the table” and (2) “A hammer hit the
table”, “man” and “hammer” are both grammatical subjects, however, they
have different semantic roles: Agent in (1), and Instrument in (2). Resolving
this syntax-level ambiguity is impossible without external lexical knowledge
and context.

Most NLP applications target word sequences and not merely isolated words:
named entity recognition aims to label multi-word text spans, relation extrac-
tion induces relations between entities, question answering needs to interpret
the question (usually, a sentence) and provide an answer, and machine trans-
lation aims to convert sentences in one language to another. All these tasks
require some form of sequence-level interpretation, which is impossible without
resolving natural language ambiguity on each of the levels – explicitly, as in
traditional pipeline-based NLP, or implicitly, as in state-of-the-art end-to-end
neural encoders.

3.2.2 Context as feature

Even the earliest NLP systems incorporated contextual information into the
decision-making. Since sophisticated context representations were not avail-
able at the time, this has first taken the form of explicit context patterns in
template-based and rule-based systems (Chinchor et al., 1993). The use of
explicit contextual patterns, however, led to poor generalization, low recall,
and required extensive expert involvement at the development stage.

More flexibility could be gained through feature-based context representations
that served as input to machine learning classifiers; for example, to assign a role
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to a semantic argument, a feature-based semantic role labeling system would
often consider the syntactic path between the argument and the predicate, the
head word of the predicate, the relative position of the predicate with respect
to the argument token (left or right), the preposition lemma for the arguments
that are prepositional phrases, etc. (Xue and Palmer, 2004; Björkelund et al.,
2009). To combat sparsity, linguistic generalizations were incorporated into
the feature sets, e.g. the feature “word to the right” would be supplemented
by the feature “POS of the word to the right”. Distributional representations
have been used to further reduce sparsity and enrich the models with type-
level lexical information: for example, Roth and Woodsend (2014) incorporate
static predicate and argument embeddings into the feature set of a standard
semantic role labeler and report improved performance both in- and out-of-
domain.

Another way to reflect the sequential nature of the NLP tasks is to use models
specifically designed for representing sequential phenomena. Hidden Markov
Models have been successfully used for low-level tasks that do not require large
context to resolve ambiguity like part-of-speech tagging (Charniak et al., 1999),
however, they suffered from the limitations of the Markovian assumption and
failed to account for long-range phenomena. To model global sequence struc-
ture, Conditional Random Fields (Lafferty et al., 2001) have been successfully
employed for the tasks with strong interdependencies between labels like POS
tagging (Lafferty et al., 2001), Named Entity Recognition (Settles, 2004), pars-
ing (Finkel et al., 2008) and semantic role labeling (Toutanova et al., 2008).

Models based on discrete linguistic features had a multitude of advantages,
incl. better interpretability and the ease of ablation experiments, but suffered
from low efficiency, generalization issues and high development costs. Since
most feature-based models required linguistic input to aid generalization, they
were embedded in NLP pipelines. This led to error propagation and harmed
reproducibility as the pipeline components were subject to change: for exam-
ple, the improved performance of an SRL system could in reality stem from a
better upstream parser and not from the improvements to the SRL module it-
self (He et al., 2018). The reliance on the pipeline required the training data to
contain gold annotations not only for the target phenomenon, but also for all
the upstream components, making the creation of training data expensive and
limiting the NLP system development to a few richly annotated corpora like
Penn Treebank (Marcus et al., 1993) and OntoNotes (Hovy et al., 2006). Man-
aging models and components presented a significant development overhead,
and although meta-frameworks for customizing pipelines were available (Cun-
ningham et al., 2002; Loper and Bird, 2002; Eckart de Castilho and Gurevych,
2014), the prospect of efficient one-step learning from and labeling of raw text
remained attractive, motivating the development of end-to-end NLP systems.

In the context of our work, we highlight that the superior performance and con-
venience of today’s end-to-end models compared to their feature-based coun-
terparts does not diminish the value of expert-curated feature sets and system
architectures: the reason why feature-based systems have become obsolete is
not the linguistic modeling choices, but the practicalities of building a good,
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robust, expressive target and context representation. We believe that cre-
ative re-use of the ideas accumulated during the feature-based NLP era is a
promising and underrepresented topic; our anchor-based probing methodology
described later in this chapter is a step in this direction.

3.2.3 End-to-end context modeling

The previously discussed work of Collobert and Weston (2008) has shown that
it is possible to achieve near state-of-the-art performance on a range of NLP
tasks without relying on pipeline-based architectures and explicit linguistic fea-
tures. Their neural end-to-end architecture used convolutional neural networks
to aggregate information from the context; however, the key to the success of
their system was the use of pre-trained word representations obtained from a
large unlabeled corpus.

Over the next years, most NLP tasks have transitioned to the end-to-end
neural setting, showing comparable or better performance and far better ef-
ficiency than their feature-based predecessors. While Collobert and Weston
(2008) used convolution over a window of words to represent context, a more
robust solution for representing sequential information was found in bidirec-
tional long-short term memory networks (BiLSTM, Hochreiter and Schmidhu-
ber (1997)) – a variant of recursive neural network more suited for representing
long-distance dependencies in the sentence. Modeling sub-word information
was found to increase model generalization, and convolutional neural network
(CNN)-based representation over word characters became a popular way to
allow for more flexibility in the end-to-end models. As before, conditional
random field should be used to account for the global tag structure and con-
straints, this time with all-neural inputs produced directly from raw text. The
resulting BiLSTM-CNN-CRF architecture (Ma and Hovy, 2016) has become
a cornerstone of end-to-end NLP and has been applied to the majority of NLP
tasks with great success.

One important structural weakness of recursive neural networks is their in-
ability to handle long-distance dependencies between words due to vanishing
gradients. This hampers the ability of vanilla RNNs to model NLP tasks
that require long-distance dependencies to be taken into account, e.g. ques-
tion answering and semantic role labeling. BiLSTMs have partially addressed
this problem by enhancing RNNs with a memory mechanism, however, the
problem of vanishing gradients still persisted in deep BiLSTM models. One
creative way to overcome this limitation was proposed by Marcheggiani and
Titov (2017) who use a combination of deep BiLSTM with a graph convo-
lutional network over the syntactic trees, allowing the model to “teleport” to
linearly distant, but syntactically close words, improving the semantic role la-
beling performance on long-range dependencies. This, however, rendered their
system dependent on syntactic preprocessing.

A more principled solution to modeling distant contexts was offered by attention-
based models: unlike RNNs and BiLSTMs which are inherently sequential,
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attention models take full context as input and learn the relative importance
of the context items during training. Attention has successfully replaced se-
quential models for a variety of NLP tasks that require handling of long inputs
like parsing (Dozat and Manning, 2016) and semantic role labeling (Strubell
et al., 2018). A variant of attention – self-attention – is a key component of the
Transformer model that powers most of the modern pre-trained contextualized
encoders.

End-to-end models have been shown to greatly benefit from incorporating
non-contextualized, static word representations along with task-specific repre-
sentations learned during training. However, the contextualized representation
itself still had to be learned based on the labeled data for a given end-task,
and such labeled data was scarce. The ability to outsource the learning of con-
textual representations to the pre-training stage was crucial to further NLP
progress, leading to the development of strong pre-trained contextualized en-
coders.

3.2.4 Strong pre-trained encoders

Just as static pre-trained word embeddings can be seen as a lookup function
that given a word type returns its vector representation, a dynamic contextual-
ized encoder is a function that given a token and its surrounding context (usu-
ally, a sentence) produces a contextualized vector representation for that token
as output. Operating on token instead of type-level allows greater flexibility
due to implicit modeling of word sense ambiguity and other context-sensitive
phenomena.

Early evidence of the benefits of pre-trained sequential modeling is presented
in context2vec (Melamud et al., 2016) who suggested using BiLSTM context
encoding instead of naive window-based word vector averaging and demon-
strated improved lexical substitution and word sense disambiguation perfor-
mance. McCann et al. (2017) propose CoVe, a context-sensitive deep BiLSTM
encoder trained on the machine translation task, and show that when used as a
drop-in replacement for static GloVe embeddings, it improves the performance
on a variety of classification and question answering tasks. ELMo (Peters et al.,
2018) and Flair (Akbik et al., 2019) are BiLSTM-based context embedders
trained with a language modeling objective that allows pre-training on large
unlabeled monolingual corpora. GPT (Radford et al., 2019) and BERT (De-
vlin et al., 2019) are Transformer-based models (Vaswani et al., 2017) trained
with a language modeling objective; the derivatives of these models power the
current state of the art for the majority of NLP tasks. Our study is based on a
particular BERT model – multilingual mBERT, – which we describe in detail
later in this chapter; below we outline some key properties that are impor-
tant for our further discussion and hold for modern pre-trained contextualized
encoders in general.
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Subword inputs. Most modern contextualized encoders utilize some form
of subword modeling to target the out-of-vocabulary issues and allow sharing of
information between word forms. ELMo employs a character CNN as the input
representation; Flair is a purely character-based model devoid of the notion
of a token: sequences are encoded on character level, and the representation
is extracted from the characters at the token boundaries at inference time.
GPT-2 and BERT use variations of byte-pair encoding to create a subword
vocabulary that is later used to tokenize the raw inputs.

Layered structure. The advantage of deep neural network architectures
over shallow ones has been established early in the work on end-to-end NLP.
Modern pre-trained contextualized encoders usually consist of several deep
layers; allowing the end-model to utilize information from several layers leads
to a better end-task performance as the layers appear to reflect different levels
of abstraction over the input sequence (Peters et al., 2018; Devlin et al., 2019).
The difference in layer utility depending on the end task is the key component
of layer probing, which is used as a core framework in our work and is discussed
in detail below.

Fine-tuning. A pre-trained contextualized encoder might be used in two
principled ways: as initialization for the task-specific model (in which case the
pre-trained weights are fine-tuned during task training) and as a feature gener-
ator (in which case the encoder model is not updated, i.e. frozen). Both modes
have their use-cases: best performance is often achieved when the training sig-
nal is propagated throughout the encoder; however, this implicitly increases
the power of the end-task model and requires significant training time. Using
pre-trained encoders as feature generators often results in acceptable perfor-
mance at low computational cost; the architectural choices of state-of-the-art
models like BERT make it easy to adapt them to any NLP task by simply
adding a classification layer on top of the encoder (Wolf et al., 2019).

Stacking. As with task-specific end-to-end models, combining the outputs
of different pre-trained contextualized encoders often results in superior per-
formance, as the representations learned by contextualized and static word
embedding methods are complementary. For example, Akbik et al. (2019)
advocate for combining contextualized flair embeddings with static GloVe em-
beddings as input and demonstrate the superiority of this approach on NER;
while Peters et al. (2018) obtain the same effect by concatenating GloVe em-
beddings with ELMo encoder outputs, although to a smaller extent.

3.2.5 Post-BERT models and Open Challenges

Since this area of study develops quickly, providing a comprehensive and up-
to-date snapshot of research in Transformer-based contextualized encoders is
a separate challenge and lies outside the scope of our work. We thereby focus
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on a selection of recent developments relevant to probing, and refer to a recent
survey by Xia et al. (2020) for a comprehensive overview of modifications to
the training objective and regime, pre-training data, attention mechanism, etc.

New languages and domains. The original BERT model was based on
English. Since both subword tokenization and the language modeling objec-
tive in BERT are unsupervised, it is possible to train language-specific BERT
models, e.g. CamemBERT for French (Martin et al., 2020), BERTje for Dutch
(de Vries et al., 2019) and RoBERT for Romanian (Masala et al., 2020). A
separate line of research is dedicated to multilingual models: Devlin et al.
(2019) have released mBERT, accompanied by XLM (Conneau and Lample,
2019) and followed by XLM-RoBERTa (Conneau et al., 2020a) and others,
all demonstrating impressive multi-lingual transfer capabilities. Specialized
models have been developed for data-rich domains, e.g. SciBERT (Beltagy
et al., 2019) and BioBERT (Lee et al., 2019). Pre-training BERT encoders
for underresourced languages and domains remains an open challenge, and
the factors that enable multilingual learning are subject to active investiga-
tion. Our probing studies deliver new insights on the layer utilization in the
pre-trained multilingual BERT model.

Model size and efficiency. Multiple works have demonstrated that the per-
formance of the pre-trained contextualized encoders scales with the model and
dataset size (Conneau et al., 2020a); top-performing Transformer-based con-
textualized models might have millions (billions) of parameters, which hampers
their deployment and slows down end-task fine-tuning. It has been observed
that most of these models are in fact overparametrized (Kovaleva et al., 2019;
Michel et al., 2019; Prasanna et al., 2020). Several parallel research efforts
aim at reducing the computational and environmental (Strubell et al., 2019)
footprint via model distillation (Sanh et al., 2020), pruning (Michel et al.,
2019) and adjusting the computationally expensive self-attention mechanism
(Sukhbaatar et al., 2019). A related line of research in adapters (Houlsby et al.,
2019; Pfeiffer et al., 2020) replaces fine-tuning the full model with injecting
trainable weights into the layers of an otherwise frozen pre-trained encoder,
demonstrating competitive performance at a much lower computational cost.
Our work contributes to the better understanding of the functions of mBERT’s
layers.

Sentence representations. One of the key features of the original BERT
architecture is its ability to represent both words, sentences and sentence pairs
in a unified fashion thanks to a combined word- and sentence-level train-
ing objective. Subsequent work has demonstrated that sentence represen-
tations produced by the original BERT model are far from perfect (Reimers
and Gurevych, 2019). Numerous studies have focused on obtaining better
sentence-level models based on BERT, ranging from fine-tuning on semantic
textual similarity and natural language inference data (Reimers and Gurevych,
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2019) to a creative use of discourse context in a self-supervised setting (Nie
et al., 2019). A related line of work on document-level representations ex-
ploits domain-specific discourse context to fine-tune a pre-trained SciBERT
model using citation graphs in the scientific domain (Cohan et al., 2020).
Our study delivers insights on sentence-level representations produced by pre-
trained mBERT.

Evaluation. Pre-trained contextualized encoders are traditionally evaluated
using benchmark kits like GLUE (Wang et al., 2018) and SuperGLUE (Wang
et al., 2019) that encompass a large variety of language understanding tasks,
including semantic textual similarity (Cer et al., 2017), natural language in-
ference (Conneau et al., 2018b), paraphrasing (Dolan and Brockett, 2005),
word similarity in context (Pilehvar and Camacho-Collados, 2019) and others.
Widely used evaluation datasets are known to contain annotation artifacts that
contextualized encoders readily exploit (Gururangan et al., 2018). This leads
to inflated performance estimates and vulnerability of the trained models to
adversarial attacks1. Devising more robust annotation (Bowman et al., 2020)
and evaluation protocols (Ribeiro et al., 2020) and creating more challenging
and robust evaluation datasets (Sakaguchi et al., 2020; Nie et al., 2020) is an
active line of research closely related to behavioral probing, as discussed below.

Interpretability and Bias. The increase in performance of the pre-trained
contextualized encoders is accompanied by the increasing complexity of the
models. The lack of control over pre-training data sources (Xia et al., 2020),
bias (Kurita et al., 2019; Tan and Celis, 2019) and susceptibility to adversarial
attacks motivate the research in interpretable and explainable models. State-
of-the-art approaches to model interpretation include detecting the tokens that
contribute to the prediction via saliency maps (Simonyan et al., 2014) as well
as input manipulation via token replacement (Ebrahimi et al., 2018) and input
reduction (Feng et al., 2018); a separate line of work investigates explicit ex-
planation generation at prediction time (Camburu et al., 2018). Several tools
have been proposed to make model interpretation more accessible (Vig, 2019;
Wallace et al., 2019); however, the goal of explainable deep NLP is far from
being reached as the community debates the validity and utility of the exist-
ing approaches to model interpretation (Jain and Wallace, 2019; Wiegreffe and
Pinter, 2019; Atanasova et al., 2020). Research in interpretability shares a lot
of methodological ground with probing.

3.2.6 The (m)BERT model

The multilingual BERT model (mBERT) used in this work is the classic BERT
architecture trained on a 104-language corpus sourced from Wikipedia. Al-
though a multitude of better-performing encoder models have been proposed

1
The general issue of shortcut learning is not new and not specific to NLP, see e.g. (Geirhos et al.,

2020) for a high-level overview of the related issues in computer vision, medical imaging, etc.
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since BERT’s release in 2018 (Liu et al., 2019; Lan et al., 2019; Raffel et al.,
2019), we chose the original BERT model for several reasons. First, similar to
static word embeddings, current evaluation methodology conflates the merits
of the model with the performance of a model instance which could have been
trained on more data or have higher capacity; occupying a higher position
in GLUE or SuperGLUE thereby does not signal conceptual superiority of a
model per se. Second, most of the research in probing is focused on BERT2;
using the same model architecture allows us to inherit the probing method-
ology from related work and contextualize our findings. Although this focus
on a single family of models has been recently criticized as over-investment
(Xia et al., 2020), we believe that knowing few models well is more desirable
than scattering the community effort to keep up with state of the art. In ad-
dition, many of the analysis techniques refined on BERT can be transferred to
other, more advanced transformer-based models; for example, the layer prob-
ing methodology used in our study only requires the encoder to associate input
tokens with a layer-wise token representation with the information propagated
through the layers in one direction.

Architecturally, mBERT is identical to the original BERT model which we now
briefly review. Introduced in (Devlin et al., 2019), BERT is a bi-directional
contextualized Transformer encoder that uses masked language modeling (MLM)
and next sentence prediction (NSP) pre-training objectives to learn sequence
representations from raw, unlabeled textual data. Unlike the earlier ELMo
model (Peters et al., 2018), which works around bidirectionality by concate-
nating the outputs of separately trained forward and backward LSTM models,
BERT is deeply bidirectional in the sense that the forward and backward lan-
guage models are trained jointly. Since the traditional next word prediction
objective would allow the information about a word to “leak” through con-
text, BERT employs the MLM objective which resembles the Cloze task: a
portion of input tokens is replaced with a special [MASK] token at random,
and the model is tasked with predicting the original token given the surround-
ing sequence. In addition BERT employs the second, document-level next
sentence prediction objective which is formulated as a binary task given two
input sentences.

The BERT model closely follows the Transformer encoder architecture pre-
sented in (Vaswani et al., 2017). In the default configuration, BERT takes a
sequence of WordPiece (Wu et al., 2016) subword tokens s = [w1, w2...wk] as
textual input. This sequence is processed by a stack of architecturally identi-
cal Transformer encoder blocks L = [L1, L2...Lm]. Each encoder block applies
multi-head self-attention to the input representation of each word in the se-
quence, and the updated word representation is propagated to the upper block
through a feed-forward layer where it again serves as input. We further denote
the input representation of the wordpiece i at layer n as w

n
i . After the final

encoder block, a softmax layer is applied to project the model output into the
pre-training objective tag space. The number of encoder blocks L, their hid-

2
To the point where the NLP community has coined a dedicated name for this line of research:

Bertology (Rogers et al., 2020)
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den size H and the number of attention heads A are hyperparameters; the two
widely used pre-trained instances of the BERT model are BERT-base (L = 12,
H = 768, A = 12) and BERT-large (L = 24, H = 1024, A = 16).
Unlike sequential models, self-attention mechanism per se does not model word
order; for this reason, the Transformer incorporates a consistent, dynamically
generated positional embedding into the input representation. The BERT
model supplements this with the segment embedding which denotes the part
of the structured input a token belongs to (see below). The input sequence
at L1 is thereby encoded by summing up the randomly initialized wordpiece
embeddings, the positional and the segment embeddings:

w
1
i = wp(wi) + pos(i) + seg(wi)

Note that the encoding at L1 is thereby context-agnostic as no self-attention
update has been yet applied to the token representation; however, it already
contains the positional information.
The result of BERT encoding is a layer-wise representation of the input word-
piece tokens with higher layers representing higher-level abstractions over the
input sequence. A key advantage of the BERT model is its ability to jointly en-
code single tokens, sentences and sentence pairs via a structured input mecha-
nism. This is achieved by introducing the special token [CLS] that is appended
to each input sequence and serves as a representation for sentence and sentence
pair classification tasks. A special [SEP] token is used to separate sentences
in a sentence pair setup.
The implementation of BERT is very practical and allows an easy adapta-
tion to the majority of downstream NLP tasks by replacing the final softmax
over vocabulary with a shallow task-specific tag projection layer. As with the
majority of the modern encoders, the BERT model can be fine-tuned or used
as a feature generator. While best results are obtained through fine-tuning,
the original work demonstrates that even the frozen model can yield com-
petitive results. Since the embedding and attention weights are not updated
when using the frozen model, the choice of the layer and the layer combina-
tion strategy become important (in line with the observations made for ELMo
by Peters et al. (2018)). The original paper reports experiments on different
layer combinations for the NER task, with the 4% F1 difference between the
best (last four layers concatenated) and the worst (the wordpiece embedding
layer L1) configurations. Since layer utility is task-specific, a flexible solution
introduced by Peters et al. (2018) is to use scalar mix – a weighted sum of the
layers, with weights being learned jointly with the tag projection layer. This
technique is a cornerstone of the layer probing approach introduced in detail
in Section 3.5.

3.3 Probing

Having reviewed the core properties and challenges associated with the use
and development of strong pre-trained contextualized encoders, we now turn
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to probing – the methodological backbone of our study. We briefly review
the motivation and core approaches to probing and summarize what is known
about the linguistic abilities of BERT and mBERT.

3.3.1 Why probe

Deep neural models have been responsible for a major increase in end-task NLP
performance over the past decade. Unlike their feature-based predecessors,
deep neural models lack transparency, making analysis and attribution of the
models’ predictions challenging. While boosting NLP performance is possible
without understanding the internal mechanisms that drive this performance,
gaining insights into the inner workings of the NLP models is worth pursuing
for a range of reasons (Belinkov and Glass, 2019). From a model development
perspective, it presents a viable alternative to the “shot-in-the-dark” approach
to natural language processing, where the superiority of a particular model
cannot be clearly attributed to the modelling choices. Along with strict con-
trol of evaluation setups, knowing where current models excel and where they
fall short would contribute to iterative, hypothesis-driven research towards
better representations. From an application perspective, transparency is key
for safe, ethical and accountable AI. Finally, from a linguistics perspective,
transparent NLP models would allow human interpretation of the representa-
tions learned by NLP models during training and help us better understand
the reasons behind their practical power. The recent shift towards unified
architectures based on shared pre-trained contextualized encoders creates an
excellent environment for focusing the interpretability efforts on few commonly
used models, and a lot has been discovered about the internal mechanisms of
BERT in the few years since its release.

An important question in achieving transparency is the choice of the frame-
work in terms of which the models are to be interpreted. While NLP models
can be evaluated and – to some extent (Wallace et al., 2019) – interpreted
using practical end-tasks like community-based question answering, citation
context prediction or clinical trial report parsing, such an evaluation is limited
to a particular application, conflates a range of complex phenomena required
to solve the task, and is tied to the idiosyncrasies of the corresponding applica-
tion domains. Strong pre-trained encoders have made it possible to construct
efficient and seemingly transparent few-shot models that allow the user to
trace the prediction back to the training data instance (e.g. Yang and Katiyar
(2020)). However, this approach doesn’t explain why a certain training in-
stance has high similarity to the input and does not generalize to other tasks;
besides, not every end task can be cast as a zero-shot learning problem.

An alternative approach to model analysis is probing (Conneau et al., 2018a).
Instead of end tasks, probing focuses on basic competences of the model, from
counting words in the input sentence to uncovering latent predicate-semantic
representations and co-reference. Several factors make linguistics an attrac-
tive interpretation framework: linguistic tasks are well-studied and well de-
fined; linguistic tasks are grounded in theory and designed to generalize across
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Figure 3.2: Behavioral and structural probing for role semantics; while a behavioral
probe would focus on mesasuring the models capability to detect ungrammatical
constructions, a structural probe would focus on finding the components of the
model that are used to make role distinctions.

languages and domains; finally, linguistic tasks are often backed by expert-
annotated corpora, and two decades of feature-based NLP provide valuable
insights into the modelling of the underlying phenomena.

3.3.2 Probing Methodology

Following an analogy from experimental psychology, probing approaches can
be roughly divided into two groups: behavioral and structural probing (Be-
linkov et al., 2020), the former focusing on measuring the model’s linguistic
competence, the latter analysing the internal mechanisms of the model with
respect to linguistic properties. The two lines of research are complemen-
tary and we briefly discuss them below; Figure 3.2 illustrates the differences
between behavioral and structural probing on a high level.

Behavioral probing measures the models’ linguistic abilities by constructing
challenge sets focused on specific linguistic phenomena. Common examples of
behavioral test sets include the GLUE and SuperGLUE benchmarks (Wang
et al., 2018, 2019). Poliak et al. (2018) propose a set of natural language
inference tasks annotated with diverse linguistic phenomena like factuality,
puns, gendered anaphora and sentiment; and Warstadt and Bowman (2020)
annotate the linguistic acceptability corpus CoLA (Warstadt et al., 2019) to
evaluate pre-trained models against a range of fine-grained syntactic phenom-
ena. Methodologically, approaches to behavioral testing of pre-trained models
also include input manipulation (Balasubramanian et al., 2020) and masked
behavioral probes that are cast as a fill-in-the-blank task similar to BERT’s
pre-training objective (Petroni et al., 2019).

The main advantages of the behavioral approach for probing is the control
over the evaluation setup, the ability to account for rare, long-tail phenom-
ena and to employ creative input manipulation techniques and synthetic data.
Among the drawbacks of behavioral probing are the lack of explanations be-
hind the models’ performance: if the performance is low, it is unclear which
aspect of the model is responsible for it; if the performance is high, it does not
guarantee that the model will perform well in the end-task scenarios where
the distribution of the phenomena might be different (similar to the points
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made for static word embeddings by Faruqui et al. (2016)). Constructing a
good behavioral benchmark is another challenge: a too small benchmark might
be not representative and easily overfit; a large, high-coverage benchmark is
costly to produce, and crowdsourcing such datasets results in biases and read-
ily exploited artifacts (Gururangan et al., 2018) that are not easy to mitigate
(Bowman et al., 2020). Contemporary work in template-based evaluation kits
inspired by software unit tests (Ribeiro et al., 2020)3 offers a promising solution
to finding the balance between benchmark coverage, accounting for long-tail
phenomena and controlling for bias.

Structural probing focuses on the encoding of linguistic phenomena by dif-
ferent components of a pre-trained model. Belinkov and Glass (2019) organize
the structural probing approaches by the method, the linguistic target and
the model component. The mainstream approach to structural probing is to
design and train a classifier model that uses the frozen pre-trained encoder
representations as input. Since the encoder is not updated and the classifier is
simple, high performance on the task is interpreted as the necessary informa-
tion being easily extractable from the pre-trained model. Structural probing
commonly focuses on classic linguistic targets like part of speech, syntactic
relations (Hewitt and Manning, 2019), coreference and semantic roles (Ten-
ney et al., 2019a; Kovaleva et al., 2019), often sourced from the same richly
annotated corpus. Recent work suggests a structural probing methodology to
study the encoding of lexical-semantic information (Vulić et al., 2020). From
the model component side, the two most common analysis targets for Trans-
former models are the encoder layers (Peters et al., 2018; Devlin et al., 2019;
Tenney et al., 2019b; de Vries et al., 2020) and the self-attention heads (Koval-
eva et al., 2019; Hewitt and Manning, 2019; Kulmizev et al., 2020; Voita et al.,
2019). Compared to the behavioral approach, structural probes offer deep in-
sights into the internal mechanics of the pre-trained encoders, and studies in
structural probing contribute to research on transparency, model size and over-
parametrization (Voita et al., 2019; Kovaleva et al., 2019) and multilinguality
(Chi et al., 2020; de Vries et al., 2020), among others. Concurrent work in
amnesic probing (Elazar et al., 2021) bridges the gap between behavioral and
structural analysis by determining the components of the model responsible
for representing a certain linguistic phenomenon, ablating these components
and measuring the impact on the end-task performance.

Structural probing is associated with two important caveats. First, as Hewitt
and Liang (2019) demonstrate, an overly expressive probing classifier might
be able to fit any signal independent of the actual capabilities of the under-
lying pre-trained model; however, if the probe expressiveness is restricted,
the failure to localize a certain linguistic phenomenon within a model might
be attributed to the probe not being complex enough to capture it. Recent
work by Zhu and Rudzicz (2020) refines the criteria for probe selection based
on information theory, and Voita and Titov (2020) propose a new class of
information-theoretic probes that mitigate the selectivity issues; an alterna-
tive line of research advocates for comparing the representations directly, e.g.

3
Best paper award at ACL 2020.
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via representational similarity analysis (RSA, Kriegeskorte et al. (2008)).

Second, the fact that certain linguistic information is readily available within
the pre-trained model does not automatically imply that this information is
in fact used when solving the end tasks (Elazar et al., 2021; Kovaleva et al.,
2019). Indeed, high-level tasks like NLI have been shown to be solvable by
relying on simple heuristics, and it remains an open question whether the use
of linguistic information needs to be enforced in such a case. We believe that
the combination of refined behavioral tests (Ribeiro et al., 2020) and ablation-
based probing analysis (Elazar et al., 2021) is a promising research direction
that would shed light on this issue.

Our work focuses on structural probing. In particular, we extend the layer
probing approach proposed in (Tenney et al., 2019b) and (Tenney et al.,
2019a), while following the recommendations from Hewitt and Liang (2019) to
enforce the probe selectivity, and perform extensive experiments to determine
the impact of linguistic formalism on the measured structural properties of
the pre-trained mBERT model. However, our core question – the effect of a
linguistic formalism on probing results – equally applies to behavioral prob-
ing, and we leave the design of the corresponding challenge sets as a promising
avenue for future work.

3.3.3 Linguistic abilities of BERT

We now summarize the findings related to the linguistic abilities of the pre-
trained BERT models. Since our work is dedicated to structural probing, we
put particular focus on this area, and only briefly mention some important
results from behavioral probing. For a comprehensive overview of the BERT
properties discovered up to date, we refer to the survey by Rogers et al. (2020).

Pre-trained BERT models have a range of proven linguistic capabilities. It
has been shown that contextualized word representations produced by pre-
trained BERT models are suited for zero-shot word sense disambiguation
and outperform state-of-the-art WSD models in some settings (Reif et al.,
2019; Wiedemann et al., 2019). A multitude of independent studies (Gold-
berg, 2019; Tenney et al., 2019b) found evidence of syntactic knowledge in the
pre-trained models; Hewitt and Manning (2019) were able to learn a trans-
formation to reconstruct dependency trees from raw BERT representations of
sentences. Petroni et al. (2019) demonstrate that pre-trained BERT models
contain factual knowledge using a fill-in-the-blank probe. The evidence of the
high-level semantic capabilities of pre-trained BERT is inconclusive. Tenney
et al. (2019a) show that the English PropBank semantics can be extracted
from the encoder and follows syntax in the layer structure. However, out
of all role-semantic formalisms PropBank is most closely tied to syntax, and
the results on proto-role and relation probing do not follow the same pattern.
Kovaleva et al. (2019) identify two attention heads in BERT responsible for
FrameNet relations. However, they find that disabling them in a fine-tuning
evaluation on the GLUE (Wang et al., 2018) benchmark does not result in
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decreased performance. Ettinger (2020) show that BERT struggles with mak-
ing fine-grained role-semantic distinctions but has a good grasp of hypernym
prediction, and Warstadt and Bowman (2020) report that BERT models do
not perform well on grammaticality judgements for rare constructions. De-
spite the impressive performance on the NER end-task, pre-trained BERT
has been found brittle to input manipulation through named entity swapping
(Balasubramanian et al., 2020).

Two main analysis targets in the structural probing have so far been the at-
tention heads and the layers of the pre-trained BERT model.

Attention heads. The study by Reif et al. (2019) provides evidence that
attention heads encode syntactic information; Kovaleva et al. (2019) demon-
strate that most attention heads fall into a limited set of patterns and can be
pruned without a significant impact on the end-task performance (sometimes
even resulting in increased performance); Voita et al. (2019) elaborate on these
findings by identifying confident attention heads that only focus on a small
range of tokens and proposing a pruning technique that allows removal of the
majority of attention heads in pre-trained BERT without major performance
degradation. Hewitt and Manning (2019) use attention head weights to recon-
struct dependency trees from the latent representation, and Chi et al. (2020)
expand this methodology to the multilingual case.

Layers. The importance of layer-specific information in deep contextualized
encoders was acknowledged early on: Peters et al. (2018) demonstrate that it is
crucial to allow the end-task model access to the information from all encoder
layers in the feature-based setup; in a similar setting, Devlin et al. (2019)
show that selecting a subset of model layers for feature-based predictions can
substantially boost end-task performance. Several probing studies confirm
that a weighted combination of layers or averaging over a subset of layers
results in more accurate probing task predictions than focusing on a single layer
(de Vries et al., 2020; Vulić et al., 2020). Regarding the localization of linguistic
information, a general consensus in the probing literature is that earlier layers
of the model encode positional and lexical information, while higher layers
are responsible for high-level phenomena like syntax and semantic roles. In a
large-scale probing study, Tenney et al. (2019a) demonstrate that the order of
information processing in the encoder layers of the BERT models resembles
a classic NLP pipeline with low-level surface analysis tasks (POS, parsing)
followed by higher-level semantic tasks (SRL, coreference). Recent work in
lexical-semantic probing (Vulić et al., 2020) reports that the best aggregated
representations for lexical tasks can be retrieved by averaging the lower layers
of the model, while Chi et al. (2020) show that syntactic structure can be
best recovered from the middle-to-late layers of the model. BERT models
come in different sizes, however, Tenney et al. (2019a) demonstrate that the
task-specific layer utilization in BERT-base and BERT-large follows the same
pattern and scales with the size of the model. The amnesic probing study by
Elazar et al. (2021) suggests that the layer importance for a particular task
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changes depending on whether the probe involves a masking operation; while
the probe used in our study does not use masking, this intriguing finding might
shed some light on the discrepancies between the behavioral and structural
probing results.

Our probing methodology builds upon the edge and layer probing framework.
The encoding produced by a frozen BERT model can be seen as a layer-wise
snapshot that reflects how the model has constructed the high-level abstrac-
tions. Tenney et al. (2019b) introduce the edge probing task design: a simple
classifier is tasked with predicting a linguistic property given a pair of spans en-
coded using a frozen pre-trained model. Tenney et al. (2019a) use edge probing
to analyse the layer utilization of a pre-trained BERT model via scalar mixing
weights (Peters et al., 2018) learned during training. We revisit this framework
in Section 3.5.

3.3.4 Linguistic abilities of multilingual BERT

As already briefly mentioned, the multilingual Transformer models pre-trained
on mixed-language corpora demonstrate surprising effectiveness incl. zero-shot
cross-lingual transfer capability for POS tagging and named entity recognition,
even for the languages that use different scripts (Pires et al., 2019). Conneau
et al. (2020a) show that a multilingual model can perform on-par with its
monolingual counterpart and stress the importance of data size and cross-
lingual dataset balancing. They coin the term the curse of multilinguality,
highlighting the importance of increasing the model capacity with the number
of languages. Conneau et al. (2020b) demonstrate that neither the shared vo-
cabulary nor the joint pretraining are necessary for multilinguality and further
show that contextualized representations for different languages can be aligned
post-hoc. The results from a range of synthetic experiments by Dufter and
Schütze (2020) suggest that the key factors contributing to the multilinguality
of mBERT are the under-parametrization of the model (that forces it to learn
multilingual abstractions), shared special tokens and position embeddings, and
word order; they apply these intuitions to train a larger-scale model for Hindi,
English and German, resulting in an improved end-task performance.

While the related literature was scarce at the time of our experiments, sev-
eral concurrent or later studies have addressed the linguistic capabilities of
the multilingual BERT model, providing a great opportunity to independently
validate many of our reported results. In particular, de Vries et al. (2020) com-
pare mBERT to a monolingual Dutch BERTje model in probing experiments
on POS tagging, dependency parsing and NER. They observe the pipeline-like
nature in both models, noting that the monolingual probe consistently relies
on later layers compared to the multilingual one – similar to our observation for
English and German probes (made, however, on a single multilingual model).
They find that the monolingual probes make more use of the earlier layers of
the model, and hypothesize that they rely more on lexical information com-
pared to the multilingual probes. In a cross-dataset (but not cross-formalism)
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comparison, they show tentative evidence that Universal dependency and POS
layer utilization does not change much across the datasets.

The work by Chi et al. (2020) focuses on cross-lingual syntactic representation
in mBERT and provide evidence that mBERT representations encode syntac-
tic tree distances and learn syntactic representations similar to the Universal
Dependencies formalism; they observe that the best representations across all
languages can be extracted from the layers 7 and 8 of the mBERT-base, again
pointing at the alignment between the representations across languages. Vulić
et al. (2020) conduct an extensive lexical-semantic probing study using BERT
and mBERT and find that the monolingual lexical representations aggregated
from the earlier layers of the model expectedly outperform the multilingual
ones.

3.4 Formalisms

We conclude our overview with a discussion of formalisms in NLP and in-
troduce role semantics – a family of linguistic formalisms constituting the
linguistic target of our probing study.

3.4.1 Cross-formalism analysis in NLP

Most studies in natural language processing perform a comparison along one
or more of the following axes: model, task, dataset, language and formalism.
Cross-model studies aim to compare different NLP models and architectures,
standard evaluation sets and shared tasks being a prototypical case. Cross-
task comparisons compare the performance or behaviour of the same model
on a range of tasks. Cross-dataset studies analyze the performance of NLP
models on different domains and often deliver insights on out-of-domain ro-
bustness of NLP approaches; another wide subclass of studies that fall into
this category is dedicated to the robustness of NLP models in low-resource
settings. Cross-lingual comparisons investigate how models translate across
different languages and typologies. Finally, cross-formalism studies compare
across labeling schemes. Cross-model, -domain and -language comparisons are
abundant in natural language processing in general and probing in particular:
for example, Tenney et al. (2019a) is a cross-task comparison among a range
of linguistic probes, the experiments reported in (Devlin et al., 2019) involve
a cross-model (BERT vs ELMo) and cross-task (POS and NER) comparison,
and the CoNLL-2009 (Hajič et al., 2009) and CoNLL-2018 shared tasks (Ze-
man et al., 2018) compare dependency parsers in terms of their cross-lingual
performance.

Cross-formalism studies are rare in NLP. However, formalism is an important
dimension that should be accounted for. As a striking example, comparing
dependency parsing and semantic role labeling performance among languages
using the CoNLL-2009 shared task data might create an impression that some
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languages are intrinsically harder to parse than the others and attribute the
differences in performance to morphology, word order, etc. However, the
CoNLL-2009 datasets differ not only in language, but also in size, domain
and formalism. A recent study by Søgaard (2020) shows that once the de-
pendency tasks are cast to the unified UD formalism, the isomorphic graph
overlap between training and test sets becomes the second-most important
factor predictive of the parsing performance after the dataset size. This kind
of insight is only possible when the formalisms across different languages are
unified.

The majority of linguistic tasks are only instantiated in one or few linguistic
formalisms. One reason behind this is the dataset availability: to be visible
for NLP research, a linguistic theory or labeling scheme has to be instantiated
in a ready-to-use resource. A prominent example of linguistic pluralism in the
NLP task formulation is dependency parsing, which can be represented using
Stanford Dependencies, Universal Dependencies, Surface Universal Dependen-
cies (Gerdes et al., 2018), and a plethora of native, language-specific labeling
schemes originating from the corresponding linguistic traditions. Other exam-
ples of multi-formalism NLP tasks include part-of-speech tagging, morpholog-
ical analysis, word sense disambiguation and semantic role labeling.

The differences between formalisms can be substantial. Thereby, a probing
study showing that a pre-trained BERT model encodes, for example, syntax,
in fact demonstrates that the model encodes a particular syntactic formalism
(e.g. Universal Dependencies) with a certain degree of success. Does this ob-
servation hold for another formalism (e.g. Stanford Dependencies)? Which
formalism can the model match better and why? Does the choice of formalism
affect the structural probing results? If no, what does it tell us about the
formalism and the probing model? If yes, what are the differences and can we
explain them based on the formalism definition? Although we are not aware of
any large-scale systematic studies dedicated to the effect of formalism on prob-
ing results, the evidence of such effects is scattered across the related work: for
example, the aforementioned results in Tenney et al. (2019a) show a difference
in the layer utilization between constituent- and dependency-based syntactic
probes and semantic role and proto-role probes. It is not clear whether this
effect is due to the differences in the underlying datasets and task architecture
or the formalism per se. In a concurrent recent work, Kulmizev et al. (2020)
use a syntactic structural probe by Hewitt and Manning (2019) to compare
Universal and Surface-Syntactic Universal Dependencies (SUD) and find that
both ELMo and BERT pre-trained models can better fit the Universal Depen-
dency trees. This work shares a lot of our motivation and supports the claim
about the importance of cross-formalism studies.

3.4.2 Role Semantics

An ideal setting for a cross-formalism study would encompass several sub-
stantially different linguistic formalisms and would isolate the effect of the
formalism from the potential dataset and language-related confounds. Role
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semantics provides a rare opportunity for such a study: decades of research in
theoretical linguistics have produced several substantially different role label-
ing formalisms, and dedicated projects for English and German have created
multi-formalism annotations of the same underlying corpora. For further dis-
cussion, consider the following synthetic example:

a. [John]Ag gave [Mary]Rc a [book]Th.

b. [Mary]Rc was given a [book]Th by [John]Ag.

Despite surface-level differences, the sentences express the same meaning, sug-
gesting an underlying semantic representation in which these sentences are
equivalent. One such representation is offered by role semantics – a shallow
predicate-semantic formalism closely related to syntax. In terms of role se-
mantics, “Mary”, “book” and “John” are semantic arguments of the predicate
“give”, and are assigned roles from a pre-defined inventory, for example, Agent,
Recipient and Theme.

Semantic roles and their properties have received extensive attention in lin-
guistics (Fillmore, 1968; Levin and Rappaport Hovav, 2005; Dowty, 1991) and
are considered a universal feature of human language. The size and organiza-
tion of the role and predicate inventory are subject to debate, giving rise to a
variety of role-semantic formalisms.

PropBank assumes a predicate-independent labeling scheme where predicates
are distinguished by their sense (get.01), and semantic arguments are labeled
with generic numbered core (Arg0-54) and modifier (e.g. AM-TMP) roles. Core
roles are not tied to specific definitions, but the effort has been made to keep
the role assignments consistent for similar verbs; Arg0 and Arg1 correspond to
the Proto-Agent and Proto-Patient roles as per Dowty (1991). The semantic
interpretation of core roles depends on the predicate sense.

VerbNet follows a different categorization scheme. Motivated by the regular-
ities in verb behavior, Levin (1993) has introduced the grouping of verbs into
intersective classes (ILC). This methodology has been adopted by VerbNet:
for example, the VerbNet class get-13.5.1 would include verbs earn, fetch,
gain etc. A verb in VerbNet can belong to several classes corresponding to
different senses; each class is associated with a set of roles and licensed syn-
tactic transformations. Unlike PropBank, VerbNet uses a set of approx. 30
thematic roles that have universal definitions and are shared among predicates,
e.g. Agent, Beneficiary, Instrument.

FrameNet takes a meaning-driven stance on the role encoding by model-
ing it in terms of frame semantics: predicates are grouped into frames (e.g.
Commerce_buy), which specify role-like slots to be filled. FrameNet offers
fine-grained frame distinctions, and roles in FrameNet are frame-specific, e.g.
Buyer, Seller and Money. The resource accompanies each frame with a de-
scription of the situation and its core and peripheral participants.

4
An alternative notation spells the role labels as A0-5.
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Figure 3.3: Comparison of the major semantic role formalisms in terms of predicate
and role groupings. For the sake of presentation, we omit rich additional information,
e.g. predicate descriptions, construction sets, selectional restrictions, additional roles
etc. provided by each resource.

Figure 3.3 illustrates the differences between the three formalisms. Related
research in cross-formalism comparisons for the semantic role labeling tasks
demonstrates that each of them offers certain advantages and disadvantages
(Giuglea and Moschitti, 2006; Mújdricza-Maydt et al., 2016). While being
close to syntax and thereby easier to predict, PropBank doesn’t contribute
much semantics to the representation. On the opposite side of the spectrum,
FrameNet offers rich predicate-semantic representations for verbs and nouns,
but suffers from high granularity and coverage gaps (Hartmann et al., 2017c).
VerbNet takes a middle ground by following grammatical criteria while still
encoding coarse-grained semantics, but only focuses on verbs and core (not
modifier) roles (Merlo and van der Plas, 2009).

3.5 Setup

3.5.1 Probe architecture

For our experiments, we take the edge probing setup by Tenney et al. (2019b)
as a starting point. Edge probing aims to predict a label given a pair of con-
textualized span or word encodings. More formally, we encode a WordPiece
(WP)-tokenized sentence [wp1, wp2, ...wpk] with a frozen pre-trained model,
producing contextual embeddings [e1, e2, ...ek], each of which is a layered rep-
resentation over L = {l0, l1, ...lm} layers, with encoding at layer ln for the
wordpiece wpi further denoted as e

n
i . A trainable scalar mix is applied to the

layered representation to produce the final encoding given the per-layer mixing
weights {a0, a1..am} and a scaling parameter γ:

ei = γ
m"

l=0

softmax(al)eli

Given the source src and target tgt wordpieces encoded as esrc and etgt, our
goal is to predict the label y. Figure 3.4 illustrates the architecture of the
model.
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Figure 3.4: Probe architecture with bert-base dimensions for illustration. Input
sentence (0) is encoded with a frozen BERT model, producing a 12-layer encoding
for each input wordpiece (1); each layer in this encoding is multiplied by it’s scalar
mixing weight (2) and the weighted sum of layers (3) is fed into a linear projection
layer (4). Components in blue are frozen, components in orange are updated during
training. After training, the scalar mixing weights associated with the task (2) are
extracted for further analysis (5) and comparison to other tasks’ layer utilizations.

Due to its task-agnostic architecture, edge probing can be applied to a wide
variety of unary (by omitting tgt) and binary labeling tasks in a unified man-
ner, facilitating the cross-task comparison. The original setup has several
limitations that we address in our implementation.

Regression tasks. The original edge probing setup only considers classifi-
cation tasks. Many language phenomena – including positional information,
distances and syntactic depth, are naturally modeled as regression. We ex-
tend the architecture by Tenney et al. (2019b) and support both classification
and regression: the former is achieved via softmax, the latter works via direct
linear regression to the target value.

Flat model. To decrease the models’ own expressive power (Hewitt and
Liang, 2019), we keep the number of parameters in our probing model as low
as possible. While Tenney et al. (2019b) utilize pooled self-attentional span
representations and a projection layer to enable cross-model comparison, we
directly feed the wordpiece encoding into the classifier, using the first word-
piece of a word. To further increase the selectivity of the model, we directly
project the source and the target wordpiece representations into the label
space, opposed to the two-layer multi-layer perceptron classifier used in the
original setup.

Separate scalar mixes. To enable fine-grained analysis of probing results,
we train and analyze separate scalar mixes for source and target wordpieces,
motivated by the fact that the classifier might utilize different aspects of their
representation for prediction.5 Indeed, we find that the mixing weights learned

5
Tenney et al. (2019b, Appendix C) also use separate mixes in the background, but do not
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for source and target wordpieces might show substantial – and linguistically
meaningful – variation. Combined with a regression-based objective, sepa-
rating the scalar mixes allows us to analyze layer utilization patterns for the
semantic proto-role features in Chapter 4.

Sentence-level probes. Utilizing the BERT-specific sentence representation
[CLS] allows us to incorporate the sentence-level natural language inference
(NLI) probe into our kit.

Anchor tasks. We employ two analytical tools from the original layer prob-
ing setup. Mixing weight plotting compares layer utilization among tasks by
visually aligning the respective learned weight distributions transformed via a
softmax function. Layer center-of-gravity is used as a summary statistic for
a task’s layer utilization. While the distribution of mixing weights along the
layers allows us to estimate the order in which the information is processed
during encoding, it doesn’t allow us to directly assess the similarity between
the layer utilization of the probing tasks.

Tenney et al. (2019a) have demonstrated that the order in which linguistic
information is stored in BERT mirrors the traditional NLP pipeline. A promi-
nent property of the NLP pipelines is their use of low-level features to predict
downstream phenomena. In the context of layer probing, probing tasks can be
seen as end-to-end feature extractors. Following this intuition, we define two
groups of probing tasks: target tasks – the main tasks under investigation, and
anchor tasks – a set of related tasks that serve as a basis for qualitative com-
parison between the target tasks. The softmax transformation of the scalar
mixing weights allows us to treat them as probability distributions: the higher
the mixing weight of a layer, the more likely the probe is to utilize the infor-
mation from this layer during prediction. We use Kullback-Leibler divergence
to compare target tasks (e.g. role labeling in different formalisms) in terms
of their similarity to lower-level anchor tasks (e.g. dependency relation and
lemma). Note that the notion of an anchor task is contextual: the same task
can serve as a target and as an anchor, depending on the focus of a study.

3.5.2 Source data

For German, we use the SR3de corpus (Mújdricza-Maydt et al., 2016) that
contains parallel PropBank, FrameNet and VerbNet annotations for verbal
predicates. For English, SemLink (Bonial et al., 2013; Stowe et al., 2021)
provides mappings from the original PropBank corpus annotations to the cor-
responding FrameNet and VerbNet senses and semantic roles. We use these
mappings to enrich the CoNLL-2009 (Hajič et al., 2009) dependency role la-
beling data – also based on the original PropBank – with roles in all three
formalisms via a semi-automatic token alignment procedure. We only accept
verbal predications from CoNLL-2009 where all original semantic roles could
be unambiguously aligned to their VerbNet and FrameNet counterparts via

investigate the differences between the learned layer utilizations.
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tok sent pred arg

CoNLL+SL 312.2K 11.3K 13.3K 23.9K
SR3de 62.6K 2.8K 2.9K 5.5K

Table 3.1: Statistics for CoNLL+SemLink (English) and SR3de (German), only core
roles.

SemLink. This results in a substantial data size reduction, since VerbNet only
specifies role-semantic information for verbs and core roles; in addition, not
all predications could be fully aligned.

The resulting corpus is smaller than the original one, but still is an order of
magnitude larger than SR3de (Table 3.1). Both corpora are richly annotated
with linguistic phenomena on word level, including part of speech, lemma and
syntactic dependencies. The natural language inference (NLI) probe is sourced
from the corresponding development split of the XNLI (Conneau et al., 2018b)
dataset.

type en de

*token.ix unary 208.9K 46.9K
ttype [v] unary 177.2K 34.0K
lex.unit [v] unary 187.6K 35.7K
pos unary 312.2K 62.6K
deprel binary 300.9K 59.8K
role binary 23.9K 5.5K
xnli unary 2.5K 2.5K

Table 3.2: Probing task statistics. Tasks marked with [v] use a most frequent label
vocabulary. Here and further, tasks marked with * are regression tasks.

3.5.3 Probing kit

Our probing kit spans a wide range of probing tasks, from primitive surface-
level tasks mostly utilized as anchors later to high-level semantic tasks that aim
to provide a representational upper bound to predicate semantics. We follow
the training, test and development splits from the original SR3de and CoNLL-
2009 data. The XNLI task is sourced from the development set and only used
for scalar mix analysis. To reduce the number of labels in some of the probing
tasks, we collect frequency statistics over the corresponding training sets and

language en de

PropBank 5 10
VerbNet 23 29
FrameNet 189 300

Table 3.3: # of role probe labels by formalism.
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task input label

*token.ix I [saw] a cat. → 2
ttype I [saw] a cat. → saw
lex.unit I [saw] a cat. → see.V
pos I [saw] a cat. → VBD
deprel [I]tgt [saw]src a cat. → SBJ
role.vn [I]tgt [saw]src a cat. → Experiencer

Table 3.4: Word-level probing task examples for English.

only consider up to 250 most frequent labels. Below we define the tasks in
order of their complexity, Table 3.2 provides the probing task statistics, Table
3.3 compares the categorical role labeling formalisms in terms of granularity,
and Table 3.4 provides examples. We evaluate the classification performance
using Accuracy, while regression tasks are scored via R

2.

Token position (token.ix) predicts the linear position of a word, cast as
a regression task over the first 20 words in the sentence. Again, the task is
non-trivial since it requires the words to be assembled from the wordpieces.

Token type (ttype) predicts the type of a word. This requires contextual
processing since a word might consist of several wordpieces;

Lexical unit (lex.unit) predicts the lemma and POS of the given word – a
common input representation for the entries in lexical resources. We extract
coarse POS tags by using the first character of the language-specific POS tag.

Part of speech (pos) predicts the language-specific part-of-speech tag for
the given token.

Dependency relation (deprel) predicts the dependency relation between
the parent src and dependent tgt tokens;

Semantic role (role.[frm]) predicts the semantic role given a predicate
src and an argument tgt token in one of the three role labeling formalisms:
PropBank pb, VerbNet vn and FrameNet fn. Note that we only probe for the
role label, and the model has no access to the verb sense information from the
data.

XNLI is a sentence-level natural language inference (NLI) task directly sourced
from the corresponding dataset. Given two sentences, e.g. “John is reading a
book” and “John is sleeping” the goal is to determine whether an entailment or
a contradiction relation holds between them (in this case, “contradiction”). We
use NLI to investigate the layer utilization of mBERT for high-level semantic
tasks. We extract the sentence pair representation via the [CLS] token and
treat it as a unary probing task.
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task en de

*token.ix 0.95 (0.93) 0.92 (0.87)
ttype 1.00 (0.92) 1.00 (0.48)
lex.unit 1.00 (0.75) 1.00 (0.33)
pos 0.97 (0.40) 0.97 (0.26)
deprel 0.95 (0.42) 0.95 (0.41)
role.fn 0.92 (0.18) 0.59 (0.10)
role.pb 0.96 (0.67) 0.71 (0.49)
role.vn 0.94 (0.47) 0.73 (0.30)

Table 3.5: Best dev score for word-level tasks over 20 epochs, Acc for classification,
R

2 for regression; Baseline in parentheses.

3.5.4 Implementation

Our probing framework is implemented using AllenNLP.6 We train the probes
for 20 epochs using the Adam optimizer with default parameters and a batch
size of 32. Due to the frozen encoder and flat model architecture, the total
runtime of the main experiments is under 8 hours on a single Tesla V100 GPU.
In addition to pre-trained mBERT, we report baseline performance using a
frozen untrained mBERT model obtained by randomizing the encoder weights
post-initialization using the method from Jawahar et al. (2019).

3.6 Main results

3.6.1 General Trends

While absolute performance is secondary to our analysis, we report the probing
task scores on the respective development sets in Table 3.5. We observe that
grammatical tasks score high, while core role labeling lags behind – in line with
the findings of Tenney et al. (2019a).7 We observe lower scores for German
role labeling which we attribute to the lack of training data. Surprisingly, as
we show below, this doesn’t prevent the edge probe from learning to locate
relevant role-semantic information in mBERT’s layers.

The untrained mBERT baseline expectedly underperforms. We note good
baseline results on surface-level tasks for English, which we attribute to mem-
orizing token identity and position: although the weights are set randomly,
the frozen encoder still associates each wordpiece input with a fixed random
vector. We have confirmed this assumption by scalar mix analysis of the un-
trained mBERT baseline: in our experiments, the baseline probes for both
English and German attended almost exclusively to the first few layers of the
encoder, independent of the task. We attribute the lower baseline scores for

6
Code available: https://github.com/UKPLab/emnlp2020-formalism-probing

7
Our results are not directly comparable due to the differences in datasets and formalisms.
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Figure 3.5: Layer probing results by task, the center-of-gravity statistic in square
brackets.

German to the differences in dataset size, which play an increasing role as
the randomized baseline encoder no longer supplies the relevant information
learned during pre-training. For brevity, here and further we do not examine
baseline mixing weights and only report the scores.

The big picture of layer utilization in Figure 3.5 mirrors the findings of Tenney
et al. (2019a) about the sequential processing order in BERT. We observe that
the layer utilization among tasks generally aligns for English and German,
although we note that in terms of center-of-gravity mBERT tends to utilize
deeper layers for German probes.8 Basic word-level tasks are indeed processed
early by the model, and XNLI probes focus on deeper levels, suggesting that
the representation of higher-level semantic phenomena follows the encoding
of syntax and predicate semantics. A possible confounding factor in case of
XNLI is the sentence-pair nature of the task; we revisit this observation in
Section 3.7.3.

3.6.2 The Effect of Formalism

Using separate scalar mixes for source and target tokens (e.g. "saw" and "cat"
in Table 3.4) allows us to explore the cross-formalism encoding of role seman-
tics by mBERT in detail. For both English and German role labeling, the
probe’s layer utilization drastically differs for predicate and argument tokens.

8
A recent study by de Vries et al. (2020) reports a similar trend when comparing a language-

specific and a multilingual BERT model for Dutch.
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Figure 3.6: Anchor task analysis of SRL formalisms.

While the argument representation role*tgt mostly focuses on the same lay-
ers as the dependency parsing probe, the layer utilization of the predicates
role*src is affected by the chosen formalism. In English, PropBank predi-
cate token mixing weights emphasize the same layers as dependency parsing –
in line with the previously published results. However, the probes for VerbNet
and FrameNet predicates (role.vn src and role.fn src) utilize the layers
associated with ttype and lex.unit that contain lexical information. Concur-
rent work by Vulić et al. (2020) validates our intuition about the localization of
lexical information. Coupled with the fact that both VerbNet and FrameNet
assign semantic roles based on lexical-semantic predicate groupings (frames in
FrameNet and verb classes in VerbNet), this suggests that the lower layers of
mBERT implicitly encode predicate sense information; moreover, sense encod-
ing for VerbNet utilizes deeper layers of the model associated with syntax9,
in line with VerbNet’s predicate classification strategy. This finding confirms
that the formalism can indeed have linguistically meaningful effects on probing
results.

3.6.3 Anchor Tasks and the Pipeline

We now use the scalar mixes of the role labeling probes as target tasks, and
lower-level probes as anchor tasks to qualitatively explore the differences be-
tween how our role probes learn to represent predicates and semantic argu-
ments10 (Figure 3.6). The results reveal a distinctive pattern that confirms our
previous observations: while VerbNet and FrameNet predicate layer utilization
src is similar to the scalar mixes learned for ttype and lex.unit, the learned
argument representations tgt and the PropBank predicate pb src attend to

9
Layers 7-8 of mBERT base, similar to the new reports by Chi et al. (2020) and Kulmizev et al.

(2020)
10

Darker color corresponds to higher similarity.
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the layers associated with dependency and POS probes. Aside from the Prop-
Bank predicate encoding which we address below, the pattern reproduces for
English and German. This aligns with the traditional separation of the se-
mantic role labeling task into predicate disambiguation followed by semantic
argument identification and labeling, along with the feature sets employed for
these tasks (Björkelund et al., 2009). Note that the observation about the
pipeline-like task processing within the BERT encoders thereby holds, albeit
on a sub-task level.

3.6.4 Formalism Implementation

Both layer and anchor task analyses reveal a prominent discrepancy between
English and German role probing results: while the PropBank predicate layer
utilization for English mostly relies on syntactic information, German Prop-
Bank predicates behave similarly to VerbNet and FrameNet. The lack of
systematic cross-lingual differences between layer utilization for other probing
tasks11 allows us to rule out the effect of purely typological features such as
word order and case marking as a likely cause.

The difference in the number of role labels for English and German PropBank,
however, points at possible qualitative differences in the labeling schemes (Ta-
ble 3.3). The data for English stems from the token-level alignment in SemLink
that maps the original PropBank roles to VerbNet and FrameNet. Role anno-
tations for German have a different lineage: they originate from the FrameNet-
annotated SALSA corpus (Burchardt et al., 2006) semi-automatically con-
verted to PropBank style for the CoNLL-2009 shared task (Hajič et al., 2009),
and enriched with VerbNet labels in SR3de (Mújdricza-Maydt et al., 2016).
While English PropBank labels only weakly depend on the predicate iden-
tity (although their predicate-specific interpretation might differ), the Ger-
man dataset conversion procedure described in (Hajič et al., 2009) suggests
that German PropBank, following the same numbered labeling scheme, keeps
this scheme consistent within the frame (Figure 3.7). We assume that this
latent grouping incentivizes the probe to leverage the lexical-semantic infor-
mation for predicates, and reflects in our probing results. The ability of the
probe to detect subtle differences between formalism implementations would
constitute a new use case for probing, and a promising direction for future
studies.

3.7 Supplementary experiments

Although determining the impact of a formalism is our main focus, we now
make several general observations about the layer probing behavior in the con-
text of cross-formalism studies. The layer importance weights for German are
more uniform than the weights learned on English data. The German dataset

11
Apart from the general tendency to use deeper layers in German reported above in Section 3.6.1.
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Der Sprecher <…> begrüßte die Entscheidung <…>.

Die Beschäftigten <…> kritisierten, dass <…>.
Minister <…> bedauerte <…> die Aufhebung von <…>.

Communicator
Judgment_communication Evaluee

→ Arg0
→ Arg3

Arg0 __ Arg3

SALSA CoNLL-2009

The speaker welcomed the decision to…
The employees criticized that…

The minister regrets the cancellation of…

Er verteidigte den Vorschlag <…> Arg0 __ Arg1 He defended the suggesVon to…

Figure 3.7: PropBank roles in German CoNLL-2009 and SR3de data (simplified
excerpts with English translations). Because the three predicates originally belonged
to the same frame, their direct objects are consistently assigned the same Arg3

PropBank role according to the frame-level mapping; while the object of a predicate
from another frame gets a different PropBank role assignment – Arg1.

is also an order of magnitude smaller; can this difference be attributed to the
dataset size? Section 3.7.1 sheds light on the behavior of layer probes in low-
resource scenarios. The data for English and German comes from different
datasets and domains, and yet the general layer probing results align. Does
this mean that the dataset per se is of secondary importance? We investigate
this in an additional experiment on the data from four Universal Dependency
treebanks in Section 3.7.2. Finally, although most layer probing studies focus
on word-level tasks, our results for the sentence-level XNLI suggest that high-
level semantic processing happens in the later layers of the model. However,
can it be that the sentence-level encoding or the sentence pair task formu-
lation are responsible for this effect? We conclude our investigation with an
experiment on additional sentence-level tasks in Section 3.7.3.

3.7.1 The impact of data size

Since parallel multi-formalism annotations are rare, tasks in cross-formalism
probing studies would often need to be sourced from different corpora; and the
corpus difference is almost guaranteed in a multilingual setup. One of the most
basic properties of a corpus is its size: a larger corpus provides more training
signal and enables better generalization. In our study, we have observed that
the German layer utilization is more uniformly distributed across the layers
(corresponding to the absense of bright “peaks” in Figure 3.5) compared to
English. We hypothesize that the size difference between English and German
data is partly responsible for this effect. To verify this hypothesis, we conduct
an additional experiment by reducing the English training data size: a probe is
now trained on a subset of K = [100, 500, 1000, 3000, 5000] training sentences,
and evaluated according to the protocol used in the main study. The K = 3000
setting roughly corresponds to the German SR3de training set conditions.

Figure 3.8 compares the performance of edge probes for pos, deprel and role
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Figure 3.8: English dev Acc depending on training data size, by task.

labeling tasks. We can observe the differences in the amount of data needed
to achieve high performance depending on the task: while pos, deprel and
PropBank role labeling probe plateau after having been exposed to 1000-2000
sentences, VerbNet and FrameNet probes gradually improve their performance
as more data gets available. Figure 3.9, in turn, displays the differences be-
tween measured layer utilization depending on the amount of training data
available. Confirming our hypothesis, less training data does not only lead
to lower performance, but also results in more uniformly distributed scalar
mixing weights; however, the coarse layer utilization pattern already emerges
after 500-1000 sentences depending on the task and gradually becomes more
peaked as more data is added, converging to the patterns similar to the full-
data experiment seen in Figure 3.5.

This preliminary finding has three important implications. First, it allows
us to attribute part of the difference in general German and English prob-
ing results to the dataset size difference. Second, it suggests that at least
from the layer probing perspective, a relatively small data sample can be suffi-
cient for performing cross-formalism probing – which is promising, given that
cross-formalism annotation is a time-consuming task that requires linguistic
expertise. Finally, this allows an alternative interpretation of uniform layer
utilization for a task: while one might see this as a signal of the linguistic
information being distributed throughout the model (Tenney et al., 2019a), a
possible alternative is that the probing model simply has not observed enough
data to localize the parts of the pre-trained encoder most suited to solve the
task.
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Figure 3.9: Layer utilization depending on training data size.

3.7.2 The impact of dataset

One of the motivations behind our choice of the main probing task – role
labeling – is the availability of parallel cross-formalism annotations. This
arrangement, however, is rare, and we observe a satisfactory level of alignment
between English and German results despite the dataset difference. A similar
observation is made in concurrent work by de Vries et al. (2020), who report
that the part-of-speech and dependency probing results on Dutch UDLassy
and UDAlpino datasets align and conclude that the probes are “sensitive to
the task and the input embeddings, but not overly sensitive to the specific data
that the probes are trained on”. This is intriguing, as the alignment between
the probing results for different datasets would allow cross-formalism studies
based on different corpora, substantially relaxing the requirements for such
studies.

To investigate this, we depart from our original data and probing kit and
conduct additional experiments on four Universal Dependencies treebanks for
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English:

– English Web Treebank (EWT, Silveira et al. (2014)) is a collection of texts
from various web media types incl. blogs, e-mails, question-answering
platforms, product reviews and newsgroups.

– The Georgetown University Multilayer corpus (GUM, Zeldes (2017)) is a
collection of freely available texts from the web covering diverse text types
from the academic, fiction, non-fiction, spoken and newswire domains.

– Parallel TUT from the University of Turin (ParTUT. (Bosco et al., 2012))
is a collection of parallel Italian, English and French sentences sourced
from Wikipedia, legal texts and public talks.

– LinES (Ahrenberg, 2015) is a conversion of the parallel English-Swedish
treebank covering several literary works and Europarl data.

All four corpora are annotated with the standard Universal Dependencies lay-
ers; the source data was extracted from the public distribution of Universal
Dependencies v. 2.7. We generate a probing kit based on this data and the
tasks used in the main study; note that unlike our main probing kit, here
we probe for universal part-of-speech tags and dependencies, as opposed to
language-specific schemata used in CoNLL-2009SL and SR3de. This way the
formalism and language are fixed, and the only difference between the exper-
imental runs is the underlying dataset. We include the token type prediction
probe as a baseline sanity check.

Table 3.6 provides dataset statistics and summarizes the probing task perfor-
mance. As we can observe, the datasets differ in size; however, the probing
performance does not seem to be greatly affected by this, and all the probes
show high development accuracy. We note, however, that this might be due
to the task selection, as both dependency relation and part-of-speech tagging
performed well on limited data in our previous experiment.

Figure 3.10 compares the scalar mixes learned by the probes across tasks
and datasets. We can observe that the general layer utilization patterns and
the pipeline-like order of the tasks indeed transfer well across datasets. The
concentration of the scalar mixing weight on a few layers is in line with our
previous observations: as the training set size becomes smaller (EWT → GUM
→ LINES → PARTUT) the layer weights are more uniformly distributed.

This preliminary finding, mirrored by the observations in a related study from
de Vries et al. (2020), is promising, since the lack of dataset dependency would
make cross-formalism studies easier to set up. However, we point out that both
our and the concurrent results were obtained for the layer probing setup, and it
remains unclear to which extent this observation generalizes to other probing
methodologies, models, datasets and tasks. We leave the exploration of this
question to future work.
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dataset #s train deprel ttype upos

ewt 12k 0.93 1.00 0.95
gum 4k 0.93 0.99 0.96
lines 3k 0.92 1.00 0.97
partut 1.8k 0.92 1.00 0.95

Table 3.6: UD Dataset size and probing performance (dev Acc)

Figure 3.10: Layer utilization across UD datasets.
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3.7.3 Layer probing on sentence level

Unlike the work by Tenney et al. (2019a), our edge probing kit incorporates
the sentence-level XNLI task, which is formulated as a unary probe using the
special [CLS] token. Our main probing results in Figure 3.5 suggest that
the XNLI probe learns to prioritise later layers of the pre-trained mBERT
model, suggesting access to high-level semantic abstractions. However, XNLI
is the only sentence-level probe in our kit. Can this effect be due to the
sentence-level task formulation or the use of the special classification token as
the representation of a sentence? To investigate this, we further extend our
kit with two basic sentence-level tasks:

Sentence Length (senlen) is a regression task of predicting the length of
the sentence in terms of word pieces. One could expect that this basic opera-
tion would require access to the lower layers of the model since the sequence
length can be retrieved as an index of the last token in the sequence. With this
task, we investigate the effect of sentence-level encoding on the layer probing
results.

Pairwise Length Comparison (pairlen) is a binary classification task
that compares the length of two input sentences (encoded jointly using the
[SEP] token; it labels an instance as positive if the first sentence in the pair
is longer than the second one. With this task, we investigate the pairwise
sentence encoding and its effects on layer probing.

Both new tasks are sourced from the same XNLI development split, which is
also used for the evaluation. Sentences in XNLI sentence pairs are ordered and
differ in status and origin. The first sentence in the English XNLI pair is a
premise extracted from a pre-existing text. The second sentence is a hypothesis
for the given premise collected via crowdsourcing. The multilingual portion
of the XNLI is then manually translated from English. Our analysis of the
dataset has revealed that a naive implementation of the pairlen probe as
described above would suffer from label imbalance, as the strong majority of
the first (naturally occurring) sentences are longer than the second (crowd-
generatd) sentences.12 To prevent the probe from exploiting the potential
confound of sentence position (“first sentence is always longer”), we randomly
swap the first and second sentence in the XNLI pairs for the pairlen probe,
achieving a balanced distribution and ensuring that the probe would indeed
need to learn to compare sentence lengths.

The performance of the probes is shown in Table 3.7, while Figure 3.11 com-
pares the scalar mixing weights for sentence-level tasks in English and German.
Not unexpectedly, XNLI turns out to be the most challenging task out of the
three.13 Turning to the scalar mixes, while the XNLI probe indeed uses the

12
This is true for 84% cases in English and 82% in German XNLI development data.

13
Note that here we evaluate and test on the same development split, as XNLI offers no training

set. The scores therefore only illustrate how well the probe was able to fit the training data, and

not how well it would perform on new data.

81



Chapter 3. Formalism Matters

task target en de

*senlen single 0.885 0.880
pairlen pair 0.941 0.943
xnli pair 0.613 0.659

Table 3.7: Sentence probing performance, R2 for senlen, Acc for others.

Figure 3.11: Scalar mixing weights for sentence-level probes

later layers of the model than the two basic tasks, the sentence length probes
learn to attend to the middle layers of the model. However, the pairwise length
comparison probe also attends to the later layers 8-10. This allows us to as-
sume that while the model might indeed attempt to use higher-level semantic
information for solving the actual XNLI task, at least some of its layer uti-
lization should be attributed to the pairwise nature of the task. Surprisingly,
the sentence length probe does not learn to attend to the same layers as the
token.ix positional probe; we hypothesize that this is due to the use of the
[CLS] token and not the actual last wordpiece of the sentence. As sentence
embeddings produced at the [CLS] have generally been shown to underper-
form (Reimers and Gurevych, 2019), the exploration of alternative sentence
encoding strategies (e.g. averaging over individual wordpiece encodings) could
provide deeper insights into the layer utilization for sentence-level tasks. We
leave this investigation to the future.

3.8 Outlook

The impact of formalism. We have demonstrated that the choice of lin-
guistic formalism can have substantial, linguistically meaningful effects on role-
semantic probing results. We have shown how probing classifiers can be used
to detect discrepancies between formalism implementations. Our refined im-
plementation of the edge probing framework coupled with the anchor task
methodology enabled new insights into the processing of predicate-semantic
information within mBERT. Our findings suggest that the linguistic formal-
ism is an important factor to be accounted for in probing studies. A more
subtle result highlights the importance of the probing architecture: while our
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role probe reflects the differences between PropBank, FrameNet and VerbNet
formalisms, the layer utilization of the syntactic dependency tasks seems to
align between formalisms and datasets. Kulmizev et al. (2020) show that using
a different, structural probe can detect the differences between syntactic for-
malisms, and analyze the reasons behind those differences. It is our hope that
our and concurrent work motivate further research in cross-formalism NLP and
probing. We stress the importance of negative results for future work: if two
substantially different formalisms result in the same probing measurements, it
is important to understand what it tells us about the probe, the task and the
formalisms.

Recommendations. Our finding prompts several general recommendations
for the follow-up probing studies. First, the formalism and implementation
used to prepare the linguistic material underlying a probing study should be
always explicitly specified. Second, if possible, results on multiple formalisa-
tions of the same task should be reported and validated for several languages.
Assembling corpora with parallel cross-formalism annotations would facilitate
further research on the effects of a formalism in probing; however, our prelim-
inary cross-dataset results suggest that strictly parallel data might not be a
hard pre-requisite for such studies, as discussed below.

Requirements for cross-formalism studies. In a range of supplementary
experiments, we have explored the properties of layer probes with respect to
the data size, dataset and task inputs. We have shown that the amount of
training data can have substantial effect on layer probing results; however, just
a few thousand sentences might be enough to get an overall picture of the layer
utilization by a given task. This is promising as it would reduce the amount
of formalism-specific data the expert linguists would need to annotate; on the
other hand, we point out the importance of validating this observation for
other tasks and probing methodologies, and highlight the associated dangers
of losing long-tail phenomena due to the dataset size reduction. Our further
results show that the dataset itself does not have a prominent effect on the
layer utilization patterns as measured by our probe; if true in general, this
would reduce the requirements for cross-formalism studies even further as it
would allow comparing the formalisms across datasets. The effect of dataset
and domain on probing is a compelling target for further research, including
more tasks, probing methodologies and domains. Finally, in our experiments
on sentence-level inputs we have found that even basic, count-based sentence
pair tasks tend to use the later layers of the model; further investigation using
alternative sentence encoding strategies would shed more light at the layer-wise
encoding of sentence-level phenomena in pre-trained models.

Probing methodology. The area of probing and interpretability is rapidly
advancing, and recent studies open new methodological possibilities for ex-
tending our work. Driven by the criticism of the classical probing classifier
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setup, Voita and Titov (2020) present an alternative, information-theoretic
probe; and Elazar et al. (2021) suggest a way to bridge layer probing results
with the model’s behavior on end tasks. Finally, Ribeiro et al. (2020) pro-
pose a test-driven approach to NLP model evaluation that naturally lends
itself to applications in probing. Exploring the effects of a linguistic formalism
on probing results using the newly proposed probe architectures, benchmark
construction kits and datasets is an exciting avenue for future research.

3.9 Chapter Summary

In this chapter, we have explored the effects of linguistic formalism choice
on the probing results for strong contextualized pre-trained encoders. We
have reviewed the existing approaches to contextualization and model analy-
sis, and conducted extensive experiments on role-semantic probing for three
formalisms – PropBank, VerbNet and FrameNet – and two languages, English
and German.

We have extended the previously proposed layer probing architecture to enable
fine-grained insights into the layer utilization in BERT models. We have pro-
posed anchor tasks – a new analytical tool for visualizing similarities between
layer probes, drawing inspiration from the feature-based NLP models and the
pipeline-like nature of information processing in the BERT layers.

Our main result suggests that the formalism can have a substantial effect on
probing measurements. We complement it with a range of additional experi-
ments that provide deeper insights into the layer probing behavior in low-data,
cross-dataset and sentence-level settings. A range of recommendations and fu-
ture work directions conclude the chapter.
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Chapter 4

Probing for Role Prominence

In Chapter 2, we examined how linguistic conceptualization can affect NLP
evaluation by exploring the mismatch between static word embeddings and the
evaluation targets in lexical similarity benchmarks and resource-based scenar-
ios. Chapter 3 explored the contribution of linguistics to probing and examined
the effects of linguistic formalisms on probing results. In the final chapter of
this thesis, we turn to the impact of linguistics on probing task design by
exploring an alternative, regression-based formulation of the semantic role la-
beling task, and applying this formulation to probe pre-trained encoders for
sentence-level role prominence.

4.1 Introduction

Boosted by the release of large-scale categorical datasets like PropBank (Palmer
et al., 2005a) and FrameNet (Baker et al., 1998), role semantics in NLP has
been almost exclusively modelled as a class-based semantic role labeling task
(Gildea and Jurafsky, 2000). However, there is an alternative, prominence-
based view on role semantics, which sees roles not as independent categories,
but as members of a hierarchy that determines the restrictions on the syntactic
realization of the roles. In other words, while most work in NLP treats role
semantics as classification over a discrete set of labels, it can be cast as regres-
sion over a continuous prominence spectrum; as we show, this makes it possible
to evaluate the linguistic capacity of pre-trained contextualized encoders on a
predication level, instead of mere local role assignments.

In this Chapter, we probe the pre-trained mBERT model for Dowty’s Proto-
Role properties, and find that – contrary to the existing evidence – some of
those properties can be localized in mBERT layer structure. We proceed by
introducing a regression-based approach to role probing, and use it in a novel
prominence probing setup based on PropBank data; our evidence suggests that
mBERT indeed encodes prominence relations between semantic roles. The-
matic hierarchies are a popular linguistic device to account for the prominence
relations between roles; however, the composition of the universal thematic hi-
erarchy and its mere feasibility are subject to debate. We conclude the thesis
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with a non-neural approach and report the first attempt to operationalize the-
matic hierarchies in NLP based on manually annotated syntactic dependency
trees. We show that hierarchies resembling the proposals in literature can be
extracted from corpus data in an efficient manner and to some extent trans-
fer cross-lingually, and highlight the challenges associated with computational
modeling of thematic hierarchies.

4.1.1 Motivation

Before we proceed, we revisit our discussion of role-semantic frameworks from
Chapter 3, this time in the context of global relationships between semantic
arguments, and prominence. Note that while theoretical linguistics offers a
vast body of research on prominence and argument realization, for the purpose
of this work we resort to a shallow, simplified notion of role prominence as a
hierarchy that ranks semantic roles on a linear scale based on their importance
and associated syntactic prominence. The recent summary by Levin (2019)
provides a great entry point for a detailed discussion of prominence from the
linguistics perspective.

Categorical semantic roles in the modern sense were introduced in the 1960s as
a way to account for variation in the syntactic behavior of verbs which cannot
be explained by purely syntactic means (Gruber, 1965; Fillmore, 1968). A
commonly used motivational example contrasts the use of verbs hit and break :
while both are regular transitive verbs, hit does not allow construction (4);
and construction (5) is ungrammatical in both cases.

(1) [John]X broke/hit the [window]Y with a [stone]Z.

(2) [John]X broke/hit the [window]Y.

(3) A [stone]Z broke/hit the [window]Y.

(4) The [window]Y broke/*hit.

(5) The [window]Y *broke/*hit with a [stone]Z.

There exist several principled ways to describe the syntactic behavior of argu-
ments in the lexicon. Available constructions can be defined individually on a
verb sense basis. This strategy is precise but very inefficient, since verbs show
substantial similarities in the way they encode their semantic arguments.

A step towards a more general representation is verb class grouping (Levin,
1993): verb senses can be grouped into verb classes with syntactic behavior
shared among the members of the class. For example, syntactically break
behaves like crash, shred and split, while hit behaves like bash and whack in the
corresponding verb senses. This significantly reduces the lexicon redundancy
and allows treatment of the out-of-vocabulary verbs if the verb class can be
determined. A similar level of granularity is used by the major role labeling
frameworks, FrameNet (Baker et al., 1998) and, to some extent, PropBank
(Palmer et al., 2005a).
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Semantic arguments share similarities across verb classes, giving rise to the no-
tion of general semantic roles. While there exists no consensus on the inventory
of semantic roles, a subset shared by the most theoretical approaches includes
roles such as Agent (the active sentient initiator of the event), Theme (the most
affected participant), Result (the outcome of the event), Instrument (the in-
strument used) etc. Semantic roles show similar behavior across languages
and can be thought of as grammatically relevant universal categories humans
use to conceptualize events. Following common terminology, we further refer
to general, predicate-independent semantic roles as thematic roles. This level
of granularity is used by VerbNet (Schuler, 2005) and, recently, VerbAtlas
(Di Fabio et al., 2019).

Thematic roles’ syntactic behavior depends on the presence of other thematic
roles in the sentence: as our example above demonstrates, an Instrument can
only take the subject position if the Agent is not present (3); and Theme can
only become subject if both Agent and Instrument are not expressed (4-5).
A widely used view to account for context dependency of semantic roles is
prominence: given a syntactic prominence scale (e.g. subject ≺ object... ≺
oblique), one can assume that there exists a universal semantic prominence
scale – a thematic hierarchy (TH) – which is homomorphic to the syntactic
ranking (e.g. Agent ≺ Instrument ≺ Theme). Then, the top-ranking seman-
tic argument in the hierarchy gets assigned to the highest available syntactic
position, the second-ranking one gets the second-highest position, etc. While
operating on thematic role level, VerbNet does not aim to provide a thematic
hierarchy for its inventory1.

Numerous thematic hierarchies have been proposed in linguistic literature
(Rappaport Hovav and Levin, 2007). However, these proposals come from
varying theoretical backgrounds, are based on different syntactic formalisms
and operate with different role inventories. Most of the proposed hierarchies
are justified via basic (often synthetic) language examples, aiming to verify a
certain theory cross-lingually rather than to describe language use in a com-
pact way. While no consensus on universally applicable thematic hierarchy
could be reached, the notion of isomorphism between semantic and syntactic
prominence is generally accepted. This led to several proposals which do not
postulate the existence of a single hierarchy while still taking prominence into
account. Pointing at the issues associated with atomic, categorical role in-
ventories, Dowty (1991) suggests replacing them with Proto-Agent and Proto-
Patient roles, each associated with a range of properties that determine the
prominence of the corresponding semantic argument. Similarly, while generally
following a predicate-specific categorical argument labeling scheme, PropBank
uses an index-based approach where Arg0 corresponds to Proto-Agent and
Arg1 to Proto-Patient; the rest of the core roles Arg2-5 are underspecified
with respect to prominence2.

1
Thematic hierarchy that ranks semantic roles by prominence is not to be confused with tree-like

hierarchies used to organize role sets in (Bonial et al., 2011; Mújdricza-Maydt et al., 2016).
2

Although generally Arg2-5 in PropBank are ordered according to their prominence (Martha

Palmer, private correspondence).
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Modern pre-trained contextualized language models are capable of generating
coherent text, suggesting that they capture some notion of grammaticality.
On the other hand, pre-trained encoders like BERT do not perform well on
specialized grammaticality benchmarks (Warstadt et al., 2019) and struggle
with predication-level phenomena like negation (Ettinger, 2020). From the
perspective of probing, prominence is an attractive target as it is related to
a variety of linguistic phenomena, incl. choice of subject, grammaticality and
coreference. However, unlike local role assignments covered by the existing role
probes, prominence only exists at a predication level: a semantic argument
is not prominent per se, but is more, or less, prominent compared to another
semantic argument of the same predicate. This calls for approaches to probing
that can take the global structure and joint role assignments into account – or
at least model prominence in a way that enables such a view.

4.1.2 Contributions

– We conduct an experiment in Semantic Proto-Role labeling and show that
the information necessary to predict some of the Proto-Role properties
can be located in the layer structure of pre-trained mBERT.

– We propose a regression-based framework for role labeling and use it to
evaluate the capacity of the pre-trained mBERT model with respect to
prominence.

– Our results suggest that mBERT implicitly encodes prominence; we show
how regression-based role probes can interpolate prominence predictions
based on partial data, and demonstrate that the probe has preference
towards plausible role hierarchies.

– Finally, we propose an approach for corpus-driven thematic hierarchy in-
duction. We operationalize the task and show that thematic hierarchies
can be efficiently extracted from syntactically annotated corpora, resem-
ble the proposals from the theoretical literature, and that the induced
hierarchies can to some extent be applied cross-lingually.

4.2 Role Prominence

4.2.1 Categorical Role Inventories and SRL

Automatic semantic role labeling (SRL) is one of the core NLP tasks: given a
sentence and a predicate (for example, a verb), the goal is to find the semantic
arguments of this predicate in the sentence and assign them semantic roles.
A predicate and its semantic arguments are referred to as predication. In
SRL literature, this objective is often simplified to “Finding out who did what
to whom, where and when”, making the task sound similar to fact extraction
and eliminating any possible non-categorical interpretation of the role labeling
objective. However, as we show below, such an interpretation is possible.
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Role classifiers used in probing are mostly sourced from the categorical se-
mantic role labeling corpora: PropBank, FrameNet fulltext corpus, OntoNotes
(Pradhan and Xue, 2009) and others. The initial task formulation was pro-
posed in the seminal work by Gildea and Jurafsky (2000); by now there exist
multiple task setups for SRL, varying by formalism, predicate type (verbs,
nouns), syntactic unit (dependency-based or constituents-based) and subtasks
included (predicate identification, predicate disambiguation, argument iden-
tification and argument labeling). The relative importance of the subtasks
highly depends on the formalism: for example, while predicate disambigua-
tion might be of secondary importance for PropBank SRL, in FrameNet SRL
the predicate sense determines the set of roles available for assignment, and
predicate disambiguation turns out to be one bottleneck that might affect the
overall frame-semantic labeler performance (Hartmann et al., 2017c). In terms
of formalisms and languages, most work to date has been dedicated to English
PropBank SRL, followed by frame-semantic parsing. Role probing focuses on
the last stage of the SRL pipeline: argument labeling. Offering an alterna-
tive to traditional SRL, FitzGerald et al. (2018) cast categorical semantic role
labeling as a question-answering task and demonstrate that it is possible to
elicit SRL-like annotations in a crowdsourcing setup. Recent studies pave the
path towards large-scale VerbNet-style semantic role labeling (Di Fabio et al.,
2019; Gung and Palmer, 2021) and multilingual SRL based on parallel corpora
(Daza and Frank, 2020).

From the modeling perspective, SRL systems have co-evolved with the rest
of the natural language processing over the past decades, starting from the
basic pipeline-based systems (Björkelund et al., 2009) and basic neural setups
(Roth and Woodsend, 2014; FitzGerald et al., 2015). It was long believed that
gold syntactic parses are a prerequisite to successful semantic role labeling;
subsequent advances in end-to-end modeling made this requirement obsolete
(He et al., 2017), although including syntax as a pruning mechanism (He et al.,
2018) or multi-task auxiliary objective (Strubell et al., 2018) has constantly
delivered performance gains over the syntax-agnostic models. Semantic role
predictions must follow a set of theory-driven (e.g. each core role only ap-
pears once) and technical (e.g. a role must be licensed by the predicate sense)
constraints; dedicated modeling approaches were proposed to take these into
account, e.g. global optimization at inference time via integer linear program-
ming as in Punyakanok et al. (2004), and others. In line with the trajectory
of the field, task-specific end-to-end role labeling architectures were outper-
formed by a simple model built on top of a pre-trained BERT encoder (Shi
and Lin, 2019). Conia and Navigli (2020) hold state of the art on multilingual
dependency-based PropBank SRL with a similar model architecture.

Three major categorical role labeling formalisms are PropBank, FrameNet and
VerbNet. Out of the three, only PropBank includes some notion of prominence
in its role inventory: while the exact interpretation of the core argument labels
Arg0-5 is predicate-specific, Arg0 corresponds to the Proto-Agent, while Arg1
denotes Proto-Patient in Dowty’s sense; for the rest of the core roles Arg2-5 a
prominence relationship holds generally, but is not guaranteed. Assuming such
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relationship makes it possible to treat PropBank core argument assignment as
a ranking problem. We are aware of only one previous attempt to do so: a
short paper by Sun et al. (2009) evaluates whether the thematic rank of the
PropBank arguments can be detected based on syntactic parse information.
They report role labeling experiments using a feature-based system, compare
the ranking-based and categorical approaches to core argument labeling, and
investigate the differences between two interpretations of ranking among Prop-
Bank roles: the one in which Arg1 outranks Arg2-4, and the one in which Arg1

is considered the least prominent argument among all. Although our setups
are not comparable, we revisit some of the issues mentioned in their work in
the modern context of probing.

4.2.2 Semantic Proto-Roles

The classical view on semantic roles as atomic, categorical entities is widely
applicable and useful for explaining a range of syntactic and morphological
phenomena, and the existence of few broad role-semantic categories like Agent,
Patient, Instrument etc. is generally accepted. Creating a single universal
role inventory, however, is challenging. The goal of designing a general-purpose
role inventory is to be able to map every argument of every verb to a particular
role, and at the same time to keep the inventory compact enough to gener-
alize. Pointing out the contradictory nature of these requirements and the
potential infeasibility of a universal role set, Dowty (1991) proposes to aban-
don the notion of a categorical role in favour of a prototype-based approach
(Levin, 2019). Focusing on the subject choice of transitive verbs, he determines
a set of ten entailment features such as “volitional involvement”, “sentience”,
“change of state” and groups them into prototypical subject (Proto-Agent)
and prototypical object (Proto-Patient) feature bundles.3 The feature-based
view on prominence avoids the problems with inventory fragmentation and
overgeneralization that are characteristic to the category-based approach: the
distinctions between roles are gradual, and the number of matching entail-
ments for any given semantic argument determines its proximity to the pro-
totypical Agent or Patient. A feature-based definition of semantic roles can
accommodate the traditional categorical semantic roles, which are simply seen
as frequently occuring feature combinations; and naturally incorporates the
notion of prominence associated with the thematic hierarchy.

Despite its theoretical appeal, semantic proto-roles (SPR) have been opera-
tionalized in NLP only recently. Reisinger et al. (2015a) introduce the first
large-scale corpus annotated with semantic proto-role properties. Demonstrat-
ing the practical advantage of property-based role definition, the authors were
able to cast an otherwise expert-level role labeling task as a crowdsourcing
task over a set of simple entailment questions. In the resulting dataset based
on the Penn Treebank data (Marcus et al., 1993), each argument is assessed
with respect to each of the Proto-Agent and -Patient properties on a 5-point

3
In the discussion of Proto-Roles here and further, we use the terms property and feature inter-

changeably.
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Likert scale. The authors report that some property combinations are indeed
much more frequent, and compare the most prominent feature groups to the
VerbNet roles of the corresponding arguments. In a subsequent work, White
et al. (2016b) annotate a portion of the English Universal Dependencies tree-
bank using a modified annotation protocol. Based on this data, several neural
semantic proto-role labeling models have been proposed (Rudinger et al., 2018;
Opitz and Frank, 2019). The data and annotation protocols were recently in-
cluded into a larger Universal Decompositional Semantics toolkit (White et al.,
2020).

Prominence is a general linguistic phenomenon, and semantic proto-roles offer
one flexible way of modeling prominence. Given that the recent studies point at
strong syntactic capabilities of pre-trained contextualized encoders (cf. Section
3.3.3), one would expect them to be able to represent prominence as well.
To the best of our knowledge, the only existing probing study that involves
proto-role semantics is (Tenney et al., 2019a); their results suggest that the
information about proto-role features is evenly distributed across the model’s
layers. This is surprising, as the same study successfully localises the layers
associated with syntactic parsing and traditional, categorical semantic role
labeling – in line with our results reported in Section 3.3. To investigate this
discrepancy, we expand our probing framework with a new set of regression-
based proto-role labeling tasks.

4.3 Proto-roles in mBERT

For this experiment, we re-use the probing architecture introduced in Chapter
3, and expand the probing kit by incorporating eleven new semantic proto-role
labeling tasks. Unlike Tenney et al. (2019a) who used a multi-label classifi-
cation probe, we cast each of the proto-role properties as an independent
regression task, use a shallower probe architecture and train separate scalar
mixes for source and target tokens. Table 4.1 shows probing task examples.
We populate the tasks from the original data by Reisinger et al. (2015a), re-
sulting in a medium-sized probing dataset of approx. 5k sentences and 9.7k
semantic arguments. The probe is trained for 20 epochs using the protocol
described in Section 3.5.4. As before, we compare the probing performance to
a randomly initialized mBERT model baseline.

Fitting a separate probing model for each proto-role property allows us to
examine the probing performance in more detail. The results in Table 4.2 show
that the performance varies by property, with some of the properties attaining
reasonably high R

2 scores despite the simplicity of the probe architecture and
the small dataset size. We observe that properties associated with Proto-Agent
tend to perform better. The untrained mBERT baseline performs poorly which
we attribute to the lack of data and the fine-grained semantic nature of the
task.

Our fine-grained, property-level task design allows for more detailed insights
into the layer utilization by the semantic proto-role probes (Figure 4.1). The

91



Chapter 4. Probing for Role Prominence

Proto-Agent label Proto-Patient label

instigation → 2 created → 1
volition → 2 destroyed → 1
awareness → 5 changes.possession → 1
sentient → 5 change.of.state → 2
change.of.location → 3 stationary → 2
exists.as.physical → 5

Table 4.1: Proto-role probing tasks with their corresponding proto-role feature val-
ues for the input [She]tgt [saw]src a cat.

property R
2

(A) *instigation 0.68 (0.21)
(A) *volition 0.75 (0.11)
(A) *awareness 0.78 (0.09)
(A) *sentient 0.83 (0.07)
(A) *change.of.location 0.49 (0.04)
(A) *exists.as.physical 0.63 (0.03)

(P) *created 0.22 (0.01)
(P) *destroyed 0.11 (0.00)
(P) *changes.possession 0.26 (-0.01)
(P) *change.of.state 0.37 (0.01)
(P) *stationary 0.39 (0.05)

Table 4.2: Best dev R
2 for proto-role probing tasks over 20 epochs; A - Proto-Agent,

P - Proto-Patient; Baseline in parentheses.

results indicate that while the layer utilization on the predicate side (src)
shows no clear preference for particular layers (similar to the results obtained
by Tenney et al. (2019a)), some of the proto-role features follow the pattern
seen in the categorical role labeling and dependency parsing tasks for the
argument tokens tgt (cf. Section 3.6). With few exceptions, we observe that
the properties displaying that behavior are Proto-Agent properties; moreover,
a close examination of the results on syntactic preference by Reisinger et al.
(2015b, p. 483) reveals that these properties are also the ones with strong
preference for the subject position, including the outlier case of stationary
which in their data behaves like a Proto-Agent property. The correspondence
is not strict, and we leave an in-depth investigation of the reasons behind these
discrepancies for the future. While our results demonstrate that some aspects
of prominence can be extracted from a pre-trained BERT encoder, the result
is inconclusive, and we continue with an alternative, global regression-based
setup for prominence probing.
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Figure 4.1: Layer utilization for semantic proto-role properties.

4.4 Prominence probing as role regression

4.4.1 Model

Like Sun et al. (2009), and similar to the setup used in edge probing, here
we omit the argument identification stage of full SRL and solely focus on role
labeling. The objective of the prominence-based regression role probe is to
rank the semantic arguments in terms of their prominence. Formally, consider
a generic categorical role inventory R = {r1, r2...rn}. For simplicity, we assume
that roles are general, i.e. not bound to a particular predicate. To map the
categorical role set onto a continuous prominence scale, we define the global
prominence order o = r1 ≺ r2 ≺ ... ≺ ...rk, where ri ≺ rj denotes that ri is
more prominent than rj, similar to the traditional representation of thematic
hierarchies. Using the prominence order, we then define a mapping M : R → R
that positions each categorical role on a linear scale such that for any ri ≺ rj,
M(ri) < M(rj). As result, each categorical role is converted to a scalar value,
independent of context.

Given a sentence s, predicate p and argument a, the regression-based role probe
predicts the position of the argument on the prominence scale, such that the
relative prominence of the arguments with respect to the predicate p is pre-
served. Figure 4.2 illustrates the difference between categorical and regression-
based role labeling setups. Note that in addition to modeling a global rela-
tionship between roles by projecting them onto the shared linear scale, the
prominence-based setting naturally satisfies the role uniqueness constraint as
the arguments can be mapped onto the joint prominence scale. Moreover,
eliminating the need for categorical labels allows us to interpolate the model
predictions to the role labels never seen during training, and we explore this
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John broke the window .

John broke the window .

John > window
less prominent

(a)

(b)

Figure 4.2: Role probing as role classification (a) and as prominence regression (b):
a classifier in (a) assigns a categorical role, wile a regressor in (b) is only concerned
with the relative placement of the semantic arguments on the prominence scale.

train dev

sentences 35.5k 1.2k
instances 166.8k 5.8k

Arg0 60.3k 2.0k
Arg1 83.5k 2.9k
Arg2 19.6k 0.7k
Arg3 3.4k 0.1k

Table 4.3: CoNLL-2009 prominence probing task statistics and label value distribu-
tion.

possibility below.

4.4.2 PropBank Instantiation

We instantiate our model with the PropBank formalism. Since here we only
experiment with PropBank roles, we use the full CoNLL-2009 dataset instead
of the SemLink-mapped CoNLL-2009SL that we used in Chapter 3. We focus
on verbal predicates and core PropBank arguments, and discard the continu-
ation (C-) and reference (R-) roles, as well as modifier roles (AM-). We further
note that Arg4 and Arg5 are very rare in the data with less than 100 instances
of Arg4 and only three instances of Arg5 in the development set of CoNLL-
2009. To keep our setup compact and later experiments with optimal ranking
in Section 4.4.5 feasible, we limit our scope to the roles Arg0-3. The statistics
of the resulting dataset are shown in Table 4.3.

As mentioned before, PropBank generally assigns Arg0 to Proto-Agent and
Arg1 to Proto-Patient roles. The prominence status of Arg2-5 is underspeci-
fied; however, for the sake of an experiment we assume a linear mapping from
PropBank roles to a prominence scale that maps the PropBank arguments
to the integer positions corresponding to their role number. We revisit this
assumption below.
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Figure 4.3: Prominence score distribution in the regression probe dev set predictions,
by original PropBank role label.

We employ a regression model based on the probing architecture introduced
in Chapter 3: given a sentence, a pre-trained frozen mBERT-base encoding of
the source (predicate) and target (argument) token is used as input, followed
by a trainable layer-wise scalar mix and a linear projection layer. While the
previous regression probes reported in this work were evaluated via R

2; in case
of prominence we are interested in mere ranking of the arguments and not in
the absolute prominence values predicted by the model. Therefore we evaluate
the models via rank accuracy by converting the prominence assessments for
the roles to ranks within one predication.

4.4.3 General results

We first evaluate the output of the regression-based prominence model and
compare it against a categorical PropBank role labeling probe. Both models
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#(a) regression classification random init reg. on Arg0|3

1 1.0 1.0 1.0 1.0
2 0.96 0.95 0.83 0.93
3 0.88 0.87 0.71 0.83
4 0.61 0.75 0.42 0.57

Table 4.4: Prominence probe performance for regression and classification probes,
and a randomly initialized regression baseline, aggregated by the number of seman-
tic arguments per predicate #(a). Rightmost column: probe performance for the
interpolating regression probe.

are trained on the training split of CoNLL-2009 data and evaluated on the
development split.

As a summary of the prominence predictions made by a trained probe, Figure
4.3 shows the distribution of the predicted values with respect to the gold
PropBank categorical roles. We see that while the alignment is not perfect,
the distributions of the predicted prominence generally capture the gold values
obtained by mapping PropBank roles to a linear scale based on the role index.

Next we compare the performance of classification- and regression-based promi-
nence probes. To do so, we convert both classification and regression predic-
tions into ranks. An argument is considered to occupy the highest rank 1
among the other arguments of the same predicate if it has been labeled by a
highest-ranking role or has been assigned the highest prominence score. Note
that this evaluation criterion is more relaxed than strict role labeling, as it
does not differentiate between the roles as long as the prominence relationship
between them holds: for example, given two arguments, a model that predicts
Arg1 Arg2 instead of Arg0 Arg2 would not be penalized, but a model that pre-
dicts Arg0 Arg1 instead of Arg1 Arg0 will. This relaxation is necessary to make
regression- and classification-based model predictions comparable. We convert
each role prediction to its rank and evaluate via rank assignment accuracy.

Table 4.4 presents the results. As rank accuracy always defaults to 1.0 if a
proposition contains a single argument, we report the results separately for
each argument set size. As we can see, the regression-based prominence model
generally performs on par with the classification-based model, slightly out-
performing it for 2- and 3-argument predications and underperforming for
predications with 4 arguments. The regression probe baseline that uses a ran-
domly initialized mBERT model shows a non-negligible level of performance,
but is consistently worse than the classification and regression probes across
all argument set sizes.

In line with our probing experiments, Figure 4.4 compares the scalar mix-
ing weights of mBERT layers for both probe architectures. These results are
not directly comparable to our observations in Chapter 3 due to the differ-
ence in data; however, we note that the classification-based PropBank probe
trained on full CoNLL-2009 data generally attends to the same layers as the
classification-based probe based on SemLink-mapped CoNLL-2009 that we
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Figure 4.4: Layer utilization for classification (pb) and regression (reg) based promi-
nence probes.

used in the earlier experiments. We attribute the differences to a larger dataset
size and the higher frequency of predicate-speficic Arg(2+) roles. While not
identical, classification- and regression-based probes attend to similar groups
of layers in mBERT; this shows that the regression-based probe utilizes the
information associated with role predictions, but the exact contribution of the
individual layers involved in the prediction differs.

4.4.4 Interpolation

A regression-based approach to modeling role prominence naturally allows the
model to predict prominence of the argument types it has not observed during
training. To illustrate this property, we conduct an additional experiment
with an interpolated probe, in which we filter out the roles corresponding to
Arg1 and Arg2 from the training data and train the regression-based probe
solely on Arg0 and Arg3 annotations. At the evaluation stage, we evaluate
the ranking accuracy of the probe against the full role set on the development
split, identical to the main evaluation setup.

We start by analyzing the predictions of the interpolating regression probe; as
Figure 4.5 demonstrates, although the probe expectedly makes most confident
predictions for Arg0 and Arg3 which were available during training, surpris-
ingly, the predicted prominence values for Arg2 and Arg3 follow the order
set by the prominence mapping M , suggesting that the probe indeed extracts
prominence information from the mBERT model, albeit not perfectly. This
is supported by the rank accuracy evaluation results presented in Table 4.4:
although underperforming, the interpolated probe still maintains a reasonable
level of rank accuracy across all argument set sizes and outperforms the base-
line by a large margin. While the exact scalar prominence predictions deviate
from the original mappings based on PropBank role index, the ranking of the
arguments remains stable, suggesting that generalization takes place.

4.4.5 Optimal ranking

Unlike in categorical role probing where simply swapping two labels does not
affect the results, regression-based probing depends on the definition of the role
prominence order. Our results so far have been based on the assumption that
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Figure 4.5: Interpolated regression probe predictions, by original PropBank role
label. The probing model has only observed the roles Arg0 and Arg3 during training.

the optimal mapping of the PropBank roles to the prominence scale follows
the PropBank role index, i.e. Arg0 is mapped to M(Arg0) = 0 on the promi-
nence scale, Arg1 is mapped to M(Arg1) = 1 etc. However, this assumption
is not strictly justified neither by the PropBank annotation guidelines, nor by
linguistic theory: thematic hierarchy proposals vary as to whether the Patient
role directly follows the Agent on the prominence scale or is situated at the
very end of it (Rappaport Hovav and Levin, 2007; Sun et al., 2009). To in-
vestigate the viability of the chosen mapping and the impact of the mapping
on prominence probing results, we conduct an exhaustive search over all pos-
sible rankings of the first four PropBank arguments. For readability, we use
the shortcut AX AY AZ to denote a mapping M(ArgX) = 1, M(ArgY ) = 2,
M(ArgZ) = 3, etc. We generate all possible permutations of the roles Arg0-3
and exclude the exact reverse duplicates. We then train a probe using the
corresponding mapping M and evaluate it on the development set via rank
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Arg order #(a) = 2 #(a) = 3 #(a) = 4

A2 A0 A1 A3 0.890 0.636 0.357
A0 A2 A1 A3 0.892 0.742 0.500
A1 A0 A3 A2 0.893 0.812 0.571
A0 A3 A2 A1 0.896 0.785 0.607
A2 A0 A3 A1 0.902 0.679 0.536
A1 A0 A2 A3 0.902 0.798 0.500
A1 A2 A0 A3 0.903 0.736 0.500
A0 A2 A3 A1 0.911 0.804 0.786
A2 A1 A0 A3 0.939 0.744 0.321
A0 A3 A1 A2 0.941 0.779 0.536
A0 A1 A3 A2 0.954 0.867 0.500
A0 A1 A2 A3 0.956 0.883 0.643

Table 4.5: Ranking accuracy depending on the prominence mapping of PropBank
roles, sorted by 2-argument performance. #(a) denotes the number of semantic
arguments per predicate.

accuracy. To keep the experiment feasible, we use a 5000-sentence sample for
training.

The results in Table 4.5 show that the choice of the role ranking indeed has
an effect on the regression-based prominence probing results. The rankings A0
A1 A2 A3 and A0 A1 A3 A2 result in the best fit for our regression-based probe,
justifying our choice of M . Interestingly, while underperforming among 2-
argument and 3-argument predicates, the alternative schemata that put the
Patient at the end of the ranking perform well in the 4-argument subset. A0 A2

A3 A1 performs best on 4-argument predicates, and its variation A0 A3 A2 A1

is also among the best for this predicate arity. This preference for meaningful
role prominence scales is another indication of prominence-related capabilities
of the pre-trained mBERT model.

4.4.6 Discussion and Outlook

Existing work in probing has only considered semantic roles in isolation. We
have introduced a regression-based prominence probe that investigates the
higher-level grammatical capabilities of pre-trained contextualized encoders
by mapping categorical roles onto a linear prominence scale. We have shown
that the probe makes meaningful predictions, has interpolation capacity to
predict prominence for previously unseen arguments, and prefers argument
rankings consistent with the task logic.

Our probing model can accommodate any categorical role-semantic formal-
ism that assigns global, predicate-independent role labels. The prominence
mapping function is flexible and allows us to position “similarly prominent”
categorical roles closer in the space, incl. rank equivalence of roles that do not
co-occur; for example, an experiment variation equivalent to the one reported
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in (Sun et al., 2009) would treat Arg2-4 as equally prominent. A similar set-
ting that contextualizes the model predictions by mapping them on a linear
scale can be applied to probe for other sentence-level phenomena that naturally
allow such mapping, e.g. the choice of antecedent for pronouns (John1 gave
Peter2 *his coat) or discourse salience (The president1 visited the hospital2

vs The hospital1 was visited by the president2). While our previous approach
to proto-role probing was cast as a feature-level prediction problem, semantic
arguments can be naturally mapped onto a prominence scale based on their
proto-role feature values.

Our pilot study on prominence probing with PropBank has several limitations
that can be addressed in future work. We have only considered the core
roles Arg0-3, however, the experiment can be easily extended to include the
less frequent Arg4-5 and the non-core ArgM tags, and take into account the
reference and continuation roles. The prominence mapping of the PropBank
roles can also be experimented with: while we assumed a simple monotonous
mapping based on the role index, one could consider alternative allocations.
While our interpolation experiment has shown promising results, alternative
interpolation targets could be explored, e.g. to evaluate the probe’s ability
to learn prominence of unseen semantic roles solely based on Arg0 and Arg1

inputs. Finally, our results suggest that a regression-based formulation could
be an interesting alternative to full categorical semantic role labeling, although
the treatment of modifier roles AM- and selectional restrictions should be taken
into consideration in this case.

From the methodological perspective, as with other structural probing ap-
proaches, both proto-role and regression-based role prominence probes should
be supplemented by a behavioral probing setup as discussed earlier in Section
3.3.2, e.g. based on the existing grammaticality benchmarks (Warstadt et al.,
2019; Ribeiro et al., 2020). The recently proposed amnesic probing approach
(Elazar et al., 2021) that measures the effect of “masking out” certain infor-
mation within the pre-trained model on the task performance is a promising
way to bridge the gap between behavioral and structural probing and could
be applied to the case of prominence probing as well.

From a linguistics perspective, one natural candidate for the expansion of
our study would be VerbNet with its general-purpose thematic role inven-
tory. However, unlike PropBank, VerbNet role labels per se do not suggest
any hierarchical relationship, and VerbNet inventory size makes exhaustive
search prohibitively expensive. Although several thematic role hierarchies
have been proposed in literature, they are not directly compatible with the
VerbNet thematic role set, and there exists no consensus over the feasibility of
a general-purpose thematic hierarchy. Contributing to the operationalization
of thematic hierarchies in NLP, in the next Section we propose a framework for
inducing such hierarchies from VerbNet role annotations and syntax-labeled
corpus data.
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4.5 Thematic hierarchy induction

To recap, thematic hierarchies (TH) assume that given a syntactic hierarchy
(e.g. subject ≺4 object ≺ oblique) semantic roles can be ranked in a way
that higher ranked roles take higher-ranked syntactic positions. One example
of phenomena captured by THs is the choice of subject: given a thematic
hierarchy Agent ≺ ... ≺ Instrument, an Instrument can only become subject
if the Agent is not present, e.g. “[John]Ag broke the window with a [hammer]In”
→ “A [hammer]In broke the window”. THs is a compact delexicalized way
of explaining the interactions between the roles of the semantic arguments
within one predication; however, while the existence of a general prominence
relationship is accepted in linguistics, defining a universal role inventory and a
universal thematic hierarchy has not been successful so far (Levin, 2019). Here,
we offer a computational perspective on this question: we suggest a framework
for corpus-driven thematic hierarchy induction and evaluate it qualitatively
and quantitatively on English and German.

4.5.1 Thematic roles in NLP

THs have received considerable attention in linguistic literature, but have so
far been impractical for use in NLP due to incompatibility and limited scope
of the existing hierarchies. As a first step towards including THs into the
NLP tool inventory, we suggest an empirical framework for inducing THs
from role-annotated corpora. Since VerbNet (Schuler, 2005) was the only
SRL framework that operates with thematic roles available at the time of this
study, we chose it as our basis and performed experiments on the PropBank
corpus (Palmer et al., 2005b) enriched with VerbNet role labels via SemLink
(Bonial et al., 2013). Few studies have considered the VerbNet level of gran-
ularity in the past: Zapirain et al. (2008) compare PropBank and VerbNet
performance using a simple SRL system and conclude that PropBank labels
generally perform better; however, they do not use any additional model-
ing possibilities offered by VerbNet’s general, predicate-independent role set.
Loper et al. (2007) show that replacing verb-specific PropBank roles Arg2-4

with the corresponding VerbNet roles improves the SRL performance. Merlo
and van der Plas (2009) report a statistical analysis of PropBank and VerbNet
annotations and conclude that while PropBank role inventory better correlates
with syntax and is therefore easier to learn, VerbNet thematic roles are more
informative and better generalize to new verb instances. A comparison on Ger-
man data by Hartmann et al. (2017a) positions the VerbNet inventory above
FrameNet and below PropBank in terms of complexity and generalization ca-
pabilities; however, the experiment is again based on the mateplus system
(Roth and Woodsend, 2014) designed with PropBank generalization level in
mind. Reisinger et al. (2015a) investigate the alignment between Dowty-style
role properties and VerbNet thematic roles and show that VerbNet Agents

tend to bear Dowty’s instigated, awareness and volitional properties,
4

We use ≺ for rank precedence, and / for ties
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while Themes are more likely to change posession, change state, etc. Af-
ter our study, the VerbAtlas project (Di Fabio et al., 2019) has released map-
pings for CoNLL-2009 data using a VerbNet-inspired thematic role inventory;
while here we use our own projections driven by SemLink, our methodology is
equally applicable to the VerbAtlas-style thematic roles.

4.5.2 Thematic hierarchies and syntactic formalisms

Numerous THs have been proposed in the linguistic literature, e.g. Agent ≺
Instrument≺ Theme (Fillmore, 1968); see (Levin and Rappaport Hovav, 2005)
for an overview. These hierarchies are rarely applicable for NLP since they
originate from different theoretical backgrounds and are usually focused on a
narrow set of linguistic phenomena (e.g. subject selection), aiming to provide
a cross-linguistically valid hierarchy based on a set of manually constructed
examples. In contrast, our approach is data-driven and aims to describe the
general syntactic behavior of thematic roles. While an optimal TH that would
successfully describe semantic roles’ behavior across languages might not exist
(and would imply the existence of a universal role inventory and grammar),
our evidence suggests that this concept is at least partially applicable.

To the best of our knowledge, there exists no prior work explicitly aiming at
discovering thematic hierarchies in corpora. However, the hierarchy-related
effects are reported in some studies. For example, White et al. (2017) observe
on a reduced role set that VerbNet roles disprefer the violations of themat-
ic/syntactic hierarchy alignment. Sun et al. (2009) experiment on thematic
rank prediction for PropBank Arg0 and Arg1, but extend their analysis neither
to VerbNet thematic roles, nor to the PropBank Arg2-5.

Cross-lingual applicability has traditionally been a strong component in se-
mantic role theory, and universality is one of the common desiderata for a
thematic hierarchy. This, however, implies the existence of a universal syn-
tactic prominence scale. From the NLP perspective, the closest to universal
syntactic representation for which automatic parsers are available is the Uni-
versal Dependencies (UD) representation (Nivre et al., 2016), and we make
an effort to ground our study in UD syntax for English. Since neither gold
UD annotations, nor a deterministic converter were available at the time of
the study, for German we use the TIGER dependency syntax representation
(Brants et al., 2002).

4.5.3 Hierarchical linking model

We suggest a simple model to describe the interface between the syntactic and
thematic rankings. An SRL corpus can be seen as a collection of sentences
with corresponding predications, where each predication has a target (e.g.
verb) and a set of arguments labeled with semantic roles.

Let a1...an ∈ A be the set of arguments in the predication p; r(ai) be the role
label of the argument ai, and d(ai) be the path between the predicate and the
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argument in the dependency parse tree of the sentence. A syntactic ranker
S provides a syntactic rank si = S(d(ai)) for each argument ai in A based
on the path, and a thematic ranker T provides a thematic rank ti = T (r(ai))
based on the argument’s role – similar to the prominence mapping function
that we used in our regression-based experiments Section 4.4. For each pair of
arguments (ai, aj) we expect their syntactic ranks to align with their thematic
ranks, i.e.

∀i ∕= j : sign(ti − tj) = sign(si − sj)

The model per se does not imply the existence of a global ranking and al-
lows flexible ranker definition. It allows ties in both syntactic and thematic
rankings.

We use accuracy to assess how well a given syntactic-semantic ranker pair re-
flects the actual argument ranks found in data. Given a set of test predications
p1, p2...pk ∈ P with the argument sets A

1
, A

2
...A

k, we measure the correspon-
dence between syntactic and semantic ranking over the argument pairs (aki , akj )
via accuracy defined as

#(sign(tki − t
k
j ) = sign(ski − s

k
j ))

#total_pairs

To avoid the majority class bias, we measure accuracy for each role pair and
use macro-averaged accuracy over pairs as the final score. A straightforward
alternative to our evaluation metric would be the Kendall rank correlation co-
efficient, which, based on our preliminary experiments, tends to overemphasize
the performance on the most frequent role pairs.

4.5.4 Induction Strategies

We investigate several thematic ranking strategies. As a running example for
illustration, we use a small role set: Agent (Ag), Patient (Pa), Instrument
(In), Theme (Th) and Value (Va). For now we assume the following syntactic
hierarchy: subj ≺ iobj ≺ nmod ≺ obj ≺ other.

Local ranker The simplest way to model role ranking is to extract the
average syntactic rank for each role based on the data, and then, given a test
pair, assign ranks based on average syntactic rank.

role Ag Pa In Th Va
mean(s) 1.01 2.58 1.72 3.95 3.74

Table 4.6: Mean syntactic rank per role (1-5)

Pairwise ranker Given that roles often strongly prefer a certain syntactic
position (also see (White et al., 2016a)), local ranking is a reasonable baseline
strategy. However, it fails to account for the context dependency of thematic
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Figure 4.6: Preference matrix for the running example; the cell value corresponds
to the number of times role on y axis has syntactically outranked the role on the x

axis in the corpus, according to the pre-defined syntactic hierarchy.

roles’ syntactic realization. The next step is to construct a pairwise preference
matrix : for each pair of roles encountered in training data we calculate the
proportion of times role ri receives a higher syntactic rank than role rj. For our
role set, this results in the matrix shown on Figure 4.6. The preference matrix,
for example, shows that Agent clearly dominates all the roles, Instrument

outranks the Theme, and Value is below Theme.

Global ranker The pairwise ranking approach takes context into account.
However, some role pairs only co-occur rarely. In such cases, no pairwise
ranking information is available to the model. Finding a global TH based on
pairwise preferences is an example of a rank aggregation problem which can
be solved via constrained integer linear programming (ILP) optimization on a
preference graph (Conitzer et al., 2006). We represent the pairwise preference
matrix as a graph G = (v, e) where each vertex v represents a role, the edge
weight is the preference strength measured as #(ri ≺ rj)/#(ri, rj). The edge
direction is from higher- to lower-ranking role. If we assume a global ordering
of the roles, we can induce the global ranking via transitivity relations. For
example (Figure 4.7), Instrument never appears in the same sentence as Value
in our training data; however, by transitivity via Theme we can assume that
Instrument ranks over Value.

Given the preference graph G = (v, e), let wij be the weight of the edge
between vi and vj. Let xij ∈ 0, 1 denote that we rank node vi above vj. The
goal is then to maximize

#
i,j xijwij subject to two groups of constraints. First,

we prohibit two nodes to rank above each other, but allow ties, by enforcing
∀i,j : xij + xji ≤ 1. Second, we enforce transitivity, i.e. if ri is ranked above
rj, and rj is ranked above rk, then ri must be ranked above rk, formally
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Figure 4.7: Preference graph corresponding to the preference matrix in Figure 4.6;
nodes denote semantic roles, edges show the degree of preference as observed in the
corpus, from less to more prominent role.

∀i,j,k, i ∕= j ∕= k : xij + xjk − xik ≤ 1. We solve the ILP problem using the
off-the-shelf pulp optimizer (Mitchell et al., 2011).

For our restricted example, the optimization produces the following global
hierarchy: Ag ≺ In ≺ Th ≺ Va/Pa. This hierarchy ranks Instrument above
Value by transitivity, however, in case of Patient and Value no preference
can be inferred from the graph, so they receive the same thematic rank.

4.5.5 Setup

Datasets and restrictions

For our experiments on English, we use SemLink (Bonial et al., 2013), a manu-
ally constructed resource that enriches PropBank (Palmer et al., 2005b) seman-
tic role annotations for Penn Treebank with VerbNet (Schuler, 2005) thematic
role labels. We use the Universal Dependencies converter (Schuster and Man-
ning, 2016) to transform original PropBank syntactic annotation into UD v.
1.0. PropBank semantic role annotation and the corresponding SemLink ref-
erence are constituents-based. However, UD is a dependency formalism, and
we employ a number of heuristics to align original PropBank annotations with
the CoNLL-2009 datasets (Hajič et al., 2009) to recover the head node posi-
tions. We employ additional transformations, filtering out the predications in
which not all PropBank core roles got aligned to the VerbNet thematic roles.

For German, we use the SR3de dataset (Mújdricza-Maydt et al., 2016; Hart-
mann et al., 2017a) which explicitly provides VerbNet annotations on top of the
SALSA corpus (Burchardt et al., 2006). At the moment of the study, there
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dataset #sent #tok #pred #arg
EN (PropBank→SemLink)

train 16 603 446 641 21 276 44 333
test 1 031 27 751 1 336 2 761
dev 550 15 157 684 1422

DE (SR3de VerbNet)
train 898 20 277 905 1 992
test 240 4 738 245 532
dev 117 2 429 119 266

Table 4.7: Dataset statistics

existed no gold UD annotations for SALSA, and we use its default TIGER
syntactic formalism (Brants et al., 2002) in our experiments.

Following previous work, we impose certain restrictions on our data. Since
thematic roles in both VerbNet and SR3de are only defined for verbal pred-
icates, we restrict the scope of our study to verbs. We only consider direct
dependents of the verbs in active voice, and since having access to the full
argument set is important to study context dependency, we only consider the
predications where all arguments are direct dependents of the verb in the Uni-
versal Dependencies tree. Since we are interested in relative ranking, only
predications that contain more than one semantic argument are considered in
the study.

Dataset statistics for English and German (after filtering) are summarized in
Table 4.7. In all experiments, we induce a TH and related statistics from the
training data and evaluate it on the test data, using the split from the CoNLL-
2009 shared task. Note that the resulting data differs from the VerbNet-
enriched CoNLL2009-SL used for probing in Chapter 3: while our probing
studies operate with native syntactic formalisms, here we use Universal De-
pendencies. Furthermore, the role probe is based on the arguments mapped
to VerbNet and FrameNet in SemLink, but here we are only interested in
VerbNet thematic roles (and can thereby retain more data); to keep the study
tractable, we perform additional syntax-based filtering of the data here, but
not in the probing study.

Syntactic ranker

For simplicity in this study we only experiment with two syntactic rankers
per language. A common syntactic prominence scale assumed in linguistic
literature is subject ≺ object ≺ indirect object ≺ oblique. This scale has to be
adapted to the UD and TIGER labeling schemes. For each language we eval-
uate two syntactic rankings: one that positions objects above indirect objects
and obliques, and one that positions objects below.

For English, we rank the UD syntactic relations as follows (SE1): nsubj / csubj
≺ iobj ≺ nmod ≺ ccomp / dobj ≺ other; where nmod corresponds to oblique
and other is used for any other syntactic relation. An alternative ranking
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synt glob pair loc RND UB
EN SE1 .869 .887 .867 .509 .927
EN SE2 .930 .929 .913 .500 .932
DE SD1 .655 .726 .637 .471 .818
DE SD2 .790 .820 .820 .456 .920

Table 4.8: Thematic ranker evaluation for global (glob), pairwise (pair) and
local (loc) rankers, as well as random ranker (RND) and upper bound (UB); bold –
best result over syntactic rankers SE1/2 and SD1/2, underlined – best result over
thematic rankers.

positions dobj directly after the subject (SE2): nsubj / csubj ≺ ccomp / dobj
≺ iobj ≺ nmod ≺ other.

For German, the following ranking of TIGER syntactic relations is employed
(SD1): SB ≺ DA ≺ OP / MO / OG/ OC ≺ OA / OA2 / CVC ≺ other;
where SB is the subject, DA is dative object, OP / MO / OG / OC corre-
spond to oblique relations, and OA / OA2 / CVC to direct object relations
(see (Brants et al., 2002) for detailed description). Similarly, we evaluate the
performance of the ranking that positions the direct object after the subject
(SD2): SB ≺ OA / OA2 / CVC ≺ DA ≺ OP / MO / OG / OC ≺ other.

Bounds. We construct the upper bound for the hierarchy induction by eval-
uating a global ranker trained on the test dataset. The upper bound reflects
the data properties, as well as the maximal alignment accuracy that can be
achieved with the selected syntactic ranker. The lower bound is constructed
by evaluating 100 random thematic rankers which rank roles according to a
random (but consistent) hierarchy, and averaging the result.

Data utilization. To evaluate how effectively the proposed rankers use the
training data, we conduct a series of experiments with reduced dataset sizes
using the following protocol. The training dataset is shuffled and split into
n = 100 slices. A ranker is consecutively trained on the first m ∈ 1..n slices
and evaluated against the full test dataset. The procedure is repeated k =
100 times to eliminate the effect of data order, and the results per slice are
averaged.

4.5.6 General Accuracy and Syntactic Ranker

To get an overall impression of the ranking quality, we first compare the per-
formance of thematic rankers with respect to syntactic rankers and available
datasets. The results of this comparison are summarized in Table 4.8 and show
that syntactic rankers positioning the object second in the hierarchy (SE2 and
SD2) lead to better alignment on both datasets and have a higher upper bound.
We report the results on these rankers for the rest of the chapter.
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EN Agent ≺ Cause/Instrument/Experiencer ≺ Pivot ≺ Theme ≺ Patient
≺ Material/Source/Asset ≺ Product ≺ Recipient/Beneficiary/Destina-
tion/Location ≺ Value/Stimulus/Topic/Result/Predicate/Goal/InitialLo-
cation/Attribute/Extent

DE Agent ≺ Experiencer ≺ Stimulus/Pivot ≺ Cause ≺ Theme ≺ Patient ≺
Topic ≺ Instrument ≺ Beneficiary/InitialLocation ≺ Result ≺ Product/-
Goal ≺ Destination/Attribute ≺ Recipient ≺ Value/Time/CoAgent/Lo-
cus/Manner/Source/Trajectory/Location/Duration/Path/Extent

Table 4.9: Induced hierarchies

For English the global hierarchy-based ranker approaches the upper bound,
closely followed by the pairwise ranker. The accuracy on German data is
lower and the pairwise and local rankers outperform the global hierarchy-based
ranker. We revisit this observation later.

4.5.7 Qualitative analysis

The result of hierarchy induction is a global ranking of thematic roles. Ta-
ble 4.9 shows full rankings extracted for English and German data. While
some correspondence to the hierarchies proposed in literature is evident (e.g.
for English Agent ≺ Instrument ≺ Theme, similar to (Fillmore, 1968)), a
direct comparison is impossible due to the differences in role definitions and
underlying syntactic formalisms. Notice the high number of ties: some roles
never co-occur (either by chance or by design) or occur in the same syntactic
rank (e.g. oblique) so there is no evidence for preference even if we enforce
transitivity.

4.5.8 Cross-lingual hierarchy induction

The induced hierarchies for English and German bear certain similarities,
which raises the question of cross-lingual applicability of the hierarchies. This
analysis is only possible because the VerbNet and SR3de role inventories are
mostly compatible with few exceptions (Mújdricza-Maydt et al., 2016). Ta-
ble 4.10 contrasts the performance of THs induced from English and German
training data, and evaluated on German and English test data respectively.
While the cross-lingual performance is expectedly lower than the monolingual
performance, it outperforms the random baseline by a large margin, suggesting
the potential for cross-lingual hierarchy induction.

4.5.9 Data utilization

One can assume that constructing a global hierarchy should require less train-
ing data due to the effective utilisation of transitivity. We evaluate this as-
sumption empirically. Figure 4.8 reports the performance of rankers with ac-
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EN-test DE-test
UB .932 .920

EN-train .930 .787
DE-train .852 .790

RND .500 .456

Table 4.10: Cross-lingual evaluation, global ranker; random ranker (RND) and
upper bound (UB) for comparison.

Figure 4.8: Data utilization for English (left) and German (right) along with
max/min values

cess to different amounts of training data for English and German. The results
on English data show that global hierarchy-based ranker effectively utilizes the
training data and can be trained using just fractions of the original training
dataset.

The accuracy measurements on German are less conclusive: the local ranker
generally performs best and learns fastest. We attribute this to the fact that
filtered SR3de is an order of magnitude smaller than our mapped and filtered
PropBank-SemLink dataset. For pairwise and global rankers as many role
pairs as possible should be observed at least once to establish the pairwise
preference. This holds for our mapped PropBank-SemLink (all role pairs from
test data seen at least once after observing 20% of the training data, on aver-
age), however, for filtered SR3de, even given the full training data, only 83%
of role pairs from the test set have been seen at least once.

4.5.10 Error analysis

Our evaluation procedure allows detailed insights into the performance of the
models. To illustrate, we extract the role pairs from English and German data
with ranking accuracy below 1.0.

Table 4.11 lists the ranking inconsistencies produced by the global ranker for
English. We can see that false ranking can be caused by the lack of training
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Role pair score #(train)
Recipient - Topic 0.35 338
Source - Theme 0.46 246
Location - Theme 0.53 400
Material - Product 0.67 29
Result - Theme 0.67 30
Experiencer - Stimulus 0.74 922
Destination - Theme 0.86 401
Instrument - Theme 0.88 110
Recipient - Theme 0.89 419
Attribute - Experiencer 0.90 166

Table 4.11: Global ranker accuracy, English

Role pair score #(train)
Attribute - Source 0.00 0
Beneficiary - Manner 0.00 0
Beneficiary - Value 0.00 1
Extent - Goal 0.00 2
Goal - Recipient 0.00 12
Instrument - Result 0.00 3
Locus - Topic 0.12 3
Recipient - Theme 0.40 26
Recipient - Topic 0.50 5
Pivot - Theme 0.67 57

Table 4.12: Global ranker accuracy, German

examples (e.g. Material vs. Product, Theme vs. Result). We also observe
complications with positioning the Theme in the hierarchy. In many cases, the
misalignment is due to non-standard use of thematic roles, e.g. Location as
subject in wsj_2322:7 [the delayLoc resulted from difficultiesTh]. Another
common reason for false alignments is the syntactic ranker. For example, in
wsj_2372:1 [the SenateAg voted 87-7Res to approveTh...] the Result is
connected to the predicate via an advmod relation, and Theme is xcomp, both
ranked equally (other) by our syntactic ranker.

Error analysis on the much smaller German dataset (Table 4.12) reveals the
sparsity-related issues: most of the role pairs that tend to get misaligned do
not, or only rarely appear in the training data, heavily influencing the score.
As on English data, many misalignments are due to simplicity of the syntactic
ranker.

4.5.11 Discussion

Importance of the syntactic ranker. The choice of syntactic ranking has a
drastic effect on the resulting TH and the alignment quality, even if only direct
syntactic dependents and a limited set of relations are taken into account.
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Realistically there might exist an arbitrary set of paths connecting arguments
to predicates. UD as a syntactic formalism is also subject to change. Although
we show that THs can be induced with an arbitrary dependency formalism, a
cross-lingual UD-based study would be another extension to our work. Recent
work in low-cost generation of parallel data for SRL makes such study feasible
(Daza and Frank, 2020).

Data selection. We have demonstrated that THs can be induced from small
portions of training data. The large discrepancy in the scores on the first
data slices seen in Figure 4.8 suggests that some data instances are more
informative for TH induction. This raises the question of whether it is possible
to automatically select useful training instances, supported by the evidence
from previous work in SRL (Peterson et al., 2014; Myers and Palmer, 2021).
One obvious strategy would be to make sure that the hierarchy inducer is
presented with as many distinct role pairs as early as possible. Approximating
this objective in an unsupervised way would reduce the amount of data needed
to induce a high-quality thematic hierarchy.

The need for a global hierarchy. Our results regarding the necessity of
a global hierarchy which ranks all the roles are inconclusive. While global
ranking reaches the best quality for English, on the German data pairwise and
local ranking approaches perform best. Although we attribute the latter to
sparsity, more German data would be needed to evaluate this hypothesis. In
particular, this can be achieved by relaxing some of the constraints we impose
on the data.

Future research directions. One can divide the potential future research
directions for this work into two categories. From the resource perspective,
our methodology can be applied to the new VerbAtlas resource that uses a set
of VerbNet-like thematic roles to describe predicate semantics while providing
higher coverage (Di Fabio et al., 2019); recent work on constructing parallel
multilingual corpora for SRL (Daza and Frank, 2020) and successful reports
of projecting SRL annotations onto Universal Dependencies corpora (Akbik
et al., 2015) bear potential for truly multilingual thematic hierarchy induc-
tion. From the methodological perspective, the weak point of the syntax-based
thematic hierarchy induction model is its reliance on a pre-defined syntactic
ranking. Recent advances in probing and the syntactic capabilities of modern
pre-trained encoders (Chi et al., 2020) might mitigate this issue: an explicit
syntactic ranking is not necessary for our approach to function, as long as rel-
ative syntactic prominence can be measured between two semantic arguments
in any other way.

4.6 Chapter summary

While most work in NLP treats role labeling as a classification task, in this
chapter we have explored an alternative, prominence-based view on role label-
ing. Continuing with layer probing as our main methodological framework, we
have analyzed the proto-role modeling capabilities of the pre-trained mBERT

111



Chapter 4. Probing for Role Prominence

model and demonstrated that some of the proto-role properties that deter-
mine prominence can be extracted from and localized in the model. We have
presented a novel prominence probing model and reported extensive experi-
ments on its instantiation based on widely used categorical PropBank roles.
Finally, we have presented a corpus-driven approach to thematic hierarchy in-
duction from linguistically annotated corpora and evaluated it for English and
German. A discussion of hierarchy induction results, limitations and future
research directions concludes the chapter.
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Conclusion

Linguistic theories and conceptualisations have been instrumental to the devel-
opment of natural language processing. The advancements of the past decade
have shifted the primary NLP methodology to transfer learning via strong pre-
trained encoder models. Given the lasting success of the last-generation Trans-
formers across tasks, fine-grained, expert-curated linguistic feature sets of the
past are unlikely to re-emerge in mainstream NLP. However, despite the im-
pressive performance, even todays’ best-performing pre-trained encoders suffer
from the lack of transparency, biases and unpredictability. As NLP starts to
find its way into real-world applications, it becomes crucial to have a clear
picture of the capabilities and internal mechanics of these strong pre-trained
models. Interestingly, the extremely high cost of training general-purpose
Transformer encoders from scratch forces the NLP community to share and
re-use existing models; this creates an additional incentive for understanding
how the few popular pre-trained encoders work, as the insights from analysing
one such model can be of use for a variety of applications and tasks.

A key feature of contextualized Transformer-based encoders like BERT and
GPT is their wide transferability across tasks: the same BERT model can
be easily fine-tuned to reach state-of-the-art performance on word sense dis-
ambiguation and on recognizing textual entailment. This wide applicability
suggests that strong encoders capture some generally useful knowledge about
the language during pre-training, and the line of research in probing aims to
investigate what this knowledge is and how the pre-trained models represent it.
This idea is neither new nor specific to the Transformer-based contextualized
models, and the early studies in similarity benchmarking and resource-based
evaluation of static word embeddings like word2vec and GloVe are method-
ologically very close to modern probing approaches.

A pre-trained representation or model is always probed for something : a prob-
ing study requires a phenomenon the model would be evaluated against. While
it is possible to design and generate data for an arbitrary probe (“Does this
sentence start with a consonant”), a principled probing framework grounded
in theory would be more useful across applications and languages. Linguistics
provides a convenient scaffolding for probing, as linguistic theories are designed
to generalize, do not depend on the domain or application, aim for cross-lingual
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generality, and are often supplemented by manually crafted resources and an-
notated corpora. Indeed, linguistic annotations are increasingly used as gold
standards in evaluation and probing of pre-trained representations.

Unlike simple surface-level phenomena like character count or word content,
linguistic annotations are usually associated with a theory. In this thesis we
have explored how the assumptions and conceptualizations made by under-
lying theory might influence the results of probing studies. In Chapter 2
we highlight the conceptual gap between static word embedding vocabularies
and lexical resource entries, and show that reducing this gap via grammat-
ical normalization leads to better alignment of word embedding spaces and
lexical resources in a novel resource-based evaluation setup. In Chapter 3
we hypothesize that the choice of linguistic formalism might affect probing
measurements for modern pre-trained encoders and demonstrate that this is
the case. We extend the state-of-the-art layer probing framework and provide
many additional insights into the effects of data size, dataset and formalism
implementation on probing results. Finally, in Chapter 4 we investigate how
alternative linguistic theories might be used to further refine our understand-
ing of pre-trained models in a range of experiments dedicated to probing for
prominence. We report experiments on probing for semantic proto-roles, and
find evidence of proto-role information being localized within the pre-trained
BERT model, contrary to the existing reports. We propose a regression-based
semantic role probe that – contrary to the NLP tradition – treats role labeling
as a regression task, and use it to investigate the prominence-modeling capa-
bilities of BERT. A non-neural approach to inducing prominence hierarchies
for thematic, VerbNet-style role sets concludes the thesis: we show that the-
matic hierarchies – popular in linguistics but so far not suitable for NLP – can
be induced from syntactically annotated corpus data, resemble the proposals
from the linguistic literature and to an extent apply cross-lingually.

As NLP increasingly finds its way into our everyday lives, the demand for in-
terpretability and transparency becomes more and more apparent – not only
from the perspective of ethics and real-world consequences, but also from the
perspective of informed, iterative, hypothesis-driven development of the NLP
models and applications. Although linguistic phenomena remain a source of
generalization power and an application target on their own, a perhaps even
more important role of linguistics in todays’ NLP is to serve as a common,
theoretically grounded meta-language for us to talk about what our end-task
models do well, what they lack, and why. In this context it is crucial to re-
member that linguistics does not simply amount to tasks and datasets, as is
common in NLP: linguistic material is always bundled with theoretical back-
ground assumptions – be it the unit of analysis, the strategy used to group
words together in a resource, or the task architecture itself. For linguistics to
serve well as a robust “interpretation language” for modern and future NLP,
those assumptions need to be studied and their effects taken into account, and
we hope that the work described in this thesis contributes to our better un-
derstanding of the role of linguistics in NLP interpretation and probing task
design.
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