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Abstract

Transfer learning has recently become the dominant paradigm of natural language
processing. Models pre-trained on unlabeled data can be ne-tuned for downstream
tasks based on only a handful of examples. A long-term goal is to develop models
that acquire new information at scale without incurring negative transfer and that
generalize systematically to new settings. Modular deep learning has emerged as a
promising solution to these challenges, by updating parameter-e cient units of com-
putation locally and asynchronously. These units are often implemented as modules
that are interlaid between layers, interpolated with pre-trained parameters, or con-
catenated to the inputs. Conditioned on tasks or examples, information is routed to
multiple modules through a xed or learned function, followed by an aggregation of
their outputs. This property enables compositional generalization, by disentangling
knowledge and recombining it in new ways.

In this thesis, we provide a uni ed view of modularity in natural language proces-
sing, spanning across four dimensions; speci cally, we disentangle modularity into
computation functions routing functions, aggregation functions and the training
setting. Along those axes, we propose multiple contributions: a research framework
which encompasses all dimensions; a novel attention-based aggregation function
which combines the knowledge stored within di erent modules; routing mechanisms
for out of distribution generalization in cross-lingual transfer scenarios; a dataset
and modular training strategies for multimodal and multilingual transfer learning;

a modular pre-training strategy to tackle catastrophic interference of heterogeneous
data.
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Chapter 1

Introduction

Transfer learning has recently become pervasive in natural language processing
(Ruder et al., 2019; Brown et al., 2020). In its most successful incarnation, it consists
of pre-training a model on vast amounts of raw data in a self-supervised fashion.
Subsequently, this model can be ne-tuned for new tasks based on a small number
of labelled examples. Despite its success, this paradigm for transfer learning su ers
from a series of limitations. Firstly, in multi-task ne-tuning, the learning signals
from di erent tasks may (catastrophically) interfere with each other (McCloskey and
Cohen, 1989). Similarly, in a continuous learning setting, adapting to new examples
can result in catastrophic forgettingof knowledge acquired from previous examples
(Sutton, 1986; French, 1999}. Secondly, in settings where the training and evalua-
tion distributions are not identical, these models fail ingeneralizing systematically
(Lake and Baroni, 2018; Hupkes et al., 2020). This hampers the deployment of these
models in real-world applications where distribution shifts are common, as it makes
them brittle and inaccurate.

In contrast, many biological and arti cial systems do not su er from these weak-
nesses by virtue of theimodularity (Fodor, 1983; Ballard, 1986). Arti cial systems,
such as programming languages and computer hardware, are similarly designed in
a modular fashion (Booch et al., 2008; Baldwin et al., 2000) because this modular
design favours consistency, ease of adaptation, and interpretability. Consequently,
previous work explored the idea of designing neural networks that aexplicitly
modular (Jacobs et al., 1991a; Rosenbaum et al., 2017; Ponti, 2021). This has the
goal of achieving not only functional specialization (Zhang et al., 2022b), but also
re-usability and composability. In particular, these methods involve identifying 1)
modulesin a neural network that can be updated locally and asynchronously, with-
out a ecting the rest of the parameters; 2) aouting function that allocates a subset
of modules to each example or task; and 3) aggregation functionthat aggregates
the outputs of the active modules. Each of these three ingredients can be deter-
mined a priori or learned in an end-to-end fashion. We provide several case studies
of di erent con gurations of these components in gure 1.1.

1 These phenomena have also been referred to as spatial and temporatosstalk’ (Jacobs et al.,
1991b).
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(&) MAD-X (b) Polytropon (c) MoE

Figure 1.1: Case studies of modular deep learning. 1.1a) MAD-X (Pfeier et al.,
2020b) uses Adapter layers with xed routing for zero-shot cross-lingual transfer.
1.1b) Polytropon (Ponti et al., 2022) uses low-rank adapters (LoRA; Hu et al., 2022)
with hard learned routing for few-shot task adaptation. 1.1c) Sparse Transformer
MoE (Fedus et al., 2021) use Multi-Layer Perceptrons with top soft routing, in
order to scale to larger model sizes. Green components illustrate di erent routing
functions (see Y 3), magenta - purple components illustrate modular parts of the
model. The three representative models illustrated here are only a fraction of possi-
ble con gurations from the “con guration manifold' that can be created by varying
the components surveyed in Chapters 2-5.

The main goals of a modular design of neural architectures are the following:
positive transfer, compositionality, and parameter e ciency.Firstly, modularity en-
courages positive transfer by encoding similar functions with the same module. At
the same time, it prevents interference and forgetting by allocating distinct functions
to di erent dedicated modules (Jacobs et al., 1991b). For instance, massively mul-
tilingual models are known to su er from a “curse' of interference (Conneau et al.,
2020) due to the con icting information that the gradient from each language-speci c
loss carries (Wang et al., 2021). A possible solution is augmenting these entangled,
fully shared models with specialised modules responsible for individual languages
(Pfeier et al., 2020b, 2022c). Secondly modules representing di erent skills of
tasks or features of examples can be composedgeneralize systematicallyThis is
crucial in two main settings, which correspond to two aspects of compositionality:
one is the ability to re-combineg i.e. zero-shot transfer to tasks consisting of new
subsets of learned skills, or examples consisting of new subsets of observed features
(Hupkes et al., 2020). For instance, while modules for the Guarani language and
dependency parsing can only be trained separately due to the lack of annotated
data, they can be composed to perform inference on this unobserved task language
combination (Pfei er et al., 2020b). Thirdly, an additional advantage of modular
neural architectures is that they can baipdated locally and asynchronouslyvithout
a ecting the rest of the network. As a consequence, ne-tuning a model towards a

8
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speci ¢ task only requires storing a parameter-e cient module rather than a sep-
arate copy of the entire model. What is more, modules can be added or removed
on-the-y in an incremental manner, adjusting the model capacity according to the
task complexity. This ability is known as conditional computation (Bengio et al.,
2016).

In this thesis, we rst o er a uni ed view of modular deep learning, illustrating
how many families of methods can be de ned by four key componentk) how they
implement modules, which constitute the minimum unit of computation;2) how
they select active modules through a routing function3) how module outputs are
aggregated; and}) how the modules are trained with the rest of the model. We then
discuss the di erent contributions we have made to each of these axes of modularity.

1.1 Thesis Outline and Taxonomy

In order to provide a uni ed view of the varied landscape of modular deep learning,
we “dissect' existing models into four independent dimensions of variation, structured
into their respective chapters of this thesis. We classify the individual contributions
as part of each of the dimensions, as illustrated in Figure 1.2. We conclude the
thesis and provide an outlook on possible future work in Chapter 12.

Chapter 2 - Computation function : How is each module implemented?A
module may consist of any component of a neural architecture, such as multiple
copies of a model (Jacobs et al., 1991a) or one of its layers (Fedus et al., 2021).
We distinguish between interpolation of parameters (parameter composition), con-
catenation with input features (input composition), and function composition by
stacking neural modules.

Chapter 3 - Routing function: How are active modules selected?Jnder
xed routing, we categorise approaches where the routing function is xed. This
assumes that the information captured by each module as well as the identity of the
tasks where a module should be active is knowan priori. In learned routing the
parameters of the routing mechanism are learned as part of the model. In this case,
routing is soft if all modules are ranked through a continuous score, or hard if each
module is given a binary score (active or inactive).

Chapter 4 - Aggregation function: How are the outputs of the active modules
aggregated? We di erentiate between methods that compose the outputs of the
active modules deterministically (e.g., based on a weighted average) from those
where the aggregation function is implemented as a learnable neural network.

Chapter 5 - Training setting: How are the modules trained?’Some methods,
such as MoEs, train the modules (and possibly the routing function) jointly with
the shared weights of a base model. As an alternative, transfer learning approaches
introduce modules after pre-training weights and adapt them during ne-tuning.

9
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(a) Chapter 6 (b) Chapter 7 (c) Chapter 8

(d) Chapter 9 (e) Chapter 10 (f) Chapter 11

Figure 1.2: The organization and contributions of this thesis. We rst introduce the
four dimension of modularity in Chapter 2 -Computation Function , Chapter 3

- Routing Function , Chapter 4 - Aggregation Function , Chapter 5 -Training
Setting . The subsequent Chapters 6 - 11 individually contribute to these dimen-
sions, as illustrated above. Finally in Chapter 12 we conclude the thesis and provide
an outlook on possible future work.

1.2 Notation

More formally, let a neural networkf : X !'Y be decomposed into a composition
of functionsf , f, f ,, where stands for function composition. The
sub-functions refer to the model'd layers, each with a unique indexed sequence of
parameters ;i = 1;:::;l. In turn, these can be further decomposed recursively
into their constituent functions: for instance, a Transformer layer (Vaswani et al.,
2017) includes linear mappings for the query, key, value, and output, as well as a
non-linear feed-forward network, and highway connections. We further denote the
values of the parameters at initialisation as®, and the parameters after convergence
are denoted as °.

Given a module with parameters , it can modify the i-th sub-function with
input x in di erent ways:

1. parameter composition f{x) = f . (x), where stands for an operation
that interpolates the parameters, such as element-wise addition.

2. input composition: fqx) = f .([x; 1), where[; ] stands for concatenation.

10
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X 2X Input data
y2Y Output data
h2H Hidden representation
t2T Task index
f . X[H!'Y[H A computation function
Shared parameters
F=1f 1;::5 59 | Set of module parameters
2A Vector of routing scores (for a single task)
A 2 RITIFI Matrix of routing scores (for all tasks)
r-X[H'!IA A routing function
Routing parameters
Element-wise addition
[;] Concatenation
Function composition

Table 1.1: Notation and de nitions.

3. function composition fY{x)=f . f (x), where the outputs of the rst and
second function are combined in some way.

-
can be selected through a routing functiom( ), which returns a score ; for eajtcjh
modulef . conditioned on metadata. Metadata can consist of individual tokens:,
an examplex, or the current taskt 2 T . Note that can be xed a priori through
expert knowledge or learned through an appropriate parameterisation( ), where
refers to (learnable) parameters of the routing function. Often, the routing function
takes special forms:

1. In hard routing, 2 f 0;1g" is a discrete binary vector.

2. soft routing, 2 [0; 17 is a continuous probability distribution, such that

T 1.
2 RFi can be an unnormalised score vector. This is the case in
is usually interpreted as a task embedding

3. Finally,
linear hyper-networks, where

function.

Finally, the output of each module is combined through an aggregation function.
For instance, a common deterministic aggregation function is averaging:

X
FOGF; )= (1.1)

j 2F

r¢ s )

2 To avoid clutter in terminology, throughout this work we use the term composition to refer to
the computation function (Section 2), and the term aggregationto refer to di erent approaches
of combining the outputs of di erent modules (Section 4).

11
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Given shared parameters and an inventory of modulesF, we rst sample a
task t, and an input output pair (x;y). We then obtain routing scores using the
routing function r. We now compute the hidden representatioh; of each module ;
and aggregate them (in this case, based on the routing scores). We nally perform a
gradient update on the module parameters iR and the routing parameters . Other
settings such as joint training of shared and modular parameter are also common
(see chapter 5).

12



Chapter 2

Computation Function

The computation function determines the design of a module. Modules can take a
plethora of shapes, such as layers of MLPs (Rosenbaum et al., 2017; Kirsch et al.,
2018; Chang et al., 2018), independent RNNs (Goyal et al., 2021), independent
CNNs (Parascandolo et al., 2018), or special-purpose architectures (Andreas et al.,
2016). However, modules are most often integrated into a base architecture whose
parameters are fully shared. We identify three core types of computation functions
that compose the module with the model's sub-functions: parameter composition,
input composition, and function composition. We provide example illustrations
of the three computation functions (in addition to a hyper-network) as part of a
Transformer architecture in gure 2.1.

2.1 Parameter Composition

Parameter composition methods augment a base model with su cient capacity with
task-speci c components on the level of individual weights.

2.1.1 Sparse Subnetworks

A common inductive bias on the module parameters is to make them sparse. This

is based on the assumption that only a small nhumber of parameters of an over-
parameterized model will be relevant for a particular task, and that similar tasks
share similar sub-networks. This is the case for language subnetworks (Stanczak
et al., 2022; Foroutan et al., 2022) in multilingual language models (Conneau et al.,
2020). The most common method to induce sparsity is via pruning. For a general
overview of pruning and other sparse methods, we direct the reader to Hoe er et al.
(2021).

Pruning can be seen as the application of a binary mask2 f 0;1¢g ! that se-
lectively keeps or removes each connection in a neural network and produces a
subnetwork. Weights are commonly pruned based on their magnitude (Han et al.,
2016). After training a model, the trained weights are sorted based on their ab-

13
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(a) Parameter Com-(b) Input Composi- S{)iol;unctlon Compo-

position tion

(d) Hyper-Network

Figure 2.1: Dierent modular designs for Transformer architectures; best viewed
in colour. Task-speci c modular components are illustrated in magenta and pur-
ple, respectively. (@) Parameter Composition (Y 2.1): A sparse sub-network in
the linear layer as part of multi-head-attention. (b) Input Composition (Y 2.2):
Pre x-tuning (Li and Liang, 2021) extends the input by prepending embeddings
to the key and value matrices in the Transformer layer(c) Function Composi-

tion (Y 2.3): Task-speci ¢ bottleneck layers are inserted in each layer that transform
the hidden representations (Houlsby et al., 2019Yd) Hyper-Network (Y 2.4): A
small separate neural network generates modular parameters conditioned on meta-
data. We show its application to function composition but it is compatible with all
computation functions.

solute magnitude and a fraction of the lowest-magnitude weights are selected for
removal. As pruning generally leads to a loss in performance due to the change in
network connections, the non-pruned weights are typically re-trained. In practice,
rather than pruning all weights in a single run, iterative pruning (Han et al., 2015;
Frankle and Carbin, 2019) where a model is pruned over multiple iterations often
performs better. Pruning with a binary maskb can be seen as adding a task-speci c
parameter vector to the parameters of an existing modefi®= f . where ; =0 if

b = 0. Compared to other modular approaches, subnetworks typically do not dis-
tinguish between the parameters of di erent functions , and compose the module
parameters with the parameters of the entire model .

is typically obtained by pruning the lowest-magnitude weights for each task
and re-training the non-pruned components (Mallya and Lazebnik, 2018; Sun et al.,
2020a; Lin et al., 2021Y. If a sparse model is desired at runtime, the pruned weights
can be removed entirely by multiplying the binary mask with the existing weights:
fO=f ,. where isthe element-wise or Hadamard product. Sparse subnetworks
that match the performance of full-parameter models are also known as “winning

1 For simplicity, we use ; to refer to the i-th value of rather than the i-th module.
2 In practice, this is achieved by masking the gradient based on the binary mask r L(f ;D)
whereL is a loss function andD is a dataset (Ansell et al., 2022).
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