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Abstract
Large-scale quantum computers will be able to efficiently solve the mathematical problems of currently deployed public-key cryptography, rendering RSA and elliptic-curve
cryptosystems insecure in the near future. This looming threat necessitates the design,
development, and standardization of cryptography that resists attacks from classical as
well as quantum computers, so-called post-quantum cryptography (PQC). In fact, several standardization bodies are in the midst of standardizing PQC as the next generation
of cryptography, such as the National Institute of Standards and Technology (NIST). But
compared to current public-key cryptosystems, PQC primitives generally incur a higher
cost in some metric: computational cost, storage requirements, or network bandwidth.
As a result, their performance and design characteristics prevent them from being simple
drop-in replacements for current public-key schemes. The impact of PQC, therefore,
needs to be carefully evaluated when integrated into protocols and applications.
With new cryptography standards on the horizon, one of the first domains expected to
adopt these new standards are industrial control systems (ICS). Since their components
have long life spans (≥ 15 years) and are increasingly interconnected to form an Industrial Internet of Things (IIoT), they require strong and long-lasting security guarantees.
In turn, this raises the following question: How can a fast, reliable, and secure transition to
upcoming PQC standards be ensured, especially in today’s highly interconnected networks,
such as IIoT?
In this thesis, we identify, study, and investigate open challenges in order to integrate
post-quantum cryptography into IIoT devices, protocols, and applications. First, we
propose cryptographic agility as one of the most important prerequisites for the transition
to PQC. Apart from the definition of three subtypes of cryptographic agility, we provide
guidelines how cryptographic agility can be achieved and maintained in softwarebased IIoT applications. Second, our evaluation of schemes submitted to NIST’s PQC
standardization process identifies different hash-based and lattice-based schemes as
suitable candidates for IIoT applications. Furthermore, we demonstrate how Trusted
Platform Modules (TPMs) can facilitate the implementation of the lattice-based key
establishment scheme CRYSTALS-Kyber and the hash-based signature scheme SPHINCS+ ,
which potentially renders the execution of post-quantum (PQ) schemes more secure.
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While related works only consider the transition to post-quantum confidentiality,
we are the first to propose and investigate a migration strategy towards post-quantum
authentication. Our strategy is based on the concept of mixed certificate chains that use
different signature schemes within the same certificate chain. We show that certificate
chains only containing hash-based signature schemes at the root certificate level offer
acceptable connection establishment times for the network protocol Transport Layer
Security (TLS) despite an increase in communication size.
Finally, we present and evaluate three novel integrations of PQC into the industrial
protocol Open Platform Communications Unified Architecture (OPC UA): Hybrid-KEX
OPC UA, Hybrid OPC UA, and PQ OPC UA. While the first two make use of hybrid
constructions that combine conventional with post-quantum cryptography, PQ OPC UA
is only based on PQC. In fact, hybrid constructions are considered a feasible transitional strategy that protect today’s communication against tomorrow’s attacks aided
by quantum computers, e.g., “harvest now, decrypt later” attacks. Yet, they are no
longer needed once PQC schemes are standardized and fully trusted. Furthermore,
we provide a symbolic proof of confidentiality and authentication properties for our
proposed integrations (Hybrid and PQ OPC UA) based on the state-of-the-art protocol
verifier ProVerif.
Ultimately, the different migration and integration strategies presented in this thesis
prepare IIoT systems for an efficient transition to PQC.
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Zusammenfassung
Leistungsstarke universelle Quantencomputer werden die mathematischen Probleme
derzeit verwendeter kryptografischer Verfahren effizient lösen können. Unmittelbar
davon betroffen sind heute allgegenwärtige asymmetrische kryptografische Verfahren
für Verschlüsselung, Schlüsselaustausch und Signaturen: RSA, (EC)DH und ECDSA.
Diese sich abzeichnende Bedrohung erfordert die Konzeption, Entwicklung und Standardisierung neuer kryptografischer Verfahren: der sogenannten Post-Quanten-Kryptografie (PQK). Aktuell arbeiten bereits mehrere Standardisierungsgremien an zukünftigen
PQK Standards, wie z.B. das Nationale Institut für Standards und Technologie (National
Institute of Standards and Technology, NIST). Im Vergleich zu heutigen Kryptosystemen,
sind bei PQK Verfahren Performance-Eigenschaften wie Schlüsselgröße, Speicherverbrauch und Laufzeit oftmals deutlich erhöht. Ein einfaches Austauschen bisheriger
Verfahren ist somit nicht möglich. Die Auswirkungen von PQK müssen deshalb bei einer
Integration in Protokolle und Anwendungen genau evaluiert werden.
Der Bereich der industriellen Kontrollsysteme wird vermutlich zu einem der ersten
Industriebereiche gehören, die auf neue PQK Standards setzen werden. Denn die Anforderungen an die IT-Sicherheit sind dort hoch: Zum einen schreitet die Vernetzung
industrieller Komponenten stetig voran, wodurch sie Bestandteil des Industriellen Internets der Dinge (Industrial Internet of Things, IIoT) werden. Zum anderen sind die
Lebenszeiten industrieller Komponenten sehr lang (≥ 15 Jahre). Im Hinblick auf die
kommenden PQK Standards stellt sich somit folgende Frage: Wie kann eine möglichst
schnelle, reibungslose und sichere Migration hin zu neuen PQK Verfahren gewährleistet
werden – insbesondere in so stark vernetzten Bereichen wie dem IIoT?
In dieser Arbeit identifizieren und untersuchen wir zunächst offene Fragestellungen
um Post-Quanten-Kryptografie in Geräte, Protokolle und Anwendungen innerhalb von
IIoT-Systemen zu integrieren. Dabei gilt kryptografische Agilität als Grundvoraussetzung
für eine reibungslose Migration. Ausgehend von der Definition kryptografischer Agilität im IIoT Kontext leiten wir drei wesentliche Subtypen ab. Zudem geben unsere
vorgestellten Grundsätze darüber Auskunft, wie kryptografische Agilität in SoftwareSystemen erreicht und aufrechterhalten werden kann. Des Weiteren evaluieren wir in
dieser Arbeit Verfahren des NIST PQK Standardisierungsprozesses und identifizieren
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verschiedene hash- und gitterbasierte PQK Verfahren als aussichtsreiche Kandidaten für
IIoT Anwendungen. Wir zeigen außerdem wie Trusted Platform Modules (TPMs) die
Umsetzung des gitterbasierten Schlüsselaustauschverfahrens CRYSTALS-Kyber und des
hashbasierten Signaturverfahrens SPHINCS+ sicherer machen können.
Während bisherige Arbeiten in erster Linie die Migration hin zu Quantencomputersicherer Vertraulichkeit betrachten, stellen wir in dieser Arbeit auch eine erste Migrationsstrategie hin zu Quantencomputer-sicherer Authentifizierung vor. Die vorgestellte
Migrationsstrategie baut auf dem Konzept „gemischter Zertifikatsketten“ auf, welche
verschiedene Signaturverfahren entlang einer Zertifikatskette verwendet. Insbesondere
wird anhand des Netzwerkprotokolls Transport Layer Security (TLS) gezeigt, dass mit
Zertifikatsketten, die hashbasierte Signaturverfahren nur beim Wurzelzertifikat verwenden, trotz erhöhter Nachrichtengrößen vielversprechende Verbindungsaufbauzeiten
erzielt werden können.
Abschließend werden drei Integrationsmöglichkeiten von PQK in das industrielle Kommunikationsprotokoll Open Platform Communications Unified Architecture (OPC UA)
aufgezeigt: Hybrid-KEX OPC UA, Hybrid OPC UA und PQ OPC UA. Die ersten beiden Ansätze bauen auf hybriden Konstruktionen für die Integration auf, indem konventionelle
Kryptografie mit Post-Quanten-Kryptografie kombiniert wird. PQ OPC UA hingegen
verwendet nur PQK Verfahren. Hybride Konstruktionen werden als vielversprechende
Übergangslösung gehandelt und sind in der Lage, heute übertragene Informationen
gegen zukünftige Quantencomputer-Angriffsszenarien, wie z.B. „heute abspeichern,
später entschlüsseln“, zu beschützen. Allerdings sind derartige Konstruktionen nicht
länger notwendig, sobald PQK Verfahren standardisiert sind und ausreichend Vertrauen
gewonnen haben. Darüber hinaus beweisen wir die beiden Sicherheitseigenschaften
Vertraulichkeit und Authentizität der vorgestellten Integrationsmöglichkeiten anhand
des symbolischen Modells unter Verwendung des Protokoll-Verifikationstools ProVerif.
Die in dieser Arbeit vorgestellten Migrations- und Integrationsstrategien bereiten
somit IIoT-Anwendungen und -Protokolle möglichst gut auf den bevorstehenden Wandel
hin zu Post-Quanten-Kryptografie vor.
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PROLOGUE

1

1 Introduction
The desire to communicate in secret seems to have existed ever since writing was
invented [Doo18; Kah96]. The science behind it is known as cryptology and splits into
two distinct branches. On the one hand, cryptography (from Ancient Greek kryptós
“hidden” and graphein “to write”) enables parties to hide information from unintended
observers by transforming messages into something unintelligible. On the other hand,
cryptanalysis (from Ancient Greek kryptós “hidden” and analýein “to untie”) tries to find
methods that break the secret messages [And20].
In its origin, cryptography focused on techniques that were executable using ink
and paper. Most famously, the Roman general Julius Caesar contributed to the history
of cryptography with his mono-alphabetic substitution cipher. Besides that, the first
cryptanalytic tool was developed in the Arabic world after the fall of the Roman empire:
frequency analysis [Kah96; Sin00]. Throughout history cryptography gained a reputation
for being a form of art rather than concrete science. However, in 1883 the Dutch linguist
Kerckhoffs published six fundamental principles any cryptosystem should fulfill [Ker83].
His second axiom became known as Kerckhoffs’ principle and still remains critically
important: The security of a cryptosystem must depend only on the secrecy of the key,
and not on the secrecy of their design.1
The invention of radio communication systems led to the rise of automated electromechanical encryption machines, such as the German Enigma or the Lorenz SZ40, and,
eventually, to the industrialization of cryptography [Kah96]. Efforts trying to break
these encryption machines led to the development of the first electronic computer:
Colossus [Sin00]. Since then, the arms race between cryptographers and cryptanalysts
has never stopped.
Until the twentieth century cryptography mainly served governments, military forces,
and intelligence agencies across the globe. With the rise of personal computers and
the ubiquity of mobile devices cryptography left that realm and is now in widespread
use to secure digital communication: We rely on it when shopping on Amazon, when
1

This may seem counter-intuitive at first, but many cryptographic schemes that relied on the obscurity of
their design have been trivially broken in the past.
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messaging via WhatsApp, or when installing apps on a smartphone. While its usage
goes largely unnoticed, cryptography has become an important pillar of modern society.
In the last few decades, the “art of cryptography” has been supplemented with legitimate scientific works finally placing it on firm mathematical ground [Sha48; Sha49]. In
a breakthrough work, Diffie and Hellman (DH) introduced public-key cryptography that
led to a plethora of new applications in the field of cryptography beyond secret communication [DH76]. In essence, their work solves the problem of secure key establishment
over insecure channels and provides a method for cryptographically signing messages.
These two primitives form the basis of today’s electronic communication. Following
this revolutionary research direction, Rivest, Shamir, and Adleman presented the first
practical public-key cryptosystem based on the hard problem of integer factorization:
RSA [RSA78]. In public-key cryptography two asymmetric keys complement each other:
This key pair consists of a secret key that is only known to the holder and a public key
that is shared with others.
To achieve confidentiality of information a symmetric key is typically first derived via
forms of key establishment protocols, which in turn rely on public-key cryptography. The
derived key is then used to encrypt messages via a symmetric-key algorithm, such as the
Advanced Encryption Standard (AES). In addition, digital signature algorithms (DSAs)
offer ways to proof the integrity and authenticity of electronic messages. The signer
uses his secret key to produce a signature over the message, which gets sent alongside
the actual message. Anyone knowing the signer’s public key can validate the signature
of the message, thereby ensuring its correctness and origin.
However, the emergence of quantum computers — a revolutionary computing technology — poses a serious threat to today’s cryptography2 [BL17; HV08]. Because of this
looming threat, the field of cryptography is at the brink of another major transformation.

1.1 Post-Quantum Cryptography: Next-Generation Cryptography
Public-key cryptosystems typically rely on the hardness of a number-theoretical problem.
For example, the RSA scheme is considered to be secure because no algorithm exists that
solves the integer factorization problem in polynomial time — at least on a classical computer. In 1997, however, Shor developed an algorithm that solves integer factorization
and discrete logarithms in polynomial time on a quantum computer [Sho97].3 Since
not only RSA relies on this complexity assumptions but also signature schemes based
2
3

4

In the following, we refer to today’s cryptography as conventional or classical cryptography.
These two problems can be reduced to a more general form: hidden subgroup problem for abelian groups.
All problems that reduce to it can be solved in polynomial time on a quantum computer.
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Table 1.1: Impact of quantum algorithms on conventional cryptography.
Cryptographic Construction
Public-Key Encryption

Primitive

Problem Family

Post-Quantum Security

RSA

Integer Factorization

7 → Shor:

∼ 0 bit

Digital Signature Scheme

ECDSA

EC Discrete Logarithm

7 → Shor:

∼ 0 bit

Key Establishment Scheme

(EC)DH

(EC) Discrete Logarithm

7 → Shor:

∼ 0 bit

Symmetric-Key Encryption

AES-128
AES-256

Block Cipher
Block Cipher

3 → Grover: ∼ 64 bit
3 → Grover: ∼ 128 bit

SHA2-256
SHA3-256

Merkle–Damgård
Keccak

3 → Grover: ∼ 128 bit
3 → Grover: ∼ 128 bit

Hash Function

on elliptic-curve cryptography (ECC) as well as DH key establishment and its elliptic
curve (EC) variants, all public-key cryptosystems in widespread use today will be broken
by Shor’s quantum algorithm. Grover’s search algorithm is another quantum algorithm
that affects symmetric-key algorithms, e.g., AES, as well as hash functions, e.g., the
family of secure hash algorithms (SHA) [Gro96]. It lowers
√ the classical complexity
of searching an unstructured list of size n by a factor of n resulting in a polynomial
speedup. However, the impact of Grover’s search algorithm is expected to be less critical
because doubling the size of the symmetric key or the size of the hash function mitigates
its speedup. Table 1.1 highlights the prospective impact of aforementioned quantum
algorithms when they are executed on a cryptographically relevant quantum computer.
Yet, their field of application is not limited to cryptography. Quantum computers
perform operations based on the laws of quantum physics. Thus, storing, processing, and
transmitting information requires quantum physical states in form of quantum bits (short:
qubits) [NC10]. Due to their exploitation of quantum features, quantum computers are
capable of solving problems much faster than classical computers and, as mentioned
above, are even capable of solving problems believed to be intractable on classical
computers. In fact, their impact on use cases, such as analyzing data sets via means of
artificial intelligence, modeling complex chemical structures for drug development, and
solving optimization problems for the transport and finance industry, is expected to be
tremendous [Lan+19; McK20]. As a result, academia and industry spend large amounts
of time and money on the development of quantum computers [The17; The20].
For now, quantum computers only exist in research labs at a small scale. For example,
Google’s recent demonstration of quantum supremacy was achieved on a 53 qubit
quantum computer. While their experiment attracted much public attention, the road
to a large-scale, cryptographically relevant quantum computer is still long and uncer-
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tain [AAB+19; DS13]. Some experts estimate it could take another 10 to 15 years
before quantum computers are capable of breaking cryptosystems like RSA [MP19].
Other scientists even argue such large-scale quantum computers will never exist [Dya20].
However, this threat is far too critical to be ignored until finding out who is right.
Therefore, cryptography researchers have already started to develop new cryptographic schemes that remain secure even in the presence of large-scale quantum computers: post-quantum cryptography (PQC).4 As opposed to conventional cryptography,
their underlying (mathematical) problems are believed to be intractable on quantum
computers as well as classical computers. Note that these novel schemes do not require
the existence of quantum computers as they run on classical hardware.
So far, the cryptography community has proposed five different families that offer
protection against quantum computers: code-based, multivariate-based, isogeny-based,
hash-based, and lattice-based cryptography [BBD09]. In the last decade, research in
the field of PQC has progressed steadily. Once the National Institute of Standards and
Technology (NIST) started their multi-round standardization project in 2016, these
research efforts became more centralized with hundreds of participants from academia
and industry. The NIST PQC standardization project is currently in its third round.
After this round, a set of post-quantum (PQ) key encapsulation mechanisms (KEMs)
and digital signature algorithms will be standardized.
Compared to conventional public-key cryptography, post-quantum schemes typically
incur a significant higher cost in some of the following performance metrics: computational cost, storage requirement, or network bandwidth. However, not only do their
unprecedented performance characteristics impede a straightforward transition, but also
their underlying cryptographic constructions, e.g., KEM, prevent post-quantum schemes
from serving as simple drop-in replacements for conventional public-key primitives. As
a result, research how to securely and effectively integrate PQC proposals into protocols
and applications is required. Moreover, it is essential to plan for the cryptographic
transition by introducing migration strategies, especially for devices with long life spans
and high-security requirements. For instance, the migration to new primitives can be
facilitated with the concept of cryptographic agility [McG17; PN19].
Standardization bodies and governmental institutes have proposed to use hybrid
modes as transitional solution [BCD20; BSI20a]. In such a hybrid mode at least two
cryptographic primitives are applied simultaneously. On the one hand, this allows early
adopters to benefit from novel post-quantum schemes, while also relying on conventional
security guarantees. On the other hand, hybrid modes naturally lead to a decrease in
performance and an increase in communication bandwidth and memory footprint.
4

6

Other terms often found in literature are “quantum-resistant” or “quantum-safe” cryptography.
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1.2 The Rise of the Industrial Internet of Things
In recent years, industrial control systems (ICS) have started to shift away from isolated
networks and serial communication towards highly connected networks and IP-based
communication; ultimately, forming an Industrial IoT (IIoT). As a consequence, sophisticated cyber-physical systems (CPS) no longer use proprietary protocols, instead they
now rely on standardized machine-to-machine (M2M) communication protocols, such
as Open Platform Communications Unified Architecture (OPC UA). The fact that they
are now connected to external networks, such as the Internet, enables entirely new
business use cases, e.g., cloud-based data analytics, predictive and remote maintenance,
and even self-organizing systems. In Germany, the trend towards IIoT culminated in
the formation of the Industry 4.0 initiative, where 4.0 represents the fourth industrial
revolution [KWH13]. Both terms are closely related, the differences mostly relate
to stakeholders or geographical regions. Furthermore, IIoT focuses on networks and
associated technologies, whereas Industry 4.0 considers the economic benefits resulting
from interconnected ICS [Jes+17]. Since we are interested in future-proofing industrial
networks and their technologies, we use the term IIoT in the remainder of this thesis.
Nevertheless, they both aim for more efficient manufacturing processes that eventually
reduce time to market of new products.
As a result of their interconnectedness, industrial devices increasingly transmit data
of high value, i.e., business-related, security-relevant, and privacy-sensitive, over public
networks, which makes them an appealing target for cyber attacks [SWW15]. In fact,
security is still considered a core challenge in transforming ICS into IIoT [SWW15;
Sis+18; XHL14]. In the past few years, an increased number of attacks on ICS has
been observed [Ant+17; Cyb19; Ehr17; Kol+17; Lan11; MR12]. Therefore, security
mechanisms are required that offer protection against such cyber attacks. In order to
avoid any loss of production, availability is one of the most important security goals in
ICS. In addition, the integrity of the entire system needs to be ensured at all times to
prevent physical damage to machines and humans from being harmed. Confidentiality
of data in transit and at rest plays another important role because the data found in
manufacturing environments is usually of high value for competitors, individuals, or
even entire nation-states [Ver20].
With cryptography on the brink of a major transformation and ICS moving towards
highly connected networks, the adoption of PQC in applications, components, and
protocols of the IIoT domain needs to start long before large-scale quantum computers
are available. As demonstrated in [Mos18], it is crucial to know how long cryptographic
keys and their protected data need to be secure (tshelf ). Besides that, in complex systems
with different standards and regulations in place a single software update will not
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suffice to migrate to new cryptographic schemes; in fact, this could even take several
years (tmigration ). While we do not know exactly when a cryptographically relevant
quantum computer will be built, as soon as one exists, however, conventional publickey cryptosystems will be broken (tcollapse ). These three variables are combined in
Mosca’s theorem of risk determination. In case tshelf + tmigration > tcollapse , it is already
too late because cryptographically relevant quantum computers will be reality before
the migration to PQC has finished. Given that IIoT devices typically have very long
life-spans, that their data needs to be protected over this entire time, and that ICS
are known for their complexity because of the heterogeneity of components, various
regulations, and standards, it is recommended to initiate the transition to PQC rather
sooner than later.

1.3 Goals and Contributions
The main goal of this thesis can be summarized as follows:
We identify, study, and investigate open challenges to integrate post-quantum
cryptography into IIoT devices, protocols, and applications. By proposing novel
integration and migration strategies we aim to prepare IIoT environments for
a seamless and efficient transition to a new generation of cryptography.
In particular, we achieve this goal via the following contributions:
Practical Guidelines for Cryptographic Agility. An important prerequisite for an efficient transition to new cryptography standards is cryptographic agility. Therefore,
we emphasize the importance of cryptographic agility in this thesis, especially for ICS,
by discussing three types of cryptographic agility: algorithm agility, protocol agility,
and implementation agility. Furthermore, we propose techniques how cryptographic
agility can be achieved and maintained in practice with a focus on software implementations — in accordance with essential technologies and properties of the IIoT domain.
With these discussions and guidelines, we enable the development of IIoT applications
that are prepared for the post-quantum era.
This contribution is based on the following peer-reviewed publication:
[PN19]

8

S. Paul and M. Niethammer. “On the Importance of Cryptographic Agility
for Industrial Automation”. In: at - Automatisierungstechnik (Special Issue:
IT-Security in Automation Technology) 67 (5 2019), pp. 402–416. doi:
10.1515/auto-2019-0019.
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Evaluation and Implementation of Post-Quantum Cryptography. While multiple standardization bodies are in the process of standardizing PQC primitives, NIST’s standardization effort arguably takes center stage. As a result, we mainly focus on the NIST
PQC standardization process. Note that the evaluation of security claims and security
proofs of available PQC schemes is not scope of this thesis. Instead, we rely on existing
assessments and preliminary findings of the international cryptography and security
research community as part of the ongoing standardization efforts.
Our evaluation shows that the families of lattice-based and hash-based PQC offer
suitable schemes for IIoT applications. More specifically, we supplement this analysis
with a study of the security-size trade-off that covers promising lattice-based key establishment and signature schemes. Besides that, we assess the standalone performance of
promising PQC schemes on three device classes commonly found in industrial networks:
Embedded, Notebook, and Server.
Furthermore, we investigate how Trusted Platform Modules (TPMs) can facilitate
the deployment of PQC schemes. As TPMs are essentially highly trustworthy hardware
elements, this could render the execution of PQC algorithms more secure independent of any performance considerations by offloading critical computations onto more
trustworthy hardware.
The above contributions stem from the following peer-reviewed publications:
[Pau+22] S. Paul, Y. Kuzovkova, N. Lahr, and R. Niederhagen. “Mixed Certificate
Chains for the Transition to Post-Quantum Authentication in TLS 1.3”.
In: Proceedings of the 17th ACM Asia Conference on Computer and Communications Security (ASIA CCS ’22). ACM, 2022, pp. 727–740. doi:
10.1145/3488932.3497755.
[PSS21]

S. Paul, F. Schick, and J. Seedorf. “TPM-Based Post-Quantum Cryptography: A Case Study on Quantum-Resistant and Mutually Authenticated
TLS for IoT Environments”. In: The 16th International Conference on Availability, Reliability and Security (ARES 2021). ACM, 2021, pp. 1–10. doi:
10.1145/3465481.3465747.

[PS20]

S. Paul and P. Scheible. “Towards Post-Quantum Security for CyberPhysical Systems: Integrating PQC into Industrial M2M Communication”.
In: Computer Security – ESORICS 2020. Springer, 2020, pp. 295–316. doi:
10.1007/978-3-030-59013-0_15.

Integration of Post-Quantum Cryptography into TLS. In a transition to PQC, the
network protocol Transport Layer Security (TLS) will play a critical role since it is widely
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considered the “gold standard” for building secure, networked applications — even in
IIoT applications. For example, the Message Queuing Telemetry Transport (MQTT)
protocol as well as the Advanced Message Queuing Protocol (AMQP) rely on TLS for
their security features and TLS is also used in OPC UA when communicating with
external servers. By evaluating the impact of post-quantum key exchange (KEX) in
combination with post-quantum mutual authentication on the handshake protocol of
TLS 1.2 and TLS 1.3, we extend and improve existing integration and performance
studies.
In our integrations, we work with two open-source TLS libraries that are suitable for
resource-constrained devices, such as small sensors within ICS. We modify Mbed TLS for
our experiments with TLS 1.2, and we adapt wolfSSL in our experiments with TLS 1.3,
which is available online at https://github.com/boschresearch/pq-wolfSSL.
This contribution is part of the following peer-reviewed publications:
[Pau+22] S. Paul, Y. Kuzovkova, N. Lahr, and R. Niederhagen. “Mixed Certificate
Chains for the Transition to Post-Quantum Authentication in TLS 1.3”.
In: Proceedings of the 17th ACM Asia Conference on Computer and Communications Security (ASIA CCS ’22). ACM, 2022, pp. 727–740. doi:
10.1145/3488932.3497755.
[PSS21]

S. Paul, F. Schick, and J. Seedorf. “TPM-Based Post-Quantum Cryptography: A Case Study on Quantum-Resistant and Mutually Authenticated
TLS for IoT Environments”. In: The 16th International Conference on Availability, Reliability and Security (ARES 2021). ACM, 2021, pp. 1–10. doi:
10.1145/3465481.3465747.

Mixed Certificate Chains for Post-Quantum Authentication. Once PQC has been
standardized, the question arises how to ensure a fast, reliable, and secure transition to
new PQC standards. We propose and investigate a novel migration strategy towards postquantum authentication for the network protocol TLS. More specifically, we evaluate the
concept of “mixed certificate chains” that combine different signature algorithms within
the same certificate chain. In order to demonstrate the feasibility of our migration
strategy, we combine well-studied and trusted hash-based signature schemes with
conventional elliptic-curve cryptography first and subsequently with lattice-based PQC
signature schemes.
Our results show that mixed certificate chains containing hash-based signature
schemes only at the root certificate authority (CA) level lead to feasible connection
establishment times despite an increase in communication size. By analyzing code size
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and peak memory usage we further demonstrate the suitability of mixed certificate
chains even for embedded devices.
This contribution is based on the following peer-reviewed publication:
[Pau+22] S. Paul, Y. Kuzovkova, N. Lahr, and R. Niederhagen. “Mixed Certificate
Chains for the Transition to Post-Quantum Authentication in TLS 1.3”.
In: Proceedings of the 17th ACM Asia Conference on Computer and Communications Security (ASIA CCS ’22). ACM, 2022, pp. 727–740. doi:
10.1145/3488932.3497755.
Integration of Post-Quantum Cryptography into OPC UA. We propose three novel
integrations of PQC into the industrial protocol OPC UA:
1. Hybrid-KEX OPC UA is a variant based on hybrid key exchange that ensures longterm confidentiality of the transmitted data.
2. Hybrid OPC UA is a hybrid solution that uses hybrid constructions for key establishment and authentication based on hybrid signatures and X.509 certificates.
3. PQ OPC UA is a PQC-only variant that uses a post-quantum KEM for key establishment and post-quantum signature scheme including post-quantum X.509
certificates for authentication.
The first two are based on hybrid constructions that combine conventional cryptography with post-quantum cryptography, whereas PQ OPC UA is only based on PQC.
Hybrid constructions are generally considered a valid transitional strategy since security
properties hold as long as one of the underlying schemes remains unbroken. However,
they come at the cost of an additional performance impact. Note that the proposed
integrations do not alter the existing structure of OPC UA’s security handshake. In fact,
our hybrid solutions even provide backward compatibility.
By investigating the performance impact of the integrated PQC schemes, we demonstrate that industrial CPS are capable of handling the increased cost of PQC. Furthermore,
we show that PQ OPC UA even outperforms the conventional security handshake of
OPC UA in terms of handshake duration despite larger communication size. In addition
to our performance evaluation, we provide proof of security in the symbolic model for
our proposed integrations (Hybrid and PQ OPC UA). We use the cryptographic protocol
verifier ProVerif and formally verify confidentiality and authentication properties of our
post-quantum variants. All formal models presented in this work are available online at
https://github.com/boschresearch/pq_opc-ua_formal_analysis.

1.3 Goals and Contributions
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This contribution is based on the following peer-reviewed publications:
[PSW21]

S. Paul, P. Scheible, and F. Wiemer. “Towards Post-Quantum Security for
Cyber-Physical Systems: Integrating PQC into Industrial M2M Communication”. In: Journal of Computer Security (Special Issue: ESORICS 2020)
(2021). doi: 10.3233/JCS-210037.

[PS20]

S. Paul and P. Scheible. “Towards Post-Quantum Security for CyberPhysical Systems: Integrating PQC into Industrial M2M Communication”.
In: Computer Security – ESORICS 2020. Springer, 2020, pp. 295–316. doi:
10.1007/978-3-030-59013-0_15.

[PG20]

S. Paul and E. Guerin. “Hybrid OPC UA: Enabling Post-Quantum Security
for the Industrial Internet of Things”. In: 2020 25th IEEE International
Conference on Emerging Technologies and Factory Automation (ETFA). IEEE,
2020, pp. 238–245. doi: 10.1109/ETFA46521.2020.9212112.

1.4 Outline
The remainder of this thesis is structured as follows. In Chapter 2, we introduce the
required background information for this thesis and discuss related work.
In Part II (Chapters 3 to 5), we present concepts and strategies that target the
migration to post-quantum cryptography. Chapter 3 highlights cryptographic agility
as prerequisite for the transition to PQC and describes our guidelines for achieving
cryptographic agility in practice. Chapter 4 discusses the performance impact of TPMbased PQC in mutually authenticated TLS 1.2 handshakes under different utilization
strategies. In Chapter 5, we propose our migration strategy towards post-quantum
authentication in TLS 1.3 based on mixed certificate chains.
In Part III (Chapters 6 and 7), we present our integrations of post-quantum cryptography into OPC UA. More specifically, Chapter 6 describes Hybrid-KEX OPC UA and
presents the results of our performance evaluation. In Chapter 7, we propose Hybrid
OPC UA and PQ OPC UA, discuss the results of our performance evaluation, and conduct
a formal security analysis of our post-quantum variants.
Chapter 8 in Part IV concludes this thesis and gives an overview of potential future
research directions.
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2 Background and Related Work
In this chapter, we introduce background information as well as related work that
is useful to understand the rest of this thesis. More specifically, in Section 2.1, we
introduce industrial control systems and the M2M communication protocol OPC UA. In
Section 2.2, we define basic terminology within the field of public-key cryptography.
Following these definitions, we discuss the formal security analysis of protocols in
Section 2.3. We present existing families of PQC and ongoing standardization efforts
in Section 2.4. Finally, we discuss existing post-quantum integration and performance
studies in Section 2.5.

2.1 Industrial Control Systems: From Steam-Powered Machines
to Smart Automation Networks
Industrial control systems play a key role in industries such as the manufacturing,
distribution, and transportation domain. Within ICS, control components work together
to achieve an industrial objective. While the control part specifies the desired output
or performance, the actual output is produced in the process part. ICS also make use
of specialized hardware and software components, often referred to as operational
technology (OT). Because of such specialized assets and protocols, industrial networks
operate very differently compared to regular information technology (IT) networks, like
company networks [KL14].
In order to deal with the complexity of OT networks, different architectural patterns
have been proposed. For example, in automation systems the automation pyramid has
become a widely accepted pseudo-standard [Jes+17; Sau+11]. Its strictly hierarchical
organization attempts to structure the flow of information and comprises all levels as well
as functional units starting at the production floor up to strategic planning [Sau+11].
The following describes the typical levels of the automation pyramid, including examples
of common assets [KL14; Sto+15]:
• Field level: At this level a large quantity of sensors and actuators can be found
that provide access to the physical world. Sensors gather information and send it
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to the upper layer, where the information is interpreted. Actuators, such as control
valves, breakers, and switches, receive target setpoints from the layer above and
directly manipulate the underlying process.
• Control level: Programmable logic controllers (PLCs) are specialized computers,
typically physically hardened for harsh production environments. Together with
sensors and actuators, PLCs are responsible for manipulating industrial processes
according to the programmed control logic. Since industrial processes are usually
time-critical, PLCs process sensor data in real-time and support real-time communication protocols, i.e., field buses. Besides that, they exchange information
with other processes or upper levels of the automation pyramid via dedicated
communication ports.
• Supervision level: On this level data from industrial processes is monitored,
interpreted, and presented to human operators using human machine interfaces
(HMIs), notebooks, and workstations. Besides that, HMIs also provide control
capabilities allowing authorized users to modify parameters of control processes.
Typically, data historians for archiving industrial data, e.g., point values, alarms,
and batch records, are also located at the supervision level.
• Management level: The main task of this level is about short-term planning and
bridging the gap between office and shop floor. This is accomplished using a
specialized manufacturing execution system (MES). MESs are responsible for allocating resources, scheduling operations, managing labor, analyzing performance,
and collecting data.
• Enterprise level: At the top of an automation system sits the enterprise resource
planning (ERP) system that is responsible for the long-term planning. It attempts
to integrate all business-related processes, such as accounting, quality and material management, procurement, and logistics. Modern ERP systems also offer
interfaces to external suppliers and financial systems.
Note that the availability of computational resources, i.e., RAM, storage, and processing power, increases from the bottom to the top layer. In accordance with the assets
described above, we derive three device classes for our experimental evaluations: Embedded, Notebook, and Server. Sensors, actuators (both field level), and PLCs (control
level) belong to the embedded class. Their available resources are limited, and they
typically do not require any user input during operation. Devices at the supervision
level are represented by our notebook class. They offer ample amount of resources and
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provide a sophisticated graphical operating system. Applications at the management and
enterprise level run on powerful servers with vast amounts of computational resources.
While the introduction of automation technologies in ICS is often considered the third
industrial revolution1 , the latest trends in ICS evolve around the concept of Internet of
Things (IoT) and CPS resulting in a fourth industrial revolution. The transformation
of ICS into an Industrial Internet of Things will enable new “smart” services, optimize
resource and energy consumption of industrial processes, and allow for a high degree of reconfigurability and cost-transparency. The adoption of CPS in production
environments will facilitate this transformation and will lead to more efficient manufacturing processes by reducing time-to-market and by enabling batch sizes of one, i.e.,
mass-customization.
As a result of this transformation, the strict hierarchy of the automation pyramid
is expected to gradually dissolve into a distributed IIoT automation network [VDE13;
Zei+19]. In fact, the transformation to IIoT is ongoing and several key challenges still
need to be overcome [Mon+16; Net15; Sch+17; Sis+18; Zei+19]:
• Interoperability and standardization: IIoT relies on a seamless exchange of
information between heterogeneous systems. Therefore, the interoperability
between different communication standards needs to be established. Besides
that, a standardized, coherent information model is required in order to represent
physical objects (and produced data) in the digital world across all layers. With
Data Distribution Service for Real-Time Systems (DDS) and OPC UA, such semantic
approaches already exist but are not yet widely adopted.
• Economic and social aspects: To make IIoT a success story open standards and
reference architectures are required as well as open validation and verification
tools. This ensures that the development costs of CPS remain low. Besides cost
implications, sociotechnical aspects need to be considered, e.g., by ensuring that
all requirements of the involved stakeholders are fulfilled.
• Security and privacy: As past examples have shown, current ICS are often not
sufficiently protected against cyberattacks. The integration of Internet technologies will make ICS even more susceptible to cyberattacks that could cause physical
or financial damage or even harm human life. In addition to that, the privacy of
employees also needs to be ensured, which is often difficult to achieve in such
1

The introduction of steam power is generally considered the first industrial revolution, which eventually
relived humans from hard labor. The invention of assembly lines and division of labor in the early 20th
century led to mass production — the second industrial revolution.
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large-scale networks. To tackle these security and privacy challenges guidelines
and frameworks have been introduced (see Section 2.1.2).

2.1.1 OPC UA: Modern Industrial Communication
The lack of a standardized, widely accepted communication technology that addresses
all requirements of industrial networks has led to a plethora of different communication
standards and proprietary solutions [WSJ17]. For example, on the lower levels of the
automation pyramid a combination of various fieldbus protocols2 (PROFIBUS, SERCOS,
Modbus, etc.) and Ethernet-based solutions (EtherCAT, Modbus/TCP, ProfiNET, etc.) can
be found. This often results in complex and inflexible industrial networks and, eventually,
impairs a full adoption of IIoT. In order to enable a seamless exchange of information
among all components of industrial networks, a standardized M2M communication
protocol is required [ETS16; Pli+20; Pro+19]. However, such a standard needs to
fulfill the specific requirements of industrial applications, such as deterministic, reliable,
secure, and efficient communication.
Vendor-independent and deterministic communication at the lower levels of the
automation pyramid (mainly field and control level) is addressed with a set of TimeSensitive Networking (TSN) sub-standards for Ethernet [IEE20b]. In fact, TSN extends
the well-known Ethernet [IEE20a] standard by assuring hard real-time capabilities like
traffic scheduling, time synchronization, and redundancy [Pri+19; WSJ17].
While TSN solves the problem of strict real-time communication, modern industrial communication also requires semantic, unified modeling of exchanged information [Sch+17]. This is achieved by placing an adequate middleware protocol on top of
transport-oriented protocols [Sau07]. The resulting middleware technologies eventually
allow for vendor-independent communication, flexibility, and interoperability [Pro+19;
Sau07]. Several middleware protocols already exist that offer information modeling
capabilities. The most popular ones in the field of IIoT are [Pro+19; Sch+17]: MQTT,
DDS, and OPC UA. All of them are based on widespread Internet technologies, such
as HTTP over TLS, Transmission Control Protocol (TCP), and User Datagram Protocol (UDP), for providing their communication services. Alongside TSN, they offer
vendor-independent communication at all levels of the automation pyramid; ultimately,
facilitating the adoption of IIoT applications.
MQTT finds its origin in the IT domain and is standardized by the Organization
for the Advancement of Structured Information Standards. MQTT is a lightweight
2

Fieldbus networks allow the exchange of information under hard real-time constraints. In ICS, fieldbus
protocols are used to connect sensors and actuators with a corresponding controller.
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Figure 2.1: Comparison of OPC UA’s Client/Server and PubSub specification in reference to the
ISO/OSI model.

publish-subscribe M2M protocol mainly because of its small-code footprint and low
bandwidth usage. Nevertheless, MQTT is capable of handling high latency and noisy
network conditions [Pro+19]. A central broker exists that holds the entire data set of its
communication partners and is responsible for distributing the information. Messages
are published by the clients and correspond to a specific topic. In order for clients to
receive messages, they subscribe to topics offered by a MQTT broker.
DDS is standardized by the Object Management Group and offers a data-centric
publish-subscribe middleware for distributed systems [DDS20]. It supports dynamic
discovery (without central broker) and supports real-time communication. In addition,
DDS offers a vast number of quality of service (QoS) specifications.
OPC UA is specified by the International Electrotechnical Commission (IEC) in the
standard series 62541 and maintained by the OPC Foundation. Because of its serviceoriented architecture, OPC UA offers a standardized way to exchange data between
industrial applications independent from vendor. In fact, OPC UA defines an abstract
set of services that are mapped against different communication technologies (see Figure 2.1). Moreover, one of the core strengths of OPC UA is the use of an information
model that allows to add a semantic, object-oriented description to the data. As a result,
applications are able to automatically derive meaning from the exchanged data without
any prior knowledge. OPC UA was originally defined as client-server protocol, which
prevented it from being used in applications with stringent real-time requirements.
However, the OPC Foundation recently released a publish-subscribe extension: OPC UA
PubSub [OPC18b]. In particular, this extension specifies mappings to MQTT, AMQP,
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Table 2.1: Evaluation of common middleware protocols in IIoT systems (adapted from [Pro+19]).

Communication
Patterns
Quality of Service (QoS)
Authentication
Encryption
Standardized API
Information Model

OPC UA

DDS

MQTT

TCP, UDP
Client/Server,
Pub/Sub
No
Certificates,
User-Password
Yes
No
Yes

TCP, UDP

TCP

Pub/Sub

Pub/Sub

Yes

Yes
Certificates,
User-Password
Yes
No
No

Certificates
Yes
Yes
No

UDP, and Ethernet to provide enhanced performance even for strict real-time communication. While OPC UA does not offer methods for specifying QoS, it can be combined
with TSN or MQTT to acquire QoS functionality [Pro+19].
In Table 2.1 we compare the features of OPC UA, DDS, and MQTT. While all protocols
support TCP communication, MQTT cannot be used on top of UDP. All protocols support
publish-subscribe communication, whereas OPC UA also inherently supports clientserver communication. Security features, such as authentication based on certificates
and application layer encryption, are also supported by all protocols. Besides that,
DDS is the only protocol that offers a standardized user application programming
interface (API). As expected, OPC UA stands out with its capability of information
modeling, whereas in MQTT and DDS, the only way for clients to interpret data is via
the topic name.
OPC UA’s powerful semantic description of data, strict abstraction from communication technologies, extensibility features, and inherent security mechanisms make it
one of the most promising middleware protocols for future IIoT applications [Pro+19;
Sch+17; WSJ17]. As a consequence, its popularity has increased considerably in recent years. For instance, several cloud services now support OPC UA for industrial
applications [AWS19; Mic21]. Since it is generally considered the de-facto standard
for IIoT, we focus on OPC UA in this thesis. In fact, our integrations of PQC into its
security handshake will effectively secure exchanged data against future attacks aided
by quantum computers. Note that our integrations of PQC target the client-server
model of OPC UA because it is already deployed in current automation systems and fully
supported by popular open-source implementations [Pal+15; Pro+19]. The publishsubscribe model, on the other hand, has only recently been introduced and hence is not
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Figure 2.2: Overview of OPC UA’s security architecture.

yet extensively adopted in practice. In the following sections, we briefly introduce the
reader to OPC UA’s security architecture and its handshake mechanism.
Security Features of OPC UA.
The exchange of information is realized within sessions, which are logical connections
between clients and servers. These sessions are part of OPC UA’s security architecture
and rely upon the existence of SecureChannels (see Figure 2.2). A secure channel
is created within the communication layer and is crucial for meeting OPC UA’s main
security objectives: confidentiality, integrity, and mutual authentication based on X.509
certificates [OPC18c]. The created channel preserves a set of symmetric keys that are
used for encrypting messages and ensuring integrity and authenticity. The bottom layer
of OPC UA’s security architecture handles the transmission and reception of information.
Furthermore, OPC UA offers different message security modes for established sessions:
None, SignOnly, and SignAndEncrypt. The set of cryptographic primitives that are used
in the handshake and subsequent sessions are specified via SecurityPolicy Profiles. For
example, the security policy Basic256Sha256 uses RSA-2048 to encrypt/decrypt (RSAOAEP) and sign/verify messages (RSA-PKCS1-v1.5) during the security handshake; the
symmetric keying material is derived using a pseudorandom function (PRF) based on a
keyed-hash message authentication code (HMAC), which is instantiated via the hash
function SHA2-256; within established sessions AES-256 in Cipher Block Chaining mode
is used for encryption and HMAC, again based on SHA2-256, is used to ensure message
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Figure 2.3: Overview of OPC UA’s security handshake.

integrity and authenticity. While OPC UA currently only offers a security handshake
based on RSA, the OPC Foundation plans to introduce key establishment based on ECDH
in the near future [OPC20].
Security Handshake. The properties of OPC UA’s security handshake are specified
within the SecureChannel Service Set of OPC UA’s official specification [OPC17a; OPC17b;
OPC18c]. In addition, the properties of OPC UA’s handshake have been formally analyzed and its security architecture has been thoroughly investigated [BSI17; PPL16].
Figure 2.3 provides an overview of OPC UA’s handshake mechanism and its message
structure. After a transport connection has been established between client and server,
the client requests EndpointDescriptions, which later allow him to access services or
information offered by the server. In addition, an EndpointDescription contains information required for the security handshake: server certificate, message security mode,
and security policy. The server certificate contains the authenticated public key of the
server, which the client verifies via online certificate authorities or locally stored trusted
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certificates before initiating the security handshake.
Having received EndpointDescriptions, the client sends an OpenSecureChannel (OSC)
Request to the desired server. This request contains a cryptographically secure random
number (client nonce), a client certificate (including its certificate chain), and a requested
lifetime for the secure channel. The request message is encrypted using the authenticated
public key of the server pkserver and signed using the secret key of the client skclient .
In case verification of the client certificate succeeds, decryption and signature verification take place. Afterwards, the server generates a cryptographic random number
(server nonce). Next, the two nonces serve as inputs to a PRF, which internally is based
on a HMAC. This function generates the required amount of secret bytes that are then
split into a symmetric encryption key, a symmetric signing key, and an initialization
vector. By swapping the inputs in a subsequent call of the PRF two sets of symmetric
keys are derived in total: one is associated with the server and the other with the client.
The message body of the OSC Response contains a server nonce and a revised lifetime.
Secure channels are identified by security tokens that expire after a specified lifetime.
The revised lifetime tells the client when to renew the secure channel. The response
message itself is encrypted using the client’s authenticated public key pkclient and signed
using the server’s private key skserver . After decryption and verification, the client derives
the keying material from its own and the received server nonce by applying the same
PRF as the server. Finally, client and server end up with an identical set of cryptographic
material completing OPC UA’s security handshake.

2.1.2 Cybersecurity in Industrial Control Systems
In the past, ICS were typically considered to be protected against cyberattacks because
their networks were physically isolated from other networks, which is commonly referred
to as “air-gap security”. As a consequence, the main focus of ICS has been to provide
stable production processes, to maximize the output, and to have adequate safety
measures in place [Les+16; SWW15].
However, recent examples have shown that even physically isolated ICS are susceptible
to cyberattacks. One of the first known cyberattacks against ICS happened in 2003
and was caused by the so-called Slammer worm. It managed to disable a monitoring
system of a US-based nuclear power plant but fortunately did not pose a threat to
the public because the plant was offline due to maintenance work [Pou03]. The first
cyberattack that specifically targeted ICS was conducted in 2011: Stuxnet [Kar11;
Lan11]. It was a highly specialized attack affecting PLCs and motor controls that
controlled centrifuges of an Iranian uranium enrichment plant. Ultimately, Stuxnet
paved the way for sophisticated attacks on ICS.
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In the last decade, numerous security-related incidents in ICS have been reported.
The NightDragon malware was used to steal project plans and financial data related
to oil and gas fields that belonged to energy, oil, and chemical companies [MM11].
Shamoon targeted companies from Gulf States to sabotage industrial plants [BT13].
Several industries were affected by Havex, a remote access trojan. Once systems were
infected, the attackers were able to read network traffic and to remotely control the
affected systems [Nel16]. In 2014, a German steel mill was the target of an advanced
cyberattack causing massive damage to the system [LAC14]. As soon as the hackers
managed to produce a failure in the system, the operators were no longer able to safely
shut down the plant. The first known cyberattack on the power grid of an entire country
happened in Ukraine in December 2015 and led to an extensive blackout. It was caused
by the malware BlackEnergy and was distributed to local energy providers via prepared
email attachments. These modified office files allowed attackers to eventually find
their way to the ICS level [LAC16]. In 2017, NotPetya affected millions of Windows
computers making it one of the most devastating cyberattacks up to this date [Gre18].
While the malware was not specifically designed for ICS, it still infected many industrial
components, e.g., HMIs based on Windows. In contrast, the malware Triton specifically
targeted safety systems at a Saudi Arabian industrial facility, which nearly caused an
explosion at the petrochemical plant [Joh+17].
The above list is only a selection of cyberattacks on ICS. We refer the reader to
literature for a more comprehensive overview of past attacks: [HE18; Nie20; Rep15].
Moreover, the number of undetected or unreported cyberattacks is expected to be much
higher. Attacks on ICS that are conducted by competitors or nation-states are typically
financially motivated or related to cyber-espionage [SWW15; Ver20]; whereas other
resource-rich attackers, such as rouge nation-states or terrorist organizations, aim to
inflict large damage or widespread outages with their attacks on ICS [McL+16].
This overview also disproves the common misbelief that security can be achieved via
means of obscurity [PTE11]. Hence, future IIoT environments must deploy advanced
security mechanisms that prevent data theft and maintain the integrity of the system.
Attack Surfaces.
Considering previous cyberattacks, it becomes clear that different attack surfaces exist.
Four layers within ICS are especially vulnerable: human operators, hardware, software,
and network [McL+16; Pli+20; SWW15].
Human operators are at risk of being exposed to social engineering attacks. The
different electronic components of an industrial network could be exposed to physical attacks that allow adversaries to steal intellectual property, manipulate industrial
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processes, or to obtain entire control logic. Besides that, peripherals, such as USB
devices and memory cards, pose a serious risk to the security of ICS [Sch14]. Note
that ICS are typically protected by access control mechanisms and its components are
mounted in control cabinets that are also access restricted. Therefore, sophisticated
physical attacks such as side-channel attacks are considered unlikely attack scenarios
in ICS [BSI19; Sto+15]. Apart from these hardware-related threats, the software that
controls ICS components can also be subject to attacks. Software applications are
employed on all levels of the automation pyramid and implementation vulnerabilities
are often exploited in such attacks [SRO13]. Common vulnerabilities in ICS software
include improper input validation, poor credential management, and weak means of
authentication [Nat11]. As vulnerabilities in the underlying communication system or
protocols can be exploited, the network layer may also be subject to attacks. Popular
attacks on this layer include eavesdropping, packet-injection, man-in-the-middle, and
denial of service attacks [BSI19; SWW15].
In targeted attacks, it is common for attackers to exploit vulnerabilities at various
layers. For example, social engineering attacks often serve as starting-point and may
help attackers to gain access to a network. From there, attackers can gather more
information about the target system and in a subsequent step exploit vulnerabilities at
the network or software layer.

Security Objectives.
To protect systems against cyberattacks requires the use of cryptography. In turn, it
enables systems to achieve different security objectives. Arguably, the most important
security objective in ICS is availability [Pli+20; SWW15], since any delay in production
directly results in economic damage, i.e., loss of revenue. Furthermore, the integrity
of the entire system must be ensured to prevent failures that may result in physical
damage or even harm to humans. Another important objective is authentication. For
example, the system must be able to determine the real identity of a user in order to
map it to a system user-account; and in case different plants are interconnected their
components need to be able to prove their trustworthiness to third-parties. Besides
that, auditability is required in certain incidents, such as warranty claims, where it is
requested to proof the correctness of production processes.
In addition, the trend towards IIoT makes these systems attractive targets for industrial
espionage: software and firmware updates, process data, as well as blueprints and
recipes of new products may all contain valuable intellectual property. As a consequence,
their confidentiality needs to be ensured — even against potential future adversaries.
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Existing Security Architectures and Guidelines.
Because of its specific requirements, it is typically not possible to apply security concepts
of the IT domain onto ICS [SWW15; WK16]. Therefore, guidelines and standards are
required that take the specific risks and requirements of IIoT networks into account.
Several guidelines, best practices, and standards have been proposed in the past that
target the security of ICS networks. They are either published by governments [BSI13;
Sto+15], national or international standardization bodies [DIN17; Int18], or industrial consortia [Ind16]. Most relevant to industrial networks is the standard ISA/IEC62443 [Int18], which is a series of standards addressing plant operators, integrators,
and manufacturers of hardware and software components. Other well-established
standards are NIST-SP800-82 [Sto+15] and DIN EN ISO/IEC 27002 [DIN17].
In essence, they propose to implement defense-in-depth strategies, which is widely
considered state-of-the-art in security architectures. Moreover, it is important to isolate
components into functional groups, e.g., one group for each assembly line, and to
monitor and to limit network communication within as well as between functional
groups. In turn, the attack surface of all functional groups is significantly reduced.
Note that, at the time of writing, only the Security Framework published by the
Industrial Internet Consortium Security Working Group addresses the threat of quantum computers for industrial networks [Ind16]. Their recommendation is to ensure
cryptographic agility in IIoT devices, which is discussed in more detail in Chapter 3.
Trusted Platform Modules.
ICS components are increasingly equipped with Trusted Platform Modules to offer
standardized mechanisms to prevent cyberattacks [HLN17]. The TPM is a secure
hardware element specified by the Trusted Computing Group (TCG) and provides a
so-called root of trust for the underlying system. In addition, it acts as a dedicated
cryptoprocessor by offering various security functionalities. The first specification was
released in 2003 as TPM 1.2 and was eventually standardized in 2009.
As root of trust, TPMs perform core root of trust measurements to attest that the system
state is as expected; the results get stored in the Platform Configuration Register (PCR)
of TPMs. Since TPMs do not know which measurements can be trusted, they do not
pass judgment of the measurement itself instead they provide a cryptographic proof
of the system state. For example, in case a remote party requests the system state of a
non-TPM system, which is only measured by software, the measurement can easily be
altered, whereas a TPM provides a signed and thus verifiable PCR value.
In addition, TPMs implement a sophisticated system to generate and manage cryp-
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tographic keys. For instance, the concept of attestation identity keys provides pseudoidentities for devices; ultimately, enabling privacy-preserving authentication services.
For this, TPMs contain a cryptographic subsystem that implements cryptographic engines alongside a true random number generator (TRNG) that gathers entropy from at
least one entropy source inside and one outside of a TPM.
The current version of the TPM specification was released in 2016: TPM 2.0. It
adds entirely new features, e.g., algorithm agility, and improves existing features of the
previous standard, e.g., secure generation of keys [AC15]. In addition to the introduction
of four hierarchies for different security use cases, more cryptographic primitives are
supported. In its 1.2 specification, TPMs only supported SHA-1 hash functions, RSA for
encryption and signatures, and AES as optional symmetric-key algorithm [Tru11]. The
TPM 2.0 specification, on the other hand, now supports ECC and requires a symmetrickey algorithm and hash function with at least the same security strength as RSA-2048.
Therefore, currently available platforms typically support at least AES-128 and SHA2256 [Tru14]. In addition, all algorithms share a small set of internal commands for
reasons of efficiency. As a consequence, this grants algorithm agility that eventually
allows to enable more cryptographic functionality than originally specified [CU16].
Besides that, the TPM 2.0 specification provides different implementations that offer trade-offs in cost, features, and security. For example, a discrete TPM describes a
dedicated chip that is implemented as standalone integrated circuit and thus provides
the highest level of security as well as tamper resistance. In most cases, discrete TPMs
achieve a common criteria evaluation assurance level3 of EAL4+ and are validated according to Level 2 of the Federal Information Processing Standard (FIPS) 140-2 [Com17;
Inf18; STM19]. Since ICS components typically require such a high level of assurance,
we focus on discrete TPMs for our combination of PQC and TPMs (see Chapter 4).

2.2 Cryptographic Primitives: Definitions and Security
Properties
Next, we introduce the basic definitions of key encapsulation mechanisms and digital
signature algorithms. Besides that, we discuss their security properties. While the
main focus of this thesis is on post-quantum public-key cryptography, several PQC
primitives make use of symmetric-key cryptography or cryptographic hash functions
3

A common criteria evaluation offers a standardized way to assess whether a product or system meets a
set of predefined security-related requirements. The seven levels (EAL1–EAL7) state to what extent
the product or system was tested.
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internally (see Chapter 4). Regarding the definitions of symmetric-key primitives and
hash functions we refer the reader to the following literature: [BR05; KL21; PP10].
Key Encapsulation Mechanism (KEM).
As opposed to the DH key establishment protocol [DH76], post-quantum schemes
typically do not offer means of key agreement where both parties contribute equally
to the resulting shared secret. Instead, they are often based on a construction known
as key encapsulation mechanism. In case of KEMs, the sender transmits a shared
secret that is encrypted via the public key of the receiver, such that the secret is only
recoverable by the receiver who holds the corresponding secret key. Both parties typically
use the resulting shared secret as input to either a pseudorandom function or key
derivation function in order to generate keying material for symmetric-key encryption
schemes, such as AES. In literature, this is often referred to as hybrid encryption or key
encapsulation/data encapsulation paradigm [Alw+21; CS03]. In fact, key encapsulation
is closely related to public-key encryption (PKE), where the encryption scheme generates
and encrypts a fixed-length, random bit string. More formally, public-key encryption
and key encapsulation mechanisms are defined as follows [CS03; Pei14]:
Definition 2.2.1 (Public-key encryption) A public-key encryption scheme consists of a
triple of polynomial-time algorithms ΠP KE = (KeyGen, Enc, Dec) defined as follows:
• The probabilistic key generation algorithm KeyGen outputs a public key pk and
private key sk. We refer to this as the key pair (pk, sk).
• The probabilistic encryption algorithm Enc takes as input a message m from an
underlying plaintext message space and the public key pk. The algorithm produces a
ciphertext ct as output.
• The deterministic decryption algorithm Dec takes as input the ciphertext ct and a
private key sk. The algorithm outputs a message m or F alse in case of any failure.
Definition 2.2.2 (Key encapsulation mechanism) A key encapsulation mechanism consists of a triple of polynomial-time algorithms ΠKEM = (KeyGen, Encaps, Decaps) defined as follows:
• The probabilistic key generation algorithm KeyGen outputs a public key pk and
private key sk. We refer to this as the key pair (pk, sk).

26

2 Background and Related Work

• The probabilistic encapsulation algorithm Encaps takes as input a public key pk.
The algorithm produces a shared secret ss and a ciphertext ct.4
• The deterministic decapsulation algorithm Decaps takes as input a private key sk
and a ciphertext ct. The algorithm outputs the shared secret ss or F alse in case of
any failure.
Note that in some designs of post-quantum KEMs it is not guaranteed that the encapsulated shared secret can be successfully decapsulated. By deliberately permitting
such decapsulation (or decryption) failures, the performance of some schemes can be
increased, while in some constructions, it cannot even be avoided. Nevertheless, it is
important that the probability of such failures remains extremely low and that it does
not impact the overall security of the scheme.
Security properties of PKEs and KEMs consider passive as well as active adversaries.
The derived notions date back to [GM84] and have been refined in various subsequent works; ultimately, leading to several subtle variations [Bel+98; NY90; RS92].
In this work, we adhere to the formal definitions given below (Definition 2.2.3 and
Definition 2.2.4). KEMs that provide security against active adversaries are typically
constructed from passively secure PKEs by applying the Fujisaki-Okamoto (FO) transformation [FO99a; FO99b]. In addition, the FO transformation can be modified such
that it holds security in the quantum random oracle model [TU16].
Security against passive adversaries is defined in terms of indistinguishability under
chosen plaintext attack (IND-CPA) in the context of PKEs. The basic idea is that an
adversary is not able to distinguish between encryptions of arbitrary messages, even
when having access to an encryption oracle.
Definition 2.2.3 (IND-CPA security of PKEs) Consider a public-key encryption scheme
ΠP KE = (KeyGen, Enc, Dec), we define a game between challenger C and adversary A.
1. C generates a key pair using (pk, sk) ← KeyGen ( ) and transmits pk to A.
2. A is given oracle access to Enc.
3. A freely chooses two messages m0 , m1 and transmits them to C.
4. C chooses a bit b at random b ← {0, 1}, computes the challenge ciphertext ct ←
Enc(pk, mb ), and sends the ciphertext ct to A.
4

Alternative definitions exist where the shared secret serves as input to the encapsulation algorithm.
However, by producing the shared secret as output of the encapsulation step, better efficiency and
security bounds can be achieved [Pei14].
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5. A still has oracle access to Enc and eventually outputs a guess bit b′ . In case b = b′ ,
adversary A succeeded.
If all probabilistic polynomial-time adversaries A have negligible advantage over random
guessing, the public-key encryption is IND-CPA secure.
In the above game, the adversary is explicitly allowed to query the encryptions of
messages m0 and m1 , which is a crucial requirement for indistinguishability. As a
result, any encryption algorithm Enc must ensure that encrypting the same message
repeatedly still sufficiently hides the message. As a consequence, any IND-CPA public-key
encryption scheme must be probabilistic.
In the case of an active adversary, indistinguishability under adaptive chosen ciphertext
attack (IND-CCA2) is desired. In the IND-CCA2 security game for PKE, an adversary is
given access to a decryption oracle allowing him to decrypt arbitrary ciphertexts — except
for the challenge ciphertext. In addition, the adversary is allowed to query the decryption
oracle after having received the challenge ciphertext. Again, the adversary must not
be able to reliably link known plaintexts to given ciphertexts. Note that in practice the
terms CCA and CCA2 are often used interchangeably.
For KEMs, the IND-CCA2 game needs to be modified as proposed in [Rij19]. Instead
of choosing two plaintext messages, the challenger this time correctly encapsulates a
shared secret and picks another element at random within the same range. In the end,
an adversary must not be able to distinguish the shared secret from random, even after
knowing the ciphertext and the two candidate shared secrets.
Definition 2.2.4 (IND-CCA2 security of KEMs) Consider a key encapsulation mechanism ΠKEM = (KeyGen, Encaps, Decaps), we define a game between a challenger C
and an adversary A.
1. C generates a key pair using (pk, sk) ← KeyGen( ).
2. C encapsulates a shared secret using (ss0 , ct) ← Encaps(pk).
3. C selects ss1 at random but within range of Encaps(pk) and randomly chooses bit
b ← (0, 1).
4. C transmits pk, ssb , and ct to adversary A.
5. A is given access to an encapsulation oracle and a decapsulation oracle that computes
ss′ ← Decaps(sk, ct′ ) where ct ̸= ct′ .
6. Eventually, A outputs a guess bit b′ . In case b = b′ , adversary A succeeded.
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If all probabilistic polynomial-time adversaries A have negligible advantage over random
guessing, the key encapsulation mechanism is IND-CCA2 secure.
Digital Signature Algorithm (DSA).
While the resulting shared secret of KEMs can be used to ensure confidentiality of
communication, DSAs ensure the integrity and authenticity of electronic messages,
documents, entities, etc. For example, a signer uses its secret key to sign a message,
which in turn allows verifiers that are in possession of the signer’s public key to verify
the signature. This ensures the origin, i.e., authenticity, of the message and verifies that
it has not been altered in any way, i.e., integrity. More formally, DSAs are defined as
follows [GMR88; Kat10]:
Definition 2.2.5 (Digital signature algorithm) A digital signature algorithm consists
of a triple of polynomial-time algorithms ΠDSA = (KeyGen, Sign, V erif y) defined as
follows:
• The probabilistic key generation algorithm KeyGen outputs a public key pk and
private key sk. We refer to this as the key pair (pk, sk).
• The possibly randomized signing algorithm Sign takes as input a message m and
a secret key sk. It produces a signature σ of the message, which is denoted as
σ ← Sign(sk, m).
• The deterministic verification algorithm V erif y takes as input a public key pk, a
message m, and a signature σ. It outputs a bit b, where b = 1 indicates that the
algorithm accepts the signature and b = 0 indicates that the algorithm rejects the
signature. The verification algorithm is denoted b = V erif y(pk, m, σ).
The digital signature scheme is said to be correct, in case for all key pairs (pk, sk) produced by
KeyGen, all messages m, and all signatures σ ← Sign(sk, m) it holds that V erif y(pk, m,
σ) = 1.
The default notion of security for DSAs is existential unforgeability under adaptive
chosen message attack (EUF-CMA) and dates back to [GMR88]. Informally, the idea
behind this notion is that it should not be possible for an adversary to produce valid
signatures for any message that has not been signed before — even after the adversary
has seen multiple signatures for messages of their choosing. In the following, we define
EUF-CMA more formally [Kat10; Rij19]:
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Definition 2.2.6 (EUF-CMA security of DSAs) Consider a digital signature algorithm
ΠDSA = (KeyGen, Sign, V erif y), we define a game between a challenger C and an
adversary A.
1. C generates a key pair using (pk, sk) ← KeyGen( ) and transmits pk to A.
2. A chooses an arbitrary message mi and sends it to C.
3. C computes the signature σi ← Sign(sk, mi ) and sends it to A.
4. A may repeatedly request signatures for arbitrary messages by repeating step 2. and
3. as many times as it likes. We denote M as the set of messages that A queried.
5. Eventually, A outputs a signature/message pair (m′ , σ ′ ). A valid forgery occurs,
when V erif y(m′ , σ ′ , pk) = 1 and m ̸∈ M .
If for all probabilistic polynomial-time adversaries A the probability of success is negligible,
the digital signature algorithm is EUF-CMA secure.

2.3 Computer-Aided Security Analysis
It is non-trivial and prone to errors to design cryptographic protocols that achieve specific
security goals, as many past examples have shown [JSS15; Low96; VP17]. In order to
promote trust in cryptographic protocols, their security can be demonstrated via formal
analyses or proofs. While it is still common to verify security properties of protocols
manually, this approach is no longer recommended by experts for the three following
reasons [Bar+21]:
1. Formulating security arguments manually is a complex and time-consuming task.
When done on paper, errors tend to go unnoticed.
2. To make manual analysis feasible protocols are represented as simplified models.
In case of over-simplifications, design flaws could be missed.
3. Over the last decade (semi-)automated verification tools have matured, resulting in trustworthy formal analyses of widely deployed protocols: 5G [Bas+18],
QUIC [Zha+20], Signal [KBB17], TLS [BBK17], WireGuard [DP18], etc.
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2.3.1 Computational vs. Symbolic Model
In the field of computer-aided verification, two strains of mathematical models have
solidified: security analysis in the symbolic model and in the computational model. While
computational models are more realistic, they are burdensome and error-prone to
model — especially when considering complex protocols. Besides that, proofs in the
computational model are only semi-automatic, i.e., require user input. The symbolic
model, on the other hand, allows for complete automation, even with complex protocols [Bar+21]. As a result, we rely on tool-based verification in the symbolic model to
verify our integrations of PQC into the industrial M2M protocol OPC UA. For the sake
of completeness, we also briefly discuss the computational model in the following.
Computational Model.
In the computational model, adversaries are represented as probabilistic Turing machines, messages are modeled as bit strings, and cryptographic primitives as probabilistic functions from bit strings to bit strings [Bla12]. Computer-aided proofs in the
computational model are typically game-based. In fact, a proof methodology called
game-hopping is applied: The goal is to demonstrate that breaking a specific security
property is possible only with negligible probability. Starting at the original game with
unknown success probability, sequential transformations allow to reach games that
enable the computation of the adversary’s success probability. Via reductions to known
complexity assumptions, e.g., the discrete logarithm problem (DLP), it is possible to
infer the adversary’s success probability for the original game.
Compared to symbolic models, proofs based on computational models yield stronger
guarantees. However, formal analyses in the computational model are very difficult to
mechanize; so far, only semi-automated tools exist.
The first tool to tackle mechanized verification of computational models was CryptoVerif [Bla17]. During the analysis, it automatically generates intermediate games
with little to no user interaction — depending on protocol complexity. CryptoVerif ’s
input language is based on the applied pi calculus language, and it is capable of proving
confidentiality and authentication properties.
Symbolic Model.
The symbolic model is a simpler abstract model and can be traced back to Dolev and
Yao [DY83] as well as Needham and Schroeder [NS78]. Messages are modeled as terms
that cannot be split into compound bit strings. Cryptographic primitives are represented
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by black-box functions that operate on these terms. Furthermore, perfect cryptography
is assumed. This implies that encrypted messages reveal nothing about the plaintext,
signatures are unforgeable, hash functions are random oracles with no collisions, and
random numbers are truly random with no repetitions [Hül+21]. For instance, to
break confidentiality properties the adversary needs to be in possession of the secret
decryption key.
Furthermore, it is possible to add cryptographic primitives by defining them as new
rewrite rules or equations. For example, we formally model KEMs in our PQC-enabled
OPC UA variants using function symbols and rewrite rules (see Section 7.3). Note that
for all added (post-quantum) cryptographic constructions the perfect cryptography
assumption applies as well.
The attack model considers the classical Dolev-Yao model [DY83]. Consequently, the
adversary has complete control over the network, which eliminates the need to model
dishonest parties [Bla12; Bla+20]. In essence, the Dolev-Yao model enables an adversary
to read, remove, replay, and modify messages at will. However, the computational
capabilities of this powerful adversary are restricted to the defined primitives.
Two classes of symbolic security properties exist: trace properties and equivalence
properties. On the one hand, trace properties state that a specific property holds on
every protocol run. Confidentiality may be defined based on trace properties, meaning
an adversary does not obtain knowledge of certain data, such as secret keys. Authentication is typically expressed using correspondence assertions, which is a subclass of
trace properties. Equivalence properties, on the other hand, express that an adversary is
not capable of differentiating between two protocols. One intuitive example of an equivalence property is that an adversary cannot distinguish between a protocol containing
the real secret or a random value [Bar+21].
While it is easier to automate formal protocol verification in the symbolic model than
in the computational model, certain challenges remain — mainly because of the infinite
state space to explore [Bla12]. Furthermore, the absence of attacks in the symbolic
model does not generally proof it secure in the computational model. However, security
analyses of protocols in the symbolic model have been highly appreciated, especially
in the standardization of new protocols. Due to this mechanized approach protocol
changes are also easier to regulate than in the pen-and-paper approach. All this makes
tool-based verification in the symbolic model a valuable approach for detecting logical
flaws in protocols.
Over the past years several symbolic verification tools have been introduced: CPSA, F7,
Maude-NPA, ProVerif, Scyther, Tamarin, and Verifpal [Bar+21; KNT20]. In the domain
of automated symbolic verification tools, Tamarin [Bas+21] and ProVerif [Bla+20]
stand out and are considered state-of-the-art tools. In fact, they both have been used to
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evaluate large-scale, real-world protocols like TLS 1.3 and Noise. In Chapter 7, we build
on the already existing symbolic proof for OPC UA that was in introduced in [PPL16].
As the authors of [PPL16] base their proof on ProVerif, we also work with ProVerif in
our analyses of the proposed post-quantum OPC UA variants.
ProVerif. As is common for symbolic models, ProVerif allows to verify various trace and
equivalence properties. In addition, it analyzes protocols with respect to an unbounded
message space and an unbounded number of sessions.
Protocols are modeled using a variant of the applied pi calculus language [ABF17].
ProVerif then translates the modeled protocol into a set of Horn clauses that it automatically verifies. For the verification process, the security properties also need to
be translated into derivable queries on the resulting Horn clause representation. In
case ProVerif does not find an attack, the desired property is proven secure. Moreover,
ProVerif has also been proven to not miss any attacks [KNT20]. Note that false attacks
may be found, especially when modeling protocols with global states [Bla12; LZK20].
And since ProVerif does not bound the number of executed protocol sessions and the
message space, it does not always terminate. Apart from these two minor drawbacks, it
has proven to be of great value in the verification of cryptographic protocols.

2.3.2 Related Work
The first automated verification tools arrived roughly two decades ago [MMS97; Wei99].
While these tools were considered impressive advances in the academic community,
they were not suitable for analyzing complex real-world protocols. In fact, they often
lacked completeness, did not guarantee termination, and in addition could not prove
the absence of attacks, since they only analyzed a subset of the state space.
Eventually, powerful verification tools, such as ProVerif [Bla01; Bla16; CB13], emerged.
Over the years, ProVerif has amassed a remarkable track record in verifying and detecting flaws in numerous protocols: Signal [KBB17], Noise [Kob18], 5G [Bas+18], and
others [LZK20; Zha+20]. It even played a major role in the standardization process of
TLS 1.3 [BBK17; Kob18]. With the introduction of tools that promise high accessibility
and usability, e.g., Verifpal [KNT20], tool-based verification of protocols may be on the
verge of broader adoption in the realm of practitioners.
Puys, Potet, and Lafourcade verified OPC UA’s security handshake in the symbolic
model using ProVerif [PPL16]. Their analysis focused on OPC UA’s confidentiality and
authentication properties. Attacks were found that affected authentication properties
within the security modes Sign and SignAndEncrypt. The authors of [PPL16] provided
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countermeasures that have been communicated and clarified with the OPC Foundation [Puy18]. In essence, the public key of the receiving entity (in form of a hash of
the certificate) must be included in the OSC Request and Response otherwise man-inthe-middle attacks are possible. Note that we base the ProVerif models of our proposed
variants on the fixed model presented in [PPL16].
In further related works, the integration of PQC into other protocols have been
formally verified in the symbolic model. For instance, in [Hül+21], the authors introduce
a post-quantum variant of the WireGuard virtual private network (VPN) protocol, which
they formally verify using the Tamarin protocol prover.

2.4 Beyond RSA and ECC: Families of Post-Quantum
Cryptography
Ever since Shor published his work on a polynomial-time factoring algorithm for quantum
computers, the cryptography community has started to look for alternative cryptographic
primitives that rely on other intractability assumptions than factoring and discrete
logarithm. So far, five families of post-quantum cryptography have been identified that
could serve as replacements for current asymmetric primitives. Each family relies on a
different (mathematical) complexity assumption that is believed to be intractable for
classical as well as quantum computers. Two of these families have been known and
analyzed for several decades, hash-based [Mer79] and code-based [McE78] cryptography,
while the other three families have only been introduced recently: lattice-based [Ajt96;
HPS98], multivariate [Pat96], and isogeny-based cryptography [JD11; RS06]. As a
consequence, trust in the resulting proposals and their readiness for practical applications
varies widely.
But before these new cryptographic schemes are ready for widespread deployment,
numerous challenges have to be overcome. In terms of efficiency, PQC generally implies
a higher cost in some performance metric. Compared to conventional cryptography
they either have higher computational costs, higher storage requirements, or higher
communication costs. In addition to that, their underlying constructions, e.g., KEM,
also prevent them from serving as simple drop-in replacements for conventional publickey schemes, such as ECDH. Furthermore, trust in these new proposals needs to be
established through extensive cryptanalysis and trustworthy standardization processes.
Other important factors are a high degree of usability and ease of implementation. In
fact, once post-quantum schemes are standardized and fully trusted, efficient software
and hardware implementations are required, so PQC is available for the integration into
real-world applications.

34

2 Background and Related Work

Out of the five families, lattice-based cryptography is generally deemed the most
flexible [BLM17; Pei16]. In recent years, lattice-based schemes have arguably attracted
the most research without fundamentally breaking it [DAn+19a; GP18; GJY19]. As
a consequence, lattice-based proposals offer efficient hardware and software implementations [Che+20c; Gui+17; Gün+18; Spe+18], reasonably sized public keys and
ciphertexts [Ava+20; DAn+19b; Hül+17], as well as strong security properties [MR08;
Pei16]. Another important family of PQC is hash-based cryptography. Since its design
only relies on hash functions, it is substantially different to the other classes and only
allows to construct signature schemes. Due to their maturity, hash-based signature
schemes are well trusted and offer reliable security guarantees [Ber+15; Ber+19;
DSS05; KF17]. However, because of their imbalanced performance characteristics they
are typically not considered general-purpose signature schemes; instead, they are rather
suited for applications that favor conservative security over fast signing performance
and small signatures [Coo+20; Moo+20]. Moreover, hash-based cryptography is often
considered a trust anchor for the transition to PQC [Buc+16; But17]. Because of the
above, we focus on lattice- and hash-based cryptography in the remainder of this thesis.
In the following paragraphs, we briefly discuss the other three classes for the sake
of completeness, whereas we discuss preliminaries of hash-based and lattice-based
cryptography in more detail in the subsequent sections.
Code-Based Cryptography. Code-based cryptography relies on error-correcting codes
to hide information and was first proposed by McEliece [McE78]. The security of the
scheme relies on two computational assumptions: First, it is intractable to distinguish
the public key in form of a generator matrix from a random matrix; second, a generic
decoding problem, which is considered computationally hard even on quantum computers. During encryption a message is converted into a code word using a receiver’s
public generator matrix and the sender also adds errors to the code word. Decryption is
feasible since the receiver generated the public matrix such that the secret structure of
the code is hidden from adversaries but still allows him to efficiently decode the code
word using error-correcting codes as private key, e.g., Goppa codes.
Due to improvements by Niederreiter [Nie86], the public key size can be reduced
from 4 MB to approximately 1 MB for a conservative security configuration. Cost of
encryption and decryption is also reduced. Furthermore, both variants offer the same
security guarantees and, as of writing, remain fundamentally unbroken. While they
offer some of the smallest ciphertexts among the different PQC families, their large
public keys may prevent them from being used in resource-constrained environments.
Because of the lack of practical signature schemes based on codes, key establishment is
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so far the main use case. For a more detailed discussion of code-based cryptography we
refer the reader to [Alb+20; OS08; Sen17].

Multivariate Cryptography. Multivariate cryptography relies on the hardness of solving
multivariate polynomial equations over finite fields, e.g., the MQ-problem. So far, no
algorithm is known to efficiently solve systems of random multivariate polynomials for
sufficiently large parameters. In multivariate cryptosystems based on the MQ-problem,
the public key consists of a set of multivariate quadratic polynomials. The private
key contains the knowledge of a trapdoor that allows to efficiently solve the system
of equations. The construction of a trapdoor typically requires the public key to be
computed as the composition of two affine maps and one quadratic central map, which
are all easy to invert. The resulting public key, however, is expected to be hard to invert.
In general, it is considered easier to construct secure multivariate signature schemes
than multivariate encryption schemes since multivariate signature schemes can use
under-defined systems: The resulting system of equations has more than one solution
and any solution is in fact a valid signature. In case of hash-then-sign constructions,
the resulting signature schemes offer small signatures but large public keys [Cas+20;
Din+20]. For Fiat-Shamir constructions, the resulting schemes come with small public
keys but large signatures [Che+20b]. For a more detailed discussion of multivariate
cryptography, we refer the reader to [DP17; DY08]

Isogeny-Based Cryptography. Isogeny-based cryptography is the youngest proposal
within the five families of PQC. Unlike classical ECC it does not work on points of ECs;
instead, it maps curves onto other curves by exploiting a property called isogenies.
The first cryptographic system based on isogenies between elliptic curves has been
introduced in 2006 but was inefficient in terms of encryption and decryption performance [RS06]. In addition, weaknesses were later found making a quantum-computer
attack feasible [CJS14]. Another scheme introduced by Jao and De Feo uses isogenies
between supersingular ECs, which significantly improves performance [JD11]. As a
result, the aforementioned attack does not apply. Moreover, their proposed cryptosystem allows key exchange very similar to the original DH key exchange: supersingular
isogeny Diffie-Hellman (SIDH) [Jao+20]. However, before schemes based on isogenies
between supersingular ECs are fully trusted, they need to withstand more years of
cryptanalysis. For a more detailed discussion of isogeny-based cryptography, we refer
the reader to [Gal+16; Lau17].
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2.4.1 Hash-Based Cryptography
The security of hash-based signature schemes only relies on the existence of cryptographic hash functions. In fact, it has even been proven that as long as secure signature
schemes exist secure instantiations of hash-based signature schemes also exist [BDH11;
Rom90]. Apart from their minimal security assumptions, their generic nature offers
a high degree of flexibility. In particular, any hash function that fulfills the required
properties can be used to instantiate a hash-based signature scheme — without having
to change its overall construction [But17].
Hash-based public-key cryptography dates back to 1979: Lamport [Lam79] introduced the concept of one-time signature schemes, while Merkle [Mer79] independently
proposed to aggregate key pairs of one-time signatures into tree structures, i.e., Merkle
trees or hash trees. Since these schemes make use of one-time secret keys that must
not be reused, the signer needs to keep track which secret keys have already been used.
Because of their dynamic secret keys, DSAs based on this concept are said to be stateful,
i.e., require the management of a state. In addition, they come with large signatures
and slow signing times, which eventually prevented wide-spread adoption. But due to
the emerging threat of quantum computers, interest in these schemes has been restored,
resulting in the development of practical hash-based signature schemes.
One-Time Signature Schemes.
The main building block of hash-based cryptography are one-time signature schemes.
Since part of the private key is revealed during the signing operation, the private key
must only be used once. The private key in one-time signature schemes typically contains
randomly chosen numbers, while the public key is computed as the hash value of those
random numbers. In the case of an n-bit message m, the secret key consists of 2n random
numbers, whereas the public key is the hash value of each random number. The signer
then reveals parts of the secret key according to the bit values of message m. In turn,
the verifier applies the hash function to the revealed secrets and checks whether the
corresponding public keys match the hash values of the secret keys. However, this makes
Lamport one-time signatures very large, and verification requires n hash computations.
More advanced one-time signature schemes, such as the Winternitz scheme [DSS05]
and an improved variant of it [Hül13], significantly reduce signature size but incur
additional runtime. Instead of revealing secrets for individual message bits, multiple
message bits are covered by a single secret and by altering the number of chained
hash computations. In particular, the Winternitz-parameter selects the numbers of
simultaneously signed bits, which enables a trade-off in terms of signature size and

2.4 Beyond RSA and ECC: Families of Post-Quantum Cryptography

37

speed: a large value leads to slower signing and verification times but reduces signature
and key size. A commonly used value is w = 16 = 24 , which subdivides the message m
into groups containing 4 bits each [DSS05]. The signer applies hash functions according
to the decimal value indicated by each group. The verifier then computes the remaining
parts of the chain, which allows him to check the signature. In order to prevent forgeries,
the inclusion of a negated checksum is required, which is appended to the message. A
thorough discussion of one-time signature schemes is given in [BDS08b; DSS05; Rij19].
Many-Time Signature Schemes.
As the aforementioned one-time signature schemes are impractical to use in real-world
applications, Merkle suggested to aggregate the one-time key pairs into a binary hash
tree. In the Merkle signature scheme, different one-time signatures are then verified
through the hash tree [Mer90]. Nevertheless, the amount of signatures that can be
produced this way is still limited.
At the top of the hash tree is the global public key, which is merely the digest of a
hash function. Therefore, it is very small — typically between 32 and 64 bytes. The
leaf nodes contain the public keys of a one-time signature scheme, indexed from left to
right. A hash tree of height H can sign up to 2H messages. Messages are then signed
using the private one-time keys of a one-time signature scheme in sequential order. The
resulting signature consists of the one-time signature of the message, the corresponding
public key, an index denoting what key pair was used, and an authentication path
for authenticating the one-time public key. In order to verify signatures, the one-time
signature needs to validate as well as the one-time public key. The one-time signature is
validated according to the underlying one-time signature scheme. The authentication
path allows to efficiently reconstruct the path from the provided one-time public key to
the global public key. A comparison between the global public key computed from the
authentication path with the actual global public key yields its validity, assuming the
original global public key has been certified by a trusted third-party.
Since a one-time key pair must not be reused in many-time signature schemes, a
state needs to be maintained that indicates which key pairs have already been used.
As a consequence, this state management is one of the most critical tasks in stateful
hash-based signature schemes. Typically, the signer uses the one-time key pairs in
sequential order and tracks the most recently used key pair. This index is also stored as
part of the private key as well as the signature.
Over the past decades Merkle’s original signature scheme has seen several improvements that target its memory requirements [Buc+06; HBB13], signature size [Hül13],
and overall performance characteristics [BDH11; BDS08a]. To allow for a very large
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amount of signatures the concept of multiple layers of hash trees (multi-trees) has been
introduced [Buc+07; Buc+06; HRB13]. This allows to sign a cryptographically unlimited amount of messages, e.g., up to 280 , but comes at the cost of larger signatures and
decreased efficiency. Apart from the above algorithmic improvements, a technique for efficient and secure state management has been proposed in [McG+16]. Eventually, these
works led to the construction of two practical stateful hash-based signature schemes:
XMSS [Hül+18] and LMS [MCF19]. They define single- and multi-tree versions with
parameter sets that target different security-memory-performance trade-offs. Moreover,
both schemes have been specified by the Internet Engineering Task Force (IETF) as
informational Requests for Comments (RFCs).
From Stateful to Stateless Hash-Based Signature Schemes.
The construction of hash-based signature schemes that do not require the management
of a state dates back to work by Goldreich [Gol87; Gol04]. To eliminate the need
to maintain a state, Goldreich proposed to use an authentication tree of very large
depth. Furthermore, during the signing operation the leaf node for a signature is
chosen at random, such that the chance of reusing a one-time signature key pair is
cryptographically negligible. Nevertheless, this design is unsuitable for real-world use
cases, due to its large amount of leaf nodes, which makes tree traversal infeasible, and
its excessively large signatures (> 1 MB).
In [Ber+15], the Goldreich design was improved by introducing SPHINCS — a practical stateless hash-based signature scheme. The large trees are constructed using a
hierarchical structure of hash-trees, which significantly reduces signature size (40 kB in
case of SPHINCS-256) at reasonable signing performance. As opposed to Goldreich’s
construction, the inner nodes of the trees are no longer one-time signatures; instead,
they are replaced by binary hash trees with one-time signatures at their leaves. In
particular, SPHINCS makes use of one-time signature schemes to sign the root nodes of
the trees on the next lower level and few-time signature scheme at the leaf nodes of the
lowest level to sign actual messages. In case of few-time signature schemes, the private
key can be used multiple times before the overall security deteriorates. The use of a
few-time signature scheme reduces the total number of leaf nodes, which in turn helps
to reduce signature size.
The current state of the art in stateless hash-based signature schemes is an improved
version of SPHINCS: SPHINCS+ [Ber+19]. While it shares many features of the original
version, SPHINCS+ uses a different few-time signature scheme, i.e., FORS, introduces
tweakable hash functions, and chooses leaf nodes deterministically by treating the hash
digest of the message as index. These optimizations not only increase its efficiency
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but also protect SPHINCS+ from multi-target attacks. Comparing SPHINCS-256 with
the corresponding SPHINCS+ variant shows that it reduces signature size by 25 %,
signs 1.7 times faster, and remains secure for up to 250 signatures under the same
key [Ber+19]. Furthermore, the SPHINCS+ framework offers multiple variants with
different parameter sets and thus allows users to select an instantiation that meets their
specific application requirements.

2.4.2 Lattice-Based Cryptography
Cryptographic constructions based on lattice problems are one of the newer strands
within the field of post-quantum cryptography. Nevertheless, because of their strong
security proofs, ease of implementation, and balanced performance characteristics
lattice-based cryptography has attracted increased attention from the cryptography
community over the last decades.
Two groundbreaking works published by Ajtai [Ajt96] and by Hoffstein, Pipher, and
Silverman [HPS98] in the mid 1990’s mark the origin of lattice-based cryptography. Ajtai
provided the first worst-to-average-case reduction for lattice problems and presented the
short integer solution (SIS) problem [Ajt96]. Around the same time Hoffstein, Pipher,
and Silverman developed NTRU, a PKE scheme based on algebraically structured lattices,
i.e., polynomial rings [HPS98]. While it offered practical efficiency as well as compact
ciphertext and key sizes, it lacked a thorough security argument since its theoretical
foundation could not be linked to any worst-case lattice problems.
Following these breakthroughs, cryptography researchers aimed to merge these two
directions in order to create highly efficient lattice-based cryptosystems based on solid
theoretical security assumptions. In a seminal work from 2005, Regev presented the
learning with errors (LWE) problem, proved its relation to worst-case lattice problems,
and introduced a PKE scheme based on LWE, which still serves as the foundation
for today’s lattice-based cryptographic constructions [Reg05]. Further refinements
to Regev’s celebrated work were introduced in [LPR10; Pei09; Reg09]. After the
introduction of LWE, Gentry, Peikert, and Vaikuntanathan showed how to construct
trapdoor functions from lattice problems and presented a signature scheme based on
their trapdoor function [GPV08].
For our definitions of lattices and their associated hardness assumptions, we follow
the descriptions given in [MR08] and [Pei16]. In general, a lattice is a set of points
in an n-dimensional space. More formally, given n-linearly independent basis vectors
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B = {b1 , b2 , . . . , bn } ∈ Rn , the lattice L generated by them is [MR08]:

L ( B) =

{︄ n
∑︂

}︄
zi · b i : zi ∈ Z .

i=1

Note that the basis of a lattice is not unique. Most cryptographic constructions based on
lattice problems even rely on this fact.
While many computational problems exist in lattices, mostly variants of shortest
vector problem (SVP) are relevant for cryptography. In fact, SVP is one of the most
studied computational problems in lattices and is defined as follows [Pei16]:
Definition 2.4.1 (Shortest Vector Problem) Given an arbitrary basis B for some lattice
L = L (B), find a shortest nonzero lattice vector.
In particular useful for the construction of cryptosystems based on lattice problems, such
as LWE, are approximation problems. Such approximation problems are parameterized
by an additional approximation factor γ with respect to the lattice dimension n : γ(n) ≥ 1.
For example, the approximation variant of SVPγ aims to find a nonzero vector of length
at most γ times that of the shortest nonzero vector. Other important problems for
lattice-based cryptography are the decisional approximate SVP (GapSVPγ ) and the
approximate shortest independent vectors problem (SIVPγ ) [Pei16].
Apart from very large approximation factors, the problem of finding short vectors
seems to be intractable. All existing efficient algorithms such as the Lenstra, Lenstra,
and Lovász (LLL) algorithm end up with slightly sub-exponential approximation factors
for the above lattice problems [LLL82]. While variations of the LLL algorithm exist that
run in polynomial time, they either require sub-exponential time or exponential time
and space [Agg+15; AM18]. Most importantly, as of yet, no quantum algorithm is
known that solves these lattice problems in polynomial time.
Learning with Errors and Its Variations.
Today, most lattice-based cryptosystems are based on the average-case LWE problem
and variations of it. Regev and Peikert demonstrated the hardness of the LWE problem
by providing reductions to worst-case lattice problems such as GapSVPγ [Pei09; Reg05].
LWE is parameterized by the positive integers n, m, q, and some probability distribution χ over Zq , which is typically a discrete Gaussian distribution5 . Note that additions
5

For the original worst-case-to-average-case reduction, a rounded Gaussian distribution was required.
This stringent requirement has since been relaxed to allow for other probability distributions [Bos+18;
MP13].
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are done modulo q, i.e., in Zq . The exact hardness of LWE ultimately depends on its
parameterization. More formally the LWE problem is defined as follows [Lyu20; Reg09]:
Definition 2.4.2 (Learning with Errors:) Given the positive integers m, n, q = q(n) ≤
poly(n) and a probability distribution χ over Zq , LWE aims to find a secret vector s from
the set of equations (A, b) such that b = As + e mod q, where A ← Zm×n
, s ← Znq , and
q
m
e ← χ . Naturally this leads to two different problem formulations: Decision-LWE and
Search-LWE.
1. Search-LWE: Given (A, b), where b = As + e mod q, recover s.
2. Decision-LWE: Distinguish with non-negligible probability between (A, b) and (A, u),
where u was chosen uniformly at random from Zm
q .
Ultimately, the error vector e, which is sampled from the distribution χ, makes LWE a
hard problem. Without this error term, instances of LWE could be trivially solved using
linear algebra, i.e., Gaussian elimination.
Regev proved that the search-variant of LWE is at least as hard as solving some
worst-case lattice problems and that the hardness of decision-LWE is equivalent to
search-LWE [Reg09]. Regev’s proof is based on a quantum polynomial-time reduction,
a fully classical reduction was given in [Pei09]. As a consequence, LWE is generally
considered to be intractable on classical as well as quantum computers. Besides that,
LWE can be formulated as a well-established problem from learning theory, i.e., learning
parity with noise problem, and is related to decoding problems from coding theory, i.e.,
bounded-distance decoding problem.
In cryptographic constructions based on LWE, the dimension n of the public matrix A
is one of the most important security parameters, which leads to very large unstructured
matrices for adequate security — in the order of several hundreds. Lyubashevsky, Peikert,
and Regev introduced one way to avoid this inefficiency by working with polynomial
rings. As a result, instead of Zq higher degree polynomials are now considered [LPR10].
A common example for such a polynomial is the ring Rq = Zq [z] / (zn + 1), where n is a
power of 2. This allows to define Ring-LWE analogous to LWE, but the underlying hardness assumptions are now based on structured lattices, also known as ideal lattices, as a
result of the ring Rq [LPR10]. Ideal lattices have not received as much attention as general lattices and, hence, may not offer the same security guarantees [Cra+16; DPW19],
but up to now it is not known how to effectively exploit any of these security concerns.
However, Ring-LWE allows to drastically improve performance and consequently enables
real-world applicability. Moreover, constructions based on Ring-LWE allow to decrease
key sizes by a factor of 200 compared to standard LWE constructions [LP11].
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Another variant addressing drawbacks of standard LWE and Ring-LWE was proposed
in [BGV14] and further refined in [LS15]: Module-LWE (Mod-LWE). While offering
better efficiency and key sizes compared to standard LWE, it also mitigates potential attack avenues against the additional algebraic structures present in Ring-LWE [DAn+18].
In addition to that, it offers better flexibility for adjusting security levels.
As Definition 2.4.2 shows, LWE and its aforementioned variants rely on sampling small
error values from specific probability distributions. It has been shown that by rounding
these error values deterministically, i.e., scaling and rounding coefficients modulo q,
the size of the parameters can be effectively reduced. This concept is called learning
with rounding (LWR) and was first introduced in [BPR12]. In LWR, the deterministic
rounding function serves the following purposes: it decreases the size of the ciphertext
and adds uniformly distributed
errors.
the LWR assumption can be
(︁
)︁ More precisely,
m , where A ∈ Zm×n is sampled
formulated as follows: A, b = ⌊As⌉p ∈ Zm×n
×
Z
q
p
q
uniformly at random and ⌊·⌉p : Zq → Zp for some p < q denotes the rounding function.
It has been shown that for large ratios q/p the addition of an error does not affect the
rounded output. Search and decision problems can be formulated analogous to LWE
as well as ring and more generalized module variants. Furthermore, LWR is at least as
hard as the corresponding LWE formulations [Alw+13; Bog+16].
Almost all modern lattice-based constructions are based on above variants of the
standard LWE problem; eventually, leading to practical and highly efficient latticebased constructions for key establishment [Ava+20; Bas+20] and signatures [Bai+20;
Fou+20]. However, due to recent progress in cryptanalysis there remains some doubt
about the concrete hardness of lattice-based problems [AM18; Alb+18; Alb+19; Ber19].
As a result, more analysis is required to increase confidence in lattice-based cryptographic
schemes and their parameter sets.

2.4.3 Standardization Efforts
To facilitate the deployment of cryptographic primitives in real-world systems, it requires
cryptography standards that are accepted by organizations around the world. In essence,
a cryptography standard specifies how to implement the respective primitive, such that
it allows the involved parties to securely communicate with each other.
Such cryptography standards are issued by governmental as well as non-governmental
organizations. Arguably, one of the most famous examples for a cryptography standard is the network protocol TLS, which billions of people and devices rely on each
day — often unnoticed. The standardization body responsible for specifying TLS is the
non-governmental IETF [Res18]. NIST, on the other hand, is a governmental agency
of the United States of America. While their standards are initially intended for US
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Table 2.2: PQC schemes from third round of NIST’s PQC standardization project.
(a) Finalists.
Algorithm

(b) Alternate Candidates.

Specification

Family

Key Encapsulation Mechanisms
Classic McEliece
CRYSTALS-Kyber
NTRU
SABER

[Alb+20]
[Ava+20]
[Che+20a]
[Bas+20]
[Bai+20]
[Fou+20]
[Din+20]

Specification

Family

Key Encapsulation Mechanisms
Code
Lattice
Lattice
Lattice

Digital Signature Algorithms
CRYSTALS-Dilithium
Falcon
Rainbow

Algorithm

Lattice
Lattice
Multivariate

BIKE
FrodoKEM
HQC
NTRU Prime
SIKE

[Ara+20]
[Alk+20]
[Agu+20]
[Ber+20]
[Jao+20]

Code
Lattice
Code
Lattice
Isogeny

Digital Signature Algorithms
GeMSS
Picnic
SPHINCS+

[Cas+20] Multivariate
[Cha+20] Symmetric
[Aum+20]
Hash

agencies, NIST’s cryptography standards are internationally recognized and, thus, organizations, governments, and companies around the world implement them. In fact,
NIST is responsible for some of the most widely used cryptography standards: AES for
symmetric-key encryption and the family of secure hash algorithms (SHA-1,-2,-3). In
2016, NIST announced their plans to standardize post-quantum cryptography [NIS16].
Apart from NIST’s standardization efforts, the European Telecommunications Standards Institute (ETSI) already held several workshops on post-quantum cryptography,
published reports on quantum-safe cryptography [ETS15; ETS17], and proposed a
generic migration strategy [ETS20]. As discussed in Section 2.4.1, the IETF already
published two RFCs for stateful hash-based signature schemes: XMSS [Hül+18] and
LMS [MCF19]. These quasi-standards have since been reinforced by NIST, which recommends both schemes for certain use cases, such as signing software or firmware
updates [Coo+20]. Besides that, recommendations for PQC have recently been published by other governmental agencies, such as the German Federal Office for Information
Security (Bundesamt für Sicherheit in der Informationstechnik, BSI) [BSI20a; BSI21].
Nevertheless, NIST’s PQC project arguably attracts the most attention among researchers and practitioners. As a consequence, for the selection of PQC primitives in the
following chapters we consider the schemes submitted to NIST’s PQC standardization
project and the two hash-based schemes of the aforementioned IETF-RFCs.

44

2 Background and Related Work

Table 2.3: Properties of lattice-based key establishment schemes from the third round of NIST’s
PQC standardization project.
Security (bits)

Sizes (bytes)

NIST
Level

Lattice
Problem

Classical

PQ

sk

pk

ct

Failure
Rate

CRYSTALS-Kyber (Kyber512)
NTRU (NTRU-HRSS701)
SABER (LightSaber)
FrodoKEM (Frodo640)
NTRU Prime (SNTRUP653)

1

Mod-LWE
NTRU
Mod-LWR
LWE
NTRU

118
136
118
145
129

107
124
107
132
117

1,632
1,452
1,568
19,888
1,518

800
1,138
672
9,616
994

736
1,138
736
9,720
897

2−139
—
2−120
2−139
—

NTRU Prime (SNTRUP761)

2

NTRU

153

139

1,763

1,158

1,039

3

Mod-LWE
Mod-LWR
LWE

182
189
210

165
172
191

2,400 1,184 1,088
2,304
992 1,088
31,296 15,632 15,744

2
2−136
2−200

5

Mod-LWE
Mod-LWR
LWE
NTRU

256
260
275
175

232
236
250
159

3,168 1,568 1,568
3,040 1,312 1,472
43,088 21,520 21,632
1,999 1,322 1,184

2−174
2−165
2−253
—

Algorithm (Parameter Set)

CRYSTALS-Kyber (Kyber768)
SABER (Saber)
FrodoKEM (Frodo976)
CRYSTALS-Kyber (Kyber1024)
SABER (FireSaber)
FrodoKEM (Frodo1344)
NTRU Prime (SNTRUP857)

—
−164

NIST PQC Standardization Project.
Instead of standardizing a single algorithm NIST seeks to standardize a portfolio of
primitives in a multi-round process. In particular, NIST will standardize schemes for
key establishment, public-key encryption, and digital signatures. First draft standards
are expected to be available at the latest in 2024.
Their initial call for proposals led to the submission of 82 candidates, out of which
69 met all submission criteria [Ala+19]. During the project, submissions are analyzed
and compared with each other with regards to security, performance metrics, as well
as implementation and algorithm characteristics [NIS16]. In order to allow for a fair
comparison and an efficient classification of PQC schemes from various problem families,
NIST defined five security levels (also denoted security categories) that correspond to
different security strengths. As a reference, NIST relates to the security of symmetric
encryption schemes, i.e., AES, and to the security of hash functions, i.e., SHA-2/SHA-3.
Listed in increasing order of expected difficulty, NIST level 1 through 5 correspond
to [NIS16]: (1) brute-force attack against AES-128, (2) collision finding attack against
SHA2-256/SHA3-256, (3) brute-force attack against AES-192, (4) collision finding
attack against SHA2-384/SHA3-384, and (5) brute-force attack against AES-256.
Having evaluated all initial candidates, 26 algorithms moved to the second round (17
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PKEs/KEMs and 9 DSAs) in January 2019 [Ala+19]. In July 2020, NIST announced
the third round of its standardization project with seven finalists and eight alternate
candidates [Moo+20]. Finalists are considered the most promising schemes ready for
standardization directly after this round, while alternate candidates are schemes that
might be standardized later, after an additional round of evaluation. Table 2.2 shows all
remaining candidates in NIST’s third round. Out of the seven finalists, five schemes are
based on problems related to lattices, which makes lattice-based cryptography a likely
candidate for the upcoming NIST PQC standards. Note that the KEM CRYSTALS-Kyber
and the DSA CRYSTALS-Dilithium are closely related; for the sake of brevity, we omit
their CRYSTALS-prefix in the remainder of this thesis wherever applicable. Apart from
lattice-based schemes, the stateless hash-based signature scheme SPHINCS+ [Aum+20],
an alternate candidate, plays another important role in this thesis.
Table 2.3 and Table 2.4 show metrics, such as size and security estimates, of relevant
KEMs and DSAs that are part of NIST’s most recent round. In the upcoming sections,
we asses PQC schemes in more detail in order to identify promising PQC schemes for
systems containing TPMs (Chapter 4), to introduce a migration strategy towards postquantum authentication in TLS 1.3 (Chapter 5), and to identify promising lattice-based
KEMs and DSAs for the integration into OPC UA (Chapters 6 and 7).
It should be noted that work on this thesis started at the beginning of the second round
of NIST’s PQC standardization project. As a result, Chapters 6 and 7 contain analyses
and discussions of second round specifications of selected submissions. However, since
our final selection of PQC schemes always contains candidates that are now among
the finalists and since NIST did not permit major updates to the specification and the
corresponding reference implementation after the second round, the results and claims
presented in those chapters remain valid.

2.5 Post-Quantum Cryptography in Practice
Since NIST started its PQC standardization process, there have been several initiatives for
testing and benchmarking the proposed schemes. The SUPERCOP6 toolkit integrates and
benchmarks the schemes for x86-64 CPU architectures and the subprojects of the mupqproject7 for various embedded platforms, such as ARM Cortex-M4 (pqm4) [KRS19].
The studies on integrating PQC into widespread Internet protocols started with
the integration of key exchange based on Ring-LWE in TLS 1.2 [Bos+15] and were
extended by multivariate signature schemes in [Cha+14]. Many experimental studies
6
7

https://bench.cr.yp.to/supercop.html (visited on 08/26/2021).
https://github.com/mupq (visited on 08/26/2021).
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Table 2.4: Properties of lattice- and hash-based signature schemes from the third round of
NIST’s PQC standardization project.
Security (bits)

Sizes (bytes)

NIST
Level

Hard
Problem

Classical

PQ

sk

CRYSTALS-Dilithium (Dilithium2)
Falcon (Falcon512)
SPHINCS+ (SPHINCS+ -128s)
SPHINCS+ (SPHINCS+ -128f)

1

Mod-LWE
NTRU
Hash Func.
Hash Func.

121
120
133
128

110
108
67
64

2,544
1,281
64
64

1,312 2,420
897
666
32 7,856
32 17,088

CRYSTALS-Dilithium (Dilithium3)
SPHINCS+ (SPHINCS+ -192s)
SPHINCS+ (SPHINCS+ -192f)

3

Mod-LWE
Hash Func.
Hash Func.

176
194
194

159
97
97

4,016
96
96

1,952 3,293
48 16,224
48 35,664

5

Mod-LWE
NTRU
Hash Func.
Hash Func.

253
277
255
255

230
252
128
128

4,880 2,592 4,595
2,305 1,793 1,280
128
64 29,792
128
64 49,856

Algorithm (Parameters)

CRYSTALS-Dilithium (Dilithium5)
Falcon (Falcon1024)
SPHINCS+ (SPHINCS+ -256s)
SPHINCS+ (SPHINCS+ -256f)

pk

sig

have since followed that evaluate the impact of PQC on TLS either under real network
conditions [Bra16; KV19; SKD20a; SKD20b] or under lab conditions [CPS19; PST20].
For instance, the authors of [PST20] developed an experimental framework for the
TLS 1.3 handshake that is able to emulate network connections with real conditions.
Therewith, they studied the impact of connection latency, packet loss rate, and packet
fragmentation on various post-quantum signature and key establishment schemes.
Typically, the authors of aforementioned studies make use of reference implementations
from NIST’s PQC standardization project or existing open-source implementations. For
example, the Open Quantum Safe project (liboqs) implements post-quantum primitives
and provides prototypical integrations of PQC schemes into the popular TLS library
OpenSSL [SM17].
Considering the evaluation of post-quantum TLS on embedded systems, [Bür+20]
evaluated the integration of post-quantum key exchange based on Kyber and postquantum authentication based on SPHINCS+ in the TLS 1.2 handshake on four different
platforms using the Mbed TLS library, from the high performance class of ARM CortexA53, Xtensa LX6, ARM966E-S, down to ARM Cortex-M0+.
While the TLS protocol arguably has attracted the most attention so far, research efforts
exist that propose and evaluate integrations of PQC into other security protocols such
as Secure Shell (SSH) [CPS19; SKD20a] and Internet Key Exchange (IKE) [Tjh+21].
However, only few research works exist that target the integration of PQC into dedicated
M2M communication protocols. For example, [SLB19] integrated the post-quantum
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KEM NTRU into the key exchange of DTLS, thereby demonstrating its feasibility for CPS.
Nevertheless, they did not consider the integration of post-quantum signature schemes.

2.5.1 Post-Quantum Key Exchange Based on Hybrid Constructions
Hybrid key exchange is considered a promising transitional solution: It preserves conventional security guarantees, while offering protection against future attacks from
quantum computers. As a result, most existing integration studies focus on confidentiality by fostering hybrid key establishment in protocols [Bra16; KV19; SM17]. In
such hybrid schemes, conventional key agreement, e.g., ECDHE, is combined with a
post-quantum KEM to offer protection against “harvest now, decrypt later” attacks. In
this attack scenario, an adversary records encrypted communication today, which must
include the key exchange based on conventional cryptography. Once in possession of
a cryptographically relevant quantum computer, the adversary is able to recover the
secret session keys and thus able to decrypt all of the recorded data.
In one of the first public experiments (CECPQ1), Google combined the lattice-based
KEM NewHope with ECDHE based on the X25519 curve in TLS 1.2 [Bra16]. A follow-up
experiment (CECPQ2) is currently conducted by Google in collaboration with Cloudflare
that investigates the impact of hybrid key exchange in TLS 1.3; preliminary results
are presented in [Kwi19]. Within TLS 1.3, they developed two different hybrid key
agreement schemes using either NTRU-HRSS or SIKE alongside the elliptic curve X25519
as the conventional key establishment scheme. The results indicate that faster PQC
algorithms (NTRU-HRSS) are more desirable in TLS 1.3 than PQC primitives with
smaller keys (SIKE) [KV19; Lan19]. In addition to these notable and highly realistic
experiments, two IETF Internet drafts exist that propose hybrid key exchange for
TLS 1.2 [CC21] and TLS 1.3 [SFG21].
Furthermore, Bindel et al. proved the robustness of combining techniques that are
often used within hybrid key exchange [Bin+19b]. Theoretical knowledge with regards
to hybrid constructions has also been established by adapting security experiments and
by distinguishing between different adversarial capabilities [Bin+19b; GHP18].
Nevertheless, existing experiments that evaluate hybrid key exchange have largely
focused on the integration of PQC into TLS and only considered rather powerful computing environments. For example, in Google’s aforementioned project (CECPQ2) ARMv7
and X86 CPU architectures were explicitly excluded from the experiments [Lan19]. As
a result, existing experiments do not represent computing environments typically found
in ICS, which also contain resource-constrained embedded devices (see Section 2.1).
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2.5.2 Post-Quantum Authentication
Since adversaries cannot retroactively impersonate entities in communication sessions,
i.e., break authentication properties, the migration towards post-quantum authentication
has attracted less attention so far. However, this migration still needs to be completed
before large-scale quantum computers exist. As authentication is typically based on longterm public keys that are stored and distributed in form of certificates, an underlying
public-key infrastructure (PKI) is required. The integration of PQC into related standards,
e.g., X.509, has been studied in [Bin+17; Kam+18]. Previous works also proposed
hybrid certificates for this transition where extension fields are used to bind an additional
public key to an entity using an additional post-quantum signature scheme [Bin+19a].
Research that targets post-quantum authentication is limited to integrations into
TLS and so far has only considered server authentication. A performance evaluation
of post-quantum authentication in TLS 1.3 is given in [SKD20b]. However, as it only
studies post-quantum authentication, it does not provide a complete picture of a fully
post-quantum TLS handshake. The authors of [Bür+20] provide integrations of postquantum key exchange and authentication into TLS 1.2. Hence, their performance
evaluation gives the full impact of PQC in context of embedded systems. However, their
choice of certificate chain length is not adequate for real-world scenarios, and they do
not consider network time in their experiments.
A combination of different signature schemes in the same certificate chain has
been evaluated in two previous works. The authors of [SSW20] introduce a novel
post-quantum TLS variant relying on key encapsulation mechanisms for authentication — KEMTLS. They compare their handshake variant against size optimized certificate
chains and KEMs resulting in combinations of multivariate, hash-based, and latticebased signature schemes in addition to isogeny-based key establishment. The authors
of [SKD20b] find that a combination of Dilithium at end entities and Falcon at CA levels
outperforms the respective post-quantum control certificate chains. However, NIST
already declared it will only standardize one lattice-based signature scheme [Moo+20].
Therefore, a combination of Dilithium and Falcon within the same certificate chain does
not seem to be a viable option for efficient post-quantum authentication.

2.5 Post-Quantum Cryptography in Practice
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The security strength of cryptographic primitives deteriorates over time. On the one
hand, the increase in computing power leads to more powerful attacks on their underlying mathematical problems. For example, when RSA was introduced in the 1970s
it was adequate to use key sizes of 512–768 bits; today, NIST recommends key sizes
of 3072 bits [Bar16]. Quantum computing, on the other hand, threatens to break
currently deployed public-key cryptography. Because of this threat, there is increased
interest in concepts that prepare systems for a seamless transition to other cryptographic
primitives [KNW18; Nat17; OP19]: They propose to augment applications, systems,
and protocols with cryptographic agility.
In Section 1.1, we introduced Mosca’s theorem of risk determination. Next, we apply
it to the domain of industrial control systems. The shelf time tshelf of ICS components
is typically high — with life spans of 15 years or more. While it is still unknown when
(and even if [BSI20b; Dya20]) cryptographically relevant quantum computers will
exist, several experts estimate the collapse time tcollapse to be in the range of 10 to 15
years [MP21]. As shelf time is typically predetermined and collapse time is merely
based on experts’ estimates, the migration time tmigration remains to balance Mosca’s
theorem. However, migration time is also expected to be high in ICS because of their
heterogeneous setup and vast amount of legacy systems. Nevertheless, cryptographic
agility will help to eventually reduce it. As a consequence, we see cryptographic agility
as an essential requirement for applications, protocols, and systems of the ICS domain
to allow for a seamless and efficient transition to PQC.
In this chapter, we first define our notion of cryptographic agility for IIoT systems and
differentiate between three types of cryptographic agility: algorithm agility, protocol
agility, and implementation agility. Furthermore, we provide concrete guidelines how
cryptographic agility and its subtypes can be achieved in practice. Finally, we discuss
remaining challenges and identify open research questions.

Remark.

Parts of this chapter have been published in [PN19].
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3.1 Cryptographic Agility and Its Subtypes
Whenever weaknesses in cryptographic primitives are found — be it because of advances
in cryptanalysis, emerging conceptual flaws, mathematical breakthroughs, or the advent
of cryptographically relevant quantum computers — applications, systems, and protocols
must be ready to transition to alternative primitives. One concept that helps to be
prepared for such events is cryptographic agility [OP19].
While cryptographic agility has been known to the cryptography community for
some time, it mostly focused on implementations being replaceable [Sul09]. In light of
powerful quantum computers, there is a need to reconsider cryptographic agility on a
wider scale to prepare systems and entire infrastructures for the migration to PQC. NIST
already acknowledged that the requirements of PQC are drastically different to those
from current cryptosystems. As a result, upcoming PQC standards will not be simple
drop-in replacements for conventional cryptography [NIS16]. In order to establish a
definition of cryptographic agility that takes the requirements of the IIoT domain into
account, we surveyed several scientific works [McG17; McK17; OP19; Wai+18].
In essence, cryptographic agility strives to enable interoperability, to reduce the
migration time to new primitives, and to offer protection against future attacks. Note
that these future attacks are not limited to the threat of quantum computers. In fact,
other threats may occur that make it necessary to substitute or alter existing primitives.
As a consequence, a cryptographically agile system needs to fulfill several requirements.
First, it must be possible to add new cryptographic functionality to entire systems or
individual applications either as part of hardware or software implementations, such
that stronger security guarantees are achieved. Second, networked systems must be
able to choose their cryptographic primitives when communicating with other nodes.
In turn, this implies flexible protocol designs. Third, it must be possible to prohibit
cryptographic primitives that are no longer considered secure from being used.
Due to the increased complexity of today’s systems, it is not sufficient to strictly focus
on implementation aspects of cryptographic agility [OP19]. Hence, supplementary
requirements are needed to assess the state of cryptographic agility in systems. This
requires cryptographic agility to be measurable, effective, secure, and enforceable. Furthermore, when planning for cryptographic agility it is recommended to differentiate
between fine- and coarse grained migration strategies. A coarse-grained approach aims
to roll out new cryptographic primitives in larger, more complex systems or environments incrementally. A fine-grained approach, on the contrary, allows to switch between
cryptographic primitives instantly, e.g., via protocol negotiation phases. For example,
the migration strategy proposed in Chapter 5 falls into the former category, while our
integrations of PQC into OPC UA (Chapters 6 and 7) fall into the latter.
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Figure 3.1: Degree of cryptographic agility in hardware, software, and protocols (ASIC: application-specific integrated circuit, FPGA: field-programmable gate array, OS: operating system, App.: application).

However, the achievable degree of cryptographic agility also depends on the system
design. In general, cryptographic functionalities offered by software implementations are
more agile than fixed hardware implementations. To exemplify this, Figure 3.1 classifies
various types of software, hardware, and protocols as well as standards according to
their inherent agility.
Furthermore, a single notion of cryptographic agility does not suffice to cover all of
its variations. In fact, three subtypes of cryptographic agility exist [McG17]: algorithm
agility, protocol agility, and implementation agility.
Algorithm Agility. Algorithm agility denotes the traditional notion of cryptographic
agility. It aims for a seamless substitution of cryptographic primitives and is commonly
considered the easiest type of cryptographic agility to achieve. In the past, it mostly
regarded symmetric-key encryption due to their straightforward interface design, but
with public-key cryptography at the brink of being broken the focus shifted. Therefore,
it is now recommended to aim for common interfaces in public-key cryptography to
facilitate the migration to different primitives [McG17]. In fact, NIST’s PQC standardization process dictates the interface of submissions to allow for a simple evaluation of
different candidates.
Protocol Agility. Protocol agility aims to enable a seamless migration to a stronger
suite of primitives in security protocols or a seamless transition to newer versions of
a protocol, which in turn requires a certain degree of interoperability. The migration
to a stronger suite of primitives is already defined in RFC 7696, also known as Best
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Current Practice 201 [Hou15]. In general, working towards protocol agility involves
several parties: protocol designers, protocol implementors, and protocol administrators.
Protocol designers must be aware of the fact that any cryptographic primitive will be
broken at some point in time. Hence, it is recommended for protocols to support multiple
primitives, which is often achieved via algorithm identifiers. In addition, specifying at
least two mandatory-to-implement algorithms ensures a fallback primitive is already
deployed in case the primary one is broken. However, to avoid protocol complexity the
list of mandatory primitives should be kept small. As the initial primitives will become
insecure over time, the specified mandatory-to-implement algorithms will change over
time. As a result of a modular protocol design, implementors are able to integrate
new cryptographic primitives more easily. Besides that, protocol administrators need to
configure the security protocols according to current guidelines and regulations, i.e.,
enabling newly added primitives and disabling undesired ones.

Implementation Agility. Whenever security bugs are found in implementations, implementation agility allows to update or to replace the affected parts. While many
general-purpose operating systems already provide update mechanisms, highly specialized CPS typically do not offer such mechanisms. Knowing that implementation
flaws account for most security issues makes implementation agility a highly desirable
feature [McG17]. Note that the mechanisms enabling implementation agility need to be
based on principles of cryptographic agility as well. For instance, hash-based signatures
are generally considered a conservative but flexible choice for digitally signing updates:
they remain their security guarantees — even in presence of quantum computers — and
their design inherently offers cryptographic agility by just relying on hash functions.

Drawbacks of Cryptographic Agility. Whenever new cryptography is introduced in systems or protocols outdated cryptography should be removed. But due to interoperability
concerns, weaker cryptographic primitives are often not disabled in implementations
and protocols. Besides that, the call for systems to support multiple primitives and the
ability to introduce new ones potentially increases the complexity of the underlying
implementation. As a consequence, this additional, self-inflicted complexity may lead
to more security flaws. Hence, when developing cryptographically agile systems simple
implementations are preferred and extensive testing mechanisms need to be applied.
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3.2 Guidelines for Cryptographic Agility
Having discussed cryptographic agility and its subtypes, we now present guidelines how
implementors of IIoT products can achieve cryptographic agility in practice. For system
engineers and developers, the most important subtypes are algorithm and implementation agility, whereas protocol agility is mostly considered by protocol designers and
protocol implementors.
In the following, we identify three distinct building blocks that enable cryptographic
agility in a straightforward manner. New products should be designed in accordance
with these three building blocks and existing products should be updated to become
cryptographically agile. First, developers need to track which cryptographic schemes
they have used and where in the code base. This requires thorough and continuous
documentation, ultimately leading to an up-to-date inventory of all cryptographic
schemes. Second, instead of hardcoding primitives into source code, a modern and
well-maintained cryptographic API should be used. In turn, this API interfaces with
an underlying cryptographic software library, thereby enhancing algorithm agility.
Third, secure update mechanisms need to be put in place in order to allow vendors
to change cryptographic algorithms remotely whenever needed, i.e., implementation
agility. Together, these building blocks allow to quickly identify security mechanisms
that will be affected by quantum computers and simplify the process to migrate to
post-quantum schemes.

3.2.1 Cryptography Inventory
An important step towards cryptographic agility is to document which cryptographic
primitives are used within applications and systems. Due to the long life span of industrial
components, this kind of documentation is also considered important for operators of
ICS because it facilitates an accurate assessment of security risks and the necessity for
mitigation strategies. This is crucial for environments where regular updates remain
difficult or are avoided because they could affect industrial processes.
An inventory of security mechanisms eventually reduces the time it takes to either
replace entire cryptographic primitives or to change parameters within implementations.
Once a primitive is at risk of becoming insecure, instead of scanning the entire source
code one looks into the corresponding inventory database and searches for the respective
primitive. By doing so, one is able to determine what parts of the implementation are
affected and where changes are required. For each released software version, this
inventory must be updated to ensure its freshness. At first, this seems to be an onerous
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Table 3.1: Documentation of cryptographic schemes in an inventory database.
Revision

File

Line

Scheme

Key Size

Usage

Cryptographic API

2.0.3
2.0.3

foo.cpp
bar.cpp

234
71

AES-GCM
RSA-PKCS1-v.1.5

128 bit
2048 bit

Encryption
Signature

NaCl (2011.02.21)
NaCl (2011.02.21)

task, but popular tools for code documentation, e.g., doxygen1 , can be adapted to
automatically generate such documents. For each primitive, additional meta information
needs to be documented as well. Possible entries are the current software revision,
name of the source file, line number, name of the primitive, size of security parameters,
usage, as well as name and version of cryptographic API. Table 3.1 shows an inventory
database where two exemplary cryptographic schemes have been documented.
In summary, a cryptography inventory helps to identify and to evaluate the dependence on specific cryptographic primitives. This crucial information then assists
developers to plan for the migration to new cryptography standards.

3.2.2 Cryptographic APIs
It is generally not recommended to “hardcode” cryptographic primitives into source
code, trusted cryptographic libraries should be used instead. When using such libraries,
the details of the primitives are hidden from the application by relying on cryptographic
APIs. This eases the process to update security parameters or to replace entire primitives
without impacting the rest of the application, hence facilitating algorithm agility.
The ongoing transition in ICS towards IIoT leads to a shift from proprietary ecosystems to interconnected CPS. For vendors, this includes the introduction of high-level
programming languages, open-source components, and APIs in their industrial products.
Therefore, this transition constitutes the opportunity to integrate cryptographic libraries
with their corresponding APIs.
In case a hardcoded primitive gets broken, a burdensome process follows to resolve
that security issue. At first, developers need to scan the entire source code in order to
identify instantiations and usages of that primitive — assuming a cryptography inventory
does not exist. Once identified, the vulnerable algorithm needs to be replaced with
a new implementation and all instantiations need to be updated accordingly. After
that, the usual regression tests need to be conducted. Note that users of the product
are susceptible to attacks as long as software updates are not distributed. The time it
1

https://github.com/doxygen/doxygen (visited on 09-08-2021).
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Algorithm 3.1 Example of a cryptographically agile implementation.
1: procedure GenerateMessageDigest(message)
2:
message_digest ← InitMDfromType(MD_SHA2_256)
3:
output ← ComputeDigest(message, message_digest)
4:
return output
5: end procedure

▷ replace with MD_SHA3_256

takes to create such updates is significantly decreased by having implementations that
provide algorithm and implementation agility [Sul09].
Many existing cryptographic APIs already allow for cryptographically agile implementations. Popular examples are Bouncy Castle, Mbed TLS, NaCl, OpenSSL, and wolfSSL.
Their modular design is typically achieved via principles of object-oriented programming:
specific algorithms are represented as classes, which are derived from abstract base
classes. The desired algorithm is then specified by either global identifiers or specific
string values. Whenever an algorithm is considered insecure, one can easily transition
to another algorithm by replacing the initial identifier or string value — assuming the
implementation of the new algorithm exists within the selected API. This type of algorithm agility is demonstrated in Algorithm 3.1, in which the hash function SHA2-256 is
used to create a hash of a message. This algorithm could then be migrated to use the
SHA-3 equivalent by instantiating message_digest with MD_SHA3_256.
One additional measure that helps to achieve cryptographic agility is to choose a
developer-friendly cryptographic API. In fact, many libraries exist that are complex and
offer confusing options to the user. Furthermore, in some cases their default settings are
even considered insecure [GS16]. Developers of applications typically do not possess
expert knowledge in cryptography; therefore, misuse of such APIs easily leads to security
issues. For example, it was shown that SSL certificate validation is insecure in many
non-browser software, which was blamed on the design of APIs [Geo+12]. For selecting
a secure and usable cryptographic API, one could resort to ten guidelines presented by
Green and Smith in [GS16]. Besides that, a recent study that empirically evaluated
the usability of cryptographic APIs demonstrated that an easy-to-use API also promotes
effective security [Aca+17]. In addition, cryptographic libraries should offer a detailed
documentation with secure and simple usage examples.

3.2.3 Secure Update Mechanisms
The third and final step towards cryptographically agile systems is to have secure
update mechanisms in place, i.e., offer implementation agility. Update mechanisms
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are generally used to fix bugs in software implementations, to reconfigure devices, or
to add new functionality. In case of implementation agility, such update mechanisms
are used to either fix security flaws, change security parameters, or replace entire
primitives. Moreover, update mechanisms are crucial for devices with long lifetimes
that are used in remote and inaccessible areas. All this emphasizes the need for secure
update mechanisms for products within ICS. In contrast to applying updates manually
in on-site visits, remote update mechanisms are cost-effective and efficient. As outlined
in [KK16], secure update mechanisms need to fulfill the following requirements:
1. Before installing updates the novelty, authenticity, and integrity of the downloaded
updates has to be ensured. This prevents misuse cases, such as rollback attacks.2
2. Once executed, the integrity of the software state is restored. In case attackers
were present before, control of devices is regained.
3. The update scheme verifies the software state of all devices. As a result, untrustworthy devices will be excluded from the network.
4. The scalability of update mechanisms is very important since thousands of devices
may need to be updated.
5. It needs to be possible to retrofit existing devices with update mechanisms.
6. The issuer should be informed about the software state of all the addressed devices.
Apart from these requirements, different operating modes are used — depending on
the application and setting: Updates can be initiated by clients, by the update server, or
by both, in case interactions between client and server are required. Before updates
are distributed that change cryptographic primitives, the code needs to be evaluated
and tested regarding compatibility within the existing system. In case the affected
industrial system demands real-time operation, it also needs to be ensured that updates
to cryptographic algorithms comply with any existing timing requirements.
The need for secure update mechanisms within IoT use cases has been acknowledged
by the IETF in the Informational RFC 9019 [Mor+21]. This RFC suggests to be prepared for the advent of quantum computers by asking that implementations support the
transition to post-quantum secure signatures, especially hash-based signatures. Nevertheless, operators of ICS often hesitate to update their products because availability
remains the most important security goal. As a consequence, operators also need to
2

When presented with an outdated update version the device must not be tricked into installing it.
Otherwise, vulnerabilities in outdated software could be misused by attackers
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reconsider their view on applying updates. One solution could be to schedule updates
for maintenance windows or planned downtime of the corresponding machines; during
that time the required updates can be installed and tested. Besides that, sophisticated
update mechanisms have been proposed that allow to apply past-due updates without
affecting the underlying process [Mor+21; Zan+19].

3.2.4 Remaining Challenges
Progress in cryptanalysis is generally hard to predict. Therefore, it is recommended to
implement new applications with cryptographic agility in mind and update existing ones
to become cryptographically agile. Nevertheless, offering cryptographic agility in form
of its various subtypes ultimately increases the complexity of the system and, thus, the
chance of implementation flaws. As a result, it is especially important to use up-to-date
and reliable cryptographic APIs and to consider more enhanced testing strategies.
While cryptographic agility may be achieved in a straightforward manner in softwarebased applications, it is far more difficult to achieve in hardware-based implementations,
which are often found in security tokens, such as smart cards. In fact, deploying alternative cryptographic primitives on such devices is usually done by replacing them. This
also affects systems that use hardware accelerators to speed up heavy cryptographic
operations. One way to achieve cryptographic agility in such systems is to rely on
field-programmable gate arrays (FPGAs) for hardware-based implementations of cryptography since they allow for reconfigurability [AP20; Sas17]. Yet, choosing the right
type of hardware is accompanied by trade-offs between efficiency and flexibility (see
Figure 3.1). In particular, the processing speeds of FPGAs may not suffice performance
requirements of specific industrial applications.
Besides that, hardware security modules (HSMs) offer cryptographic implementations and are often used to store and manage cryptographic keys. As introduced in
Section 2.1.2, TPMs are a special type of HSM that exist in different variations. Communication between the host processor and TPM relies on a TPM-API, which offers
cryptographic agility for currently supported primitives. But because of the larger
storage and computational requirements of PQC, it would be challenging to implement
post-quantum schemes on current designs of TPMs. Therefore, new designs are required
that offer larger input and output buffers [Wai+18]. Once PQC is implemented on
TPMs, a seamless transition is possible via their respective APIs. Nevertheless, existing
systems that rely on TPM functionality will have to be replaced once powerful quantum
computers are available.
Furthermore, current Internet protocols and standards, such as TLS, IKE, and X.509,
do not yet consider the specific requirements of PQC [Che+16]. Due to their larger key
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sizes, novel hardness assumptions, and different cryptographic designs, post-quantum
primitives cannot simply replace primitives that are currently in use. For example,
one reason for this are existing length limitations of certain fields in protocols and
standards. As a result, protocols need to be carefully redesigned by standardization
bodies to enable cryptographic agility for the transition to PQC [Che+16]. However, the
ability to choose between different cryptographic primitives in protocols also enables
down-grade attacks, in which an adversary forces a network node to use a weaker
primitive. Research exists on how downgrade resilience can be guaranteed for protocols,
but as of now, this remains an open problem in protocol design [Bha+16].

3.3 Summary
While it is generally considered too early to deploy post-quantum cryptography in
systems and protocols right away, cryptographic agility helps to be prepared for the
upcoming transition. To achieve cryptographic agility devices must rely on cryptographic
APIs that are designed with cryptographic agility in mind, must offer secure update
mechanisms, and must document cryptographic primitives in a cryptography inventory.
All three building blocks need to be considered in the development process of IIoT
components and maintained during their entire lifetime.
In order to force vendors to integrate the outlined principles into their product development processes, operators of ICS need to demand cryptographic agility in future
products. Furthermore, operators should start to evaluate to what extent their existing
components already encompass forms of cryptographic agility. As unexpected weaknesses in cryptography schemes may render them insecure at any time, cryptographic
agility also adds to the overall security of industrial systems.
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4 TPM-Based Post-Quantum Cryptography
in TLS 1.2
Even though cryptographic agility helps to prepare IIoT applications for an efficient
migration to new PQC standards, it requires research efforts now that investigate the
behavior of PQC proposals when deployed in typical IIoT products. Because of their
high-security requirements, IIoT products are increasingly equipped with additional
hardware security elements — often TPMs.
As a consequence, we study how the current TPM 2.0 specification can supplement
the migration towards PQC in this chapter. Therefore, we integrate the post-quantum
key encapsulation mechanism Kyber, the post-quantum signature scheme SPHINCS+ ,
and TPM functionality into the open-source TLS library Mbed TLS. For our performance
evaluations, we propose three post-quantum TLS cipher suites alongside two different
TPM utilization strategies. We report the standalone performance of the aforementioned
PQC schemes under our proposed TPM utilizations and compare it to conventional
elliptic-curve cryptography. Finally, we report the handshake duration of establishing
post-quantum and mutually authenticated TLS 1.2 connections for our post-quantum
cipher suites with regards to the proposed TPM utilization scenarios.
Our results show that the integration of PQC into TLS 1.2 is generally feasible — even
in case of additional client authentication. Regarding our TPM utilizations, we observe
a significant decrease in performance when offloading computations of hash functions.
However, offloading the generation of random numbers to TPMs in our integrated PQC
schemes proves to be efficient; ultimately, enhancing overall system security.
Remark.

Parts of this chapter have been published in [PSS21].

4.1 Motivation and Contributions
One of the first domains expected to migrate to PQC are ICS, because their components
typically have a long life span (≥15 years) requiring strong and long-lasting security
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guarantees. This demand for security is even intensified with the increased interconnectedness of ICS and their components, eventually forming an IIoT. As IIoT devices often
gather and process security- and privacy-critical data, they pose as attractive targets for
malicious adversaries. In the “best case”, successful attacks only lead to data theft, but
in the worst case, human lives are even at risk. As of now, security takes a backstep in
the euphoria surrounding IIoT, mainly because of the lack of security standards and
limited resources of smart devices [Fru+18]. As most conventional measures to react
to attacks are not applicable in ICS, the focus must lie on architectures and mechanisms
preventing them, thereby ensuring availability (see Section 2.1.2).
The prioritization of preventing attacks results in different approaches to secure these
systems. On the one hand, devices can exploit more secure architectures established
through hardware separation and trusted hardware and software. In particular, TPMs
provide a so-called root of trust and a wide range of other cryptographic functions. For
example, tech giants such as Microsoft already demand a TPM in every newly produced
system [Mic18]. Since many ICS components are therefore increasingly equipped
with TPMs [HLN17], we evaluate how security functionalities offered by the TPM 2.0
specification can be utilized by post-quantum primitives. Due to inherent performance
limitations [And+16] and in line with existing benchmark studies [wol20] our focus
is not necessarily on speedups. Instead, we aim to demonstrate how the trusted and
tamper-resistant design of TPMs helps to elevate implementation security of our selected
PQC schemes without detrimentally affecting performance. On the other hand, security
features of TLS uncommon on the Internet, e.g., client authentication, can help to
facilitate trust within the entire system [SWW15; Yan+17]. As mutual authentication
as well as TPMs are two aspects that elevate overall system security, we study both of
them in this chapter.
Objectives and Contributions. Our main goal is to investigate how TPMs can facilitate
PQC. While PQC has been combined with TPMs in order to construct a post-quantum
TPM in [And+16], we are the first to augment the implementation of PQC with functionalities offered by TPMs, i.e., random number generation and hash functions. As
TPMs are essentially highly trustworthy pieces of hardware, such a combination could
potentially render the execution of post-quantum algorithms more secure, independent
of performance considerations by offloading critical computations onto more trustworthy
hardware. The main contributions can be summarized as follows:
→ We assess all round 3 candidates of the NIST PQC standardization project regarding their compatibility with the TPM 2.0 specification and select the most suitable
ones for our detailed investigation.
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→ We integrate functionality of a TPM according to its 2.0 specification as well
as reference implementations of the post-quantum KEM Kyber and of the postquantum DSA SPHINCS+ into the cryptographic library Mbed TLS.
→ We propose different strategies to utilize the TPM in context of the selected postquantum primitives by modifying Mbed TLS such that it offers the option to
incrementally offload cryptographic operations to the TPM.
→ Based on our prototype implementation of Mbed TLS, we investigate the performance impact of TPMs on the selected PQC schemes. Furthermore, we perform
mutually authenticated TLS 1.2 handshakes using post-quantum cipher suites and
post-quantum certificates under different TPM utilization scenarios.
→ Finally, we show it is feasible to add the TPM’s TRNG as additional entropy source
to the RNG module of Mbed TLS. Because of the higher prediction resistance of
TRNGs, this effectively elevates the security of the TLS handshake and PQC.
Outline. Our assessment of post-quantum schemes and design choices of our integrations are presented in Section 4.2. Section 4.3 describes the integration of PQC and TPM
functionality into Mbed TLS as well as our corresponding prototype implementation.
In Section 4.4, we evaluate the results of our experiments and discuss consequences for
future TPM and PQC design. Section 4.5 concludes this chapter.

4.2 Assessment and Selection of Post-Quantum Cryptography
Since we aim to investigate the full impact of PQC on the TLS handshake protocol
including client authentication, we require a post-quantum key establishment as well as
a post-quantum signature scheme for our experiments. Moreover, the selected schemes
need to be compatible with the discrete TPMs of our experimental platforms.
Most algorithms of the NIST PQC project exploit conventional cryptographic primitives
like symmetric-key cryptography or hash functions and require a reliable entropy source.
Hence, our goal is to outsource supported primitives to a TPM wherever possible.
However, TPMs do not necessarily implement all desired primitives. In fact, regarding
hash functions, only SHA2-256 is guaranteed to be implemented, in addition to a strong
source of randomness, i.e., TRNG. Moreover, both of our available discrete TPMs only
support AES in its Galois/Counter mode (AES-GCM). As none of the post-quantum
schemes make use of this mode, we do not offload AES functionality to TPMs. As a
consequence, we place a strong focus on the integration of the TPM’s TRNG into the
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Table 4.1: Internal cryptographic primitives of post-quantum schemes from third round of
NIST’s PQC standardization project.
Type

Finalists

Specification

Internal Cryptographic Primitives

Classic McEliece

[Alb+20]

CRYSTALS-Kyber

[Ava+20]

NTRU

[Che+20a]

SABER

[Bas+20]

SHAKE256
SHA3-256, SHA3-512, SHAKE128, SHAKE256
90s: SHA2-256, SHA2-512, AES-256-CTR
SHA3-256, SHAKE-256
SHA3-256, SHA3-512, SHAKE128
90s: SHA2-256, SHA2-512, AES-256-CTR

CRYSTALS-Dilithium

[Bai+20]

FALCON
Rainbow

[Fou+20]
[Din+20]

SHAKE128, SHAKE256
90s: AES-256-CTR
SHAKE256
SHA2-256, SHA2-384, SHA2-512, AES-256-CTR

Type

Alternatives

Specification

Internal Cryptographic Primitives

KEM

BIKE
FrodoKEM
HQC
NTRU Prime
SIKE

[Ara+20]
[Alk+20]
[Agu+20]
[Ber+20]
[Jao+20]

SHA2-384, AES-256-CTR
SHAKE128, SHAKE256, AES-128, AES-256-ECB
SHA2-512, SHA3-512
SHA2-512, AES-256-CTR
SHAKE256

DSA

GeMSS
Picnic
SPHINCS+

[Cas+20]
[Cha+20]
[Aum+20]

SHA3-256, SHA3-384, SHA3-512
SHAKE128, SHAKE256, LowMC
SHA2-256, SHAKE256, Haraka-256

KEM

DSA

seeding process of random bits for the post-quantum schemes and the TLS handshake.
In addition, we offload the computation of SHA2-256 hash functions to TPMs.
In accordance with Table 4.1, we select the lattice-based key encapsulation mechanism
CRYSTALS-Kyber-90s and the hash-based digital signature algorithm SPHINCS+ as PQC
schemes for our performance study. While Kyber is a finalist in NIST’s ongoing PQC
standardization project, SPHINCS+ is currently considered an alternative candidate
mainly because of its unbalanced performance characteristics, i.e., large signatures
and slow signing times (see Section 2.4.3). Note that we do not select Saber-90s,
another promising finalist, for our evaluation. As its security is also based on lattice
problems, it shares most performance and even some implementation characteristics
with Kyber. Yet, Saber’s runtimes are slightly slower than Kyber’s in case of their recommended variants based on SHA-3 hash functions [Kan+19; PS20]. Due to our focus on
hash-based schemes in this thesis, we select the only remaining hash-based signature
candidate SPHINCS+ , which offers compatible parameter sets for our experiments. The
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multivariate-based signature scheme Rainbow, a finalist in NIST’s third round, would be
another compatible candidate. However, a recently discovered attack on its variant of the
Unbalanced Oil and Vinegar scheme diminishes our trust in this cryptosystem [Beu21].
According to the benchmark of PQC in the pqm4 project [Kan+19], Kyber (Kyber51290s) spends on average 61.3 % of its runtime performing SHA2-256 computations during
its three KEM functions (key generation, encapsulation, and decapsulation). While
SPHINCS+ in its speed-optimized implementation (SPHINCS+ -SHA2-256-128f-simple)
spends on average 87.4 % of its runtime performing SHA2-256 computations across its
three offered functions (key generation, signing, and verification). This demonstrates
that both of our selected candidates are well suited for the evaluation of offloading hash
computations to TPMs.
Regarding the TLS handshake, we use the open-source TLS library Mbed TLS1 , which
is characterized by its lightweight implementation and high configurability. Having
full control over which features and functionalities are built makes it especially suitable
for embedded systems and (I)IoT devices. Since TLS 1.2 is still the predominantly
deployed TLS version at the time of writing [STW19], we focus on TLS 1.2 in this
chapter. Moreover, the goal of our performance study is to investigate the general
feasibility of integrating TPM functionality into PQC, and not to focus on TLS specifics.
We refer the reader to Chapter 5 for our integration of PQC into TLS 1.3.
For the measurement itself, we are performing a mutually authenticated handshake.
Although mutual authentication is not common with TLS on the World Wide Web,
many use cases for it exist — in particular in the (Industrial) Internet of Things. In
(I)IoT applications, devices often communicate in a peer-to-peer fashion, and, for
instance, the origin of sensor data being sent to a server may need to be authenticated.
The need for mutual authentication is further highlighted by the fact that modern
M2M communication protocols, such as OPC UA, even prescribe mutual authentication
between client and server [OPC18a].

4.3 Prototype Implementation
In contrast to previous works, we integrate round three reference implementations
into Mbed TLS (v.2.23.0). Moreover, our proposed cipher suites target different postquantum security goals: (a) confidentiality, (b) authentication, and (c) both, i.e., complete post-quantum security. For the investigation of authentication, we make use of
more realistic certificate chain lengths as proposed in [Bür+20]. Furthermore, we are
1

https://www.trustedfirmware.org/projects/mbed-tls (visited on 08/26/2021).
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the first to evaluate PQC-based client-authentication in TLS, which is required in various
IIoT applications [El-+19; Yan+17].
Mbed TLS is designed in a highly modular way. These modules can be used and built
separately, although some modules depend on each other. Considering the integration
of TPM functionality and the selected PQC schemes into Mbed TLS and, ultimately, the
TLS 1.2 handshake, we observe that the following modules need to be modified:
• RNG for integration of the TPM TRNG.
• Public Key for integration of the post-quantum algorithms.
• Hashing for integration of the TPM hash functionality.
• X.509 for generating post-quantum certificates.
• SSL/TLS for implementing the PQC-enabled TLS 1.2 handshake.

4.3.1 Integration of TPM Support into Mbed TLS
To communicate with the TPM, we use the TPM2 Software Stack2 that complies with
the specification of the TCG and is maintained by a coalition of Intel, Infineon and
Fraunhofer SIT. Since TPMs are very limited in their memory and would not be able to
process all requests during a TLS handshake, we also exploit the TPM Access Broker
and Resource Manager. Whenever the TPM is in use, the Access Broker and Resource
Manager manage multi-process communication to the TPM [AC15].
RNG. The RNG module of Mbed TLS provides a pseudorandom number generator
based on CTR-DRBG that relies on AES-256-CTR internally. The RNG is seeded with
various sources of entropy, for example /dev/urandom on Linux systems. To integrate the
TPM into the seeding process, we add the TPM TRNG as an additional entropy source
via the corresponding API call.
SHA2-256. Mbed TLS offers the possibility to implement alternative implementations
for certain cryptographic primitives. To integrate the hashing capabilities of the TPM
we create such an alternative implementation for SHA2-256, which replaces — in case
activated — the standard Mbed TLS implementation. Since Mbed TLS implements
SHA2-224 and SHA2-256 in the same module, and a TPM does not generally support
SHA2-224, we modify the Mbed TLS implementation of our alternative module such
that each call to the requested hash function is distinguished via a custom flag.
2

https://github.com/tpm2-software (visited on 08/26/2021).
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4.3.2 Integration of PQC into Mbed TLS
For each round of the NIST PQC project, the supporting documentation and reference
implementation of each candidate is updated by the corresponding submission team
and then resubmitted. This reference implementation includes a uniform API for
KEMs as well as DSAs offering interfaces for key generation, encapsulation/signing,
and decapsulation/verification. For the integration into Mbed TLS, we adapt their
NIST API in accordance with Mbed TLS’s internal API. Furthermore, we add both
PQC schemes — SPHINCS+ and Kyber-90s — to the Mbed TLS public-key abstraction
layer for easier access from dependent modules. We also define and register new object
identifiers (OIDs) according to the ASN.1 standard in Mbed TLS for both schemes. Since
we integrate the 90s variant of Kyber and the SHA2-256 version of SPHINCS+ , both
algorithms make use of SHA2-256 in some capacity. Therefore, we replace all original
hash function and RNG calls with calls to the respective Mbed TLS implementation,
which in turn employs the TPM for executing these functions — depending on the
concrete offloading configuration.

Kyber-90s. The security strength of Kyber is determined by its parameter set, which,
in our case, is defined prior compilation. For this work, we use the Kyber512-90s
implementation, which corresponds to NIST security level 1 [Ava+20]. Since the
reference implementation already provides an API for all required functionality, we
integrate it into corresponding wrapper functions that match the internal structure of
Mbed TLS and its TLS implementation. Mbed TLS uses a context system that consists of
data structures and relies on multi-precision integers for cryptographic operations. We
create such a new context for Kyber and register it in the public-key abstraction layer.

SPHINCS+. Similar to Kyber, SPHINCS+ ’s security strength and signature size is
determined by its parameter set and is configured prior compilation. We use the
SPHINCS+ -SHA2-256-128f-simple parameter set for the best performance with the small
trade-off of a bigger signature size [Aum+20]. The security level of this configuration
corresponds to NIST security level 1 as well. Again, SPHINCS+ implements the NIST
API for key generation, signing, and verification, for which we also implement wrapper
functions to match the internal structure of Mbed TLS. We also create and register a
new context for SPHINCS+ .
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4.3.3 Post-Quantum TLS 1.2 Handshake
A core part of TLS is its handshake protocol that covers the negotiation of cryptographic
algorithms via cipher suites, authentication (server-only or mutual) via certificates and
digital signatures, and establishment of session keys via key exchange. In TLS 1.2,
the key exchange may either be based on RSA or (EC)DH and authentication either
uses RSA or (EC)DSA. As all of the aforementioned algorithms are broken by largescale quantum computers, they eventually need to be replaced with post-quantum
alternatives. Note that our integration of PQC into the handshake protocol follows
previous integration studies [Bür+20; CPS19]; thereby, we do not modify the existing
structure of the handshake. Instead, we rely on the existing message fields to send
cryptographic material of PQC.
Cipher Suites. In order to evaluate post-quantum TLS 1.2 handshakes, we define
three different cipher suites. The main cipher suite provides complete protection against
attacks from quantum computers, i.e., confidentiality and authentication, as it is solely
based on PQC: TLS_KYBER90S_SPHINCS_WITH_AES_256_GCM_SHA256 (short: PQ).
Both PQC schemes are configured at NIST security level 1; thus, this cipher suite
provides a security strength of approximately 128 bit. To allow for a more detailed
analysis we define two other cipher suites as a combination of post-quantum cryptography and conventional cryptography based on the elliptic curve SECP256R1. The first
combines post-quantum key establishment and ECDSA: TLS_KYBER90S_ECDSA_WITH_AES_256_GCM_SHA256 (short: PQ-KEM). Whereas the second uses conventional ECDHE
but integrates a post-quantum signature scheme: TLS_ECDHE_SPHINCS_WITH_AES_256_GCM_SHA256 (short: PQ-DSA).
As indicated above, we refer to these cipher suites as follows: PQ for the complete postquantum cipher suite, PQ-KEM for the cipher suite only containing the post-quantum
KEM Kyber, and PQ-DSA for the cipher suite only containing the post-quantum DSA
SPHINCS+ . In addition, we use the conventional cipher suite TLS_ECDHE_ECDSA_WITH_AES_256_GCM_SHA256 as reference; abbreviated REF in the following.
Certificates. The X.509 module of Mbed TLS implements the functionality to create,
parse, and verify X.509 certificates. The module uses the public-key abstraction layer
and therefore requires no additional modifications to be compatible with SPHINCS+ .
Since its signature would not fit into the default buffer size, it is necessary to increase
the maximum size of the certificate buffer.
The Mbed TLS library provides a program to create certificates, using private key
files. By applying the corresponding SPHINCS+ private keys we are able to generate
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:PQC DSA related operation

:PQC KEM related operation

Figure 4.1: Mutually authenticated post-quantum TLS 1.2 handshake protocol with respect to
the Kyber-SPHINCS+ cipher suite.

post-quantum certificates and the respective certificate chains for our experiments.
Handshake Protocol. The following description of the post-quantum TLS handshake
assumes our cipher suite solely based on PQC: PQ. A graphical depiction of the resulting
post-quantum handshake is shown in Figure 4.1. Our other two cipher suites either
only use a PQC-based key exchange (PQ-KEM) or PQC-based authentication (PQ-DSA)
but rely on conventional cryptography otherwise. For our integration of PQC into the
handshake protocol, five handshake messages are of particular interest: Server Certificate,
Server Key Exchange, Client Certificate, Client Key Exchange, and Certificate Verify.
Once client and server agree on the cipher suite as part of Client Hello and Server Hello,
the server commences the key exchange. As we aim for an ephemeral post-quantum key
exchange, the server does not hold a static KEM key pair, instead it generates a new key
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pair using Kyber’s key generation function in every run of the handshake protocol. The
server then sends the KEM public key to the client as part of the Server Key Exchange,
which is signed using the server’s SPHINCS+ private key. The resulting SPHINCS+
signature is added to the server’s key exchange message. In addition, the server sends
its certificate (incl. certificate chain) to the client via the Server Certificate message. As
crucial part of our experiments, the server requests client authentication by including a
Certificate Request.
On the client side, the client first verifies the server’s SPHINCS+ public key based on
the certificate chain it provided and a corresponding locally stored root CA certificate.
In case the client trusts the server’s public key, it verifies the received SPHINCS+ signature. Having successfully authenticated the server, the client continues with the key
exchange. Using Kyber’s encapsulation function, the client calculates a shared secret,
i.e., premaster secret, encapsulates it using the server’s public key and sends the resulting ciphertext back to the server (Client Key Exchange). As the server requested client
authentication, the client transfers its SPHINCS+ certificate (incl. certificate chain)
in the Client Certificate message. Besides that, the client sends a SPHINCS+ signature
over all previous handshake messages to the server (Certificate Verify) using the client’s
SPHINCS+ private key.
Back on the server side, the server verifies the client’s SPHINCS+ public key via
the received certificates and a locally stored root CA certificate. Once it verified the
SPHINCS+ signature, the client is authenticated. To complete the key exchange the
server decapsulates the shared secret using its secret key from the initial key generation
step. As a result, client and server obtain the same shared secret key, which they subsequently use to derive session keys. As opposed to conventional ECDHE key exchange,
both parties do not contribute equally regarding the generation of the shared secret in
case of KEMs. Therefore, strong and reliable entropy sources are even more important
in our cipher suites relying on post-quantum KEM Kyber — such as the TPM’s TRNG.
Having fully integrated Kyber and SPHINCS+ and having defined new cipher suites,
Mbed TLS is able to use the post-quantum schemes in the TLS 1.2 handshake protocol.
However, the signature size of the SPHINCS+ parameter set surpasses the maximum TLS
record size of 16 kB. Consequently, we implement a mechanism to fragment datagrams
exceeding the maximum single record size as proposed in [Bür+20; Tho18].
Client and Server Program. Mbed TLS already provides test programs for a TLS client
and server. We modify both programs to enable performance measurements and the
required client authentication. Since we aim to evaluate mutually authenticated TLS, we
generate a set of certificates for the server as well as the client. During setup, we provide
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the certificates to the respective programs. The corresponding root CA certificates
are stored directly on the client as well as server and loaded via the corresponding
Mbed TLS API. Therefore, they are not part of the certificate chain transmitted within
the respective certificate messages.

4.4 Measurements and Evaluation
Having presented our integrations of PQC and TPM-functionality into Mbed TLS, we turn
to our experimental evaluation in this section. First, we describe our setup including the
different scenarios for TPM utilization. Next, we present and analyze the results of our
experiments. Based on our measurements we eventually derive potential consequences
for future designs of TPMs and PQC algorithms.

4.4.1 Experimental Setup
Due to the large signature size and to remain compatible with the TPM 2.0 specification,
we evaluate SPHINCS+ using SHA2-256 at security level 1. The parameter set of
Kyber-90s is configured accordingly. We consider the following scenarios regarding
TPM utilization. First, we only make use of the TPM’s TRNG: SW (SHA2-256) + TPM
(TRNG). Subsequently, we also offload the computation of the hash function SHA2-256
to the TPM: TPM (TRNG + SHA2-256). In our reference measurement, on the other
hand, all computations run in software: SW (RNG + SHA2-256).
We measure the four cipher suites presented in Section 4.3.3: the (partially) postquantum cipher suites PQ, PQ-KEM, and PQ-DSA, as well as the reference cipher suite
REF only based on conventional cryptography. We perform a mutually authenticated
TLS handshake; therefore, both client and server hold certificates. We select a certificate
chain length of three to resemble realistic real-world scenarios. In such a scenario, the
root CA could be hosted and centrally managed by an enterprise consisting of office
locations as well as manufacturing sites, intermediate CAs (ICAs) are then located
within an industrial facility to ease certificate handling of leaf certificates for IIoT
devices. Besides that, all of the certificates in the chain use the same signature scheme,
i.e., either certificates based on SPHINCS+ or ECDSA. It is meaningful to evaluate
mutual authentication since in IIoT applications the certificate of a system does not
necessarily authenticate the operating organization but rather the device itself. Thus,
mutual authentication is a means to ensure the integrity of the information and prevent
potential spoofing attacks in security-critical environments.
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Table 4.2: Performance benchmarks of evaluated TPMs in comparison to SW implementations
based on Mbed TLS.
Device

Type

RNG (seeds/s)

SHA2-256 (KiB/s)

RPi 3B

TPM
SW

SLB9760
Mbed TLS

118.5
8115.2

42
4830

T470

TPM
SW

ST33T
Mbed TLS

73.6
111,060.6

19
174,711

In addition to the TLS 1.2 handshake benchmark, we report the standalone performance of our selected TPMs as well as the raw performance of the selected PQC schemes
with and without taking TPM functionality into account.
Hardware and Software. For our performance evaluations, we require platforms containing a discrete TPM 2.0. In addition, our hardware configuration needs to resemble
that of typical IIoT applications. As affordable single-board computers, Raspberry Pis
have become a popular prototyping platform even for industrial use cases [Sfe20].
Therefore, our embedded client is represented by a Raspberry Pi 3 Model B (RPi 3B)
that contains an ARM Cortex-A53 quad-core processor with 1 GB of RAM and operates at
1.2 GHz. We equip the Raspberry Pi 3 with a TPM 2.0 by employing an extension board
containing the Infineon SLB9760 discrete TPM [Inf18]. To represent our notebook class,
we use a Lenovo T470 notebook with 8 GB of RAM and an Intel i5-6300U quad-core
CPU (running at a clock speed of 2.40 GHz) that contains the ST33T TPM, a discrete
TPM 2.0 from STMicroelectronics [STM19]. TLS server (notebook) and client (RPi 3B)
are both located in the same network within close proximity and are connected via
Ethernet interface. All software is compiled using gcc, to optimize its performance the
-O3 flag is set.

4.4.2 Results
TPM Performance. Table 4.2 shows the performance characteristics of the evaluated
TPMs. The seeding of the TRNG and the SHA2-256 calculations are both performed
over a block size of 1024 bytes. Compared to the respective Mbed TLS software
implementations of the RNG and SHA2-256 module, the two evaluated TPMs are
substantially slower. The SLB9760 TPM located on the Raspberry Pi still performs
slightly better compared to the ST33T TPM of the notebook. We attribute their poor
performance to the security-centered design, the low internal clock frequency and
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slow host-to-TPM communication. The SLB9760 is connected via the serial bus of the
Raspberry Pi and supports a transfer rate of up to 43 MHz; internally, it is also clocked
at 43 MHz, matching the bus frequency [Inf18]. The ST33T supports a transfer rate up
to 33 MHz with the TPM again matching this frequency [STM19].
PQC Performance. Table 4.3 shows the standalone performance of the evaluated
PQC schemes based on the different TPM utilizations. With the Mbed TLS software
implementation of SHA2-256 and Mbed TLS’s RNG-module Kyber-90s shows faster
runtimes for all its operations compared to ECDHE. On the Raspberry Pi, SPHINCS+
surpasses the performance of ECDSA with regards to key generation and signature
verification. However, SPHINCS+ performs multiple magnitudes worse during the
hashing-heavy signing operation on the Raspberry Pi. The same holds for the T470, but
here SPHINCS+ also performs slightly worse on key generation and verification.
The performance of the schemes using the TPM TRNG as an additional entropy
source, while still using Mbed TLS’s software implementation of SHA2-256, is not much
different from the results for RNG and SHA2-256 both being run in software. Since the
CTR-DRBG is only rarely re-seeded, the additional overhead of calling the TRNG on the
TPM is negligible.
When offloading TRNG calls and the computation of SHA2-256, the performance
impact of the TPM becomes evident. All functions of Kyber-90s suffer from the low
performance of the two TPMs, especially the encapsulation step. Also affected is the
signing operation of ECDSA that now takes over 200 ms on both platforms. However,
the impact of the TPM is most notable in case of SPHINCS+ , with the signing operation
now lasting up to two minutes. As no SHA2-256 operations are performed in ECDHE,
the performance does not change compared to running all operations in software.
TLS 1.2 Handshake Sizes. Table 4.4 shows how the sizes of TLS 1.2 handshake
messages change for the four cipher suites we evaluate in our experiments. Only
messages involved in the key exchange and certificate verification change because of
the integration of PQC. As all other messages remain comparably small, we summarize
them in Other. Compared to the reference cipher suite using ECDHE and ECDSA, Kyber
adds a total data load of 1297 bytes. More drastic are the message sizes for cipher suites
using SPHINCS+ (PQ-DSA and PQ). In both cases, the total size of the TLS handshake
surpasses 100 kB because of SPHINCS+ ’s large signatures and mutual authentication.
Moreover, the certificate chains within the client and server certificate message make
up the most part of the total handshake size with roughly 69 kB.
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Table 4.3: Raw performance of evaluated primitives: Kyber-90s (Kyber512-90s), ECDHE (SECP256R1), SPHINCS+
(SPHINCS+ -SHA2-256-128f-simple), and ECDSA (SECP256R1); average times are reported in milliseconds
and rounded to three significant figures.
SW (RNG + SHA2-256)
Primitive

Device

Key Gen.

Enc./Sign

SW (SHA2-256) + TPM (TRNG)

Dec./Verify

Key Gen.

Enc./Sign

Dec./Verify

TPM (TRNG + SHA2-256)
Key Gen.

Enc./Sign

Dec./Verify
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Key Encapsulation Schemes
ECDHE

RPi 3B
T470

4.49
0.431

Kyber-90s

RPi 3B
T470

0.970
0.0755

12.7
1.23
1.10
0.0906

12.7
1.22
1.21
0.103

4.55
0.433
0.974
0.0756

12.7
1.24
1.10
0.0905

12.7
1.24
1.21
0.103

4.53
0.437

12.8
1.24

12.8
1.24

24.5
46.9

85.3
131

43.4
8.50

13.6
1.38

213
228

19.8
1.99

120,000
112,000

12.8
2.92

Signature Schemes
ECDSA

RPi 3B
T470

13.0
1.25

SPHINCS+

RPi 3B
T470

8.54
1.92

5.12
0.515
212
47.6

18.8
1.82

12.9
1.26

11.3
2.71

9.26
2.04

5.16
0.514
230
50.6

19.0
1.82
13.0
2.99

3910
3540

Table 4.4: Sizes of handshake messages for evaluated cipher suites (reported in bytes).
Entity

Handshake Message

Ref

Client

Certificate
Key Exchange
Certificate Verify
Other (no PQC)

959
209
150
395

Server

Certificate
Key Exchange
Certificate Request
Other (no PQC)
Total Handshake Size

PQ-KEM

PQ-DSA

PQ

959
843
150
395

35,162
209
17,270
395

35,162
843
17,270
395

938
287
699
420

938
950
699
420

35,130
17,407
725
420

35,130
18,070
725
420

4057

5354

106,718

108,015

TLS 1.2 Handshake Duration. Figure 4.2 visualizes the average handshake duration
of our four cipher suites under different TPM utilizations. The scenario only using
the Mbed TLS software implementation (see Figure 4.2a) and the scenario only using
the TPM’s TRNG (see Figure 4.2b) show very similar runtimes, with PQ-KEM even
outperforming REF in both cases. As expected, the two cipher suites based on SPHINCS+
(PQ-DSA and PQ) are noticeably slower than the other two (PQ-KEM and REF).
Considering the handshake durations when offloading the computation of SHA2-256
and calls to the TRNG, the impact of the TPM is most obvious (see Figure 4.2c). Since
the signing operation of SPHINCS+ is called twice during the handshake, the handshake
duration of the cipher suites using SPHINCS+ almost reaches 250 seconds, making
it inapplicable for real-world applications. While the other two cipher suites show
substantially better performance, their handshake duration of more than 1 second is
also not practical for most real-world applications.

4.4.3 Discussion
Many post-quantum KEMs, such as Kyber, offer competitive performance compared
to current state-of-the-art public-key cryptography — despite their larger keys and
ciphertexts. This is demonstrated by the proposed cipher suite PQ-KEM that outperforms
the corresponding reference cipher suite in the SW-only implementation and when
offloading TRNG calls to the TPM (see Figure 4.2a and Figure 4.2b) .
As expected, using the signature scheme SPHINCS+ in our cipher suites PQ-DSA
and PQ considerably increases the overall handshake duration, mainly because of its
slow signing operation (see Table 4.3). Nevertheless, in cases where high-security
guarantees are more important than better performance, a TLS handshake duration of
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Figure 4.2: Handshake duration of mutually authenticated post-quantum TLS 1.2 under different
TPM utilizations (average times of 1000 runs are reported; error bars represent
standard deviation).

less than 400 ms can be tolerated in some applications, which we achieved in two of
our experiments: SW (RNG + SHA2-256) and SW (SHA2-256) + TPM (TRNG). Due
to the fact that SPHINCS+ spends a significant amount of its runtime performing hash
computations, its slow performance is multiplied when offloading the computation of
hash functions to TPMs. In case of the corresponding TLS evaluation, TPM (TRNG +
SHA2-256), handshake durations of more than four minutes make our two cipher suites
containing SPHINCS+ (PQ-DSA and PQ) impractical for real-world use cases in this
TPM utilization scenario (see Figure 4.2c).
As our evaluated TPMs already perform worse than the respective counterpart software implementations, their frequent usage amplifies this effect. Therefore, from
a mere performance point of view, TPMs are generally not suitable for accelerating
cryptographic operations, as shown in Table 4.2.
Considering different offloading strategies, eventually, leads to a trade-off between
security guarantees and performance. For some applications, high security and hardware
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separation may be more important than overall performance; in such cases it can be
beneficial to use a TPM sparingly.
Apart from that, we showed that the TRNG provides an additional, certified, strong
source of randomness at a negligible performance impact. Knowing that weakly generated keys can lead to serious security concerns [Len+12; Sch13], we recommend
to make use of the TPM’s TRNG as an additional source of entropy whenever possible.
This is especially beneficial for IoT devices that typically lack reliable native entropy
sources. In addition, the open-source software API of TPM 2.0 enables the integration
of TPM functionality in a straightforward manner, which makes it a suitable choice for
the design of secure IoT systems.
In general, TPMs are designed such that they achieve high assurance at competitive
costs; thereby, explaining their low internal clock frequency. Discrete and integrated
TPMs may be improved by speed-optimized implementations of their internal functions,
including higher internal clock and bus frequencies — while still adhering to their original
high-security guarantees. As the availability of TPMs on IoT devices is expected to
increase in the coming years, we hope to see such new designs. Moreover, the availability
of faster TPM designs could foster secure implementations of PQC, which internally rely
on symmetric cryptography. Eventually, this could make TPMs an interesting choice for
preparing IoT devices for the post-quantum era. But not only the low performance of
TPMs hinders its potential usage for accelerating PQC primitives, many post-quantum
algorithms rely on modern hash functions, i.e., SHA-3, which are not yet implemented
on commercially available TPMs.

4.5 Summary
In this chapter, we investigated all round 3 candidates of the NIST PQC standardization
project for compatibility with the current TPM 2.0 specification and, more precisely,
with the SLB9760 discrete TPM by Infineon and the ST33T discrete TPM by STMicroelectronics. We integrated the post-quantum KEM Kyber in its 90s variant and the
signature scheme SPHINCS+ into Mbed TLS and incrementally offloaded some of their
internal primitives to the TPM (TRNG and SHA2-256). We then performed a mutually authenticated TLS 1.2 handshake, increasingly exploiting the functionality of the
TPM. For this, we proposed three new post-quantum cipher suites and generated the
respective server and client certificate chains based on SPHINCS+ .
Our results showed that it is feasible to integrate post-quantum cryptography into
TLS 1.2 even in case of additional client authentication. In particular, Kyber proved to
be a promising candidate showing superior performance than its conventional ECDHE
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counterpart — despite its substantially larger keys and ciphertexts. SPHINCS+ , on the
other hand, may not be a suitable general-purpose post-quantum signature scheme,
mainly because of its large signature size and slow signing operation. However, its
high-security guarantees, which are only based on minimal assumptions, make it an
interesting option for mission-critical industrial use cases.
Considering our proposed TPM utilization strategies, when outsourcing more complex
hash computations degradation in performance was too high to justify a real-world
deployment. However, we demonstrated that exploiting the TRNG of the TPM as an additional hardware-separated source of entropy for random number generation is practical:
It enhances prediction resistance and does not significantly reduce performance.
Future Work. Future designs and specifications of TPMs may offer faster cryptographic
operations and implementations of modern hash functions, such as SHA-3. In that
case, more post-quantum primitives can be evaluated regarding offloading functionality to TPMs. Furthermore, we plan to extend our performance studies once even
more resource-constrained devices become available that contain dedicated TPMs. As
resource-constrained devices use much lower clock frequencies, the TPM operates on a
more comparable frequency with respect to the host processor. With the only limiting
factor being the communication channel between host CPU and TPM, it may be feasible
to offload cryptographic operations to TPMs on such resource-constrained devices.
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5 Mixed Certificate Chains for
Post-Quantum Authentication in TLS 1.3
While the previous chapter investigated the deployment of PQC in current TPM-based
systems and its impact on the widely deployed network protocol TLS, a successful
transition to new cryptographic primitives requires careful planning — especially in case
of authentication. Moreover, such a transition necessitates a feasible migration strategy.
As a consequence, we propose and investigate a novel migration strategy towards
post-quantum authentication for TLS in the following chapter: We evaluate the concept
of “mixed certificate chains” that use different signature algorithms within the same
certificate chain. In order to demonstrate the feasibility of our migration strategy,
we combine the well-studied and trusted hash-based signature schemes SPHINCS+
and XMSS with conventional elliptic-curve cryptography first and subsequently with
lattice-based PQC signature schemes (Dilithium and Falcon). Furthermore, we combine
authentication based on mixed certificate chains with the lattice-based key establishment
scheme Kyber as representative for PQC KEMs to evaluate a fully post-quantum and
mutually authenticated TLS 1.3 handshake.
Our results show that mixed certificate chains containing hash-based signature
schemes only at the root certificate authority level lead to feasible connection establishment times despite the increase in communication size; ultimately, preparing IIoT
networks for a fast, reliable, and secure transition to upcoming PQC DSA standards.
By analyzing code size and peak memory usage of our client and server programs we
further demonstrate the suitability of our migration strategy even for embedded devices.
Remark.

Parts of this chapter have been published in [Pau+22].

5.1 Motivation and Contributions
Most existing migration strategies focus on confidentiality by fostering hybrid key
exchange in protocols [Bra16; CC21; KV19; SFG21]. In these hybrid schemes, conven-
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tional key agreement, e.g., ECDHE, is combined with a post-quantum KEM to protect
communication against “harvest now, decrypt later” attacks.
As adversaries cannot retroactively impersonate entities in communication sessions,
i.e., break authentication properties, the migration towards post-quantum authentication has attracted less attention so far. Nevertheless, the migration to post-quantum
authentication still needs to be completed before large-scale quantum computers exist.
Since authentication is typically based on long-term public keys in form of certificates
involving trusted third parties, i.e., CAs, a transition towards post-quantum authentication is generally considered more complex and time-consuming than the transition to
post-quantum confidentiality. In this transition, the network protocol TLS will play a
very important role since it is widely regarded as the “gold standard” for building secure,
networked applications. In fact, fast adoption of upcoming PQC standards requires:
(i) Schemes that are fully trusted in the security community, e.g., long track record
of no attacks.
(ii) A clear understanding of the performance impact of post-quantum schemes.
(iii) Viable migration plans for applications and protocols.
While the combination of different signature schemes in the same certificate chain
has been evaluated in two previous works, we are the first to assess mixed certificate
chains as part of a migration strategy towards post-quantum authentication by combining hash-based signature schemes (SPHINCS+ or XMSS) at the root CA level with
conventional cryptography (ECDSA) or lattice-based schemes (Dilithium or Falcon) at
subsequent levels, i.e., ICAs and end entities (EEs). Schwabe, Stebila, and Wiggers introduced a novel post-quantum TLS variant relying on key encapsulation mechanisms for
authentication — KEMTLS [SSW20]. They compared their handshake variant against
size optimized certificate chains and KEMs resulting in combinations of multivariate,
hash-based, and lattice-based signature schemes in addition to isogeny-based key establishment. Sikeridis, Kampanakis, and Devetsikiotis found that a combination of
Dilithium at end entities and Falcon at CA levels outperforms the respective PQC control
certificate chains in TLS 1.3 handshakes, but they did not consider post-quantum key
establishment in their performance study [SKD20b]. As NIST already declared it will
only standardize one lattice-based signature scheme, we do not consider combinations
of Dilithium and Falcon in our strategy based on mixed certificate chains [Moo+20].
Objectives and Contributions. In this chapter, we propose and investigate a migration
strategy based on mixed certificate chains towards post-quantum authentication for
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TLS 1.3 — the most recent version of the TLS standard [Res18]. As opposed to the
existing works that combine PQC signature schemes across different certificate chain
levels, we do not necessarily aim for performance improvements in terms of connection
establishment time. Instead, our main goal is to explore the feasibility of our migration
strategy by performing several experiments under realistic network conditions and by
taking implementation cost into account (code size and memory usage). The main
contributions are summarized as follows:
→ Our two-step migration strategy presents a novel solution for the transition to
upcoming PQC standards and post-quantum authentication.
→ As part of our migration strategy, we propose nine mixed certificate chains as well
as six control certificate chains and assess their impact on the TLS 1.3 handshake
protocol in combination with the lattice-based KEM CRYSTALS-Kyber to evaluate
the full impact of PQC.
→ We conduct our experiments under realistic network conditions: Our setup consists
of two client devices (x86-64 and Cortex-A53 CPU) with different computing and
storage capabilities; the three servers are cloud-based virtual machines set up at
increasing client-server distances.
→ As use cases like IIoT require client authentication, we focus on mutual authentication in our TLS 1.3 experiments.
→ We demonstrate the feasibility of our migration strategy even for embedded
devices by reporting the following performance measurements: (i) connection
establishment times, (ii) communication size, (iii) code size, and (iv) peak memory
usage (stack and heap).
Outline. In Section 5.2, we motivate our selection of PQC signature and key establishment schemes, describe the migration strategy based on mixed certificate chains
and the integration of PQC into the TLS 1.3 handshake. We present and evaluate our
results in Section 5.3. Section 5.4 concludes this chapter.

5.2 Towards Post-Quantum Authentication in TLS 1.3
In this section, we describe our approach for the transition to post-quantum authentication in TLS 1.3. Furthermore, we motivate the selection of the PQC signature and
key establishment schemes. In order to assess our proposed strategy, we also introduce
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the selected combinations of signature schemes. Besides that, we briefly explain the
integration of PQC into the handshake of TLS 1.3 and the corresponding integration of
the selected PQC schemes into the cryptographic library wolfSSL1 .

5.2.1 Migration Strategy Based on Mixed Certificate Chains
Digital certificates play a key role in today’s PKIs. They contain a public key alongside
additional information related to the owner (subject) who possesses the corresponding
secret key. In essence, a digital certificate ties the owner’s identity to its public key
via the signature of a CA. X.509 certificates are the most common standard for digital
certificates. They are primarily used for digital authentication in protocols like TLS,
SSH, and IKE.
In a typical hierarchical PKI for TLS connections, a trusted root CA holds a self-signed
root certificate and issues certificates to ICAs. In turn, the task of ICAs is to sign other
ICA or EE certificates; ultimately, creating a chain of trust. Validating EE certificates
requires that (a) the root CA certificate is trusted and securely stored on the respective
entities and (b) all signatures in the certificate chain are verified using the public key of
the issuer’s certificate (see Figure 5.1).
In this chain of trust, the self-signed root certificate serves as the main trust anchor.
As a consequence, root CAs typically operate offline in high-security environments in
order to protect their secret signing key. While the distribution of root CA certificates
is straightforward in desktop environments, e.g., via regular software updates, it is
considered a major challenge in IoT applications since IoT devices often lack appropriate
software/firmware update mechanisms despite their long lifespans [Com20; GKS19].
Moreover, root CA certificates typically have long validity periods, often between
10–25 years [Hel20]. As a result, root CAs will already have to consider a transition to
PQC in case their certificates expire in the near future. ICA and EE certificates, on the
other hand, have much shorter validity periods (between 1–10 years) [Hel20]. Besides
that, they can be renewed via standardized mechanisms. For instance, EEs in WebPKIs,
i.e., TLS servers, can automatically renew their certificates via the Automated Certificate
Management Environment (ACME) [Bar+19].
Therefore, we expect the following two aspects to prevent a fast and seamless transition to post-quantum authentication in TLS:
1. Despite the fact that root CAs need to initiate the transition to PQC in the near
future, most PQC signature schemes have not received the same level of scrutiny
1

The source-code of our integrations of PQC into the open-source library wolfSSL is available at https:
//github.com/boschresearch/pq-wolfSSL (visited on 09/04/2021).
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as currently deployed public-key cryptography. However, as the main trust anchor
in a PKI, root CAs require fully-trusted and well-established signature schemes.
2. Not all components of a PKI require a transition to PQC at the same time. As
authentication cannot be broken retroactively, there is no need for end entities to
deploy PQC for authentication right away. In addition, certificates at higher levels,
i.e., ICA or EE, can be exchanged more easily.
Out of all proposed PQC signature schemes, hash-based schemes are arguably considered most mature for real-world deployment, because (a) most of their underlying
constructions, e.g., Merkle trees, have been studied for decades, (b) their security relies
only on minimal assumptions, i.e., (second-)preimage resistance, and (c) stateful hashbased schemes are already specified in IETF RFCs and also recommended by NIST. As a
consequence, hash-based schemes already fulfill the requirements for signature schemes
at the root CA level. However, because of their slow signing times and large signature
sizes it is a challenge to deploy them at other levels of a PKI especially in embedded
IoT devices [Bür+20]. In addition, stateful hash-based schemes require careful state
synchronization to prevent any leakage of secret key material. But since root CAs operate in high-security environments, we assume they are capable of effectively applying
state management techniques, such as introduced in [McG17]. Stateless hash-based
signature schemes, such as SPHINCS+ , mitigate the drawback of state synchronization,
at the cost of bigger signature sizes (see Table 5.2).
In order to ease the transition to post-quantum authentication in TLS, we propose
the following two-step migration strategy, in which hash-based signature schemes play
a key role. In the first step, we combine hash-based schemes at the root level with
conventional signature schemes, e.g., ECDSA, at the subsequent levels of a hierarchical
PKI. In this step, ICAs and EEs will only be required to implement the verify operation
of the respective hash-based scheme. Note that we consider this only as intermediate
step towards complete post-quantum authentication. As quantum computers capable of
breaking currently deployed public-key cryptography will not become available within
the next few years, we do not require authentication to resist such attacks during this
first migration step.
In the second step of our migration strategy, we combine hash-based schemes with
lattice-based signature schemes to provide full post-quantum authentication. We consider this a valid strategy for the following three reasons:
1. Due to the long life span of the root CA certificates deployed in the first step, a
complex and time-consuming redistribution of root certificates can be avoided.
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2. More PQC signature schemes will have reached the same level of maturity as hashbased schemes by then. At the time of writing, lattice-based schemes are arguably
considered most suitable for general purposes, but in case of any cryptanalytic
breakthroughs alternatives will exist.
3. Since hash-based schemes offer comparatively fast verification times, we expect to
see only a negligible performance impact when combined with either conventional
cryptography in the first step or lattice-based schemes in the second step of our
migration strategy.
Nevertheless, in the second step, ICAs and EEs need to fully implement the respective
lattice-based signature scheme in addition to the verification of hash-based signatures.
As a consequence, we do not only consider TLS metrics such as handshake duration and
communication size in our evaluation but also the impact of our migration strategy on
code size and memory.
Selection of Signature and Key Establishment Schemes.
For the performance study in this chapter, we selected several PQC signature schemes
for the evaluation of mixed certificate chains and one representative PQC key encapsulation mechanism for a complete post-quantum TLS 1.3 handshake. Note that we only
selected one KEM for key establishment since we are focusing on the migration towards
post-quantum authentication in TLS. In turn, this reduces the dimensions of scheme
combinations and allows for a clear evaluation of our migration strategy.
For the signature schemes in the certificate chain, we selected hash-based schemes,
which have large signatures but small public keys, and lattice-based schemes, which
have moderate key and signature sizes. Hash-based signature schemes are very robust
and well trusted. Due to their small public key size and fast verification times, they can
easily be used in addition to conventional signature schemes, e.g., at the root CA level
even in small embedded devices. More specifically, we selected the hash-based scheme
SPHINCS+ from NIST’s standardization process and XMSS as representative of the
IETF PQC-RFCs and the lattice-based schemes Dilithium and Falcon. We did not select
signature schemes from other PQC families because of recent cryptanalytic progress
on multivariate schemes, e.g., Rainbow, as well as Picnic, a post-quantum signature
scheme based on symmetric cryptography and zero-knowledge proofs [Beu21; Din21].
To achieve a complete PQC-based TLS 1.3 handshake we selected Kyber for key establishment — a finalist in NIST’s standardization process. As representative of lattice-based
KEMs, it offers some of the smallest key sizes (see Table 2.3) and can be implemented

86

5 Mixed Certificate Chains for Post-Quantum Authentication in TLS 1.3

very efficiently [KRS19]. Besides that, Kyber has already proven to be a suitable candidate for the integration into TLS in several other works [Bür+20; PSS21; SKD20a].
Since Kyber is part of the CRYSTALS-suite, it is a natural pairing for Dilithium and
also fits well to the other signature schemes. An overview of all selected schemes for our
evaluation, including key, signature, and ciphertext sizes as well as benchmark results
on our experimental platforms is given in Table 5.2 in Section 5.3.1.

5.2.2 Combinations of Signature Schemes
As motivated above, we selected the two hash-based signature schemes XMSS (stateful;
short: XMS) and SPHINCS+ (stateless; short: SP), the two lattice-based schemes
Dilithium (short: Dil) and Falcon (short: Fal), as well as the conventional scheme
ECDSA (short: EDS) for the evaluation of our migration strategy. Moreover, we consider
both performance variants of SPHINCS+ : its speed-optimized instantiation (short: SPf,
‘f ’ for fast) and its size-optimized instantiation (short: SPs, ‘s’ for small).
Since our focus is on the evaluation of post-quantum signature schemes in TLS, we are
considering only two key establishment schemes, ECDHE (short: EDH) as conventional
scheme and Kyber (short: Kyb) as representative for lattice-based post-quantum KEMs.
We chose the parameter sets of the evaluated PQC schemes to target NIST security
level 1 with two exceptions: the specification of Dilithium does not offer a NIST level 1
set, instead we work with its parameter set that corresponds to security level 2; XMSS
has no official NIST security level since it is not part of the NIST PQC process. For the
conventional ECC schemes ECDSA and ECDHE, we are using the curve SECP256R1.
For our experiments, we considered a certificate chain length of three, which is the
predominant case in current deployments of TLS (about 40.0 %) [SKD20a]. Since we
also target client authentication, server and client are both equipped with their own
device certificate and the respective certificate chain. As discussed in Chapter 4, mutual
authentication is not commonly used in WebPKIs, but several use cases for it exist outside
of the WebPKI setting, e.g., company networks and (I)IoT applications. In fact, many
industry-specific protocols that rely on security features of TLS even advocate the use
of mutual authentication, such as MQTT [MVQ18] and OPC UA [PS18].
Following our selection of signature schemes and aforementioned prerequisites, we
derive two groups for our evaluation:
1. Control: This group contains six ‘regular’ certificate chains containing only a single
signature scheme. As a reference, we compare our migration strategy against a
fully conventional certificate chain within a conventional TLS handshake. In order
to assess the feasibility of our approach, we compare mixed certificate chains
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Table 5.1: Evaluated scheme combinations within TLS 1.3.

Mixed Certificate Chain

Control

Signature Scheme

2

2

Root CA

Intermediate CA

End Entity

KEX

Notation

ECDSA
Dilithium
Falcon
XMSS
SPHINCS+ -f
SPHINCS+ -s

ECDSA
Dilithium
Falcon
XMSS
SPHINCS+ -f
SPHINCS+ -s

ECDSA
Dilithium
Falcon
XMSS
SPHINCS+ -f
SPHINCS+ -s

ECDHE
Kyber
Kyber
Kyber
Kyber
Kyber

EDS-EDH
Dil-Kyb
Fal-Kyb
XMS-Kyb
SPf-Kyb
SPs-Kyb

XMSS
XMSS
XMSS

ECDSA
Dilithium
Falcon

ECDSA
Dilithium
Falcon

Kyber
Kyber
Kyber

XMS+EDS-Kyb
XMS+Dil-Kyb
XMS+Fal-Kyb

SPHINCS+ -f
SPHINCS+ -f
SPHINCS+ -f

ECDSA
Dilithium
Falcon

ECDSA
Dilithium
Falcon

Kyber
Kyber
Kyber

SPf+EDS-Kyb
SPf+Dil-Kyb
SPf+Fal-Kyb

SPHINCS+ -s
SPHINCS+ -s
SPHINCS+ -s

ECDSA
Dilithium
Falcon

ECDSA
Dilithium
Falcon

Kyber
Kyber
Kyber

SPs+EDS-Kyb
SPs+Dil-Kyb
SPs+Fal-Kyb

We denote our control certificate chains as DSARoot&ICA&EE -KEX and our mixed certificate chains as
DSARoot + DSAICA&EE -KEX.

against PQC-based certificate chains that contain either only a single hash-based
or a single lattice-based signature scheme.
2. Mixed Certificate Chain: This group presents our two-step migration strategy and
contains nine combinations of signature schemes within certificate chains. We
selected the three hash-based schemes (XMS, SPf, SPs) as signature schemes at the
root CA level. In accordance with our two-step process, we combine XMSS and
the two SPHINCS+ instantiations with the conventional signature scheme ECDSA
representing our first transitional migration step. To complete the migration to full
post-quantum authentication, we subsequently combine the selected hash-based
schemes with lattice-based PQC schemes (Dilithium and Falcon).
The complete list of all 15 combinations (including their abbreviated notation) is given
in Table 5.1. We present the measurement results of these combinations in Section 5.3.
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+
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PQ Server Hello
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Verify CertificateVerify:
DSA₁ Verify
Verify Certificate:
DSA₁ + DSA₂ Verify
Server Connect Time (End)

:PQC KEM related operation

Figure 5.1: Mutually authenticated post-quantum TLS 1.3 handshake protocol illustrating the
concept of mixed certificate chains (time-related measurement points are indicated
for experiments).

5.2.3 Post-Quantum TLS 1.3 Handshake
The goal of TLS is to establish an encrypted communication channel between two endpoints. Its most recent version — TLS 1.3 — was introduced in 2018 as RFC 8446 [Res18].
Within worldwide TLS connections, TLS 1.3 still plays a minor role with a share of
approximately only 5.4 % [Hol+19]. But considering current adoption rates [STW19],
we expect it will be the pre-dominant version by the time PQC has become the state-ofthe-art cryptography. As a result, we focus on TLS 1.3 in this chapter.
Compared to its predecessor, TLS 1.3 offers major security as well as performance
improvements in its handshake protocol [Res18]. Legacy symmetric cryptography is no
longer supported, and it even mandates the use of authenticated encryption. Besides
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that, encryption of all handshake messages after the ServerHello message has been added.
A new concept of cipher suites has also been introduced, separating authentication and
key exchange mechanisms from the symmetric mechanisms protecting the established
secure tunnel. Furthermore, its modular design has been improved, which facilitates the
integration of new cryptographic schemes. This makes it easier to integrate PQC into
the handshake of TLS 1.3, as highlighted in previous works [PST20; SKD20a; SKD20b].
Figure 5.1 shows the resulting TLS 1.3 handshake after the integration of PQC.
Regarding key exchange, a post-quantum KEM first needs to be transformed into an
ephemeral KEX scheme as follows. The client creates an ephemeral key pair using
the KEM’s key generation function. Within the ClientHello message it advertises the
selected KEM as part of the supported_groups extension alongside the generated KEM
public key as part of the key_share extension. Having received the ClientHello message,
the server performs the KEM’s encapsulation operation resulting in a shared secret
and the ciphertext. The server then sends the ciphertext back to the client within the
key_share extension of the ServerHello message. As we require mutual authentication in
our experiments, the server requests client authentication by sending a CertificateRequest
message. Besides that, the server transmits its X.509 certificate chain (excluding the root
CA certificate) as part of the Certificate message as well as a post-quantum signature over
the handshake transcripts3 within the CertificateVerify message. The client subsequently
performs the KEM’s decapsulation operation now sharing a secret with the server. The
client authenticates the server’s identity by verifying the signature and the received
certificate chain, performing a total of three PQC verify operations for a chain length
of three. In response to the server’s CertificateRequest message, the client also sends a
signature over the handshake transcript (CertificateVerify) alongside its own certificate
chain (excluding the root CA certificate) within the Certificate message. By verifying
the signature over the handshake transcript and the entire certificate chain, the server
authenticates the client, which completes the TLS 1.3 handshake protocol.

5.2.4 Integration of PQC into wolfSSL
Existing integrations of PQC into TLS 1.3 libraries are aimed at desktop/server environments [KV19; SSW20; SM17]. Work that targets embedded systems, on the other
hand, only supports TLS 1.2 [Bür+20]. Therefore, we selected the open-source TLS
library wolfSSL (v4.7.0) for our integrations of PQC because it is suitable for embedded
systems and supports TLS 1.3.
3

Handshake transcript is a hash value computed by hashing the concatenation of all handshake messages
that have been sent so far.
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wolfSSL consists of the cryptography engine wolfCrypt, which is responsible for all
cryptography operations and services, such as hash functions, symmetric and asymmetric
ciphers, and certificate support. As a result, the integration of PQC into wolfSSL requires
(a) to extend the wolfCrypt engine with PQC and (b) to make them accessible to
wolfSSL’s implementation of the TLS 1.3 handshake (via its internal API). We used the
most recent reference C implementations of the four selected NIST PQC schemes4 and
the latest reference implementation of XMSS5 . Note that we did not make use of any
architecture-specific optimizations (AVX2 and assembly) in our experiments.
Enabling PQC in the TLS handshake required to make the integrated schemes and
newly defined OIDs available in the respective modules of wolfSSL. To handle the
larger key and signature size of the integrated PQC signature schemes, internal buffer
sizes needed to be increased, such as MAX_X509_SIZE and MAX_CERT_VERIFY_SIZE. As
in the case of Mbed TLS, wolfSSL currently does not support fragmentation of the
CertificateVerify message for signatures larger than the maximum single record size of
214 B (16 kB). Therefore, we implemented a fragmentation mechanism for messages
containing a signature larger than the single record size, primarily relevant for the
speed-optimized variant of SPHINCS+ (see Table 5.2).

5.3 Measurements and Evaluation
We consider two industrial device classes as TLS clients in our experiments: (i) Raspberry
Pi 3 Model B equipped with an ARM Cortex-A53 quad-core processor running at
1.2 GHz and 1 GB of RAM (denoted Embedded in the following evaluation); (ii) Notebook
equipped with an Intel Core i5-6300U quad-core processor running at 2.4 GHz and
8 GB of RAM. The first represents an embedded device from the lower levels of the
automation pyramid, e.g., control level, whereas the latter represents a typical client
device found in regular IT networks or at higher levels of the automation pyramid, e.g.,
supervision level. Both devices are connected via their Ethernet interface to a local
network access point.
The TLS servers are set up as remote Azure virtual machine instances (Standard
D2as_v4) at three different locations (West Europe, East US, East Australia) and thus
represent the industrial device class of Servers. They are equipped with two virtual
CPUs based on the AMD EPYC7452 processor running at 2.35 GHz and 8 GB of RAM.
The remote servers are located at increasing distances to our local clients based in
4

https://csrc.nist.gov/Projects/post-quantum-cryptography/round-3-submissions
09/04/2021).
5
https://github.com/XMSS/xmss-reference (visited on 09/04/2021).
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West Europe, as the following round-trip time (RTT) statistics show (rounded to three
significant figures):
• Client → Server (West Europe): 26.1 ms (average RTT; hop count: 15).
• Client → Server (East US): 105 ms (average RTT; hop count: 19).
• Client → Server (East Australia): 258 ms (average RTT; hop count: 21).
Client and Server Programs. Our two clients and three servers implement a mutually
authenticated TLS 1.3 handshake using the full 1-RTT mode without pre-shared key
resumption. The selected cipher suite is TLS_AES_256_GCM_SHA384 to effectively secure
symmetrically encrypted session data against attacks aided by quantum computers.
Library and programs are compiled using gcc’s O3 flag. Note that we do not consider
caching of intermediate certificates and extensions commonly found in WebPKI settings,
e.g., certificate revocation lists (CRLs) or the Online Certificate Status Protocol (OCSP),
since a few extra byte of certificate data do not fundamentally change handshake
performance [SKD20a; SKD20b].
Measured Parameters and Objectives. In order to evaluate the feasibility of mixed
certificate chains as migration strategy for TLS 1.3 towards PQC, we conduct several
time-related as well as cost-related measurements.
Furthermore, we introduce three measurement points in our client and server programs as outlined in Figure 5.1. With time to first byte (TTFB) we measure the latency
a client experiences from initiating the TLS handshake to receiving the first byte of
encrypted application data (excluding the initial TCP handshake).6
In order to assess the individual cryptographic load client and server experience
during the TLS handshake, we also measure client and server connect time by observing
the time when the handshake is initiated from their point of view up until sending
their respective Finished message. Apart from these time-related measurements we
also investigate the impact mixed certificate chains have on the following cost metrics:
communication size (Section 5.3.3), resulting code size of the PQC-enabled wolfSSL
library (Section 5.3.4), and peak memory usage of client and server programs for each
of our test cases (Section 5.3.5).
In our measurements, the conventional use case EDS-EDH serves as baseline for the
comparison between mixed certificate chains and other evaluated control certificate
6

To account for the time the server spends authenticating the client, we have the server send the first
message of encrypted application data.
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chains. Note that with our time-related measurements we do not expect to see performance improvements compared to the conventional and PQC-based control use cases,
instead we aim to assess the feasibility of our approach as practical migration strategy
towards enabling post-quantum authentication for TLS.

5.3.1 Standalone Performance of Evaluated Cryptographic Primitives
At first, we evaluated standalone performance characteristics for the signature and
key establishment algorithms used in this work. We modified wolfCrypt’s internal
benchmark tool to integrate the newly added PQC schemes. Table 5.2 shows the
averaged benchmark results on the three experimental platforms. In addition, we report
the size characteristics of all evaluated schemes: key size and ciphertext/signature size.
Note that for the ECC schemes (ECDHE and ECDSA), we enabled wolfSSL’s optimized
implementation based on its multi-precision math library.
Key Establishment Schemes. All three functions of the post-quantum KEM Kyber (key
generation, encapsulation, and decapsulation) outperform ECDHE on every platform.
In fact, ECDHE’s key agreement is slower by at least a factor of five. As a result, Kyber’s
comparatively small public key and ciphertext sizes (≤1 kB) and fast performance make
it a promising PQC scheme.
Signature Schemes. As expected, the two lattice-based signature schemes Dilithium
and Falcon perform better than their three hash-based counterparts on all platforms. In
all evaluated hash-based schemes, the signing operation is very expensive. For example,
a single signing operation takes about 3.5 s using the size-optimized SPHINCS+ (SPs)
instantiation on the embedded target compared to only 1.9 ms with ECDSA. Considering
verification, all hash-based schemes are within an acceptable range, whereas Dilithium
and Falcon even outperform ECDSA.
Besides that, we observe that ECDSA has faster signing operations than verification
as opposed to the two lattice-based schemes, where verification is considerably faster
than signing. Since verification is required more often in a typical TLS handshake, we
expect to see a feasible performance in case client or server make use of a lattice-based
signature scheme.
Nevertheless, this benchmark shows that PQC signature schemes will generally affect
the performance of TLS handshakes more than PQC key establishment (in case of fast
lattice-based KEMs). Note that in signature schemes, key generation is required only in
case a new long-term signing key pair needs to be generated.
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Table 5.2: Properties of schemes evaluated as part of migration strategy including performance
benchmarks on our target platforms (rounded to three significant figures).
NIST
Level

Algorithm (Parameter)

Sizes (bytes)

Performance (ms)
Embed.

Notebook

Server

Key Encapsulation Schemes
ECDHE
(SECP256R1)

×

sk:
pk:

32
65

gen:
agmt:

CRYSTALS-Kyber
(Kyber512)

1

sk:
pk:
ct:

1632
800
768

gen:
enc:
dec:

1.52
4.40

0.0920
0.255

0.0910
0.271

0.572
0.772
0.772

0.0380
0.0440
0.0490

0.0330
0.0370
0.0430

Signature Schemes
ECDSA
(SECP256R1)

×

sk:
pk:
sig:

32
65
73

gen:
sign:
vfy:

1.52
1.94
4.85

0.0920
0.116
0.285

0.0910
0.119
0.301

CRYSTALS-Dilithium
(Dilithium-2)

2

sk:
pk:
sig:

2544
1312
2420

gen:
sign:
vfy:

2.04
11.9
2.21

0.107
0.414
0.121

0.0880
0.389
0.0990

Falcon
(Falcon-512)

1

sk:
pk:
sig:

1281
897
666

gen:
sign:
vfy:

158
35.7
0.435

20.1
5.90
0.0420

16.9
4.91
0.0310

SPHINCS+ (size-optimized)
(SHA2-256-128s-simple)

1

sk:
pk:
sig:

64
32
7856

gen:
sign:
vfy:

473
3540
3.53

114
866
0.876

93.6
710
0.678

SPHINCS+ (speed-optimized)
(SHA2-256-128f-simple)

1

sk:
64
pk:
32
sig: 17,088

gen:
sign:
vfy:

7.33
183
10.2

1.75
43.3
2.46

1.47
36.4
2.05

XMSS
(XMSS-SHA2-10-256)

—

sk:
pk:
sig:

gen: 11,300
sign:
50.1
vfy:
6.49

2190
9.70
1.20

1870
8.26
1.03

36
64
2500

Notation: secret key (sk), public key (pk), ciphertext (ct), signature (sig), key generation (gen), key
agreement (agmt), encapsulation (enc), decapsulation (dec), sign (sign), verify (vfy).
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Figure 5.2: Time measurements in the local setting (median times are reported; error bars
represent 25th and 75th percentile): Embedded → Notebook.

5.3.2 Connection Establishment Times
For each of the two client devices (Notebook and Embedded) and each of the 15
certificate chain test cases (9 mixed and 6 control certificate chains), we perform 1000
TLS 1.3 handshakes with each of the three remote servers. In addition, we perform
the same experiment in a local network, where the embedded device acts as client and
the notebook as server. This local experiment allows us to better analyze the impact of
the actual cryptographic operations without hardly any network latency (average RTT:
0.919 ms). In the following, we focus our analysis on median TTFB since it includes all
operations related to server as well as client authentication.
Local Server. Figure 5.2 shows the results of our local experiment. The control combinations EDS-EDH and Dil-Kyb show the best performance with median TTFB at 29.7 ms
for the former and 30.0 ms for the latter. Nevertheless, combining hash-based signature schemes with ECDSA — as part of the first step in our migration strategy — shows
very promising results. Compared to the conventional control case EDS-EDH the increase in median TTFB remains feasible, especially in the following two combinations:
SPs+EDS-Kyb (+4.64 ms) and XMS+EDS-Kyb (+5.57 ms).
Considering the final step of our strategy, we observe a similar small increase in median
TTFB. In that case, the fastest two PQC-only mixed certificate chains are: XMS+Dil-Kyb
with an increase of +4.69 ms and SPs+Dil-Kyb with an increase of +4.41 ms, which is
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also the smallest increase of all evaluated mixed certificate chains in this setting.
Furthermore, our approach of using SPHINCS+ only at the root CA level gives a
significant improvement compared to certificate chains from the control group that use
SPHINCS+ across the entire chain. In fact, we observe an average decrease in TTFB of
79.9 % in case of SPf-Kyb and 99.0 % in case of SPs-Kyb. The slow handshake times in
the pure SPHINCS+ settings are largely due to the slow signing operation of the two
particular SPHINCS+ signature schemes (see Table 5.2), especially in case of SPs-Kyb
where we experienced a median TTFB of 4.48 s.
Remote Servers. Next, we analyze our mixed certificate chains under realistic network
conditions where our two client devices connect to the aforementioned remote servers
over a public network. Figure 5.3 shows the six handshake related time measurements
of this experiment. Despite the increase in message sizes due to larger certificates,
signatures, and ciphertexts we see a success rate of 100 % in all performed handshake
experiments. Note that we do not report measurements for the following three hashbased control combinations: SPf-Kyb, SPs-Kyb, and XMS-Kyb. As we showed in the local
network setting as well as in our experiments in Chapter 4, SPHINCS+ -only certificate
chains are impractical for most applications because of their slow handshake times. In
case of a certificate chain purely based on XMSS, we do not trust embedded clients and
load-balanced server farms to securely manage the state of XMSS private keys.
Before we assess the individual impact of our two-step migration strategy, we look at
the general feasibility of the evaluated mixed certificate chains for TLS 1.3. We observe
a feasible increase in median TTFB across all nine evaluated mixed certificate chains
compared to the ECC-based control handshake (EDS-EDH). For connections to the server
located in West Europe, this increase is +12.4 % (Notebook) and +14.4 % (Embedded).
The same holds true for connections to the server in East US: +2.77 % (Notebook) and
+3.66 % (Embedded). As expected, the increase becomes even less significant when
connecting to the server located in East Australia: +1.52 % (Notebook) and +1.06 %
(Embedded). This demonstrates that the impact of individual cryptographic operations
on all reported connection establishment times decreases with longer client-server
distances due to the higher round-trip times. As a consequence, we focus the subsequent
evaluation of time-related handshake measurements when connecting to servers located
in West Europe (Figures 5.3a and 5.3b) and East US (Figures 5.3c and 5.3d).
In case the notebook connects to the server located in West Europe (Figure 5.3a),
we observe the smallest increase in median TTFB compared to EDS-EDH with mixed
certificate chains using ECDSA at ICA and EE level — the first step of our proposed
strategy. Because of their comparatively small certificate chain sizes (see Table 5.3),
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(a) Notebook → Server (West Europe).

(b) Embedded → Server (West Europe).
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(c) Notebook → Server (East US).

(d) Embedded → Server (East US).
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(e) Notebook → Server (East Australia).

(f) Embedded → Server (East Australia).

Figure 5.3: Time measurements under realistic network conditions at increasing client-server
distances (median times are reported; error bars represent 25th and 75th percentile).

fast conventional signing operation for handshake signatures, and balanced verify
operations, the combinations SPs+EDS-Kyb (+5.09 ms) and XMS+EDS-Kyb (+5.27 ms)
seem promising transitional candidates as in the local setting. Regarding the final step
towards complete post-quantum security, the combination XMS+Dil-Kyb shows the
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(a) Notebook → Server (West Europe).

(b) Embedded → Server (West Europe).

Figure 5.4: Handshake size vs. time to first byte of evaluated scheme combinations (KEX
omitted for readability).

fastest TTFB with an increase of +7.99 ms. For both migration steps, we observe the
same behavior when connecting to the server in East US (Figure 5.3c).
We find similar results in case the embedded device acts as the client. Again, the
mixed certificate chains of the first migration step (hash-based schemes combined
with ECDSA) show a feasible median TTFB compared to the conventional control
combination EDS-EDH when connecting to the server based in West Europe (Figure 5.3b):
XMS+EDS-Kyb (+12.9 ms) and SPs+EDS-Kyb (+15.7 ms). In the final step of our
strategy, the combination XMS+Dil-Kyb even outperforms EDS-EDH (−5.39 ms). We
attribute this behavior to scheme dependent computational fluctuations, especially in
case of Dilithium [KRS19], as well as higher traffic load caused by larger message sizes
as indicated by the error bars in Figure 5.3. These findings are also replicated for the
server based in East US (Figure 5.3d).

5.3.3 Communication Size
Figure 5.4 shows the size of all messages that client and server exchange during their
handshake, i.e., total handshake size, in contrast to median TTFB. In all evaluated
test cases, we observe an increase in communication size as a result of the significant
increase in certificate chain size (see Table 5.3) and, to a lesser degree, as a result of
larger signatures and key exchange material (see Table 5.2).
In addition to its promising TTFB, the scheme combination XMS+EDS-Kyb of our first
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Table 5.3: Certificate sizes of evaluated scheme combinations (reported in kB; rounded to three
significant figures).
Certificate Size (kB)
Group

Root CA

ICA

End-Entity

Chain Size
(excl. root; kB)

∆
(%)

EDS-EDH
Dil-Kyb
Fal-Kyb
XMS-Kyb
SPf-Kyb
SPs-Kyb

control

0.775
5.59
2.71
4.04
23.3
11.1

0.803
5.62
2.74
4.07
23.3
11.1

0.764
5.58
2.69
4.03
23.3
11.1

1.57
11.2
5.43
8.10
46.6
22.2

—
+615
+246
+417
+2870
+1320

XMS+EDS-Kyb
XMS+Dil-Kyb
XMS+Fal-Kyb

mixed

4.04
4.04
4.04

4.09
5.72
5.17

0.760
5.58
2.68

4.85
11.3
7.87

+209
+621
+402

SPf+EDS-Kyb
SPf+Dil-Kyb
SPf+Fal-Kyb

mixed

23.3
23.3
23.3

23.4
25.0
24.5

0.764
5.58
2.70

24.1
30.6
27.2

+1440
+1850
+1630

SPs+EDS-Kyb
SPs+Dil-Kyb
SPs+Fal-Kyb

mixed

11.1
11.1
11.1

11.2
12.8
12.3

0.760
5.58
2.70

11.9
18.4
15.0

+662
+1070
+855

Mixed Certificate Chain

migration step leads to the smallest total handshake size (10.1 kB) among all investigated
mixed certificate chains. On the other hand, our three combinations containing the
SPHINCS+ variant SPf at the root CA level show the highest total handshake sizes with
a minimum of 39.4 kB (SPf+EDS-Kyb) up to 54.2 kB (SPf+Dil-Kyb).
Regarding the mixed certificate chains that present our final migration step, the
combination XMS+Fal-Kyb has the lowest total handshake size with 16.1 kB. The
combination XMS+Dil-Kyb, however, has a slightly larger total handshake size of 24.8 kB,
which is virtually the same as the purely Dilithium-based combination Dil-Kyb (24.7 kB),
but compared to XMS+Fal-Kyb it has shown a more promising median TTFB in our
time-related measurements.

5.3.4 Code Size
We compiled wolfSSL as static library for each test case and linked it with the corresponding client or server programs. To allow for a fair comparison of the libraries’ code
size we only enabled the cryptographic operations relevant for the respective case.
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Table 5.4: Total code size of wolfSSL library for evaluated scheme combinations (reported in
kB; rounded to three significant figures).
Embedded
Algorithm Combination

Code Size
(kB)

Notebook

Overhead
(kB) ∆ (%)

Code Size
(kB)

Overhead
(kB)
∆ (%)

EDS-EDH
Dil-Kyb
Fal-Kyb

393
633
727

—
240
334

—
+61.2
+85.1

377
484
569

—
107
192

—
+28.5
+51.0

XMS(+EDS)-Kyb
XMS+Dil-Kyb
XMS+Fal-Kyb

602
649
743

209
257
350

+53.2
+65.3
+89.2

448
503
588

71.5
126
211

+19.0
+33.5
+56.0

SPf(+EDS)-Kyb
SPf+Dil-Kyb
SPf+Fal-Kyb

607
655
748

215
262
356

+54.6
+66.8
+90.6

457
511
596

79.7
134
219

+21.2
+35.7
+58.2

SPs(+EDS)-Kyb
SPs+Dil-Kyb
SPs+Fal-Kyb

607
654
748

214
262
355

+54.6
+66.7
+90.6

456
511
596

79.4
134
219

+21.1
+35.5
+58.1

In Table 5.4, we report the code size of the wolfSSL library for each of our client devices
and all 15 scheme combinations. Note that ECC, i.e., ECDSA and ECDHE, is mandatory
when building wolfSSL as TLS 1.3 client or server; therefore, its functionality is included
in all of the libraries. Nevertheless, we limit the impact of ECC on the resulting code size
by only enabling the required elliptic curve SECP256R1. Other configuration options
that we require in all library builds are the relevant symmetric ciphers, hash functions,
and TLS 1.3 functionality including X.509 certificate handling; we disable all other nonrelevant options. As we built the libraries optimized for speed (-O3) rather than size, we
observed larger code sizes than that of typical embedded libraries (≤ 100 kB) [Bür+20].
We report total code size consisting of data, bss, and text sections. Due to the different
platforms of our client devices (Cortex-A53 vs. Core i5) the code size of our libraries
varies. However, we are more interested in the relative impact our mixed certificate
chains have on final code size rather than absolute size. Besides that, most of the code
size will end up in static flash memory, which is typically not a limiting factor even in
embedded systems.
On both client platforms, the integration of hash-based signature schemes and Kyber
leads to the smallest overhead in code size, which automatically enables combinations
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of the initial migration step; with XMSS having the lowest impact: 53.2 % (Embedded)
and 19.0 % (Notebook). As signing operations of hash-based schemes are not required
on client and server side in our approach, the resulting code size can be decreased
further by only implementing the corresponding verification operation. As Kyber and
Dilithium use wolfSSL’s implementation of SHA-3, combining hash-based signature
schemes with Dilithium for a post-quantum secure TLS handshake leads to acceptable
overhead. In case of the embedded device, code size increases in average by another
12.1 % and in case of the notebook by another 14.5 %. Due to Falcon’s larger overall
code size its impact is higher when combined with hash-based schemes, with an average
additional increase of 36.0 % (Embedded) and 37.0 % (Notebook).
As servers are typically equipped with sufficient amount of memory, we enable all
cryptographic algorithms relevant for our test cases in the server’s library — resulting in
a total code size of 798 kB.

5.3.5 Peak Memory Usage
We used Valgrind’s massif tool7 to measure peak heap and stack usage of our client and
server programs for each mixed certificate chain and control group setting. Table 5.5
shows the results of our memory usage analysis. On both evaluated client devices, peak
memory usage of all our 15 test cases is below 256 kB and, hence, within acceptable
range of typical embedded systems.
Heap usage is mostly affected by dynamic memory allocations related to buffers for
sending messages. Due to larger certificate chain sizes sent in the Certificate message
as well as larger signatures sent in the CertificateVerify message, we see an increase in
peak heap usage across all test cases on all platforms. Other notable allocations are
related to loading the private key of the corresponding signature scheme, the DERdecoded certificate chain, the cryptographic material related to the ephemeral key
exchange scheme, and other smaller wolfSSL context buffers. As a result, combinations
of hash-based signature schemes and ECDSA, which are a part of our first migration
step, show the smallest increase in peak heap usage benefiting from small public keys
and signatures of ECDSA. Regarding our second migration step, the combination of
hash-based schemes and Dilithium leads to the highest increase in heap usage because
of Dilithium’s larger keys and signature sizes with an average increase of 39.9 % across
all platforms compared to the control combination EDS-EDH.
Note that peak stack usage is not influenced by the size of the cryptographic material.
Instead, it depends largely on the implementation of the underlying hard mathematical
7

https://valgrind.org/ (visited on 09/04/2021).
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Table 5.5: Peak memory usage of client and server programs on our target platforms for evaluated scheme combinations
(reported in kB; rounded to three significant figures).
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Embedded

Notebook

Server

Algorithm
Combination

heap

stack

total

∆ (%)

heap

stack

total

∆ (%)

heap

stack

total

∆ (%)

EDS-EDH
Dil-Kyb
Fal-Kyb
XMS-Kyb
SPf-Kyb
SPs-Kyb

107
128
119
122
167
129

62.8
111
102
63.5
61.3
61.9

170
240
221
186
228
191

—
+41.2
+30.2
+9.49
+34.4
+12.4

111
137
125
124
168
130

70.1
111
103
64.1
61.8
61.9

181
248
227
188
230
192

—
+37.4
+25.9
+3.88
+27.2
+6.26

110
128
119
120
167
129

69.0
111
103
64.0
61.4
61.6

179
238
221
184
228
190

—
+33.3
+24.0
+2.86
+27.8
+6.61

XMS+EDS-Kyb
XMS+Dil-Kyb
XMS+Fal-Kyb

115
129
119

63.3
111
102

178
240
221

+5.19
+41.4
+30.2

119
134
125

70.2
111
102

189
245
227

+4.71
+35.5
+25.9

117
126
120

69.9
111
103

186
237
222

+3.86
+32.7
+24.5

SPf+EDS-Kyb
SPf+Dil-Kyb
SPf+Fal-Kyb

131
142
135

68.3
111
102

199
253
236

+17.2
+49.0
+39.3

132
147
138

70.0
111
103

202
258
241

+11.7
+42.6
+33.3

131
141
134

69.2
111
102

200
252
236

+11.9
+40.8
+32.3

SPs+EDS-Kyb
SPs+Dil-Kyb
SPs+Fal-Kyb

119
133
126

63.3
111
102

182
244
227

+7.43
+43.7
+34.0

123
138
129

70.2
110
102

193
249
231

+6.87
+37.7
+28.1

122
132
125

69.2
111
103

191
242
228

+6.89
+35.6
+27.4

problem. In our analysis, we observe the highest peak stack usage when Dilithium is
used in the TLS 1.3 handshake. Nevertheless, we expect future implementations of
standardized PQC schemes to offer size-optimized implementations potentially reducing
their stack usage. However, as heap and stack both reside on RAM, it is very important
to achieve an overall low memory consumption for both since this is typically a scarce
resource — especially on embedded systems.

5.3.6 Migration Strategy
We show that our proposed migration strategy based on mixed certificates is feasible
in TLS 1.3. The combination of hash-based signature schemes, especially XMSS, with
conventional ECDSA as the first step in our migration strategy gives promising results.
On both evaluated client platforms XMS+EDS-Kyb shows fast connection establishment
times, lowest overhead in communication and code size, as well as lowest memory usage
of all evaluated mixed certificate chains. In case state management is not desired at the
root CA level, SPs+EDS-Kyb is another well-balanced alternative, with similar results in
time to first byte, code size, and memory usage but larger communication overhead.
Considering the final step in our migration strategy, we observe that the scheme
combination XMS+Dil-Kyb is feasible for both client devices — even outperforming the
control combination EDS-EDH on the embedded device regarding TTFB. It also comes
with acceptable overhead in code size; however, its impact on RAM is significant due to
the high peak stack usage of Dilithium’s reference implementation. Nevertheless, we
expect that future implementations of Dilithium will offer stack optimized implementations. Alternatively, the combination XMS+Fal-Kyb leads to slightly higher connection
establishment times, but they are still tolerable for short-lived TLS connections. Yet,
it offers a smaller communication size and a lower peak memory usage compared to
XMS+Dil-Kyb.
While other scheme combinations can be used in our migration strategy, we see a
combination of hash- and lattice-based schemes favorable for the following two reasons:
1. Hash-based schemes at the root CA level already offer conservative security against
current as well as future attack scenarios. They have been analyzed for decades
and are based only on minimal security assumptions. Furthermore, stateful hashbased schemes are the first PQC schemes to be specified in form of an IETF RFC.
2. While lattice-based schemes are still fairly new and thus less tested, they have arguably attracted the most attention in academia over the last years. Their balanced
performance characteristics make them promising candidates for standardization.
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5.4 Summary
We presented a novel two-step migration strategy towards upcoming standards of
PQC signature schemes based on the concept of mixed certificate chains. In a first
intermediate step, we combined trusted hash-based signature schemes at the root
CA level with the conventional scheme ECDSA to prepare for a seamless transition to
PQC-based authentication in TLS 1.3. The final migration step aims for complete postquantum security, where we evaluated the combination of hash-based signature schemes
at the root CA level with lattice-based schemes at the ICA and EE level alongside the
post-quantum KEM Kyber. In fact, using hash-based signature schemes only at the root
CA level allows us to alleviate most of their drawbacks: slow signing performance, large
signatures, and state management in case of XMSS. Considering the first step of our
proposed strategy, the combination XMS+EDS-Kyb showed promising results on both
our client devices (Notebook and Embedded) with feasible connection establishment
times, lowest overhead in communication and code size, as well as lowest memory usage
of all evaluated mixed certificate chains. Moreover, XMSS is already specified in an
IETF RFC and recommended by NIST as well as other standardization bodies.
The PQC-only combination XMS+Dil-Kyb displayed promising results as part of the
final migration step. The measured time to first byte is feasible for both client platforms
and has acceptable overhead in code size. Its impact on RAM, however, is significantly
higher compared to other evaluated scheme combinations because of high peak stack
usage of Dilithium’s reference implementation.
Furthermore, the reported results complement existing experimental studies [SSW20;
SKD20a; SKD20b]: We evaluated the impact of PQC signature schemes and PQC key
establishment on the TLS 1.3 handshake by working with current round three reference
implementations and by assessing mutual authentication under real network conditions.
While we focused on the network protocol TLS 1.3, it is of interest to investigate
the impact of our proposed migration steps on other protocols, such as SSH or IKE,
in future work. Moreover, we hope our practical results facilitate research into the
concept of mixed certificate chains and ease the migration towards the next generation
of cryptography in IIoT applications.
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6 Hybrid Security Handshake for OPC UA:
Hybrid-KEX OPC UA
While Part II of this thesis targeted the migration towards PQC with a focus on cryptographic agility and the network protocol TLS, Part III presents novel integrations
of PQC into industrial communication. Cyber-physical systems and OPC UA play an
important role for providing connectivity as part of IIoT applications, but they often lack
long-term security features despite their long lifetimes. One approach that effectively
protects such systems against attacks aided by quantum computers, e.g., “harvest now,
decrypt later” attacks, is to use hybrid constructions for key exchange: a combination
of conventional and post-quantum key establishment schemes.
In this chapter, we propose a hybrid key exchange mechanism for the industrial
communication protocol OPC UA: Hybrid-KEX OPC UA. More specifically, we describe
four distinct instantiations based on selected post-quantum KEMs from NIST’s PQC
standardization process: Kyber, NewHope, NTRU, and Saber.1 We implement our
resulting modifications to OPC UA’s security handshake on two different ARM-based
embedded platforms (Cortex-M4 and Cortex-A53) and present detailed performance
footprints. Our results demonstrate the feasibility of employing a hybrid post-quantum
key exchange within OPC UA, preserving industrial communication against the threat
of large-scale quantum computers.
Remark.

Parts of this chapter have been published in [PG20].

6.1 Motivation and Contributions
Deploying CPS in industrial facilities allows to build versatile systems that quickly adapt
to changing requirements and support a shorter time-to-market whenever new products
are introduced. However, the exchanged information within such highly interconnected
1

When we conducted this work, NIST’s PQC standardization process was in Round 2. Note that NewHope
has since been eliminated, whereas all other selected KEMs advanced to NIST’s third round as Finalists.
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systems contains business-related and security-critical data, which makes them an
appealing target for cyberattacks, especially industrial espionage [SWW15; Ver20]. As
a result, the exponential growth of interconnected CPS is accompanied by an increasing
amount of attacks on industrial systems (see Section 2.1.2). In order to provide security
over the entire life span of industrial CPS, it is essential to prepare applications and protocols for a transition to upcoming PQC standards. Moreover, any adversary recording
encrypted communication today that includes records of key establishment based on
conventional public-key cryptography is capable of decrypting the entire information
once in possession of a sufficiently powerful quantum computer [Bin+19b]. One way to
protect against such “harvest now, decrypt later” attacks is to use hybrid constructions
for key exchange. In these hybrid modes, the resulting cryptographic material is secure
as long as one of the two underlying methods is unbroken [GHP18]. As uncertainty
regarding security assumptions of novel PQC schemes remains, hybrid constructions
are considered a suitable transitional strategy for protecting confidentiality of data over
a long period of time [SM17]. In fact, several standardization bodies already suggest to
make use of hybrid modes for the transition to PQC [BCD20; BSI20a; ETS15].
Objectives and Contributions. To protect present communication against future attacks from quantum computers, we propose Hybrid-KEX OPC UA. It offers a hybrid
key exchange for the security handshake of the industrial communication protocol
OPC UA — the de-facto standard for future IIoT applications. Our threat model considers attackers that use classical computing power for now but will be able to make use of
powerful quantum computers in the future. To the best of our knowledge, this is the
first work that presents hybrid post-quantum key exchange for industrial communication
protocols, such as OPC UA. Moreover, we employ the provably secure combining technique XOR-then-MAC [Bin+19b] in our hybrid post-quantum key exchange for OPC UA.
Our main contributions are summarized as follows:
→ Our proposed hybrid construction for OPC UA combines conventional key establishment with post-quantum key establishment and offers a transitional strategy
towards post-quantum cryptography for ICS aimed at long-term confidentiality.
→ We evaluate our proposed hybrid scheme by instantiating four different versions
based on the following post-quantum KEMs from the second round of NIST’s PQC
standardization process: Kyber-90s, NewHope, NTRU, and Saber.
→ In our experiments, we target a resource-constrained embedded setting by using
ARM Cortex-based evaluation platforms — similar to real industrial environments.
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→ We demonstrate the feasibility of Hybrid-KEX OPC UA by providing the following
three performance figures: communication size, handshake duration, and network
transmission times.

Outline. Section 6.2 presents the hybrid post-quantum key exchange and its integration
into OPC UA’s security handshake. We evaluate and discuss performance, security, and
limitations of our four instantiated Hybrid-KEX solutions in Section 6.3. Section 6.4
concludes this chapter.

6.2 Integration of Hybrid Key Establishment into OPC UA
Since two shared secrets are first established separately and combined later in subsequent steps, hybrid constructions inevitably lead to additional operations in the security
handshake of OPC UA. More specifically, our solution is based on XOR-then-MAC, a
provably secure combining technique introduced in [Bin+19b]. Our proposed hybrid
security handshake for OPC UA is shown in Figure 6.1; modifications related to PQC
are marked in yellow, while operations related to the XOR-then-MAC construction are
marked in gray. In the following, we present our modifications to OPC UA’s SecureChannel Service Set to achieve a hybrid post-quantum security handshake.

6.2.1 Hybrid OpenSecureChannel Request
Creating the request requires only minor modifications. Besides generating a secret
client nonce, the generation of a public and private key pair is necessary using the key
generation function of a post-quantum KEM. The request is initialized using the client
nonce nclient , the KEM public key pkPQ , and by applying security mechanisms from the
corresponding SecurityPolicy Profile obtained from the GetEndpoints Response. Note that
we position the additional KEM public key inside the security header instead of the
message body to avoid computationally expensive RSA encryption. The request is then
sent to the server in form of an OPC UA message. Algorithm 6.1 shows the modified
generation of the OSC Request; bold line numbers highlight changes to OPC UA’s original
security handshake.
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Figure 6.1: Overview of Hybrid-KEX OPC UA (yellow: operations/data related to PQC; gray:
operations/data related to XOR-then-MAC combiner).

Algorithm 6.2 highlights the required steps to process the request message from
the server (Lines 1–13). Once the server receives the request, it validates the client’s
certificate, decrypts the request, and verifies the signature according to the specified
security policy. For our proposed hybrid scheme, the encapsulation function of the
respective post-quantum KEM is called using the received public key as input. This
generates the KEM ciphertext ctPQ and an initial 32 byte shared secret ssPQ . Because of
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Algorithm 6.1 Hybrid-KEX OPC UA: Generate OpenSecureChannel Request.
Require: Validated server certificate
1: procedure GenerateRequest(pkserver )
2:
n
(︁ client ← GenerateLocalNonce()
)︁
3:
pkPQ , skPQ ← GenerateKEMKeyPair()
4:
request ← InitRequest(nclient , pkPQ , settings)
5:
(ctrequest ) ← SignAndEncrypt(request, pkserver , skclient , policy)
6:
status ← SendRequest(ctrequest )
7:
return status
8: end procedure

Algorithm 6.2 Hybrid-KEX OPC UA: Process OpenSecureChannel Request and Generate
OpenSecureChannel Response.
1: procedure ProcessRequest(ctrequest )
2:
if certificateclient is not valid then return error
3:
end if
4:
request ← DecryptAndVerify(ctrequest )
5:
if verification fails then return error
6:
end
if
(︁
)︁
7:
nclient , pkPQ ← Decode(request)
8:
9:
10:
11:
12:
13:

nserver ← GenerateLocalNonce()
(ctPQ , ssPQ ) ← EncapsulatePQ(pkPQ )
(nserver,PQ , nclient,PQ ) ← Expand(ssPQ , salt)
nonces ← nclient ||nserver ||nclient,PQ ||nserver,PQ
keys ← GenerateSessionKeys(nonces, policy)
MAC ← GenerateMAC(kMAC , ctPQ ||nclient ||nserver )

▷ keys contains kMAC

14:
response ← InitResponse(nserver , ctPQ , MAC, settings)
15:
ctresponse ← SignAndEncrypt(resp, pkclient , skserver , policy)
16:
status ← SendResponse(ctresponse )
17:
return status
18: end procedure

the fact that OPC UA’s existing security handshake requires server and client nonces to
create session keys, we expand the shared secret to obtain additional nonce values.
The shared secret serves as input to an expansion function based on a PRF alongside
the nonsecret byte string salt that consists of the received public key pkPQ , static server
information, and static client information. This generates two additional random values
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Algorithm 6.3 Hybrid-KEX OPC UA: Process OpenSecureChannel Response.
1: procedure ProcessResponse(ctresponse )
2:
response ← DecryptAndVerify(ctresponse )
3:
if verification fails then return error
4:
end if
5:
(nserver , ctPQ , MAC) ← Decode(response)
6:
ssPQ ← DecapsulatePQ(ctPQ , skPQ )
7:
(nserver,PQ , nclient,PQ ) ← Expand(ssPQ , salt)
8:
nonces′ ← nserver ||nclient ||nserver,PQ ||nclient,PQ
9:
keys′ ← GenerateSessionKeys(nonces′ , policy)
10:
status ← VerifyMAC(MAC, k′MAC , ctPQ ||nclient ||nserver )
11:
return status
12: end procedure

corresponding to a server nonce nserver,PQ and a client nonce nclient,PQ . Ultimately, this
allows us to maintain the original structure of OPC UA’s security handshake.
Next, all four nonces serve as input to the modified symmetric key generation function
(see Section 6.2.3). After the session keys have been generated and combined, a MAC is
applied to the ciphertext ctPQ as well as the original server and client nonce using the
generated server’s signing key kMAC . This MAC-mechanism protects the ciphertext ctPQ
from any modifications and completes the integration of the XOR-then-MAC combiner
for the server.

6.2.2 Hybrid OpenSecureChannel Response
The processing of the request message is finalized by generating the corresponding
OpenSecureChannel Response (see Algorithm 6.2, Lines 14–18). Similar to the request
message, we place the ciphertext ctPQ and the MAC output in the security header of the
OPC UA response message to reduce the computational burden induced by conventional
RSA encryption. The server nonce is kept inside the body of the response alongside the
revised lifetime of the security token. The resulting OPC UA response message is sent
to the client.
Algorithm 6.3 highlights the required steps for processing the response message. The
client receives the response, decrypts it, and verifies the included signature. Utilizing
the received ciphertext ctPQ and the client’s KEM secret key skPQ , the corresponding
decapsulation function of the respective post-quantum KEM is called, which outputs
the shared secret ssPQ . This shared secret then needs to be expanded to create the
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Algorithm 6.4 Hybrid-KEX OPC UA: Generate symmetric session keys using XOR.
1: procedure GenerateSessionKeys(nonces, policy)
2:
(lensigKey , lenencKey , lenIV ) ← GetLengthKeys(policy)
3:
lenkeys ← lensigKey + lenencKey + lenIV
4:
(nrem , nloc , nrem,PQ , nloc,PQ ) ← ConfigNonces(nonces)
5:
6:
7:
8:

)︁
ksig,loc , kenc,loc , IVloc ← PRF(nrem , nloc , lenkeys )
(k
loc , nrem , lenkeys )
(︁ sig,rem , kenc,rem , IVrem ) ← PRF(n
)︁
ksig,loc,PQ , kenc,loc,PQ , IVloc,PQ ← PRF(nrem,PQ , nloc,PQ , lenkeys )
(ksig,rem,PQ , kenc,rem,PQ , IVrem,PQ ) ← PRF(nloc,PQ , nrem„PQ , lenkeys )
(︁

9:
ksig,local ← ksig,loc ⊕ ksig,loc,PQ
10:
kenc,local ← kenc,loc ⊕ kenc,loc,PQ
11:
IVlocal ← IVloc ⊕ IVloc,PQ
12:
ksig,remote ← ksig,rem ⊕ ksig,rem,PQ
13:
kenc,remote ← kenc,rem ⊕ kenc,rem,PQ
14:
IVremote ← IVrem ⊕ IVrem,PQ
15: end procedure

▷ corresponds to kMAC

′
▷ corresponds to kMAC

additional nonce values: nserver,PQ and nclient,PQ . Having obtained all required nonces the
symmetric key generation function is called. Once the symmetric keys are computed,
the received MAC needs to be verified using the ciphertext, the original nonces, and the
signing key k′MAC . In case verification succeeds, the generated session keys can be used
in subsequent communications.

6.2.3 Hybrid Generation of Symmetric Session Keys
Algorithm 6.4 shows the required steps for computing the symmetric sessions keys. In
order to make the description valid for both sides, we avoid denoting variables by server
and client. Instead, we define remote and local as indices. When executing Algorithm 6.4
on the server side, all variables related to the client appear as remote and vice versa. A
set of cryptographic material is created for each side: two cryptographic keys, that are
later employed as encryption and signing key, and one initialization vector.
In Line 4, the nonces are categorized. Subsequently, these nonces serve as input to a
PRF that expands the inputs to the desired total length of the cryptographic material as
shown in Line 5–8. In order to construct a hybrid scheme, two additional PRF calls are
required: one where the remote post-quantum nonce nrem,PQ serves as secret input and
the local post-quantum nonce nloc,PQ as seed (Line 7) and vice versa (Line 8). The PRF is
called four times in total; thereby, generating eight different cryptographic keys and four
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different initialization vectors of equal length. The corresponding keys are efficiently
combined using XOR operations to finalize the hybrid key exchange (Line 9–14). For
example, the local signing key ksig,loc is combined with the corresponding local postquantum signing key ksig,loc,PQ using XOR, which results in the final local signing key
ksig,local for the subsequent session (Line 9).

6.2.4 Selection of Post-Quantum KEMs
As motivated in Section 2.4, we focus on lattice-based KEMs for the instantiations of
our proposed hybrid security handshake since they allow for fast processing speeds and
have reasonably sized keys and ciphertexts compared to other PQC algorithms [MR08].
Besides that, lattice-based cryptography has arguably attracted the most attention in
academia among the different families of PQC. More specifically, we only investigate
algorithms that offer CCA2 security. We also require selected schemes to offer security
comparable to 128 bit, i.e., NIST security level 1.
In accordance with our requirements, we selected the following four key establishment schemes for the evaluation of our proposed hybrid security handshake for OPC UA:
NewHope (NewHope512) [Alk+19], NTRU (NTRU-HRSS701) [Che+19], Kyber (Kyber512-90s) [Ava+19], and Saber (LightSaber) [DAn+19b]. All four algorithms have
already been implemented on a wide range of platforms, have shown good performances
in other integration studies, and offer CCA2 security. Since NIST’s PQC standardization
process was still in round two at the time this work was conducted, we rely on the
algorithm specifications from that round. Furthermore, we selected the “90s variant” of
Kyber that uses SHA-2 and AES internally for its symmetric primitives (see Table 4.1).2
By using our instantiation based on Kyber-90s, early adopters of our proposed hybrid
key exchange for OPC UA may exploit cryptographic hardware accelerators for SHA-2
and AES that are already present on most current platforms.3 Table A.1 in Appendix A
summarizes the characteristics of the selected post-quantum KEMs in comparison to all
other lattice-based KEMs of NIST’s second round by stating key size, ciphertext size,
failure rate, underlying lattice problem, and estimated security. We refer the reader to
the specifications cited above for more details on the selected KEMs.
Note that in this chapter, we aim to demonstrate the general feasibility of PQC in
OPC UA’s security handshake by highlighting the impact of promising schemes on the
performance of the handshake. In Chapter 7, on the other hand, we provide an indepth analysis of all lattice-based KEMs and DSAs from the second round of NIST’s
2
3

Note that Saber’s 90s version was introduced in the third round and hence not available for this work.
To allow for a fair comparison among the schemes, we do not offload functionality to available cryptographic hardware accelerators in our experiments.
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PQC standardization process to find ideal combinations for different security levels (see
Section 7.2.3).

6.3 Measurements and Evaluation
In the subsequent sections, we evaluate our proposed hybrid key exchange mechanism — Hybrid-KEX OPC UA. First, we showcase our experimental setup in more detail
and highlight important aspects of our implementations. Second, we present the measurement results and evaluate communication cost, handshake duration, and network
transmission times of our four instantiations. Finally, we conclude with a discussion of
performance-related results, security properties, and limitations of our approach.

6.3.1 Experimental Setup
Our test setup resembles a typical use case for OPC UA within ICS: a resource-constrained
sensing device at the field level communicates with an embedded control device via a
wireless channel. We integrated our hybrid post-quantum security handshake into an
open-source implementation of the OPC UA stack, namely open62541 [Pal+15].
The OPC UA server is implemented on the Texas Instruments CC3220SF development
kit, a platform that is optimized for low-power (I)IoT applications [Tex16]. It features
a 32 bit ARM Cortex-M4 processing unit, which provides an operating frequency of
80 MHz, an additional Wi-Fi network processor, 256 kB of RAM, and 1 MB of executable
flash. As in our previous experiments, we use a Raspberry Pi 3 Model B as representative
of the embedded class; it features on-board wireless LAN functionality and is set up as
embedded OPC UA client. Both platforms are connected to the same wireless network
via their respective network interfaces.
We configured the client and server instantiation of OPC UA to use a modified SecurityPolicy Profile, which is based on Basic256Sha256 for conventional security mechanisms.
As discussed in Section 2.1.1, this policy uses RSA with a modulus of 2048 bit and the
PRF is based on HMAC-SHA2-256. In addition to that, it uses AES-256 for symmetric
encryption once the shared secret has been established; thus, effectively securing the
traffic against possible quantum adversaries. Furthermore, we configured both nodes to
use the same StackProfile: UA Binary for data encoding, UA Secure Conversation at the
security layer, and UA TCP at the transport layer.
Our implementations of PQC algorithms on the CC3220SF development kit are based
on the assembly optimizations introduced in pqm4 [Kan+19]. As their experimental
setup also contains an ARM Cortex-M4 microcontroller, it is possible to rely on their
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optimizations in our experiments. Since the Raspberry Pi 3 Model B contains a more
powerful multi-core processor (ARM Cortex-A53), we cannot use the aforementioned
optimizations. Instead, we worked with existing C implementations of PQC from the
PQClean project [Whi19].

6.3.2 Results
Communication Size.
Table 6.1 provides an overview of the resulting message sizes for the four evaluated
KEMs. It also compares the size of the resulting hybrid security handshake to the
original handshake messages by stating the relative percentage difference. All communication sizes were measured using Wireshark and validated via the respective OPC UA
specification. Because of the addition of the KEM public key pkPQ inside the request and
the addition of the KEM ciphertext ctPQ and MAC inside the response, the sizes of both
handshake messages increase significantly.
Since LightSaber offers the smallest sizes for public keys and ciphertexts amongst
the integrated KEMs, it is the scheme that adds the lowest total overhead (1464 bytes)
when added to OPC UA’s security handshake in a hybrid fashion. Nevertheless, with a
total overhead of 1592 bytes Kyber512-90s is within a similar range. The integration of
NTRU-HRSS701 and NewHope512, on the other hand, adds significantly more overhead
with 2332 bytes and 2104 bytes, respectively.
Handshake Duration.
In the following paragraphs, we evaluate our instantiations of Hybrid-KEX OPC UA
with regards to processing speeds. Table 6.2 shows the performance of our hybrid
security handshake with respect to processing and network transmission time. For each
instantiation of our hybrid post-quantum security handshake, we measured 50 OPC UA
handshakes and report the average values. In order to obtain high precision measurements for the processing times, we used internal cycle counter registers available on
both ARM-based platforms [Arc18; Tex16].
Generate Request. Again, LightSaber introduces the smallest penalty with an additional duration of only 0.727 ms due to its very efficient key generation function.
Integrating NTRU-HRSS701, on the other hand, considerably slows down the generation of the request since its key generation relies heavily on inversions in the quotient
ring leading to an overhead of 50.3 ms.
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Table 6.1: Communication size of OpenSecureChannel Request and Response of evaluated instantiations of Hybrid-KEX
OPC UA (reported in bytes).
OpenSecureChannel Request
Instantiation

OpenSecureChannel Response

Handshake Size

Header

Body

Padding

Total

∆ (%)

Header

Body

Padding

Total

∆ (%)

Total

∆ (%)

Control (RSA-2048)

1081

77

427

1585

—

1096

80

424

1600

—

3185

—

NewHope512 + Control

2021

77

427

2525

+59.3

2260

80

424

2764

+72.8

5289

+66.1

NTRU-HRSS701 + Control

2231

77

427

2735

+72.6

2278

80

424

2782

+73.9

5517

+73.2

Kyber512-90s + Control

1893

77

427

2397

+51.2

1876

80

424

2380

+48.8

4777

+50.0

LightSaber + Control

1765

77

427

2269

+43.2

1876

80

424

2380

+48.8

4649

+46.0

Table 6.2: Processing and network transmission times of evaluated instantiations of Hybrid-KEX OPC UA (rounded to
three significant figures; reported in milliseconds).
Generate Request
(RPi 3B)
Instantiation

Time

Transmit Request
(RPi 3B =⇒ CC3220SF)

∆ (%)

Time

Process Request
(CC3220SF)

∆ (%)

Time

Receive Response
(CC3220SF =⇒ RPi 3B)

∆ (%)

Time

Process Response
(RPi 3B)

∆ (%)

Time

∆ (%)

Control (RSA-2048)

75.0

—

3.95

—

5980

—

3.99

—

108

—

NewHope512 + Control

75.8

+1.01

6.29

+59.3

6050

+1.13

6.89

+72.7

110

+1.83

6.82

+72.6

6030

+0.819

6.93

+73.9

117

+8.81

NTRU-HRSS701 + Control

125

+67.1

Kyber512-90s + Control

77.3

+3.03

5.97

+51.2

6030

+0.756

5.93

+48.7

112

+4.02

LightSaber + Control

75.7

+0.969

5.65

+43.2

6020

+0.722

5.93

+48.7

109

+1.47

117

Process Request. Operations in this stage are performed by the resource-constrained
CC3220SF device, which acts as the OPC UA server in our setup. Our instantiation based
on LightSaber shows the fastest performance by adding an overhead of only 43.2 ms
resulting in a total processing time of approximately 6020 ms. Hence, the penalty
introduced due to additional processing steps of our integrated hybrid key exchange
remains low. In fact, most of the computing cycles are spent in the following tasks of
OPC UA’s conventional security handshake: decrypting or encrypting the request/response, verifying the signature of the certificate and request, and signing the response
using the conventional RSA cryptosystem.

Process Response. While the client processes the response message, most of the
computational steps are spent on decrypting the response message and verifying the
included conventional signature. This part of OPC UA’s conventional security handshake
takes approximately 108 ms on our OPC UA client, i.e., RPi 3B. The decapsulation
function of the respective KEM adds only a small overhead to these processing steps.
With 1.58 ms, our instantiation based on LightSaber adds the least amount of overhead.
In contrast, NTRU-HRSS701 induces the largest penalty with 9.48 ms.

Transmission Times (Transmit Request and Receive Response). Due to the additional post-quantum public key and ciphertext more bytes need to be transmitted. As
expected, LightSaber having the smallest public key of the four KEMs introduces the
smallest additional transmission time for the request. The size of the response message is the same for LightSaber and Kyber512-90s, which results in the same network
transmission time.
Note that our modifications to the handshake messages are all positioned in the
header fields of the respective OPC UA messages. As a result, the amount of bytes that
need to be encrypted asymmetrically are the same as in the original security handshake,
which not only preserves computational overhead but also saves communication costs.
For instance, in case of NTRU-HRSS701 this saved an additional 352 bytes due to
the padding mechanisms of RSA-PKCS1-v1.5. Nevertheless, adding new fields to the
security header of OPC UA required us to introduce additional length fields, which led
to a tolerable overhead of only 12 bytes.
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Table 6.3: Total overhead of evaluated instantiations of Hybrid-KEX OPC UA.
Instantiation
NewHope512 + Control
NTRU-HRSS701 + Control

Time (ms)

∆ (%)

+75.4

+1.22

2104

+66.1

+1.86

2332

+73.2

+115

Size (bytes)

∆ (%)

Kyber512-90s + Control

+55.8

+0.904

1592

+50.0

LightSaber + Control

+49.2

+0.797

1464

+46.0

6.3.3 Discussion
Performance.
Our evaluation has shown that the integration of a hybrid post-quantum key exchange
into OPC UA is generally feasible even in a resource-constrained setting. While the
sizes of the request and response messages increase significantly — up to 72.3 % — the
introduced latency is tolerable in non real-time environments. As in related studies, this
highlights that it is more important to have fast PQC algorithms rather than optimizing
them for ciphertext or key sizes.
In our experiments, LightSaber and Kyber512-90s have proven to be very efficient
KEMs regarding performance as well as message sizes (see Table 6.3). One advantage
NTRU-HRSS701 offers compared to all other evaluated KEMs is the fact that it comes
without the possibility of decryption failures. However, NTRU-HRSS701 introduces a
large penalty during request generation (+66.7 %) because it relies heavily on inversions
in the quotient ring for key generation. In order to optimize this step, key pairs could
be pre-generated. For example, during idle times of the OPC UA client.
Overall, the introduced latency remained small because we selected optimized implementations of PQC from pqm4 [Kan+19] as well as portable implementations from
PQClean [Whi19]. As discussed in Chapter 4, many of the evaluated post-quantum
KEMs spend most of their processing steps in hash functions that can be accelerated
by using specialized hardware. For instance, Kyber512-90s relies on SHA-2 as well as
AES and many devices exist with hardware support for this family of hash functions.
The other three KEMs rely on SHA-3 hash functions internally. However, at the time
of writing, SHA-3 hardware support for ARM-based devices is still limited. Apart from
upcoming hardware support for PQC algorithms, we expect to see even further speed
improvements in the future because of more general optimizations in implementations
of PQC algorithms.
Due to the fact that the specification of OPC UA does not include a security policy
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that supports key exchange based on ECC, the reported run times of our control implementations were slow. By officially specifying a security policy that uses ECDH,
the performance of the security handshake on low-power and resource-constrained
devices would improve significantly. This has been reported as finding in a security
analysis of OPC UA that was conducted by BSI [BSI17]. In response, the OPC Foundation
announced plans to offer a security handshake based on ECC in the near future [OPC20].
Security Analysis.
Current communication in OPC UA is not secured against attacks aided by powerful
quantum computers. Encrypted data of high value, e.g., intellectual property, can be
eavesdropped and stored until an adversary has access to a cryptographically relevant
quantum computer. More generally, industrial espionage is considered a strong motivator
for breaches within ICS [Ver20]. As a result, our hybrid key exchange offers protection
against industrial espionage and ensures long-term confidentiality of data transmitted
between OPC UA applications.
For our security analysis, we consider a twofold attack model. In the classical setting,
an active attacker is capable of stopping, replaying, modifying, and storing unlimited
amounts of messages. Hence, the attacker is in complete control of the network; his
computing power, however, is restricted to classical operations. In this setting, it is also
not possible to decrypt messages without the corresponding encryption key and to forge
signatures without knowledge of the secret key, i.e., perfect cryptography assumption.
At some point later in time the attacker gains access to a cryptographically relevant
quantum computer. Without our hybrid solution, the attacker is now able to break
previously encrypted recordings of OPC UA security handshakes, allowing him to derive
the symmetric encryption keys for subsequent sessions from the corresponding collected
nonces. By exploiting the derived symmetric session keys, the attacker is capable of
decrypting all messages that were exchanged during a session.
We consider our hybrid security handshake secure in the classical setting since we
make use of security mode SignAndEncrypt and our hybrid construction does not alter the
original structure of OPC UA’s security handshake, which has been formally analyzed
and shown to be secure against active attacks in [BSI17] and [PPL16].
Regarding the quantum setting, all evaluated KEMs offer CCA2 security at NIST
security level 1. As a result, they provide a strong notion of security against active
attacks. In addition to that, the XOR-then-MAC combiner has been proven secure against
attacks aided by quantum computers [Bin+19b]. Note that we provide a formal security
analysis of our proposed integrations of PQC into OPC UA in Chapter 7; it is based on
symbolic models and also covers our Hybrid-KEX solution.
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Decryption failures potentially occur in Saber, Kyber, and NewHope. The analysis of
such errors is tedious and must be taken into account in implementations. Moreover,
the impact of such decryption failures on security assumptions of lattice-based schemes
has been studied in [DAn+19a]. The authors showed that an attacker is capable of
reducing the claimed security level by launching decryption failure attacks. So far, these
attacks are not feasible for most of the lattice-based schemes in NIST’s standardization
process. The fact that NTRU-HRSS701 eliminates decryption errors makes it a promising
lattice-based KEM scheme. Its security is also well understood since it is merely an
instantiation of the classic NTRU cryptosystem.

Limitations.
When introducing changes to existing communication protocols it is desirable to achieve
backward compatibility. In our case, this is achieved by defining the required PQC
algorithms of our hybrid security handshake within a new SecurityPolicy Profile. The
supported security policies are exchanged during GetEndpoints. Whenever a server
supports multiple security policies the client chooses one and announces it to the server.
Therefore, our newly introduced functionality may be ignored in case a conventional
SecurityPolicy Profile is selected. However, by introducing new fields within the security
header of OPC UA we opted for increased performance rather than providing full backward compatibility to clients and servers not aware of our modifications. It requires
further investigation how different implementations of the OPC UA protocol treat these
additional header fields.
While side-channel attacks are typically not considered in ICS (see Section 2.1.2),
they pose a major threat to other IoT applications. Since we do not make use of masked
implementations that protect against differential power or electromagnetic radiation attacks, our implementations are generally susceptible to such attacks. It has been shown
that protecting RLWE-based KEMs against differential power attacks decreases performance of the decapsulation step by 5.5 times [Ode+18]. As a consequence, masked
implementations would significantly decrease the performance of most integrated KEMs.
One inherent mitigation strategy in protocols, such as OPC UA, to this type of attack is
that sessions only have a limited lifetime and that ephemeral keys are used. To provide
protection against more powerful side-channel attacks, e.g., template attacks, more
research is required. Note that NIST considers side-channel-protected implementations
an important characteristic when selecting new PQC standards [Moo+20].
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6.4 Summary
In this chapter, we proposed Hybrid-KEX OPC UA: a hybrid post-quantum security
handshake for the industrial communication protocol OPC UA that is based on the
provably secure XOR-then-MAC combiner. In our experiments, we demonstrated that it is
generally feasible to integrate post-quantum KEMs into OPC UA alongside conventional
public-key cryptography. As a result, Hybrid-KEX OPC UA offers a solution for the
transitional phase towards new PQC standards for industrial M2M communication.
We instantiated four variants of our hybrid security handshake based on different postquantum KEMs — NewHope512, NTRU-HRSS701, Kyber512-90s, and LightSaber. To
showcase the practicality of our hybrid approach, we chose an experimental setup similar
to real industrial applications. While our performance evaluation deemed all selected
algorithms feasible for the integration into OPC UA, Kyber and Saber proved to be the
most efficient options with similar results in terms of performance and communication
size. NTRU-HRSS701 proved to be another promising solution. In fact, it showed solid
performance during the processing of request and response message. Besides that, it is
the only KEM investigated in our experiments that comes without decryption failures.
Its key generation function, however, requires further optimizations.
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7 Authenticated Key Exchange for OPC UA:
Hybrid and PQ OPC UA
In this chapter, we extend our integration of PQC into OPC UA by presenting two
more solutions: a hybrid solution for key exchange and signatures that combines
conventional cryptography with PQC (Hybrid OPC UA) and a solution solely based on
PQC (PQ OPC UA). Both approaches provide mutual authentication between client
and server and are realized with certificates fully compliant to the X.509 standard.
We implement the two solutions and measure and evaluate their performance across
three different security levels. All selected algorithms (KEM: Kyber; DSAs: Dilithium
and Falcon) are promising candidates for standardization. We show that Falcon is a
suitable option — especially — when using floating-point hardware provided by our
ARM-based evaluation platform. Our proposed hybrid solution provides post-quantum
security for early adopters but comes with additional performance and communication
requirements. Our solution solely based on PQC shows superior performance across
all evaluated security levels in terms of handshake duration compared to conventional
OPC UA but comes at the cost of increased sizes for handshake messages.
In addition to our performance evaluation, we provide a proof of security in the
symbolic model for our proposed integrations of PQC into OPC UA. For this proof, we
use the cryptographic protocol verifier ProVerif and formally verify confidentiality and
authentication properties of our PQC-based variants.
Remark.

Parts of this chapter have been published in [PS20; PSW21].

7.1 Motivation and Contributions
As demonstrated in Chapter 6, hybrid constructions apply at least two cryptographic
primitives simultaneously to hedge one’s bet. On the one hand, such hybrid modes
imply the following advantages: (i) As long as one of the involved schemes remains
unbroken, the “entire” security property holds. Therefore, early adopters can benefit

123

from additional security against attacks aided by quantum computers but don’t have to
fully rely on relatively new primitives; (ii) Being compliant to industrial or governmental
standards that have not been updated yet to include PQC; (iii) Provide backward
compatibility to legacy devices. On the other hand, however, hybrid modes negatively
affect performance and increase the required communication bandwidth as well as
memory footprint.
Nevertheless, once PQC standards exist that are fully trusted in the security community, hybrid constructions are no longer required. As a result, we also investigate
the impact of PQC when integrated into OPC UA’s security handshake — omitting all
conventional public-key cryptography from the handshake.
The fact that attacks related to industrial espionage play a major role in ICS further
emphasizes the need for long-term confidentiality of transmitted data [Ver20]. Even
though authentication cannot be broken retroactively, we consider a preliminary investigation beneficial. Since components of ICS are seldom updated during their long lifetime
and since the transition to post-quantum authentication needs to be completed before
large-scale quantum computers exist (see Section 5.2.1), they should support PQC
signature schemes rather sooner than later. Consequently, we extend our integration of
post-quantum key establishment into the industrial communication protocol OPC UA to
post-quantum signatures in this chapter.
Objectives and Contributions. We integrate post-quantum key establishment and
authentication into OPC UA’s security handshake, demonstrating once more that industrial CPS are capable of handling the increased cost of PQC. Furthermore, we formally
analyze the security of our proposed post-quantum variants in the symbolic model. The
main contributions are summarized as follows:
→ We investigate all lattice-based PQC schemes of NIST’s second round standardization process with regards to a security-size trade-off and conduct a standalone
performance analysis of selected candidates on our evaluation platform.
→ We propose two novel integrations of PQC into OPC UA’s security handshake:
Hybrid OPC UA and PQ OPC UA. The first makes use of hybrid constructions for
key exchange, digital signatures, and X.509 certificates. The latter is solely based
on PQC primitives including post-quantum X.509 certificates. Both solutions do
not alter the existing structure of the security handshake, and our hybrid approach
provides backward compatibility to legacy devices.
→ We implement and evaluate the two solutions on our ARM-based evaluation
platform and provide detailed performance measurements for three different NIST
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security levels. By combining post-quantum key exchange and post-quantum
digital signatures we evaluate the total impact of PQC on OPC UA.
→ We analyze the security of our two post-quantum variants in the symbolic model
via the state-of-the-art cryptographic verifier ProVerif. As our integrations target
post-quantum confidentiality as well as authentication, we proof both properties
in our symbolic models. We construct the formal models of our OPC UA variants
in ProVerif ’s dialect of the applied pi calculus.1
→ Finally, we show that our PQC-only solution, PQ OPC UA, outperforms conventional
OPC UA in terms of handshake duration at all evaluated security levels. In addition,
in four of our six instantiations, we make use of Falcon’s highly efficient floatingpoint implementation, which — to the best of our knowledge — has not been
examined in previous performance studies.
Outline. In Section 7.2, we describe our two integrations of PQC into OPC UA. Section 7.3 presents the symbolic models of our PQC-enabled OPC UA variants and discusses
the results of our formal security analysis. The performance measurements of our two
proposed solutions are presented in Section 7.4. Section 7.5 concludes this chapter.

7.2 Integration of PQC into OPC UA
In the following, we present our two approaches for the integration of PQC into OPC UA.
First, we introduce Hybrid OPC UA — an extension of Hybrid-KEX OPC UA — that offers
hybrid means of key exchange and authentication. Second, we discuss PQ OPC UA, our
solution that only makes use of PQC. Finally, we discuss our selection of lattice-based
schemes for the instantiation of our proposed variants.

7.2.1 Hybrid OPC UA
Different options for combining cryptographic material exist in hybrid constructions.
With regards to achieving confidentiality, we rely on the relevant parts of Hybrid-KEX
OPC UA presented in Chapter 6. Besides that, we need to convey two long-term public
keys and two digital signatures for authenticity and integrity in Hybrid OPC UA. For
reasons of backward compatibility, we work with X.509 certificates that consist of
1

All formal models presented in this chapter are available online at https://github.com/boschresearch/
pq_opc-ua_formal_analysis (visited on 08/31/2021).
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two non-critical extensions as proposed in [Bin+19a]. The first contains the public
key of the additional PQC signature scheme, the second holds the signature over the
certified data. Messages are signed independently from each other using two different
signature schemes. The security properties of this concatenation combiner have been
established in [Bin+17]. While hybrid key exchange offers long-term confidentiality
of data, there is a weaker need for hybrid authentication and hybrid digital signatures
for now. However, applications will have to support conventional and PQC schemes in
order to be backward compatible with applications that have not been upgraded yet.
Therefore, we also consider hybrid signatures and authentication to fully understand
their impact on OPC UA.
The integration of hybrid post-quantum authentication and signatures into the security
handshake of OPC UA requires further modifications to the OpenSecureChannel Service.
Figure 7.1 gives an overview of the resulting hybrid integration of PQC into OPC UA’s
security handshake; modifications related to PQC are marked in yellow, while changes
related to the XOR-then-MAC construction are marked in gray.
We define a new security policy Hybrid-{1,3,5}_Basic256 that the server suggests to the
client within the GetEndpoints Response. In our approach, this response contains the
hybrid X.509 certificate (including certificate chain). First, the client verifies the entire
certificate chain assuming a hybrid root certificate has been preinstalled. In addition
to a random client nonce, the ephemeral key generation function of a post-quantum
KEM needs to be called to generate the key pair pkPQ , skPQ . The hybrid OSC Request is
initialized using the client nonce, the KEM public key pkPQ , and the security settings
obtained from the GetEndpoints Response. The additional public key is positioned within
the security header, which also includes the hybrid client certificate. Before the request
is sent to the server in form of an OPC UA message, it is signed using the aforementioned
hybrid signature scheme: A hash is computed over the entire message that is signed
conventionally and via a post-quantum signature scheme. According to the specification
of OPC UA, the sequence header, the message body containing the client nonce, and
the message footer containing RSA-padding fields and signatures are encrypted. As in
Hybrid-KEX OPC UA, we avoid expensive RSA encryption and decryption by placing
the additional values of our hybrid solution — the additional public key pkPQ and the
post-quantum signature — outside the encrypted message parts.
Once the server receives the request, it verifies the hybrid client certificate (including
the certificate chain). After the certificate verification, the conventionally encrypted
message parts are decrypted, and the two signatures are verified. The generation of
the symmetric session keys follows our description of Hybrid-KEX OPC UA (see Algorithms 6.2 and 6.4). At first, the server creates his server nonce. Next, the encapsulation
function of the respective post-quantum KEM is called using the received public key pkPQ
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Figure 7.1: Overview of Hybrid OPC UA (yellow: operations/data related to PQC; gray: operations/data related to XOR-then-MAC combiner).
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as input. This generates a ciphertext ctPQ and a shared secret ssPQ . In order to maintain
the original structure of OPC UA’s security handshake, we expand the shared secret
using a PRF to obtain additional nonce values. Further calls to PRFs generate two types
of keying material: a conventional set and a post-quantum set. In a subsequent step,
the two sets are combined using XOR. To complete the XOR-then-MAC combiner, we
compute a MAC over the ciphertext ctPQ and the original server and client nonce using
the generated server’s symmetric signing key. The ciphertext and MAC-tag are placed in
the security header. We keep the server nonce inside the body of the response message
alongside the revised lifetime of the secure channel.
The response message is signed using the aforementioned concatenation combiner.
After signing the message, the sequence header, the message body, and message footer
are encrypted. Again, this avoids expensive encryption of the additional, potentially
large cryptographic material: post-quantum ciphertext ctPQ and signature.
The client receives the response, conventionally decrypts it, and verifies the included
hybrid signature. Using the received ciphertext ctPQ and the client’s own post-quantum
KEM secret key skPQ , the corresponding decapsulation function of the respective KEM
is called, which outputs the shared secret ssPQ . As in processing the OSC Request, this
shared secret is expanded to create additional nonce values. Having obtained all required
nonces, we generate two types of keying material (conventional and post-quantum) and
combine them using XOR. We verify the received MAC by using the computed symmetric
signing key to complete the fully hybrid security handshake — Hybrid OPC UA.

7.2.2 PQ OPC UA
Once PQC algorithms are standardized and fully trusted, they will be adopted in
protocols and will be considered state-of-the-art cryptography. As a consequence, hybrid
modes will no longer be required. For our PQ OPC UA solution, we keep the structure of
the original security handshake but replace all conventional asymmetric primitives with
post-quantum key encapsulation and digital signature schemes. Figure 7.2 provides
an overview of the modified security handshake that is only based on PQC primitives;
modifications are marked in yellow.
We introduce a new security policy PQ-{1,3,5} that is sent to the client in GetEndpoints
Response. The conveyed server certificate contains a single post-quantum public key and
is only signed using a PQC signature scheme. The client verifies the server certificate
including the certificate chain. Again, we assume the post-quantum root certificate has
been preinstalled on both client and server. The generation of the OSC Request is the
same as in Hybrid(-KEX) OPC UA. First, a random client nonce and the ephemeral key
pair of a post-quantum KEM (pkPQ , skPQ ) are created. Since we base the key exchange
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Figure 7.2: Overview of PQ OPC UA (yellow: operations/data related to PQC).

of our PQC-only solution solely on a post-quantum KEM, we do not require secrecy of
the random client and server nonce. As a consequence, sequence header, message body,
and message footer of the OSC Request and OSC Response are sent unencrypted. The
resulting OSC Request is signed using the client’s private post-quantum signing key, the
certificate containing the corresponding post-quantum public key is part of the request
message sent to the server.
The server verifies the post-quantum client certificate (including the certificate chain)
and the signature of the OSC Request using the client’s authenticated public key. After
the verification step, the encapsulation function of the KEM is invoked resulting in the
ciphertext ctPQ and shared secret ssPQ . Besides that, we generate a random server nonce.
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The shared secret and both random nonces serve as input to a PRF. We consider the
output of the PRF our master secret. Subsequently, we use the master secret as input to
another PRF to obtain symmetric keying material. By keeping the random nonces from
the conventional security handshake and by using them as input to the first PRF we
ensure that both parties contribute to the master secret. The OSC Response contains the
generated ciphertext, the server certificate, the server nonce, and the revised lifetime
of the secure channel. The response is signed using the server’s private post-quantum
signing key. The resulting signature is appended to the response.
Once the client receives the OSC Response, the signature is verified using the server’s
authenticated public key. Then, the client calls the decapsulation function of the postquantum KEM resulting in the shared secret ssPQ . Again, this shared secret serves as
input to a PRF alongside the client and server nonce. The output is fed to another
PRF to compute the final keying material. Server and client derive the same keying
material, which is used in subsequent communication sessions. This completes our
OPC UA handshake solely based on PQC schemes: PQ OPC UA. Client and server are
mutually authenticated via post-quantum certificates and signatures. The sessions keys
are derived via a key exchange that is only based on a post-quantum KEM.

7.2.3 Assessment and Selection of Post-Quantum Cryptography
The generic description of our two PQC-based variants allows us to integrate any postquantum KEM and DSA. Our criteria for the selection of PQC algorithms are as follows.
We require lattice-based schemes from NIST’s standardization process that offer a
balanced trade-off in terms of security, communication size, and performance since the
time to establish a secure channel should not substantially increase. Consequently, their
official specification should offer various parameter sets covering different security levels
and KEMs should provide IND-CCA2 security. Furthermore, integration into OPC UA
needs to be possible without any modifications to cryptographic algorithms since we do
not want to invalidate any of their security claims.
As in Chapter 6, our analysis is based on specifications from NIST’s second round.
However, all primitives selected for further analysis (Kyber, Dilithium, and Falcon)
moved to the third round as Finalists. As submission teams were only allowed to slightly
alter the existing specifications, the results presented hereafter remain valid.
Security-Size Trade-Off.
First, we study the trade-off in terms of security and communication size of all latticebased submissions. The size metric is important to allow for a straightforward integration

130

7 Authenticated Key Exchange for OPC UA: Hybrid and PQ OPC UA

/]FIV
7EFIV
6SYRH
0%'
2I[,STI
2869
28694VMQI
8LVII&IEVW
*VSHS






7IGYVMX])WXMQEXI?FMXA

7IGYVMX])WXMQEXI?FMXA
















   
'SQQYRMGEXMSR7M^ITOGX
?&A

(a) Key encapsulation mechanisms.












     



(MPMXLMYQ
*EPGSR
U8)70%


         
×
'SQQYRMGEXMSR7M^ITOWMK
?&A

(b) Digital signature algorithms.

Figure 7.3: Security-size trade-off for lattice-based post-quantum schemes.

into existing protocols. In our case, communication size for KEMs consists of the public
key and ciphertext size since both need to be transmitted in our proposed solutions.
Regarding DSAs, we use public key and signature size as metric. Both are transmitted
via certificates to other nodes during the handshake. Considering the security metric,
we use strength estimations provided in the specification of each submission. These
figures are based on the estimated cost of the best known attacks against the underlying
lattice problem, which typically evaluates core SVP hardness as proposed in [Alk+16].
Figure 7.3 shows the trade-off between estimated security strength and communication size for the lattice-based schemes from the second round of NIST’s PQC standardization process. Note that for submissions containing multiple schemes or parameter
sets, we only consider one scheme or one set of parameters, respectively. In case of
NTRU, we consider the recommended KEM parameter set NTRU-HRSS701; for NTRU
Prime, we only consider the parameter sets of Streamlined NTRU Prime. For Round5,
which specifies a total of 21 parameter sets, we only consider their specified IND-CCA2
secure KEM with ring parameter set and no error correction, i.e., R5ND_CCA_0d_KEM.
Our evaluation shows that parameter sets for Kyber (Kyber512, Kyber768, and Kyber1024), Round5 (R5ND_1CCA_0d, R5ND_3CCA_0d, and R5ND_5CCA_0d), and
Saber (LightSaber, Saber, and FireSaber) offer a promising trade-off in terms of public
key + ciphertext size and estimated security strength. As a consequence, we select
these three schemes for a preliminary performance evaluation. From the trade-off in
Figure 7.3a, LAC seems like another promising candidate. However, attacks on LAC that
allow to fully recover the secret key have been discovered decreasing the community’s
trust in this scheme [DAn+19c; GJY19]. We do not select other schemes for further

7.2 Integration of PQC into OPC UA

131

evaluation, because (a) their parameter sets imply a somewhat imbalanced security-size
trade-off (NTRU, NewHope, and Frodo), (b) they have not attracted much attention in
previous experimental studies (Three Bears and NTRU Prime), or (c) known attacks
significantly reduce their security estimations (LAC).
The security-size trade-off for digital signature schemes is shown in Figure 7.3b. After
an update to its specification, qTESLA only provides provably-secure parameter sets
that come with very large sizes for signatures and public keys. Ultimately, we select the
remaining two lattice-based signature algorithms — Falcon and Dilithium — for further
performance evaluation. Both seem to be promising signature algorithms since public
key and signature are reasonably sized and they provide parameter sets that target
different security levels (NIST level 1: Falcon512 and Dilithium1, level 3: Dilithium3,
level 5: Falcon1024). Furthermore, we are not aware of any works that have shown
fundamental weaknesses in either Falcon or Dilithium, and both have been part of
previous experimental studies [PST20; SKD20b].
Note that we provide an overview of all evaluated schemes including size of cryptographic material and estimated security strength of individual parameter sets in
Appendix A for key establishment schemes (see Table A.1) and for digital signature
schemes (see Table A.2).
Preliminary Performance Evaluation.
We continue with an evaluation of the standalone performance of the selected algorithms
on our target platform — Raspberry Pi 3 Model B. We relied on the same kernel extension
from our previous experiments to obtain cycle-accurate measurements [Arc18]. Our
goal is to select parameter sets for three security levels with a balanced trade-off in terms
of security, size, and performance. Our implementations of Kyber and Saber are based
on code from PQClean [Whi19], which provides portable implementations for an easy
integration into other libraries. Round5 has not been integrated there; consequently,
we work with code from the official Round5 submission package2 .
Key Encapsulation Mechanisms. Figure 7.4 shows the average values of 100 executions of the selected KEMs. As opposed to the instantiations presented in Chapter 6,
we only work with their variants based on the SHA-3 family in order to have a fair
comparison among the three evaluated schemes. Moreover, by the time PQC is widely
adopted in protocols and applications, we expect SHA-3 to be the predominant hash
function with optimized implementations and hardware accelerators available.
2

https://github.com/round5/code/tree/master/configurable (visited on 10/16/2021).
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Figure 7.4: Runtime performance of selected post-quantum KEMs (average values are reported;
error bars represent standard deviation).

Using its recommended variant based on SHA-3, Kyber shows the best performance
across all security levels. Considering all processing steps of KEMs, Kyber is significantly
faster than Round5 (in average 3.01 ms at each security level) and also faster than Saber
(in average 1.28 ms at each security level). In comparison, the standalone performance
of an ECDHE key exchange based on SECP256R1, which corresponds to conventional
security of 128 bit, takes 17.2 ms on our evaluation platform, whereas Kyber512 only
takes 2.46 ms. Kyber has also been part of several previous studies resulting in a similar
assessment of its performance [Bür+20; PST20; SKD20a]. As a result, we select the
three parameter sets of Kyber for instantiating our solutions.
Digital Signature Algorithms. Having analyzed KEMs, we turn to the two selected
signature schemes. Exploiting Falcon’s floating-point arithmetic requires an underlying hardware floating-point unit (FPU) to support double-precision floating-point as
defined by the IEEE 754 standard [Por19]. For devices without hardware FPU, an
implementation exists that emulates floating-point precision (Falcon-EMU). The ARMv8
instruction set of the Raspberry Pi 3 fulfills the aforementioned requirement, which
allows us to evaluate both implementations, i.e., Falcon-FPU and Falcon-EMU [Arm20].
Our implementation of Dilithium is based on code from PQClean. For the implementation of Falcon, we make use of reference code from the official website3 since the FPU
extension is not part of PQClean. Figure 7.5 shows the average cycle counts of signature
generation and verification of the selected DSAs in comparison with ECDSA and RSA
over 100 executions. Note that we do not report performance of key generation since
generation of new signing keys is typically required only rarely. Enabling floating-point
3

https://falcon-sign.info (visited on 10/16/2021).
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Figure 7.5: Runtime performance of selected conventional and post-quantum DSAs (average
values are reported; error bars represent standard deviation).

operations by using Falcon-FPU increases signature generation in average by 11.4 times
compared to Falcon-EMU. Furthermore, Falcon’s highest security parameter set is even
1.58 ms faster than Dilithium’s level 1 configuration in case floating-point operations are
enabled. All parameter sets of Dilithium and Falcon-FPU outperform the conventional
signature scheme ECDSA based on SECP256R1. The total runtime (signature generation
plus verification) of SECP256R1 corresponds to 26.7 ms on our evaluation platform. In
comparison, Falcon512-FPU only takes 3.96 ms and Dilithium1 9.31 ms. Since Falcon
provides very efficient sizes for signatures and public keys and since our evaluation
platform is able to use Falcon’s floating-point arithmetic, we select it for instantiating
our proposed solutions. However, Falcon does not offer a parameter set that covers
security level 3. Therefore, we use Dilithium3 within the instantiation targeting that
security strength.
In accordance with our initial requirements, we instantiate our two proposed solutions
with the following algorithms:
• NIST security level 1: Kyber512 and Falcon512-FPU
• NIST security level 3: Kyber768 and Dilithium3.
• NIST security level 5: Kyber1024 and Falcon1024-FPU.

7.3 Mechanized Security Analysis of Hybrid and PQ OPC UA
Next, we present our security analysis in the symbolic model of the proposed OPC UA
variants. First, we revisit the formal model of conventional OPC UA presented in [PPL16],

134

7 Authenticated Key Exchange for OPC UA: Hybrid and PQ OPC UA

which forms the basis of all our ProVerif models.4 Second, we present the formal
models of our two variants: Hybrid and PQ OPC UA. As we rely on the symbolic
model for our proofs, we assume perfect cryptography and the Dolev-Yao attack model
(see Section 2.3.1). Besides that, we only consider the security mode SignAndEncrypt,
since it is the only setting offering confidentiality of communication as well as mutual
authentication between client and server.
We use the following notation in our subsequent graphical depictions of our models:
• asym_enc(m; pkX ) and asym_dec(c; skX ): The former denotes that a message m is
asymmetrically encrypted under the public key pkX , while the latter denotes the
decryption of the ciphertext c under the corresponding secret key skX .
• sign(m; skX ) and verify(sig, m; pkX ): A message m is signed using the secret key skX ,
and the resulting signature sig can be verified using the corresponding public
key pkX . In case of our proposed variants, the index X also states whether a
classical (RSA) or post-quantum public-key primitive (PQ) is assumed.
• kem_keygen(), kem_encap(pkPQ ), and kem_decap(ctPQ ; skPQ ): Our integrations of
PQC into OPC UA require KEM constructions for establishing a shared secret. A
key pair (skPQ , pkPQ ) is generated using the KEM’s key generation function. The
encapsulation operation takes as input a KEM public key pkPQ and outputs a
shared secret ssPQ and the corresponding ciphertext ctPQ . The shared secret can be
obtained by the entity holding the respective KEM secret key via the decapsulation
function, which takes as input the ciphertext ctPQ and the secret key skPQ .
• h(m): Applies a hash function h to the message m.
• PRF(x, s): The pseudorandom function PRF takes as input the variable x and a
secret seed value s.
• MAC(m; k): As our hybrid variant relies on the XOR-then-MAC combiner, we use
the function MAC, which takes as input a message m and a MAC key k, to generate
a MAC tag mac.
• verify_MAC(mac, m; k): To verify the tag, we use the function verify_MAC, which
takes as input the received tag mac, a message m, and the corresponding key k.
As the symbolic proofs of our proposed OPC UA variants build on the existing proof
in [PPL16], we rely on their assumptions in our ProVerif models. Besides that, we limit
4

We used ProVerif version 2.02pl1 for our proofs presented in this work.
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Listing 7.1: Main process of the conventional OPC UA model in ProVerif.
1
2
3
4
5
6
7
8
9
10
11
12
13

process
(* Construct key pairs and output public keys of all involved parties
on the public communication channel *)
let pkC = pk(skC) in out(c, pkC);
let pkS = pk(skS) in out(c, pkS);
let pkEP = pk(skEP) in out(c, pkEP);
(* Start protocol *)
(
!process_client(skC, skEP, skS) |
!process_server(skC, skEP, skS) |
!process_endpoint(skC, skEP, skS)
)

our analysis to the security mode SignAndEncrypt and modify their original model to
reflect OPC UA’s most current specification. As a result, we assume that clients always
accept the proposed security mode SignAndEncrypt, which is part of the GetEndpoint
Response sent by the DiscoveryEndpoint. In industrial networks, this can be achieved via
administrative policies and by restricting clients and servers to only support the security
mode SignAndEncrypt, which offers the most security guarantees, i.e., confidentiality and
authentication. As in [PPL16], we model certificates as public keys and, thus, consider
the complexities of an underlying PKI and its operations, such as certificate verification,
renewal, and revocation, out of scope. We expect this assumption not to exclude attacks
on the desired authentication properties since in highly regulated industrial control
systems certificate management is typically achieved via out-of-band mechanisms. In
our models, we place the public keys of the three involved parties (OPC UA Client,
DiscoveryEndpoint, OPC UA Server) on the communication channel in the main process
of our models, which are then implicitly trusted by the different entities. For instance,
this is highlighted in Listing 7.1, which shows the main process of the conventional
OPC UA model written in ProVerif ’s variant of the applied pi calculus language: the
public keys are placed on the communication channel first and then OPC UA’s security
handshake is initiated.
Regarding security objectives, we consider confidentiality as well as authentication
properties in our models. Confidentiality of the resulting client and server keying
material is checked using queries. By testing the resulting client and server keying
material individually we are able to examine their confidentiality properties separately
in case of any failures. Authentication properties are analyzed using correspondence
assertions. In essence, correspondence assertions allow to study the relationship between
events that resemble important protocol stages but do not affect the overall protocol
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Listing 7.2: Analyzed security properties in our OPC UA models.
1
2
3
4
5
6
7
8
9
10
11

(* Queries *)
query attacker(messageCli_S(pk(skC),
query attacker(messageSrv_S(pk(skC),
query attacker(messageCli_C(pk(skS),
query attacker(messageSrv_C(pk(skS),
(* Correspondence Assertions *)
query X: host, Y: host, N: nonce ;
event(initiateOSC_Client(X, Y,
query X: host, Y: host, N: nonce ;
event(initiateOSC_Server(X, Y,

pk(skS))).
pk(skS))).
pk(skC))).
pk(skC))).

event(terminateOSC_Server(X, Y, N)) ==>
N)).
event(terminateOSC_Client(X, Y, N)) ==>
N)).

Listing 7.3: Modeling OPC UA’s message structure in ProVerif.
1
2
3
4
5
6
7
8

(* send OpenSecureChannelRequest *)
new RL: bitstring;
let sig_OPN_Request = sign(skClient, hash_ideal((OpenSecureChannelRequest,
pkClient, Server, nonce_to_bitstring(Nclient), RL))) in
let enc_OPN_Request = rsa_enc(pkServer, (nonce_to_bitstring(Nclient), RL,
sig_OPN_Request)) in
event initiateOSC_Client(Client, Server, Nclient);
out(c, (OpenSecureChannelRequest, pkClient, Server, enc_OPN_Request));

flow. In case of our OPC UA models, we place events at the beginning and the end of the
respective client and server processes. By doing so we prove the following properties:
Whenever a server S reaches the end of OPC UA’s security handshake it believes it has
done so with client C — and vice versa.
We query confidentiality and authentication properties in similar fashion in all proposed models. Listing 7.2 shows the defined queries and correspondence assertions in
case of the conventional model. In case of our PQC-enabled OPC UA variants, they are
modified to account for the KEM-based keying material.

7.3.1 Symbolic Proof: Conventional OPC UA
As mentioned in Section 2.3, Puys, Potet, and Lafourcade already analyzed OPC UA in
the symbolic model using ProVerif [PPL16]. Based on this analysis, they identified a
weakness that enabled an attacker to mount a man-in-the-middle attack on OPC UA’s
security handshake. Their proposed mitigation fixes this attack.
While examining the fixed ProVerif model of Puys, Potet, and Lafourcade, we found
that their modeled request and response messages do not fully adhere to OPC UA’s
message structure. In OPC UA, only the sequence header, the message body (incl.
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DiscoveryEndpoint

OPC UA Client (C)

OPC UA Server (S)

Has identity skS, pkS

Knows identity pkS

Has identity skC, pkC
GetEP Req.

GetEP Rsp. = [pkS, SM:=SignEncrypt, SP]

Knows identity pkS
New NC
OSC Req. = [pkC, pkS, REQenc = asym_enc(NC, RL, REQsig = sign(h(pkC, pkS, NC, RL); skC);

pkS)]

Knows identity pkC
(NC, RL, REQsig) = asym_dec(REQenc; skS)
Verify(REQsig, h(pkC, pkS, NC, RL); pkC)
New NS
(keyS,enc, keys,sig) = PRF(NC, NS)
(keyC,enc, keyC,sig) = PRF(NS, NC)
OSC Rsp. = [pkS, pkC, RESenc = asym_enc(NS, ST, RSPsig = sign(h(pkS, pkC, NS, ST); skS); pkC)]

(NS, ST, RSPsig) = asym_dec(RSPenc; skC)
Verify(RSPsig, h(pkS, pkC, NS, ST); pkS)
(keyC,enc, keyC,sig) = PRF(NS, NC)
(keyS,enc, keyS,sig) = PRF(NC, NS)

Figure 7.6: Formal model of OPC UA’s conventional handshake in security mode SignAndEncrypt.

padding), and the signature are encrypted, whereas the signature is based on all parts of
the message. As a result, two header fields are only signed but not encrypted: message
and security header, which include the message type, the certificate of the sending entity,
and a hash over the certificate of the receiving entity, which effectively prevents the
man-in-the-middle attack identified in [PPL16]. To demonstrate this behavior, we depict
the part of our modeled client process in Listing 7.3, where the client sends its request
message to the server. Note that OpenSecureChannelRequest, as part of the message
header, as well as pkClient and Server, as part of the security header, are sent unencrypted.
In order to ensure conformance with the official specification of the OpenSecureChannel
Service [OPC17b], we apply these modifications to our models. Figure 7.6 illustrates
the resulting ProVerif model of the conventional OPC UA handshake.
As a result, ProVerif does not find any attacks on OPC UA’s conventional handshake. In
fact, it proves all of the confidentiality and authentication queries; Table 7.1 summarizes
the verification results. Considering verification runtime, our conventional OPC UA
model finishes in less than one second wall time (0.527 s) on a notebook containing an
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Table 7.1: ProVerif’s verification results of analyzed OPC UA models.
Security Objective

Entity

Client
Confidentiality
Server

Authentication

Client
Server

Query/Correspondence Assertion
(︁
)︁
Client Encryption Key keyC,enc
(︁
)︁
Server Encryption Key keyS,enc
(︁
)︁
Client Signing Key keyC,sig
(︁
)︁
Server Signing Key keyS,sig
(︁
)︁
Server Encryption Key keyS,enc
(︁
)︁
Client Encryption Key keyC,enc
(︁
)︁
Server Signing Key keyS,sig
(︁
)︁
Client Signing Key keyC,sig

Conventional

Hybrid

PQ

True
True
True
True

True
True
True
True

True
True
True
True

True
True
True
True

True
True
True
True

True
True
True
True

True
True

True
True

True
True

Client → Server
Server → Client

Intel Core i7-8650 CPU clocked at 2.11 GHz and 16 GB RAM.

7.3.2 Symbolic Proof: Hybrid OPC UA
Having analyzed OPC UA’s conventional security handshake, we turn to our first postquantum variant: Hybrid OPC UA. Our ProVerif model of Hybrid OPC UA follows the
illustration in Figure 7.7. Note that operations and data related to PQC are highlighted
in yellow; operations and data related to XOR-then-MAC are highlighted in gray.
As our integration of PQC into OPC UA relies on KEM constructions, we have to
formalize KEMs according to their definition (see Theorem 2.2.2 in Section 2.2). To the
best of our knowledge, we are the first to formally describe KEMs in ProVerif. However,
a recent analysis of the hybrid public-key encryption scheme provides definitions of
authenticated KEMs in CryptoVerif [Alw+21]. We adopt their model to receive a
standard KEM construction in ProVerif. For all other cryptographic primitives, we are
able to rely on definitions from ProVerif ’s official manual [Bla+20] and existing, opensource models [BBK17; PPL16]. In ProVerif, cryptographic primitives are always modeled
as deterministic functions. Therefore, we need to transform the probabilistic nature of
KEMs into an intrinsically deterministic behavior. For this, we declare two new types:
kem_keypairseed and kem_seed. The former explicitly models the required randomness
within key generation kem_keygen() and the latter models a random seed within the
encapsulation step kem_encap(), where it serves as additional input to the generation
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OPC UA Client (C)

DiscoveryEndpoint

Has identity skC,RSA, pkC,RSA, skC,PQ, pkC,PQ

Knows identity pkS,RSA, pkS,PQ

OPC UA Server (S)
Has identity skS,RSA, pkS,RSA, skS,PQ, pkS,PQ

GetEP Req.

GetEP Rsp. =
[pkS,RSA, pkS,PQ, SM:=SignEncrypt, SP]
Knows identity pkS,RSA, pkS,PQ
New NC
(pkPQ, skPQ) = kem_keygen()

OSC Req. = [pkC,RSA, pkC,PQ, pkS,RSA, pkS,PQ, pkPQ, REQenc = asym_enc(NC, RL,
REQsig,RSA = sign(h(pkC,RSA, pkC,PQ, pks,RSA, pkS,PQ, pkPQ, NC, RL); skC,RSA), pkS,RSA),
REQsig,PQ = sign(h(pkC,RSA, pkC,PQ, pkS,RSA, pkS,PQ, pkPQ, NC, RL); skC,PQ)]

Knows identity pkC,RSA, pkC,PQ
(NC, RL, REQsig,RSA) = asym_dec(REQenc; skS,RSA)
Verify(REQsig,RSA, h(pkC,RSA, pkC,PQ, pkS,RSA, pkS,PQ, pkPQ, NC, RL); pkC,RSA)
Verify(REQsig,PQ, h(pkC,RSA, pkC,PQ, pkS,RSA, pkS,PQ, pkPQ, NC, RL); pkC,PQ)
New NS
(ssPQ, ctPQ) = kem_encap(pkPQ)
NS,PQ = PRF(h(NC, NS) | LabelS, ssPQ)
NC,PQ = PRF(h(NS, NC) | LabelC, ssPQ)
(keyS,enc,PQ, keyS,sig,PQ) = PRF(NC,PQ, NS,PQ)
(keyC,enc,PQ, keyC,sig,PQ) = PRF(NS,PQ, NC,PQ)
(keyS,enc,conv, keyS,sig,conv) = PRF(NC, NS)
(keyC,enc,conv, keyC,sig,conv) = PRF(NS, NC)
(keyS,enc, keyS,sig) = (keyS,enc,conv XOR keyS,enc,PQ, keyS,sig,conv XOR keyS,sig,PQ)
(keyC,enc, keyC,sig) = (keyC,enc,conv XOR keyC,enc,PQ, keyC,sig,conv XOR keyC,sig,PQ)
mac = MAC(ctPQ | NS | NC; keyS,sig)

OSC Rsp. = [pkS,RSA, pkS,PQ, pkC,RSA, pkC,PQ, ctPQ, mac, RSPenc = asym_enc(NS, ST,
RSPsig,RSA = sign(h(pkS,RSA, pkS,PQ, pkC,RSA, pkC,PQ, ctPQ, mac, NS, ST); skS,RSA), pkC,RSA),
RSPsig,PQ = sign(h(pkS,RSA, pkS,PQ, pkC,RSA, pkC,PQ, ctPQ, mac, NS, ST); skS,PQ)]

(NS, ST, RSPsig,RSA) = asym_dec(RSPenc; skC,RSA)
Verify(RSPsig,RSA, h(pkS,RSA, pkS,PQ, pkC,RSA, pkC,PQ, ctPQ, mac, NS, ST); pkS,RSA)
Verify(RSPsig,PQ, h(pkS,RSA, pkS,PQ, pkC,RSA, pkC,PQ, ctPQ, mac, NS, ST); pkS,PQ)
ssPQ = kem_decap(ctPQ; skPQ)
NC,PQ = PRF(h(NS, NC) | LabelC, ssPQ)
NS,PQ = PRF(h(NC, NS) | LabelS, ssPQ)
(keyC,enc,PQ, keyC,sig,PQ) = PRF(NS,PQ, NC,PQ)
(keyS,enc,PQ, keyS,sig,PQ) = PRF(NC,PQ, NS,PQ)
(keyC,enc,conv, keyC,sig,conv) = PRF(NS, NC)
(keyS,enc,conv, keyS,sig,conv) = PRF(NC, NS)
(keyC,enc, keyC,sig) = (keyC,enc,conv XOR keyC,enc,PQ, keyC,sig,conv XOR keyC,sig,PQ)
(keyS,enc, keyS,sig) = (keyS,enc,conv XOR keyS,enc,PQ, keyS,sig,conv XOR keyS,sig,PQ)
Verify_MAC(mac, ctPQ | NS | NC; keyS,sig)

Figure 7.7: Formal model of Hybrid OPC UA in security mode SignAndEncrypt (yellow: operations/data related to PQC; gray: operations/data related to XOR-then-MAC combiner).
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Listing 7.4: KEM functionality in ProVerif.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35

(* Declarations *)
type kem_keypairseed.
type kem_seed.
type kem_privkey.
type kem_pubkey.
type kem_secret.
type kem_ciphertext.
(* Key Generation() -> (pk, sk) *)
fun kem_pk(kem_keypairseed): kem_pubkey.
fun kem_sk(kem_keypairseed): kem_privkey.
letfun kem_keygen() =
new s:kem_keypairseed;
let keygen_pk = kem_pk(s) in
let keygen_sk = kem_sk(s) in
(keygen_pk, keygen_sk).
(* Encapsulation(pk) -> (ss, ct) *)
fun kem_encap_r_secret(kem_seed, kem_pubkey): kem_secret.
fun kem_encap_r_enc(kem_seed, kem_pubkey): kem_ciphertext.
letfun kem_encap(pk:kem_pubkey) =
new k:kem_seed;
let encap_secret = kem_encap_r_secret(k, pk) in
let encap_ciphertext = kem_encap_r_enc(k, pk) in
(encap_secret, encap_ciphertext).
(* Decapsulation(ct, sk) -> (ss) *)
fun kem_decap(kem_ciphertext, kem_privkey): kem_secret.
equation forall k:kem_seed, ks:kem_keypairseed;
kem_decap(
kem_encap_r_enc(k, kem_pk(ks)),
kem_sk(ks)
) = kem_encap_r_secret(k, kem_pk(ks)).

of a shared secret (kem_encap_r_secret) and ciphertext (kem_encap_r_enc). As a result,
it is ensured that the seeds are freshly chosen at each call to the key generation and
encapsulation function.
The decapsulation function kem_decap is declared as standard destructor that properly
captures the relation between decapsulation and encapsulation. Note that because of the
symbolic model and the underlying perfect cryptography assumption, the user-defined
KEM functions are not capable of modeling potential decryption failures. Treating
such failures is not supported in ProVerif at the time of writing. As this has led to
certain attack scenarios in some of the proposed post-quantum KEMs, adoptions may
be required in the future to address them. Listing 7.4 shows the resulting KEM model.
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Apart from the integration of a post-quantum KEM we need to model the additional
PQC signature scheme (new long-term key pair, additional sign and verify operations),
the modified structure of request and response message, the derivation of additional
nonces, and the hybrid construction based on the XOR-then-MAC combiner. For the
evaluation of our Hybrid OPC UA model, we use the same setup as in the case of
conventional OPC UA. ProVerif finishes its analysis within a few seconds (8.87 s) on our
notebook and finds no attacks. Table 7.1 gives a complete overview of the verification
results of the proposed hybrid security handshake.
As our two hybrid modes — Hybrid-KEX OPC UA and Hybrid OPC UA — promise
confidentiality as long as one of the underlying two primitives remains unbroken
(conventional public-key cryptography or post-quantum key encapsulation), we also
verify this presumption. Accidentally leaking either the keying material derived from
classical cryptography or the keying material derived from the post-quantum KEM gives
no attacks on the confidentiality properties. Only when both sets of keying material are
accessible to the adversary the confidentiality property is broken.

7.3.3 Symbolic Proof: PQ OPC UA
For the OPC UA variant only based on post-quantum cryptography, our ProVerif model
follows the illustration in Figure 7.8; all operations and data related to PQC are highlighted in yellow. As this variant does not require a hybrid construction for key establishment and concatenation of signatures, it is less complex and thus easier to model. In
fact, our ProVerif model of PQ OPC UA uses the same KEM definition as in the hybrid
case. Having modeled conventional OPC UA and the required post-quantum primitives
for the hybrid approach, it is straightforward to derive the PQC-only variant: Most
importantly, the conventional key establishment is replaced by a post-quantum KEM,
and the conventional signature scheme and its long-term signing key pair are replaced
by a corresponding PQC signature scheme. Furthermore, request and response message
are now only signed.
Again, the two desired security properties, i.e., confidentiality and authentication,
are successfully verified by ProVerif within seconds (3.086 s) on our notebook. The
ProVerif results of PQ OPC UA are summarized in Table 7.1.

7.3.4 Observation: Symbolic Proofs Based on Verifpal
While ProVerif is considered state of the art and delivers trustworthy results, it is
accompanied by a steep learning curve, which makes it hardly accessible to non-expert
users. The recently introduced tool Verifpal [Kob20], on the other hand, aims to simplify
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OPC UA Client (C)

DiscoveryEndpoint

OPC UA Server (S)

Has identity skC,PQ, pkC,PQ

Knows identity pkS,PQ

Has identity skS,PQ, pkS,PQ

GetEP Req.

GetEP Rsp. = [pkS,PQ, SM:=SignEncrypt, SP]

Knows identity pkS,PQ
new NC
(pkPQ, skPQ) = kem_keygen()

OSC Req. = [pkC,PQ, pkS,PQ, pkPQ, NC, RL, REQsig = sign(h(pkC,PQ, pkS,PQ, pkPQ, NC, RL); skC,PQ)]

Knows identity pkC,PQ
Verify(REQsig, h(pkC,PQ, pkS,PQ, pkPQ, NC, RL); pkC,PQ)
New NS
(ssPQ, ctPQ) = kem_encap(pkPQ)
NS,PQ = PRF(h(NC, NS) | LabelS, ssPQ)
NC,PQ = PRF(h(NS, NC) | LabelC, ssPQ)
(keyS,enc, keyS,sig) = PRF(NC,PQ, NS,PQ)
(keyC,enc, keyC,sig) = PRF(NS,PQ, NC,PQ)
OSC Rsp. = [pkS,PQ, pkC,PQ, ctPQ, NS, ST, RSPsig = sign(h(pkS,PQ, pkC,PQ, ctPQ, NS, ST); skS,PQ)]

Verify(RSPsig, h(pkS,PQ, pkC,PQ, ctPQ, NS, ST); pkS,PQ)
ssPQ = kem_decap(ctPQ, skPQ)
NC,PQ = PRF(h(NS, NC) | LabelC, ssPQ)
NS,PQ = PRF(h(NC, NS) | LabelS, ssPQ)
(keyC,enc, keyC,sig) = PRF(NS,PQ, NC,PQ)
(keyS,enc, keyS,sig) = PRF(NC,PQ, NS,PQ)

Figure 7.8: Formal model of PQ OPC UA in security mode SignAndEncrypt (yellow: operations/data related to PQC).

protocol verification for practitioners [KNT20]. Its modeling language tries to balance
between intuitive protocol descriptions and still precise-enough formal models. For
instance, in order to avoid user error, it does not allow to model own cryptographic
primitives. In addition, it generates analysis output that is easy to interpret. At the time
of writing, Verifpal is still considered beta stage software but already produced promising
results by verifying complex protocols: the contact tracing protocol DP3T [KNT20] and
the secure messaging protocol Signal [Kob20].
As a consequence, we also modeled and verified our proposed OPC UA variants
using Verifpal to evaluate its accessibility promise; the used Verifpal version is 0.21.4.
Compared to our initial analysis with ProVerif, Verifpal did not provide any further
insights, i.e., find any attacks. While it was straightforward to write the Verifpal models
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for conventional OPC UA and our two post-quantum variants — Hybrid and PQ OPC UA,
verification takes significantly longer. For example, verification of the conventional
OPC UA model took several days on a powerful remote server, which is equipped with
two AMD EPYC 7742 CPUs (each offering 64 cores) running at 2.5 GHz and 2 TB RAM.
When comparing the usability of Verifpal to ProVerif, its accessibility to inexperienced
users in the domain of protocol analysis is impressive. But we expect that it will be hard
for Verifpal to achieve similar verification speeds as ProVerif while maintaining its low
entry barriers (not mentioning the 15+ years of development ProVerif has in advance).
Nevertheless, addressing this performance gap seems to be an important target for the
first full release.

7.4 Measurements and Evaluation
Having verified our post-quantum variants in the symbolic model, we turn to our
performance evaluation in the following sections. At first, we provide details about
our implementation and experimental setup. Afterwards, we present and analyze our
results, which encompass measurements of handshake duration and communication
size under different certificate scenarios.

7.4.1 Implementation Notes
We rely on the open-source OPC UA stack open62541 [Pal+15] to implement our
two solutions. Integration of hybrid key exchange, hybrid authentication, and hybrid
signatures requires significant changes to the codebase of open62541. To allow for
backward compatibility with non-hybrid aware nodes we implement a new SecurityPolicy
Profile Hybrid{1,3,5}_Basic256. Following our implementation of Hybrid-KEX OPC UA we
adapt the key derivation step to generate two sets of keying material and to combine
these two sets using XOR. For our XOR-then-MAC combiner construction, the MAC
creation and verification is added to the server and client code as part of the hybrid
key exchange. The handling of hybrid authentication based on hybrid certificates is
integrated and hybrid signature creation and verification is added to the source code.
The post-quantum signature is appended to the message buffer (not encrypted), and the
additional post-quantum public key and ciphertext of the respective KEM and MAC-value
are added to the security header. Our PQC-only solution requires fewer modifications
and uses the new security policy PQ-{1,3,5}. The KEM-based key exchange is integrated
in the client and server code. In addition, the generation and verification of postquantum signatures and the verification of post-quantum certificates is implemented.
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The handling of request and response messages needs to be adapted accordingly.
Existing tools for generating hybrid certificates either make use of combiners that
are not fully backward compatible [SM17] or implement only a small subset of PQC
primitives [Bin+19a]. Because of these limitations, we implement a new software
package capable of creating hybrid and post-quantum certificates. Our software is
capable of creating the X.509 certificate structure from scratch and can freely modify
the desired fields. In our case, we rely on two non-critical extensions for storing the
additional public key and signature.
open62541 uses the cryptographic library Mbed TLS for all security relevant functions
including the verification of certificates. Therefore, the certificate chain and the trusted
root certificates are passed to the verification function provided by Mbed TLS. We are
able to use this function without modifications since our generated hybrid certificates
are fully compliant to the X.509 standard. The verification function of Mbed TLS allows
to provide an optional callback function as parameter that is called after each certificate
in the chain was verified. We use this callback mechanism to verify the additional
post-quantum signature inside the custom extension of our hybrid certificates. It should
be noted that verification of post-quantum certificates takes place outside Mbed TLS
since we did not integrate the selected PQC signature schemes into the embedded
TLS library. Instead, we rely on its mechanism to parse encoded certificates, which
required minor changes to Mbed TLS because of unique algorithm identifiers used in
our post-quantum X.509 certificates.

7.4.2 Experimental Setup
Our setup resembles a typical use case for OPC UA within industrial networks: Two CPS,
e.g., control unit and industrial gateway, wish to securely exchange data, which requires
the establishment of a secure channel. As in previous evaluations, we select a Raspberry
Pi 3 Model B from the embedded class as our experimental platform. The two Raspberry
Pis are connected to the same network via their Ethernet interfaces, one is instantiated
as OPC UA client and the other as OPC UA server. For our timing measurements, we
rely on the available kernel extension introduced in [Arc18]. Since our measurements
also include network round-trip time and overhead of the network stack, we report the
time elapsed until completion of the OPC UA handshake in milliseconds by converting
the cycle counts obtained from the two Raspberry Pis.
Besides handshake duration, we report the performance of OPC UA’s security handshake in terms of message and certificate size. Our control measurement considers a
conventional OPC UA security handshake using security policy Basic256Sha256. Both
of our solutions are evaluated at three NIST security levels. This leads to a total of six
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Table 7.2: Message and certificate sizes for Hybrid and PQ OPC UA (sizes reported in bytes).
Certificate Chain

Single
Cert.

Single +
ICA Cert.

Single
Cert.

Single +
ICA Cert.

1,597

2,373

1,601

2,377

908

1,750

Hybrid-

OSC Response

1 (Kyber512 + Falcon512 + RSA-2048)
3 (Kyber768 + Dilithium3 + RSA-2048)
5 (Kyber1024 + Falcon1024 + RSA-2048)

4,698
11,945
7,770

7,147
17,929
11,755

4,670
11,885
7,806

7,119
17,869
11,791

2,515
6,050
4,051

4,964
12,034
8,036

PQ-

OSC Request

1 (Kyber512 + Falcon512)
3 (Kyber768 + Dilithium3)
5 (Kyber1024 + Falcon1024)

3,618
10,211
6,562

5,472
15,598
9,952

3,593
10,154
6,601

5,447
15,541
9,991

1,924
5,457
3,460

3,778
10,844
6,850

Instantiation
Control (RSA-2048)

Single
Cert.

Single +
ICA Cert.

different test cases: Hybrid-{1,3,5} and PQ-{1,3,5}. In addition, we evaluate each test
case in two different scenarios regarding the number of included certificates. In the
first scenario, only a single device certificate (Single Cert.) is conveyed. The second
scenario assumes that OPC UA client and server are part of a larger industrial network
that contains intermediate CAs. In this case, the certificate chain contains the device
and one attached ICA certificate (Single + ICA Cert.). For each of the above test cases
and the two scenarios, we record the establishment of 100 secure channels and report
average values.

7.4.3 Results
Hybrid OPC UA. Table 7.2 shows the impact of our fully hybrid security handshake
on the size of the OSC Request and OSC Response at different security levels. Besides
that, certificate sizes for both scenarios are reported. As expected, because of the hybrid
constructions, the message sizes increase at all levels.
The highest increment compared to conventional OPC UA can be observed at security
level 3. In case the ICA certificate is attached, the size of the OSC Request and OSC
Response message increases in average 7.5 times. Considering certificate sizes, the
smallest increase is observed at security level 1 with certificates containing an additional
Falcon512 public key and signature resulting in an increase by a factor of 2.8.
Figure 7.9a shows the results of the conducted time-related performance measurements. As expected, the duration of the handshake increases at all security levels.
However, the most time during the handshake is spent conventionally decrypting and
signing the request and response message. Moreover, in case a single hybrid certificate is
conveyed, the fastest observed hybrid handshake adds only 11.9 ms to the total duration
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Figure 7.9: Handshake duration of Hybrid and PQ OPC UA at three security levels (average
values are reported; error bars represent standard deviation).

(Hybrid-1), while the slowest leads to an overhead of 42.6 ms (Hybrid-3). The extra time
spent verifying an included ICA certificate is clearly visible in Figure 7.9a and correlates
to the reported verification times in Figure 7.5. Since our implementation of Falcon
makes use of floating-point operations, the overhead in Hybrid-1 and Hybrid-5 remains
very small. Because both nodes are connected via fast network interfaces, the larger
message sizes have only little impact on the total duration of the handshake: Sending the
response and request message in Hybrid-3 with an intermediate CA certificate attached
takes approximately 0.4 ms.
PQ OPC UA. Table 7.2 also shows the message and certificate sizes for our solution
solely based on PQC. Similar to our hybrid solution, we observe that all message sizes
as well as certificate sizes increase at all security levels due to the integration of PQC
schemes. As expected, instantiations using Falcon show a significantly lower overhead.
The results of our time-related performance measurements (see Figure 7.9b), however, show a significant improvement compared to OPC UA’s conventional security
handshake. Across all security levels our PQC-only solution is in average 11.5 times
faster than conventional OPC UA. The fact that PQ OPC UA omits all cryptographic
operations based on the RSA cryptosystem from OPC UA’s original security handshake
substantially increases its performance. With a handshake duration of just 28.6 ms, PQ-5
(single certificate) is even faster than PQ-3 with 41.8 ms. As the signature generation
and verification times of Falcon and Dilithium are generally slower than Kyber’s KEM
functions, client and server spend most of the time during the handshake performing
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operations of the respective signature scheme. For example, deriving symmetric keying
material requires 3.5 ms compared to 10.2 ms spent on the creation and verification
of signatures in PQ-1. Similar to our two hybrid solutions (Hybrid-KEX and Hybrid
OPC UA), message sizes have only little impact on overall handshake duration.
Both our solutions demonstrate that Falcon is preferable over Dilithium in case both
communicating nodes are capable of using its efficient floating-point arithmetic. In terms
of handshake duration and size, our Hybrid-5 and PQ-5 solutions even led to significantly
less overhead than Hybrid-3 and PQ-3. Since message sizes do not negatively impact the
performance of the security handshake as much as slower algorithms do, we recommend
using Dilithium whenever floating-point support cannot be assumed.

7.5 Summary
In this chapter, we proposed two novel solutions for the integration of PQC (key establishment and digital signatures) into the security handshake of the industrial communication
protocol OPC UA: Hybrid OPC UA and PQ OPC UA. The former considers hybrid key
exchange, hybrid authentication, and hybrid signatures, while the latter is solely based
on post-quantum primitives. Compared to other previous works, this approach allowed
us to investigate the total impact of PQC. Furthermore, we formally verified confidentiality and authentication properties of the proposed integrations in the symbolic model.
These symbolic proofs are realized using the state-of-the-art verification tool ProVerif.
Alongside the description and formal analysis of our two solutions, we selected three
algorithms based on an investigation of lattice-based schemes submitted to NIST’s PQC
standardization process. Subsequently, we instantiated our two solutions at three different NIST security levels using the respective parameter sets of Kyber{512,768,1024} for
key establishment and Falcon{512,1024}-FPU or Dilithium3 for digital signatures. In
our performance measurements, we compared the handshake duration of both solutions
to that of conventional OPC UA for different security levels and certificate scenarios. Our
fully hybrid integration leads to acceptable overhead in terms of latency and message
sizes, while our PQC-only solution significantly outperforms conventional OPC UA at all
security levels in terms of handshake duration.
Ultimately, our two solutions provide comprehensive insights into the feasibility of
integrating PQC into OPC UA and further demonstrate that PQC is practical for ICS.
Falcon and Dilithium are efficient options for PQC signature schemes; in case floatingpoint support is available, Falcon provides faster performance at smaller public keys and
signatures. In our two solutions, Kyber’s recommended variant showed very efficient
performance throughout all evaluated security levels.
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8 Conclusion
Cryptographically relevant quantum computers will be able to efficiently solve the
underlying mathematical problems of currently deployed public-key cryptography, i.e.,
integer factorization and (elliptic-curve) discrete logarithm. This threat has sparked
increased interest in the field of post-quantum cryptography and standardization bodies
around the world are — at the time of writing — in the process of standardizing a new
generation of cryptography. This raises the question of how to ensure a fast, reliable,
and secure transition to upcoming standards of post-quantum cryptography, which is
considered especially challenging in today’s highly interconnected networks.

8.1 Summary
The work presented in this thesis focuses on the Industrial Internet of Things, which is
expected to be one of the first domains to migrate to upcoming PQC standards because
of the long lifetime of industrial devices and their high-security requirements. Ultimately,
the goal of this thesis is to enable a seamless and secure transition to upcoming postquantum standards in the domain of IIoT. We achieve this by identifying new concepts
that prepare for the transition to post-quantum cryptography (Chapter 3), by proposing
new approaches to implement post-quantum cryptography on current IIoT platforms
that are equipped with TPMs (Chapter 4), by introducing a potential migration strategy
towards post-quantum authentication in TLS (Chapter 5), and by proposing three
integrations of post-quantum cryptography into the IIoT protocol OPC UA (Chapters 6
and 7). The following paragraphs, summarize our contributions and highlight how they
advance the state of the art.
In Chapter 3, we identified cryptographic agility as one of the most important prerequisites to enable a seamless transition to new cryptography standards. At first, we refined
existing notions of cryptographic agility in context of industrial control systems. Besides
that, we introduced and evaluated three building blocks for achieving cryptographic
agility in practice, i.e., cryptography inventory, usable cryptographic APIs, and secure
update mechanisms.
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As many IIoT devices and protocols rely on the network protocol TLS for building
secure applications, we analyzed the impact of post-quantum cryptography in TLS 1.2
and TLS 1.3 — the two most recent versions of the TLS standard. More specifically,
Chapter 4 investigated how the TPM 2.0 specification can facilitate post-quantum cryptography in combination with TLS 1.2. By assessing all round three schemes of NIST’s
standardization project, we identified two suitable candidates for further evaluation:
the lattice based KEM CRYSTALS-Kyber (in its 90s version) and the hash-based signature
scheme SPHINCS+ . Furthermore, we integrated the selected post-quantum schemes
and TPM-functionality into the open-source cryptographic library Mbed TLS. In our
experiments, we performed mutually authenticated TLS 1.2 handshakes that use postquantum cipher suites under different TPM offloading scenarios — a combination that
has not been evaluated in previous performance studies. Since mutual authentication
is increasingly prescribed in industrial M2M communication protocols, our results are
especially relevant for IIoT applications.
Chapter 5 presented a novel, two-step migration strategy towards post-quantum
authentication. It is based on mixed certificate chains that combine different signature
algorithms within the same certificate chain. Our results showed that mixed certificate
chains containing hash-based signature schemes only at the root CA level lead to feasible
connection establishment times despite an increase in communication size. To evaluate
our strategy, we integrated selected post-quantum schemes into the open-source library
wolfSSL and into the handshake protocol of TLS 1.3. A combination of XMSS and
ECDSA seemed especially promising for the first step of our migration strategy, while a
combination of XMSS and CRYSTALS-Dilithium showed promising results for the final
migration step with regards to connection establishment time, communication overhead,
and code size; its memory consumption, however, requires further optimization in case
of resource-constrained embedded client devices.
Having discussed deployment and migration strategies in Part II (Chapter 3–Chapter 5),
we shifted our focus towards the integration of PQC into the industrial M2M communication protocol OPC UA — the de-facto standard for future IIoT applications. More
specifically, in Chapter 6, we proposed the first hybrid key exchange solution for OPC UA:
Hybrid-KEX OPC UA. The proposed hybrid key establishment does not alter OPC UA’s
existing handshake structure and is based on the provably secure combiner XOR-thenMAC. In our performance analysis, we instantiated our hybrid security handshake with
four different lattice-based post-quantum KEMs and demonstrated its feasibility even
for deeply embedded devices by providing several performance measurements, i.e.,
communication cost, network transmission time, and handshake duration.
Chapter 7 presented our two additional integrations of PQC into OPC UA: a hybrid solution that relies on hybrid constructions for key establishment and authentica-
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tion — Hybrid OPC UA; and a variant that only relies on post-quantum cryptography
for key establishment and authentication — PQ OPC UA. Furthermore, we provided a
symbolic proof of confidentiality and authentication properties for our proposed variants
that is based on the state-of-the-art cryptographic verifier ProVerif. Considering performance aspects, our hybrid solution Hybrid OPC UA led to acceptable overhead in terms
of handshake duration and communication cost. Our PQC-only solution PQ OPC UA, on
the other hand, showed superior handshake performance at increased communication
cost compared to OPC UA’s conventional handshake.
The above contributions ultimately enable a secure and efficient migration to upcoming
PQC standards within the IIoT domain. Moreover, our migration strategy towards postquantum authentication in TLS demonstrated the practicality of PQC — already today.
In addition, our integrations of post-quantum cryptography into OPC UA advanced
state-of-the-art integration works by extending it to industrial communication and by
evaluating the total impact of PQC, i.e., key establishment and (client) authentication.

8.2 Future Work
While the above contributions help to prepare for the upcoming transition to postquantum cryptography in IIoT, challenges remain that require future work. We outline
these open challenges in the following paragraphs.
Adoption of PQC. While this thesis addressed two important (security) protocols
within the IIoT domain, i.e., TLS and OPC UA, other protocols exist that will need to
adopt PQC in the future. For instance, remote maintenance is a critical industrial use
case that requires a VPN connection. To establish such a secure communication tunnel
IKE as part of the IPsec protocol is often used. A first IETF draft for hybrid key exchange
in IKE exists [Tjh+21]. Nevertheless, its feasibility so far has not been evaluated in
industrial devices. Moreover, hybrid key exchange is considered only a transitional
strategy that aims at post-quantum confidentiality; hence, in the case of IPsec, more
research is required to integrate PQC-only key exchange as well as post-quantum means
of authentication. Moreover, this type of research will be required for all protocols that
do not rely on security features of TLS.
Optimized Implementations. In this thesis, we worked with existing reference as well
as optimized implementations of selected post-quantum schemes. However, once PQC
standards exist highly optimized implementations will become available. Such implementations will offer platform-specific optimizations, enhanced side-channel protection,
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and space-time trade-offs. If side-channel protection is required, such implementations
will negatively affect the performance of our proposals, i.e., lead to increased connection
establishment times. Potential space-time trade-offs, on the other hand, could make our
migration strategy based on mixed certificate chains feasible even for deeply embedded
devices by reducing peak memory usage at the cost of slightly increased connection
establishment times. As a result, further research is required to evaluate how these
optimizations will impact our proposed migration and integration strategies.
Extended Evaluation. To evaluate our proposals, we integrated existing implementations of PQC into open-source libraries and measured their performance in self-contained
setups. In all experimental setups, we considered networks that consisted of a limited number of clients and servers. To account for actual application scenarios and
specific network effects, real-world experiments are required. However, to set up such
real world-experiments involves significant effort: A large test-bed with hundreds of
interconnected ICS components is required; in addition, the network needs to resemble
current ICS network topologies, such as the automation pyramid.
Apart from extended real-world experiments, further protocol specifics could be
evaluated in future works. For instance, TLS and OPC UA offer mechanisms to check
the status of certificates, i.e., revocation and validity: TLS supports OCSP as well as
CRLs and OPC UA offers discovery and global services.
Protocol Standardization. We presented integrations of post-quantum cryptography
into TLS (see Chapters 4 and 5) and OPC UA (see Chapters 6 and 7). While we
evaluated these integrations in our experimental setups, it is necessary to standardize
such integrations once PQC standards exist in order to foster their adoption in realworld deployments. Therefore, another interesting direction of work is to initiate the
standardization of these protocol integrations, either by composing individual IETF RFCs
or by contributing to the corresponding security working groups of TLS and OPC UA.
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2−139
2−116
2−213
—
—
2−157
2−120

804

917

2−156

2,400 1,184
31,296 15,632
2,080 1,056
1,763 1,158
1,031
983
2,304
992

1,088
15,744
1,188
1,039
1,103
1,088

2−164
2−200
2−143
—
2−154
2−136

1,194

1,307

2−206

3,168 1,568
43,088 21,520
2,080 1,056
3,680 1,824
1,999 1,322
1,413 1,349
3,040 1,312
40 1,584

1,568
21,632
1,424
2,208
1,184
1,509
1,472
1,697

2−174
2−253
2−122
2−216
—
2−145
2−165
2−256

40
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Table A.2: Properties of lattice-based post-quantum DSAs from the second round of NIST’s
PQC standardization project.
Security (bits)

Sizes (bytes)

NIST
Level

Hard
Problem

Classical

PQ

sk

RSA-PKCS1-v1.5 (RSA-2048)

—

Factorization

112

—

256

CRYSTALS-Dilithium (Dilithium1)
Falcon (Falcon512)
qTESLA (qTESLA-p-I)

1

Mod-LWE
NTRU
Ring-LWE

100
114
150

91
103
139

2,800 1,184 2,044
1,281
897
690
5,184 14,880 2,592

CRYSTALS-Dilithium (Dilithium2)

2

Mod-LWE

141

128

3,504

CRYSTALS-Dilithium (Dilithium3)
qTESLA (qTESLA-p-III)

3

Mod-LWE
Ring-LWE

174
304

158
279

Falcon (Falcon1024)

5

NTRU

263

230

Algorithm (Parameter Set)

188

pk
259

1,472

sig
256

2,701

3,856 1,760 3,366
12,352 38,432 5,664
2,305

1,793

1,330

A Overview of Selected PQC Schemes

