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Abstract

Oral health issues like tooth decay affect billions of people worldwide. The early detection as well
as the treatment of those problems is an important part of today’s healthcare. Since the teeth cannot
be assessed by visual inspection only as they are partly embedded in soft tissue and bones, medical
imaging techniques are employed to provide the required information. The manual analysis of such
images is time consuming and prone to inter- and intra-observer variability. For this reason, computer
aided systems which automate the extraction of clinically relevant information can be of great benefit
to medical professionals. A mandatory step to provide such systems is the segmentation and numbering
of individual teeth in the digital images. However, challenges like image quality and characteristics of
dental radiographs, patient-specific variations, and the fact that the 32 teeth only belong to 4 different
types makes it hard to accurately detect teeth boundaries and difficult to label an individual tooth.

In this context, this thesis focuses on the research questions of teeth segmentation and numbering
in panoramic X-ray images, and image-based 3-D reconstruction of the teeth from five colored pho-
tographs which relies on accurate object-level segmentation and numbering of the 2-D teeth outlines
(in the photographs). As both topics share the common aspect of segmentation and numbering, a
general concept is presented which is also applied in a third application to localize landmarks for the
analysis of dental cephalometric images.

This thesis proposes to solve the segmentation and numbering in 2-D by encoding prior knowledge
about the teeth shapes and spatial relations in a coupled shape model. Initial placement of the model
is performed by exploiting the semantic segmentation performance of neural networks while dynamic
adaptation strategies increase the robustness of fitting to model to unseen images. This enables the
extraction of teeth contours from both panoramic radiographs and colored photographs. The proposed
image-based 3-D teeth reconstruction utilizes the numbered teeth contours from the photographs to
deform a mean model of the teeth by minimizing a silhouette-based loss. It is the first fully-automatic
image-based teeth reconstruction that aims to reconstruct the majority of teeth and the first approach
to perform a reconstruction only on the five photographs of orthodontic records. The landmark lo-
calization utilizes the segmentation and numbering concept to predict the location of 19 landmarks
by exploiting the spatial relation between landmarks and other structures and refines those predictions
using landmark-specific Hough Forests.

The teeth segmentation and numbering of 28 individual teeth in panoramic radiographs achieves
average F1 scores of 0.823±0.189 and 0.833±0.108 on two different test sets. The image-based 3-D
reconstruction of 24 teeth from five photographs achieves an average symmetric surface distance of
0.807±0.379 mm. The landmark localization in cephalometric images reaches a success detection rate
of 76.04 % in the clinically relevant 2.0 mm accuracy range.
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Zusammenfassung

Die Mundhygiene ist ein essenzieller Bestandteil der täglichen Gesundheitsroutine und die Mund- und
Zahnmedizin ein wichtiger Bereich des Gesundheitswesens. Erkrankungen des Mundes und der Zähne,
wie beispielsweise Karies, betreffen weltweit Milliarden von Menschen. Aufgrund der hohen Prävalenz
und der kostspieligen Behandlung ist die frühzeitige Erkennung solcher Erkrankungen ein wichtiger
Bestandteil der heutigen Gesundheitsversorgung. Hierfür werden medizinische Bildgebungsverfahren
eingesetzt, da die Zähne teilweise in Weichgewebe und Knochen eingebettet sind und ihr Gesundheits-
zustand daher nicht allein durch eine visuelle Inspektion beurteilt werden kann. Die manuelle Analyse
der generierten Bilder ist allerdings zeitaufwändig, stark von der Erfahrung des behandelnden Experten
abhängig und leidet unter einer hohen Intra- und Interobserver-Variabilität. Aus diesem Grund können
computergestützte Systeme, welche die Extraktion klinisch relevanter Informationen automatisieren,
von großem Nutzen für das medizinische Fachpersonal sein. Ein notwendiger Verarbeitungsschritt
zur Bereitstellung solcher Systeme für die Zahnmedizin ist die Segmentierung und Nummerierung der
einzelnen Zähne in den digitalen Bildern. Herausforderungen wie die Bildqualität und -eigenschaften
zahnmedizinischer Röntgenbilder sowie die patientenspezifische Variationen des Gebisses erschweren
jedoch die genaue Erkennung von Zahngrenzen. Darüber hinaus setzen sich die 32 Zähne des mensch-
lichen Gebisses aus nur vier Zahntypen zusammen, wodurch eine Nummerierung nicht ausschließlich
auf Basis der erkannten Form durchgeführt werden kann.

Vor diesem Hintergrund konzentriert sich diese Arbeit auf die Forschungsfragen i) Zahnsegmentie-
rung und -nummerierung in Panoramaschichtaufnahmen und ii) bildbasierte 3-D-Rekonstruktion der
Zähne aus fünf Farbfotografien, welche eine genaue Segmentierung und Nummerierung der indivi-
duellen 2-D-Zahnumrisse (in den Fotografien) voraussetzt. Da beide Themen sich mit dem Problem
der Segmentierung und Nummerierung beschäftigen, wird zunächst ein allgemeines Konzept für die-
sen Aspekt vorgestellt. Dieses wird später auch in einer dritten Anwendung zur Lokalisierung von
Landmarken für die Analyse von zahnmedizinischen Fernröntgenseitenbildern angewendet.

In dieser Arbeit wird vorgeschlagen die Segmentierung und Nummerierung der Zähne in zahnmedi-
zinischen Bilddaten unter Verwendung von Vorwissen über die Form und die räumlichen Lagebezie-
hung der Zähne durchzuführen. Dieses statistische Vorwissen wird in einem gekoppelten Formmodell
kodiert. Das Modell wird in einem Optimierungsverfahren an die Strukturen im Bild angepasst und
bildet den optimalen Kompromiss zwischen den lokalen Bildmerkmalen und der erwarteten Zahnform
und Lage ab. Die initiale Platzierung des Modells in den Bilddaten erfolgt unter Ausnutzung der
semantischen Segmentierungs-Performance Neuronaler Netze. Die Modellanpassung an ungesehene
Bilderdaten erfolgt unter Einsatz dynamischer Anpassungsstrategien, um die Robustheit der lokalen
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Merkmalssuche zu erhöhen. Dieser Ansatz ermöglicht die Extraktion von Zahnkonturen sowohl aus
Panoramaschichtaufnahmen als auch aus Farbfotografien.

Der vorgeschlagene bildbasierte 3-D-Zahnrekonstruktionsansatz nutzt die nummerierten Zahnkon-
turen (Silhouetten) aus den Fotografien, um ein initiales Modell der Zähne solange zu deformieren
bis es die extrahierten Silhouetten optimal widerspiegelt. Es ist die erste vollautomatische bildbasierte
Zahnrekonstruktion, die darauf abzielt, die Mehrheit der Zähne zu rekonstruieren. Darüber hinaus ist
es der erste Ansatz, der eine Rekonstruktion nur auf Basis der fünf Fotografien durchführt, die im Zuge
einer kieferorthopädischen Behandlung standardmäßig aufgenommen werden. Die Landmarkenlokali-
sierung nutzt das Segmentierungs- und Nummerierungskonzept zur Vorhersage der Lage von 19 Land-
marken in zahnmedizinischen Fernröntgenseitenbildern. Hierfür wird die räumliche Lagebeziehung
zwischen den Landmarken und zu anderen Strukturen (Schädel, Haut) ausgenutzt. Die Vorhersagen
werden anschließend mit spezifischen Hough-Forests für jede Landmarke verfeinert.

Die Zahnsegmentierung und Nummerierung von 28 Einzelzähnen in Panoramaschichtaufnahmen
erreicht einen durchschnittlichen F1-Score von 0.823±0.189 und 0.833±0.108 in zwei unterschied-
lichen Datensätzen. Die bildbasierte 3-D-Rekonstruktion von 24 Zähnen aus fünf Fotografien erzielt
einen durchschnittlichen symmetrischen Oberflächenabstand von 0.807± 0.379 mm. Die Lokalisie-
rung der Landmarken in Fernröntgenseitenbildern im klinisch relevanten Genauigkeitsbereich von
2.0 mm ist zu 76.04 % erfolgreich.
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1. Introduction

Oral health is an essential aspect of our day-to-day healthcare and an important part of our healthcare
systems. According to the Global Burden of Disease Study of the year 20171, it is estimated that oral
diseases affect nearly 3.5 billion people worldwide [RAA∗18]. Untreated tooth decay (dental caries) in
permanent teeth (i.e. the second and final set of teeth which replaces the primary teeth) is not only the
most common oral health problem but it is also considered to be the most common health problem in
general2. Tooth decay in permanent teeth affects roughly 2.3 billion people globally and in addition to
that more than 530 million children suffer from dental caries of primary teeth [RAA∗18]. Apart from
tooth decay, the major oral health conditions are periodontal diseases (due to bacteria in the mouth
causing infections and inflammation of the gums and bone tissue surrounding the tooth), various forms
of oral cancers, oral manifestations of HIV and oro-dental traumata (e.g. as a result of accidents)2.
Additionally, abnormal position (malposition) of teeth and misalignment of teeth or jaws (malocclu-
sion) can negatively impact the oral health status of a person. The treatment of dental diseases is costly,
averaging to about 5 % of total health expenses and 20 % of out-of-pocket health expenditure [OEC17],
i.e direct payments made by patients to health care providers at the time of service use. However, ac-
cording to the World Health Organization, the majority of oral health conditions are considered to be
largely preventable and can be treated in their early stages2. This requires regular examination of the
oral health status by a medical professional to detect potential diseases before they become a problem.

Dentistry is the branch of medicine that covers the areas of oral- and dental-medicine. In dentistry,
medical examination of a patient’s set of teeth and oral tissues is performed in order to identify many
issues related to oral health. This examination, however, cannot be performed by visual inspection
only. The lower part of the teeth (the root) as well as bony structures in the jaw and nasal region are not
directly visible and therefore simple visual oral inspection is insufficient for judging the complete oral
health status of a patient. Instead, medical imaging is typically utilized for such examinations. Medical
imaging generally refers to the process of creating visual representations of the interior of the human
body via different techniques for clinical analysis and medical intervention. The intention is to reveal
the internal structures like hard tissue (bones and teeth) and soft tissue (e.g. muscles, blood vessels,
fat and tendons) hidden underneath the skin to enable diagnosis and treatment of diseases and health
conditions.

1Global Burden of Disease Study 2017 (GBD 2017) Data Resources: http://ghdx.healthdata.org/gbd-2017
(last visited on 13.10.2021)

2World Health Organization Fact sheet on Oral Health: https://www.who.int/news-room/fact-sheets/
detail/oral-health (last visited on 13.10.2021)

1

http://ghdx.healthdata.org/gbd-2017
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1. Introduction

a)

b)

c)

Figure 1.1.: Dental radiographs: (a) dental radiograph (orthopantanogram) on the left and exemplary
intensity variations related to dental diseases on the right: (b) tooth decay (image from
[TNB∗16], modified) and (c) jaw lesion (image from [Als18], modified).

In dentistry, the medical imaging technique of X-ray is employed in the majority of cases to generate
the 2-D and 3-D dental radiographs (X-ray images) used during clinical image-based diagnosis to
identify many oral health related problems like tooth decay, infections and bone abnormalities [SOP18].
X-ray (or X-radiation; also known as Röntgen radiation) refers to a penetrating form of energy. It can
pass through softer tissues like gums and cheeks and is absorbed by denser hard tissues like bones and
teeth. By measuring the energy absorption levels, a gray-scale (intensity) image representing these
levels can be generated, where areas with high absorption appear white, and areas where radiation can
pass through appear black. Health conditions can then be identified by looking for abnormal variations
in gray-scale values that may indicate certain diseases. Fig. 1.1 depicts an orthopantanogram (i.e. a
type of dental radiograph) as well as some exemplary images for oral diseases with abnormal gray-scale
values (indicated by red rectangles).

In addition, medical images are also an important tool for treatment and surgery planning (e.g.
for dental implants [Gre15]), treatment monitoring (e.g. root movement during orthodontic treat-
ment [LWP∗15]) and even forensic procedures (e.g. post-mortem identification [NAM08a]). In the
past, film-based dental radiographs and other non-digital images had to be manually inspected by the
dentist in order to identify intensity variations which indicate a certain medical condition. This process
is not only time-consuming but also heavily dependent on the experience and visual perception of the
dentist because of the low image quality of dental x-ray images and the variability in the dental struc-
tures in between patients. The results of this process are therefore prone to inter- and intraobserver
variability, leading to different treatment approaches [WHL∗16]. Nowadays, the availability of sensor-
based digital radiography and other digital image modalities like colored photographs facilitates the
possibility for computer-aided analysis of medical images.
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Figure 1.2.: Challenges in dental image segmentation: (a) low contrast between different tissue types,
(b) artifacts cause by teeth restorations, dental appliance or diseases, (c) blurry edges of
structures, and (d) general image noise.

Computer-aided systems or medical imaging applications which offer interactive or automatic anal-
ysis of dental radiographs (or other image types) by extracting clinically relevant information or knowl-
edge, would be of great assistance to dental professionals. These tools could significantly reduce the
time required for analysis, enhance the clinical workflow, remove any inter- or intraobserver variabil-
ity, provide treatment suggestions, assist with treatment planing and simplify the treatment monitoring
process. However, automatic or semi-automatic analysis of dental images is a challenging task: low
image quality like low contrast as depicted in Fig. 1.2a, artifacts (Fig. 1.2b), blurry edges (Fig. 1.2c),
and noise (Fig. 1.2d) make it difficult to clearly identify object boundaries. Due to all these challenges,
many different scientific questions need to be solved for different application areas in order to provide
the aforementioned computed-aided systems.

The research area dealing with the (automated) extraction of clinically relevant information from
medical images (also referred to as medical image analysis) is called medical image computing (MIC).
It is an interdisciplinary field combining many aspects of different research areas like computer science,
mathematics, medicine, information engineering and physics. Researchers in this field focus on the
development of computational and mathematical methods for solving challenges concerning medical
images and their use for diagnosis, treatment and monitoring. In the dental domain, this includes the
extraction of shading information for image-based 3-D teeth reconstruction [AFSEM14], calculation
of dental biometrics for human identification [AK13], and teeth contour extraction from dental radio-
graphs [JFR∗18]. For almost all of these applications, a segmentation of the relevant dental structures
in the image is essential. In addition to that, tooth identification, i.e. the assignment of the appropriate
label or number to the detected tooth, is also required. It is also referred to as tooth labeling or tooth
numbering, respectively. An example is provided in Fig. 1.3. It shows the segmentation of teeth in a
panoramic radiograph.

In this context, this thesis focuses on extracting model-based object-level segmentations and num-
bering of relevant structures (e.g. teeth) for different scenarios in dentistry and orthodontics as well as
performing an image-based 3-D reconstruction of the teeth. These scenarios and their medical chal-
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Figure 1.3.: Segmentation of teeth in a dental panoramic radiograph. It is visualized by the contour that
represents the individual object boundaries. The left image shows the manually created
gold-standard segmentation and the right image depicts the segmentation and assigned
labels computed by the framework proposed in this thesis.

lenges will be introduced in the next section, followed by the corresponding technical challenges in
Section 1.2. The specific goals of this thesis are explained in Section 1.3 together with a small conclu-
sion. Finally, the overall structure of the thesis is presented at the end of this chapter.

1.1. Medical challenges

Nowadays, medical images are an important tool in dentistry for image-based diagnosis as well as
treatment planing and monitoring. They are useful for and used in many different scenarios. As stated
above, the most common image modalities used in modern dentistry are 2-D and 3-D dental radiographs
(X-ray images). These radiographic images can be categorized into intraoral and extraoral images
[WHL∗16]. Fig. 1.4 shows a collection of different image types used in dentistry. Intraoral images,
like 2-D bitewing- and periapical-radiographs, are obtained inside the patient’s mouth and only show
specific regions of the set of teeth or individual teeth. They are mostly used to get detailed information
about the desired region, e.g. to check for cavities, the health of the tooth root and surrounding bone, or
the status of developing teeth. Extraoral images, like 2-D cephalograms and panoramic radiographs or
3-D digital volume tomography (DVT), capture the entire teeth region as well as the surrounding areas
like the bones of the nasal and face areas and provide fundamental information about the teeth, jaws and
skull of a patient. Therefore, these types of radiographs are used to assess the overall oral health status
of a patient, to look for impacted teeth and to monitor growth and development of the jaws in relation
to the teeth. In orthodontics, 3-D imprints of the teeth extracted from DVT images or via 3-D scanners
are used for treatment planning in case of misaligned teeth. Moreover, colored photographs are also
used for documentation purposes. In concrete, they are employed during treatment monitoring for the
documentation of the treatment progress with dental braces. More information on dental imaging can
be found in Section 2.3.
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a) b) d)

c)

e)

Figure 1.4.: Different image types in dentistry: (a) orthopantomogram, (b) cephalogram, (c) bitewing
(image from [WHL∗16]), (d) periapical (image from [SFNA04]), (e) photograph.

This thesis focuses on two specific scenarios which are (a) the initial assessment of the patient’s set
of teeth via panoramic radiographs and (b) the assessment of tooth malposition and malocclusion for
orthodontic treatment and treatment monitoring utilizing colored photographs. The two scenarios will
be introduced in detail in the next paragraphs together with their medial challenges. Additionally, the
technical requirements for corresponding medical image applications will be derived. The technical
challenges related to these requirements and how these challenges come together to define the research
questions dealt with in this thesis are described in the next section (cf. Section 1.2). An additional
scenario – the analysis of cephalometric radiographs for treatment planing – will be introduced in a
later chapter of the thesis and demonstrates the flexibility of the approach proposed for solving the
research questions.

1.1.1. Teeth assessment

Teeth assessment refers to the process of determining the overall (health) status of all teeth. The dentist
will examine all teeth one by one (via a dental radiograph) in order to establish whether the tooth is
present, impacted or missing, and to identify any dental diseases like tooth decay, root exposure or
infections. In case of a missing or incomplete documentation, teeth assessment can also be used to
determine which teeth already underwent treatment of dental diseases (e.g. have fillings or artificial
crowns). This examination is typically performed on extraoral panoramic radiographs (cf. Fig. 1.4a).
These images depict the entire mouth region which includes all teeth of the upper jaw (maxilla) and
lower jaw (mandible) as well as the jaw bone and part of the nasal area. Because of this, they enable the
dentist to check the status of the teeth and perform an initial assessment of the dental status of a patient.
The identification of the individual teeth relies on the dentist’s knowledge of their position in the image
as well as their relative position to neighboring teeth. Since the 32 teeth are only separated into four
classes (incisor, canine, pre-molar and molar), a numbering/labeling based on their shape alone is al-
most impossible. Dental diseases are detectable by checking for specific intensity patterns or variations,
or abnormal intensity values in certain areas. However, tooth assessment can be a challenging task due
to general intensity variation, noise and low contrast in the panoramic radiograph. As a result, the task
highly depends on the dentist’s visual perception and experience [WHL∗16] in dealing with the ra-
diographic image quality as well as identifying abnormal variations. This can lead to an inter-observer
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photograph by Jorge Barrios, Public domain, via Wikimedia Commons photograph by ClearCorrect, CC BY-SA 3., via Wikimedia Commons 
https://creativecommons.org/licenses/by-sa/3.0

a) b)

Figure 1.5.: Two different types of braces used to treat malpositioned teeth and malocclusions: (a) non-
removable (metal-)wired braces, (b) removable clear aligners.

variability in the final assessment result and consequently different treatment approaches. Additionally,
checking each one of the 32 teeth individually is a time consuming task. A computer-aided system or
medical imaging application to automate or assist with tooth assessment would be of great benefit to
dental professionals. A robust and accurate segmentation and numbering of the individual teeth in a
radiographic image is an essential prerequisite for enabling such systems [SNFA06]. Teeth segmenta-
tion refers to the task of partitioning a dental radiograph into multiple non-overlapping segments which
each represent an individual tooth. Typically, in image segmentation, these segments are considered
homogeneous according to some (signal) characteristics [PXP00]. Teeth numbering refers to the task
of assigning the correct label (tooth number) to each segment. Therefore, the resulting technical pre-
requisite for providing a computer-aided system to automate or assist with tooth assessment is a robust
and accurate automatic teeth segmentation and numbering in dental panoramic images.

1.1.2. Orthodontic assessment and monitoring

The dental branch of orthodontics is responsible for the diagnosis and treatment of abnormal teeth
position (malposition) and misaligned teeth or jaws (malocclusion). These malpositions and malocclu-
sions of individual teeth or entire jaws (e.g. open- and overbite, or overjet) can negatively affect the
oral health status of a patient. They can impact the ability to chew or speak, increase the risk of gum
disease or tooth decay and potentially influence a person’s (psychological) well-being. The treatment
of malpositioned or misaligned teeth is a complex procedure that involves the use of aligners or dental
braces in order to apply forces to the crown (i.e. the visible upper part) of the teeth to move them to
their appropriate position, correct rotation or tilt of individual teeth, or pull teeth out further from the
jaw bone. While aligners are transparent non-adjustable plastic braces worn over the teeth which can
be removed at any time, a (metal-)wired brace has brackets which are directly glued to the teeth and
connected via an adjustable wire. Fig. 1.5 illustrates both types of dental braces.

As a result, metal braces can exhibit stronger and more precise forces to the teeth compared to
aligners and are used in more severe cases of malpositioned teeth or malocclusions. Milder cases are
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a) b) c) d) e)

Figure 1.6.: Exemplary set of documentary photographs to illustrate the different views: a) left view,
b) anterior view, c) right view, d) maxilla view, e) mandible view. (All images are sections
cropped from the original photo for better visualization.)

treated with aligners as these are less disruptive to a patient’s daily life since they can be removed if
needed. The aligners need to be exchanged in regular intervals (e.g. every two weeks) to ensure optimal
treatment and are produced in batches for several treatment steps in advance. Since the treatment of
malpositions or malocclusions usually takes between one and two years, regular monitoring is required
to ensure the induced changes are in accordance with the treatment plan.

The treatment planning of orthodontic procedures is based on dental radiographs (3-D DVT images)
and 3-D dental impressions or intraoral scans, and is already utilizing computed-aided systems. The
initial assessment and treatment monitoring (for aligners), however, is only performed visually and doc-
umented according to a standardized procedure using five colored photographs as part of the patient’s
orthodontic record (cf. Section 2.3.5). These colorized photos depict the patient’s teeth from a frontal
view, lateral views from the left and right as well as top-down views of maxilla and mandible (captured
using a mirror). An exemplary set of photographs is shown in Fig. 1.6. Despite being available in
digital form, these images are only used for documentation purposes and not employed further for any
kind of computed-aided system.

The utilization of these documentary photos for computed-aided systems could enable an automatic
initial assessment of the teeth in terms of severity of malposition/malocclusion to support the treatment
decision process, or improve the treatment monitoring process. The required information for these
tasks could be best computed based on a 3-D model of the set of teeth. Consequently, the resulting
technical challenge to be solved here is how to generate such a model of the teeth by performing a 3-D
reconstruction on the five documentation photographs.

1.2. Technical challenges

For each scenario introduced in the previous section, a technical requirement was identified which needs
to be solved in order to provide medical imaging applications that can assist with the associated task.
These technical requirements depend on a number of technical challenges which need to be solved.
This section provides an overview of these challenges and the corresponding research questions for
each requirement. The overlap and interaction between these challenges explain how to arrive to the
research questions focused on in this thesis.
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1.2.1. Teeth segmentation and numbering

In order to extract relevant information about the teeth from dental images, an accurate segmentation
and numbering of the teeth is required. Segmentation refers to the task of partitioning an image into
multiple non-overlapping segments. While semantic segmentation assigns the same label to all pixels
belonging to the same class, instance segmentation also distinguishes between individual instances
within one class. As teeth numbering refers to the task of assigning the correct label (tooth number)
to each individual tooth, an instance segmentation of the teeth is required. Ideally, this process should
be automated and not require any user interaction to offer the most benefit. However, there are several
challenges which need to be solved for an automatic teeth segmentation and labeling/numbering in
dental medical images:

• The image quality and characteristics of radiographs pose a challenge for any automatic seg-
mentation process of the teeth. A dental radiograph can be roughly divided into three main
classes [SS74]: (a) teeth area, with high to medium intensity values, (b) dental structural area,
with medium intensity values and (c) background area, with the lowest intensity values. How-
ever, this classification does not account for regions with over-exposed intensities in the teeth
area which correspond to fillings, implants, bridges, braces or artifacts, or under-exposed regions
caused by dental diseases like tooth decay (caries) or peridontal disease (cf. Fig. 1.2b). Addition-
ally, the low contrast between the teeth area and the structural area in certain regions, especially
around the roots of the teeth, makes it difficult to determine the exact boundary between both
areas (cf. Fig. 1.2a). The generally low quality of the image due to noise and low resolution,
scanning errors, etc. are additional factors which contribute further difficulties (cf. Fig. 1.2c).
All of these characteristics make teeth segmentation especially challenging [AA15].

• The inter-patient variations in the set of teeth can be quite significant and offer a big challenge
for segmentation and numbering. Naturally, each person’s set of teeth is different and can even
be used for postmortem identification. In addition to slight variations in the teeth’s position and
rotation, this also includes abnormalities like gaps caused by missing or extracted teeth, impacted
or partially impacted teeth which have not or not fully broken through the gum, and the presence
or absence of wisdom teeth. Moreover, malposition or malocclusion of teeth adds additional
variation to the expected position of each tooth. All of these factors increase the difficulty of
segmentation.

• The numbering of the individual (segmented) teeth is difficult due to the characteristics of the
human set of teeth. The total number of 32 teeth only consists of 4 different types of teeth (i.e.
incisor, canine, pre-molar and molar). The exact denomination of each tooth within a certain
class is only determined by their relative position to other teeth, i.e. central incisor vs. lateral
incisor or first pre-molar vs. second pre-molar. It becomes even more difficult in cases where
teeth have been extracted or fallen out, or almost impossible (without prior knowledge) if the gap
caused by missing teeth has closed over time or by orthodontic treatment.

• Wisdom teeth contribute to the challenges of automatic segmentation and numbering as they are
significantly different to other teeth [SN12]. Wisdom teeth (also referred to as third molar) are
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Figure 1.7.: Semantic teeth segmentation: All pixels of the source image (left) are are classified as
teeth (white) or background (black), but no separation or labeling of individual teeth is
performed.

the most posterior of the three molars. They are less likely to erupt compared to other teeth. The
reason being that they do so much later in life compared to other teeth and are therefore much
more likely to be affected by impaction due to a lack of space in the dental arch which causes
them to get stuck in their position. All these factors contribute to a much larger variation in the
position and orientation of the wisdom teeth. Additionally, not all persons develop wisdom teeth
and wisdom teeth are more often surgically extracted as impaction can contribute to dental health
problems.

Most approaches in the literature over the past decade only relied on image features for dental im-
age segmentation. They utilized pixel-based techniques like global or adaptive thresholding [AA15,
IANJ15] and clustering techniques [Als18, ST16, YYMS09] to separate the teeth area from dental
structural- and background areas. Others relied on boundary information [GKK∗13, Na’17, RAH∗14]
or region-based methods [LL08, LSSL12, MD11] to handle the difficult image properties of dental ra-
diographs. Ultimately, purely image-based methods proved to be insufficient to accurately extract the
teeth boundaries from the image. Moreover, most approaches in this area only focused on a semantic
segmentation of the teeth. This means that all teeth are extracted as one single segment instead of a
tooth-specific segmentation. If semantic segmentation is performed for a single class label, the result-
ing segmentation mask indicating the class correspondence of each pixel in the image will only contain
the values 0 (background) and 1 (class). It is therefore also referred to as a binary mask. Naturally, no
labeling of the teeth is performed in these approaches as the required information about the individual
teeth is not available. Fig. 1.7 shows an example of such an image-based segmentation results.

Therefore, relying on image features alone is insufficient in dealing with the challenging image qual-
ity and characteristic of dental radiographs. Better performing segmentation approaches integrated
prior knowledge about the shape of the teeth in order to better handle low image quality like low con-
trast and noise as well as the characteristics of dental radiographs like over-exposed intensity values
or ill-defined object boundaries. Local shape knowledge was used to penalize jagged or improba-
ble contours in low contrast areas by utilizing information from neighboring areas [LLH10, RRN13,
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LHH∗14, RRN14, HIHY16]. The usage of global shape knowledge introduced even more prior knowl-
edge into the segmentation process [LGN09]. In recent years, most approaches focus on the use of
convolutional neural networks to perform either semantic or instance segmentation, mostly utilizing
U-Net (e.g. [NNH∗21, KPIB19, SCKM20]) or R-CNN (e.g. [SOP18, JFR∗18]) network architectures,
respectively.

While segmentation accuracy has greatly improved when employing neural networks, only very
few CNN approaches include a tooth numbering [CZL∗19,KKJ∗20,TTB∗19,SPOP20,CLP∗21]. Most
approaches rely on a post-processing step which is performed after the detection or segmentation of the
teeth to assign the teeth numbers and almost always incorporates knowledge about the spatial relation
of teeth. Relying only on the extracted contours can be insufficient due to the low amount of teeth
classes and similar shapes. Most importantly, only one previous approach combines the tasks of tooth
instance segmentation and numbering [SPOP20]. However, the authors only perform a study on the
performance of existing network architectures.

In summary, the combined segmentation and numbering of teeth in panoramic images is still open
research question. A modeling of the local 2-D shape variation of the individual teeth along with their
spatial relation to neighboring teeth is required to handle the challenges encountered with this task of
teeth segmentation and numbering. This top-down information (i.e. the prior knowledge encoded in the
model) can be used to guide the segmentation process beyond the bounds of the features extracted from
the image while constraining it to statistically valid shapes and configurations. More importantly, the
explicit modeling inherently includes the number associated with each tooth resulting in an approach
that provides both the segmentation and number of each teeth. This thesis presents a novel model-based
approach specifically designed for the combined task of teeth segmentation and numbering. Due to the
increased shape and spatial variation of wisdom teeth, they will not be covered in this approach.

1.2.2. 3-D teeth reconstruction on five photographs

The aim of image-based reconstruction is to deduce the structure and geometry of 3-D objects from
one or multiple 2-D images. It is an ill-posed, inverse problem which tries to recover the lost dimension
resulting from the 3-D to 2-D projection process when capturing images. The problem is considered
ill-posed since many different shapes can result in the same the 2-D projection. A 3-D image-based
reconstruction of the teeth from five colored photographs poses the following challenges:

• The minimal amount of images available for the reconstruction poses a significant challenge.
Image-based reconstruction already suffers from the fact that depth information is lost during
the image acquisition process, making it difficult to reconstruct the 3-D geometry of the object.
Typically, image-based reconstruction approaches try to alleviate this problem by using larger
amounts of images or fixed camera setups with known configurations to try and recover the lost
information. Both approaches are not applicable in the scenario of orthodontic photographs.
The number of available images is fixed given the task of using the already established set of
five documentary photographs. Moreover, the photographs are captured manually by the dental
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professional. While the general viewing direction for each image is predefined according to the
documentation protocol, variations in angle, distance and rotation are still common.

• Teeth are textureless and their material properties result in very challenging appearance proper-
ties which makes high quality reconstructions from photographs difficult [AFSEM14,WBG∗16].
The thin outer translucent enamel coating of the tooth crown causes the tooth to be extremely
specular. The underlying dentin layer however is very diffuse. Both materials exhibit strong
subsurface scattering (subsurface light transport), meaning that light which penetrates the sur-
face of the tooth is reflected multiple times at irregular angles before exiting the surface again.
Consequently, teeth have very few visible features which makes it very difficult to establish
correspondences between different images and therefore very challenging to recover the 3-D
information.

• The simultaneous reconstruction of multiple objects, as is the case with teeth, poses another
challenge. Generally, multi-object reconstruction becomes significantly more difficult (com-
pared to single-object reconstruction) because the objects can suffer from non-trivial occlusions
between any number of them. This reduces the overall amount of information for each object that
can be extracted from the image(s). In case of the orthodontic images, parts of the teeth remain
completely occluded even when using multiple/all perspectives, making a purely image-based
reconstruction impossible.

• Teeth variations like missing or malpositioned teeth add additional complexity to the recon-
struction problem. They add to the variability of (partial) occlusions and further complicate the
correspondence establishment between different views.

Image-based reconstruction is rarely applied in the dental domain, given the aforementioned very
challenging appearance properties of the teeth. A typical technique in image-based reconstruction
is to use local feature points to establish correspondences between images in order to recover the lost
depth information. However, in case of dental photographs, the strongest usable feature is the boundary
between individual teeth, or the tooth and the surrounding area [WBG∗16]. This means that establishing
correspondences between landmark points in different images is not possible since the boundary is not
a feature defined by landmarks on the surface of the tooth but instead by the position of the camera
relative to the tooth.

Nevertheless, some efforts have been made to reconstruct 3-D tooth models from different image
modalities. Abdelrehim et al. [AFSEM14] used shape-from-shading techniques in combination with
shape priors to reconstruct the occlusal surface of the crown of the posterior teeth from a single intraoral
image. Zhang et al. [ZLS11] utilized the few occlusal features of posterior teeth to apply a 3-D mor-
phing technique and deformed a standard teeth model to reconstruct a missing inlay or crown occlusal
surface. In the case of teeth reconstruction from photographs, however, the underlying problem is an
image-based multi-object reconstruction in the presence of large occlusions which is still considered as
one of the future research directions [HLB21]. Solely relying on information that can be extracted from
the images is insufficient to perform a robust and accurate reconstruction, especially in the presence of
occlusions. Very few approaches in the literature have performed a reconstruction of multiple teeth, but
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none actually use the documentary photographs from orthodontic procedures for the 3-D reconstruction
of the teeth. Multi-object reconstruction with occlusions was performed by Farag et al. [FEA∗13] and
Mostafa et al. [MEA∗14]. Both approaches aimed to reconstruct the anterior part of the dental arch
from a single colored photograph. They used statistical models of shape and texture in a shape-from-
shading approach to model the relationship between 3-D shape and photometric information. The most
promising effort was a model-based reconstruction from colored extraoral photographs presented by
Wu et al. [WBG∗16]. They proposed to use parametric models of the upper and lower dental arch as
the basis of their reconstruction. The models were trained to capture the local shape and pose variation
of the teeth as well as the global pose and scale variation of the dental arch. As image features, the
teeth boundaries were extracted from the images using a Boosted Edge Learning algorithm. The recon-
struction was then formulated as a Maximum a Posteriori estimation problem in order to determine the
optimal model configuration matching the extracted contours. Their system, however, required a min-
imum number of 8 photographs to perform the reconstruction. In addition, a manual initialization was
also required by manually identifying two teeth per dental arch in each input image as their boundary
extraction algorithm did not provide teeth labels/numbers to automatically match teeth.

All in all, there exists no approach which performs an automatic image-based teeth reconstruction
from (colored) photographs. Moreover, even existing semi-automatic approaches require more than
the proposed five images to perform a successful reconstruction. In order the fill this gap, a fully-
automatic, model-based reconstruction approach is presented. It utilizes the boundary information of
the teeth (silhouettes) extracted from the five documentary photos to handle the challenging appearance
properties. As some posterior teeth, namely second molars and wisdom teeth, are at most visible in
a single image, these are not included on the reconstruction as there is simply too less information
available to perform a meaningful reconstruction. Moreover, it employs prior domain knowledge about
the teeth shape and location in 3-D to enhance and tackle the limited information available from only
five photos, the missing surface features and the presence of occlusions. Furthermore, it requires a
numbering of the extracted boundaries in order to automatically establish the correspondences between
the 2-D boundaries and the 3-D teeth model.

1.2.3. Conclusion

Both scenarios revolve around an accurate object-level teeth segmentation and numbering. While
computer-aided systems to automate or assist with tooth assessment depend on segmentation and num-
bering in panoramic radiographs, the image-based 3-D reconstruction for orthodontic assessment re-
quires a teeth segmentation and numbering in colored photographs. Given the generally predefined
viewing directions of the five documentary photographs, a 2-D model-based approach that employs
prior domain knowledge by taking into account the shape information of individual teeth in the images
as well as their spatial relation to neighboring teeth is applicable for this scenario as well. Therefore,
both the panoramic and the photometric teeth segmentation and numbering will utilize the same general
concept for this task.
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1.3. Goals

This thesis focuses on two main goals or Research Questions (RQ): (a) a teeth segmentation and num-
bering in dental panoramic radiographs, and (b) an image-based 3-D teeth reconstruction from five
orthodontic record photographs (cf. Fig. 1.8).

The first goal is to perform a teeth segmentation and numbering in dental panoramic radio-
graphs to support the development of medical imaging applications or computer-aided systems. As
discussed in Section 1.2.1, this task requires a modeling of the local 2-D shape variation of the indi-
vidual teeth along with their spatial relation to neighboring teeth to handle the associated challenges.
Medical imaging approaches relying on global shape information often utilize statistical models in the
form of active shape model [CTCG95] or active appearance models [CET01]. Techniques combining
multiple active shape and appearance models by also utilizing the spatial relations between items are
known as coupled (shape) models [TWT∗03]. These models have proven useful in a variety of sce-
narios, like the segmentation of 22 risk structures in the head & neck area in CT images for radiation
therapy planning [JSK∗14], automatic localization of the sentinel lymph node and additional active
nodes on SPECT-CT data [JMDW17], and automated bone segmentation and anatomical landmark lo-
calization in Cone-Beam CT [BIV∗19]. Since human teeth consist of hard tissue and are therefore not
subject to deformations while possessing a well known, characteristic shape, they are well suited for
active shape models. The human set of teeth also has a fixed configuration, i.e. the positioning and
ordering of the individual teeth inside the mouth, which makes it possible to train coupled shape mod-
els without having to worry about overlapping structures. This results in a coupled shape model which
combines all teeth shape models into a single (larger) model, enabling the combined segmentation and
numbering of all teeth simultaneously. The disadvantage of such models, however, is a sensitivity to
the initial placement of the model onto the image. This thesis proposes to use the semantic segmenta-
tion performance to encoder-decoder neural networks in combination with dynamic model adaptation
to handle the initialization dependency. The approach to teeth segmentation and numbering in dental
panoramic radiographs is described in Chapter 5.

The second goal is an image-based 3-D teeth reconstruction from five photographs to enable an
easier initial assessment of the teeth malposition and a more accurate treatment monitoring. Given the
challenges described in Section 1.2.2, deforming an initial guess of the 3-D teeth shapes (deformation-
based reconstruction) promises to be the most optimal solution to tackle the technical challenges. The
initial guess of the teeth shape depends on prior knowledge and can be best provided by a model-based
approach that incorporates the global shape variation of each individual tooth in combination with the
spatial relation to other teeth. This model-based top-down information also enhances the deformation-
based reconstruction by constraining the performed deformations to valid shapes and providing statisti-
cal knowledge about the expected shape of occluded regions. Due to the difficult appearance properties
of the teeth in photographs, a silhouette-based loss function is used to compare 2-D projections of the
3-D teeth to their corresponding 2-D contours in the images. This shape-from-silhouette inspired ap-
proach will highly depend on an accurate object-level segmentation of the teeth. Additionally, for a
fully automatic reconstruction approach, an automated matching between 2-D contours and 3-D model
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teeth is required. As concluded in Section 1.2.3, the teeth contour extraction and numbering in pho-
tographs is similar to thesis’s first research question of teeth segmentation and numbering in dental
panoramic radiographs. Therefore, this thesis proposes to utilize the same general approach of coupled
shape model, neural network and dynamic adaptation for the task of teeth segmentation and number-
ing in photographs. The approach to image-based 3-D teeth reconstruction from five photographs is
described in Chapter 6.

As both goals/research questions use the same general concept to teeth segmentation and num-
bering, this concept is introduced in a separate chapter, namely Chapter 4. Task specific information
about the usage of the concept is provided in the chapter related to the individual research question (cf.
Chapters 5 and 6, respectively). Fig. 1.8 illustrates the connections between the different research ques-
tions which is reflected in the structure of the thesis (cf. Section 1.5). The flexibility of the presented
framework is also demonstrated in a separated application (cf. Chapter 7), which is not directly related
to any of the two goals.
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Figure 1.8.: The illustration depicts the two major research questions (RQ) "teeth segmentation and
numbering" (blue) and "image-based 3-D teeth reconstruction" (yellow) of this thesis. The
common challenge in both topics is a model-based segmentation and numbering of teeth. A
common framework (orange) is therefore devised in Chapter 4 and utilized for both tasks.
The flexibility of the framework is demonstrated in a third application to perform landmark
localization (gray).
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1.4. Contributions

The main contributions of this thesis can be summarized as follows:

• It proposes a model-based concept for simultaneous teeth segmentation and numbering. The
concept includes tooth-specific statistical shape models to capture the shape variance of each
tooth in order to provide prior information to guide the segmentation process while restricting it
to valid shapes. In addition, the individual shape models are coupled by their statistical spatial
relations to form a coupled shape model. The crucial task of initial positioning of the coupled
shape model onto the image is done by employing the semantic segmentation performance of
convolutional neural networks and specialized, dynamic adaptation strategies. The concept is
described in Chapter 4.

• The model-based segmentation and numbering approach is applied for teeth segmentation and
numbering in panoramic radiographs. It is the first approach that explicitly combines spatial and
shape domain knowledge for simultaneous teeth segmentation and numbering. It proposes spe-
cialized multi-step adaptation strategies for fitting the coupled shape models to the teeth in input
images. These strategies control which structures of the model are actively adapted to the image
(by utilizing image features) in order to alleviate the limitations of local search algorithms and
ensure an optimal segmentation process. The teeth segmentation and numbering in panoramic
radiographs in described in Chapter 5.

• It proposes the first fully-automatic image-based 3-D teeth reconstruction approach from col-
ored photographs. It is also the first reconstruction approach which utilizes the documentary
photographs typically taken during orthodontic procedures. The approach is deformation-based,
where a mean 3-D coupled shape model of the teeth is deformed using a silhouette-based loss
function to find the optimal match between model parameters and photographs. Correspon-
dences between 3-D model teeth and extracted silhouettes are established using the numbering
information provided by the segmentation framework introduced before (cf. Chapter 4) which
exploits the predefined viewing directions of the photographs. The 3-D reconstruction approach
is described in Chapter 6.

• It demonstrates the flexibility of the model-based segmentation and numbering concept by ap-
plying it to a different type of application, namely the automatic analysis of cephalometric radio-
graphs. The analysis of these types of radiographs relies on the localization of specific landmarks
within the image. The capability of the concept to encode domain knowledge is used here to ex-
ploit the spatial information between landmark points and other anatomical structures to support
the estimation of their location. This application is introduced in Chapter 7.

1.5. Structure of the thesis

The thesis is structured as follows: Chapter 2 provides some fundamental information about selected
dental topics. The goal is to facilitate a better understanding of the thesis by introducing knowledge
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about the human teeth, dental notation systems and dental imaging. In Chapter 3, the state-of-the-art
methods related to the two focus areas of this thesis, namely segmentation (and numbering) of struc-
tures in dental images as well as image-based 3-D reconstruction of teeth, are reviewed. While this
chapter will mainly focus on the dental domain, it will also include some methods from other medical
areas. The concept proposed for teeth segmentation and numbering will be introduced in Chapter 4.
It describes the structure and design of the coupled shape model (CSM), the general approach to the
initialization of the CSM as well as the dynamic adaptation strategies used to segment the teeth bound-
aries in the images. The application of this concept for teeth segmentation and numbering in panoramic
radiographs is described in Chapter 5. It describes the design of the coupled model as well as applica-
tion specific methods for model initialization and the adaptation of the model to the input image. The
performance of the approach will be evaluated on two different data set and discussed at the end of the
chapter. Chapter 6 explains the first fully-automatic photo-based 3-D reconstruction approach of the
teeth. It utilizes the five colored photographs from orthodontic records and uses the segmentation and
numbering concept to extract the teeth contours from these photographs. The reconstruction approach
will be evaluated by comparing the generated 3-D teeth models to gold-standard laser scans. A third
application of the framework for automatic cephalometric analysis is introduced in Chapter 7. Finally,
Chapter 8 concludes the thesis by providing a summary and discussion of the presented contributions,
and suggests possible directions for future work.
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2. Fundamentals

This chapter presents some fundamental information from the dental domain which is relevant for
the understanding of the topic of this thesis. It describes the human set of teeth, introduces several
dental notation systems that are currently used by dental professionals and, most importantly, provides
an overview over the imaging techniques used in dentistry. The book ’A Dictionary in Dentistry’ by
Robert Ireland [Ire10] served as a general reference for most information provided in this chapter. After
finishing this chapter, the reader will have sufficient knowledge about the dental domain and imaging
techniques used there to be able to follow the rest of the thesis.

2.1. The human teeth

The full human permanent set of teeth consists of 32 individual teeth which serve the function of cutting
and grinding pieces of food in preparation for digestion. The teeth are located inside the mouth and
are positioned in two dental arches on the upper (maxillary) and lower (mandibular) jaw. Each arch
contains 16 teeth, with the maxillary arch being slightly larger than the mandibular one. The permanent
set of teeth is the second and final set that humans develop. It replaces the primary set which only
consists of 20 teeth, ten on the maxilla and ten on the mandible, during the ages of 6 and 12.

Generally, an individual tooth can be separated into three different parts which are the crown, the neck
and the root (cf. Fig. 2.1). The crown is the upper part of a tooth and (under normal circumstances)
the only part that is directly visible. It mostly consist of enamel which is the hardest and most highly
mineralized substance in the human body. The outer shape of the crown varies between different types
of teeth. Located at the core of the crown (i.e. the center of the tooth) is the pulp chamber. It contains
the blood vessels and nerves of tooth which enter the tooth through its root. The root part makes up
the lower half of the tooth and anchors the tooth in the jaw bone. Teeth have between 1 and 3 roots
depending on their type. Each root features a pulp canal through which the blood vessels and nerves
run. The area between the crown and the root is called the neck of the tooth. It is considered to be the
part where the root exists the jaw bone and is only covered by the gingiva.

There exist four different types of teeth that each have their own specific function. Fig. 2.2 depicts
the four types as well as their spatial configuration on a human jaw. The incisor teeth are located at the
front (of the teeth arc) and serve the function of cutting the food. Their crown is therefore more edge-
shaped. Humans typically have 4 incisors on each jaw with the inner pair designated as the central
incisors and the outer ones called lateral incisors. The canines have a more pointy-formed crown and
are used for tearing the food apart. They are located next to the lateral incisor teeth. The molar and
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Figure 2.1.: Illustration of a human tooth showing the structure as well as the surrounding tissues. The
three different parts, which tooth are generally separated into, are indicated on the right.

pre-molar teeth grind the food in preparation for digestion. They occupy the rear part of the dental arc
with the pre-molars positioned before the molar teeth. Human poses 2 pre-molar and 3 molar teeth on
each side of the arc. The most posterior molar (third molar) is also known as wisdom tooth. It is special
in the sense that it develops later than the other molars and it is possible for adults to have fewer than
four or none at all. Because of their late development, it is also possible that there is not enough space
on the dental arch to fit the additional tooth. This can cause the tooth to become stuck against other
teeth and be fully or partially covered by gingiva. Teeth which are only partially erupted through the
gum can be more difficult to clean and promote the risk inflammation or tooth decay. Wisdom teeth are
therefore often extracted.

2.2. Dental notation systems

In order to easily identify the teeth, professionals in dentistry use several different notation systems.
The three most popular systems are:

(i) the Universal Numbering System [ADA99], which is used by most professionals in the United
States;

(ii) the Fédération Dentaire Internationale (FDI) System [ISO16], also known as the ISO-3950
system, which is used worldwide;

(iii) the Palmer Notation System [Har05], which, although superseded by the FDI system, is still
used in the United Kingdom;

The different systems vary from each other in the way they assign labels to refer to individual teeth. An
illustration of the different numbering systems is provided in Fig. 2.3.
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Figure 2.2.: Teeth types. Illustration of the four different teeth types (incisor, canine, pre-molar and
molar) and their position on the (mandibular) dental arch.

The Universal Numbering System uses numbers in ascending order to identify teeth. The third
maxillary molar on the right side (from the patient’s point of view) is designated as number 1. The
counting then continues along the other maxillary teeth toward the front and further to the third molar
on left side which is number 16. The mandibular teeth then continue the numbering from left to right,
in doing so the left third molar is assigned the number 17. The numbering finishes with the right third
mandibular molar as number 32.

The ISO notation system uses a two-digit identifier. The mouth is divided into four sections called
quadrants and the first digit refers to the quadrant the teeth belongs to. Starting from the maxillary right
quadrant, which is assigned the number 1, the numbering continues in anti-clockwise direction with
the maxillary left quadrant getting assigned the number 2, the mandibular left quadrant the number 3,
and the mandibular right quadrant the number 4. The second digit then refers to the teeth within each
quadrant. They are assigned a number from 1 through 8, with number 1 is being assigned to the central
incisor and number 8 to the third molar (wisdom tooth).

The Palmer notation system also uses the numbers 1 through 8 in the same way as the ISO system to
identify teeth within one quadrant. The individual quadrants however are referred to by symbols instead
of numbers. The maxillary right quadrant is illustrated by , the maxillary left one by , mandibular
left by and the mandibular right quadrant by . These symbols provide a better visual indication of
the respective quadrant. However, there are some difficulties in reproducing these symbols digitally.

It is worth noting that all notation system differentiate between primary teeth and permanent teeth.
The previously explained notation for all three systems is used for permanent teeth only. To refer to
primary teeth, the Universal and Palmer notation systems exchange digits by letters, while the ISO
system introduces quadrants 5 to 8. All accounting for the reduced number of 20 primary teeth.

21



2. Fundamentals

FDI Palmer Universal

Mandible

32

31

30

29

28

27
26 25 24 23

22

21

20

19

17

18

848

7

6

5

4

3
2 1 1 2

3

5

6

8

7

4

47

46

45

44

43
42 41 31 32

33

34

35

36

37

38

Maxilla

5

3

7

6

4

1 2

8

1

6

4

2
3

5

8

7

1112
13

14

15

16

17

18

21 22
23

24

25

26

27

281

2

3

4

5

6
7 8 9

11
10

12

13

14

15

16

18 - UR thrid molar
17 - UR secon molar
16 - UR first molar
15 - UR second premolar
14 - UR first premolar
13 - UR canine
12 - UR lateral incisor
11 - UR central incisor
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38 - LL thrid molar
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36 - LL first molar
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41 - LR central incisor

Figure 2.3.: Illustration of the most common dental notation systems: the Universal Numbering Sys-
tem, the Fédération Dentaire Internationale (FDI) System and the Palmer Notation System.

2.3. Dental imaging

In dentistry, the examination of a patient’s set of teeth is typically done using one of several imaging
techniques. Oral inspection alone does not provide sufficient information as most dental problems are
not directly visible. The most commonly used image modalities to examine the teeth are various types
of 2-D dental radiographs, like panoramic, bitewing or periapical (cf. Section 2.3.3). Colored photos
are sometimes captured but usually only serve a documentary purpose since they do not provide any
additional information compared to an oral inspection.

Dental radiographs, also referred to as dental X-rays or dental radiographic images, depict the pa-
tients hard tissues (teeth and bones) and the surrounding soft tissues (cf. Figs. 2.5 and 2.6). They are
an important source of information in dental care as the entire tooth including its root, the bone compo-
sition and the surrounding soft tissue can be assessed. Identifying problems early on enables treatment
of these problems before they become severe, reducing pain and discomfort for patients and saving
money compared to more complex treatments later on. The relevant region of dental radiographs can
be roughly divided into three main classes [SS74]:

(i) Teeth area: has high to medium values of gray scale (intensity) and includes the teeth of the
patient,

(ii) Dental structural area: has medium values of gray scale and consists of gums, bone, and other
periodontist structures,
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2.3. Dental imaging

Figure 2.4.: Different areas in dental radiographs. Original image on the left, areas illustrated on the
right: teeth area (red), dental structural area (blue), background area (not colorized).

(iii) Background area: has the lowest gray scale values among the three parts and shows the back-
ground of a teeth structure.

An illustration of these areas can be seen in Fig. 2.4. The original radiograph is depicted on the left
while the different areas are indicated on the right image. The teeth area is colored in red and the dental
structural area on blue. The background area remains uncolored. The boundaries between classes can
be difficult to identify in certain parts. The roots of the teeth often have similar intensity values to their
surrounding bone structure.

Within the teeth area, any teeth restorations like fillings, bridges or implants have even higher in-
tensity values than the teeth due to their higher density. This makes them immediately apparent and
clearly distinguishable from the natural teeth. Caries can be identified by lower intensity values in a
local area with a tooth.

2.3.1. Benefits of dental radiographs

Dental radiographs enable the dentist to check the state of the teeth by visualizing hidden structures
like tooth root and jaw bone. This way, the dentist can identify many dental diseases, injuries or de-
velopment problems which would be hard or impossible to detect during a normal oral examination.
This includes tooth decay (dental caries), especially if it is located between teeth or below restorations
(fillings). Furthermore, it includes diseases in the bone or peridontal diseases – i.e. diseases affecting
the soft tissue (gum) which holds the teeth in place – which in its more serious form is called peridonti-
tis, and infections developing below the gums and certain types of tumors. Early detection of diseases,
infections and injuries is important to prevent or limit further damage. Additionally, multiple radio-
graphs captured over a period of time can be analyzed to provide information about changes in soft and
hard tissues of the patient. This is useful for treatment monitoring, tracking of lesion development or
following the development of teeth and jawbones in children. Dental radiographs are also utilized for
treatment planing of tooth implants, braces, dentures or other dental procedures.

Digital radiographs which are state-of-the-art nowadays offer further benefits compared to the old
film-based radiographs. Digital images can be enhanced and enlarged many times their actual size on
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the computer screen, making it easier for the dental professional to identify and communicate dental
health issues.

2.3.2. Acquisition of dental radiographs

The imaging technique used to capture radiographic images (X-ray images) is called radiography. This
technique uses Röntgen radiation, also known as X-radiation or X-ray for short, to capture the internal
structures of objects normally hidden from the human eye. Here, X-ray refers to electromagnetic
radiation of extremely short wavelength and high frequency that can penetrate certain materials. It can
pass through softer tissues like gums and cheeks and is absorbed by denser hard tissues like bones
and teeth. Radiography works by measuring the energy absorption levels of objects when this type of
radiation travels through the objects, i.e. it measures the difference in energy level between a source
and a detector with the object in between the two.

The X-ray generator is used to create beams of X-ray with a known energy level which are directed at
the target object. On the opposite side of the object, an X-ray detector ’captures’ the beams of X-ray and
records the remaining energy level. While the radiation travels between generator and detector, energy
will be absorbed depending on the density of the material the radiation passes through. For example,
harder materials like teeth and bones will absorb higher amounts of energy and therefore lower the
energy levels measured at the detector, while softer tissue such as skin will absorb lower amounts
of energy. From the measured absorption levels, a gray-scale (intensity) image representation can be
generated where beams with high absorption appear as light-colored (brighter) areas while beams with
low absorption are depicted as darker areas.

Depending on the type of radiographs, either a single or multiple X-ray images are captured and then
fused the generate the final radiographs. It has to be noted that high-energy radiation can irreversibly
damage tissue it passes through. The use of radiographs is therefore not without risk. The safety of
dental X-ray images is discussed in Section 2.3.4.

2.3.3. Types of dental radiographs

Dental radiographs are divided into two main categories: Intraoral, a radiographic technique per-
formed with the film/sensor positioned inside the mouth, and extraoral, in which the patient is posi-
tioned between the radiographic film/sensor and the X-ray source (the radiograph is obtained outside
the patient’s mouth).

Intraoral radiographs, like bitewing, periapical or occlusal X-rays, are two-dimensional radiographs
that only show isolated regions of the set of teeth or individual teeth. They are the most common type
of dental radiographs and provide a lot of detail and are mostly used to get more specific information
about single teeth. They allow the dentist to check for cavities, the health of the root and surrounding
bone or the status of developing teeth.
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b)a) c)

Figure 2.5.: Examples of intraoral radiographs: (a) bitewing (image from [WHL∗16]), (b) periapical
(image from [SFNA04]), (c) occlusal (image from [SKRB13]).

The various types of intraoral radiographs focus on different aspects of the teeth. Examples of these
types are demonstrated in Fig. 2.5. Bite-wing radiographs depict both maxillary and mandibular teeth
in one specific area of the mouth. They typically show the crown and neck of the teeth (cf. Section 2.1),
but do not include the roots. They are useful to detect tooth decay (cavities) between teeth and gum
disease related changes in the thickness of the bone. Furthermore, they support the determination of
the proper fit of a crown or the integrity of fillings. Periapical radiographs depict the entire tooth
including crown, root and surrounding area. The images focus on one area of either upper or lower
jaw and typically show three to five teeth at once. This type of radiographs is used to identify any
abnormalities in the root and bone structures. Occlusal radiographs are the largest type intraoral
image and depict the complete dental arch of either maxilla or mandible from an occlusal view. They
are useful to assess the placement and development of all teeth in the respective arch.

Extraoral images, like cephalometric or panoramic, are not restricted to only an isolated part of the
teeth as occurs in intraoral radiographs but capture the entire teeth region as well as the surrounding
areas. Fig. 2.6 depicts examples of different types of extraoral radiographs. They provide fundamental
information about the teeth, jaw and skull as they also show joints between the jaws and the skull, the
chin, the spine and other details originated from the bones of the nasal and face areas. Therefore, these
types of radiographs are used to get an initial assessment of the overall health status of the teeth, to
look for impacted teeth and to monitor growth and development of the jaws in relation to the teeth.
Particularly, panoramic radiographs, also referred to as orthopantomography, are a common tool to
complement the initial clinical examination of the teeth. Panoramic images depict the entire mouth
region which includes all mandibular and maxillary teeth as well as the jaw bone and part of the nasal
area. They provide an overview of the positioning of all fully-emerged teeth as well as emerging teeth
which are still covered by gum. Panoramic images are also used as preoperative examination of the
teeth and bones for surgeries in the temporomandibular region [AA15, WHL∗16]. Cephalometric ra-
diographs show a lateral projection of the entire head. They therefore include the complete skull and
upper vertebrae in addition to the teeth and jaw bone. This type of radiograph is useful for the exami-
nation of the teeth in relation to the jaw bone and the relative position of upper and lower jaw. Special
analysis methods have been proposed for cephalometric images. Cone-beam computed tomography
(CBCT) images, also called digital volume tomography (DVT), is the only three-dimensional imaging
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a) b)

Figure 2.6.: Examples of extraoral radiographs: (a) panoramic, (b) cephalometric.

technique described here. These images visualize the entire mouth region like panoramic radiographs.
They are less common due to their higher exposure to Röntgen radiation. However, they provide the
most detailed information about a patient’s hard and soft tissue. They are used to identify and ana-
lyze tumors or fractures and to plan surgeries and treatments related to dental implants or challenging
extractions.

2.3.4. Safety of dental radiographs

Like all types of radiographic images, the image acquisition process involves the exposure of patients to
x-rays (also referred to as Röntgen radiation). This form of high-energy electromagnetic (EM) radiation
is a known and proven human carcinogen. Fortunately, the amount of radiation dose required to obtain
dental radiographs is very low in general, but also compared to other radiographic techniques. As the
head region is the only one that requires exposure during the process, the patients neck and body can
be protected from the radiation by wearing a leaded collar or apron, respectively.

The effective radiation dose is measured in microSievert (µSv). According to the "European guide-
lines on radiation protection in dental radiology" [EUR04] the effective dose for conventional intraoral
(e.g. bitewing or periapical) x-rays is between 1− 8µSv, for lateral cephalographs between 2− 3µSv
and for panoramic images between 4− 30µSv. For comparison, the normal background radiation hu-
mans are exposed to averages to about 6.58µSv per day. A single whole body CT scan has an effective
dose of approximately 12.000µSv. Therefore, dental radiographs are considered safe. According to the
America Dental Association1 "because of the low radiation dose associated with dental radiographs,
people who have received radiation treatment for head and neck cancer can undergo dental radiography
safely".

3-D CBCT scans (also known as DVT) of either maxilla or mandible however have an effective
dose between 100− 3300µSv. These types of x-rays are typically used for implant planning as they

1American Dental Association, "Dental radiographs - benefits and safety", 2011, http://www.ada.org/~/media/
ADA/Publications/Files/for_the_dental_patient_sept_2011.ashx (last visited on 27.04.2021).
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a) b) c) d) e)

Figure 2.7.: Exemplary set of documentary photographs to illustrate the different views: a) left view, b)
anterior view, c) right view, d) maxilla view, e) mandible view. (The depicted regions have
been cropped from the original photos for better visualization of the teeth.)

provide three dimensional information, especially about the roots of the teeth. This x-rays have a dose
significantly higher than conventional radiographs and should only be performed if medically justified.
The use of sensor-based digital radiography (like charge-coupled devices (CCD) or photo-stimulated
storage phosphor (PSP)) instead of conventional film-based radiography can further reduce the amount
of exposure.

2.3.5. Orthodontic records

Orthodontic records of a patient are created before any orthodontic procedure to create an accurate
documentation of the condition of the dentition and soft tissue and to plan an individualized treatment
for the patient. Here, orthodontic procedures refer to treatments of malpositioned teeth or misaligned
teeth or jaws that employ dental braces to apply forces to the teeth in order to move them to their
correct position. Orthodontic records are also used throughout the treatment to keep track of progress
over time and identify deviations from the planned (ideal) treatment progression. A record can contain
dental radiographs, like panoramic and cephalometric X-ray images, that provide information about
the root positions and facial bone structure, and 3-D impressions (molds) of the teeth which are used to
generate models of how the teeth fit together. Additionally, colored photographs of the teeth and face
can also be included. While photographs do not reveal any hidden structures, they are easy to capture
and can document the treatment progression without exposing the patient to unnecessary radiation. The
face photos depict the patient’s head from a frontal and lateral position with a smiling and non-smiling
facial expression. The teeth photos are composed of a set of five colored photographs which depict the
patient’s teeth from five general viewing directions:

• Frontal view: an anterior view of the teeth in a closed-mouth configuration (i.e. the maxillary
teeth are resting on the mandibular teeth),

• Lateral views (left and right side): views showing the teeth in a closed-mouth configuration from
a left and right side, respectively,

• Occlusal views (maxilla and mandible): views depicting the teeth of the upper and lower jaw
from a top-down position, typically captured using an intraoral mirror.

A set of teeth photographs is shown in Fig. 2.7. The different viewing directions are intended to
maximize the amount of information about the teeth that is captured in these images while keeping the
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number of images as low as possible. Since the photographs are taken manually without a fixed camera
setup, the viewing direction varies slightly between images of the same category. Especially the lateral
images suffer from variations in the lateral viewing angle. While this might not impact the usefulness
of the photographs for documentation purposes, it makes automatic computational analysis of these
photos more challenging.
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Medical image segmentation and image-based reconstruction are important research areas as they pro-
vide fundamental knowledge which is required for and utilized in a wide variety of applications. This
chapter provides a comprehensive overview of the current state of research in the fields of dental image
segmentation and teeth reconstruction. The emphasis is on methods which are linked to the technical
challenges associated with the topics of this thesis, but also include some accompanying methods with
similar goals.

The chapter is structured in the following way: Section 3.1 introduces the taxonomy used to catego-
rize the related work for medical image segmentation, provides a concise overview of the approaches
proposed in recent years in the dental domain and concludes with a summary and discussion of the
limitations of the current state of the art. Section 3.2 briefly presents different methods for the 3-D
reconstruction of teeth but focuses on image-based reconstruction. This includes a general overview
of the varying concepts in the literature for image-based reconstruction in different scenarios. While
the main focus is the dental domain, certain concepts that only have received limited attention in this
domain will be explored through other medical fields. The conclusion summarizes the challenges in-
volved in image-based teeth reconstruction and the limitations of existing approaches.

3.1. Dental Image Segmentation

Segmentation is a method to extract information from medical images which can then be used for diag-
nosis, monitoring or treatment of medical conditions. Segmentation refers to the process of partitioning
a single digital image into multiple non-overlapping, connected segments which are considered homo-
geneous according to some characteristics [PXP00]. Typically, in the medical domain, these segments
represent anatomical structures like organs, bones, teeth, blood vessels or different tissue types but can
also be disease specific indicators like tumors or caries.

Image segmentation approaches can be grouped based on how they handle instances of the same
object class within one image. Semantic segmentation approaches classify each pixel of the image
into known classes without differentiating between object instances. In case of teeth segmentation this
means all teeth will receive the same class label with no possibility to retrieve individual teeth from the
segmentation result alone. Instance segmentation on the other hand combines semantic segmentation
with object detection to classify, localize and segment each individual object instance of a object class.

Segmentation is considered the most important but also the most challenging task when dealing with
medical images [EJ19]. The 20 year old conclusion that no single algorithm is able to robustly segment
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a large variety of relevant structures over a broad range of different data sets [DA00] still hold true
today, despite the advances made since then. Therefore, various approaches for each segmentation
problem have been proposed which all vary in terms of complexity, achieved accuracy, robustness and
speed [EGSEB11]. The challenges in medical image segmentation are the generally low image quality
and resolution as well as noise or artifacts, low contrast between individual structures or large variance
in terms of appearance and shape of structures belonging to the same class [Ste13]. This is also reflected
in the fact that even human experts in the field show a significant inter- and intra-observer variability
when annotating structures in medical images [JCCS19].

In the last decades, many different approaches to (medical) image segmentation have been presented
which utilize individual or a combination of techniques to handle the associated challenges. These
approaches can be grouped based on different criteria, like employed image features, required user
interaction or techniques used. For example, Silva el al. [SOP18] and Son and Tuan [ST16] focus
on dental image segmentation and base their taxonomy on the signal information that is used (e.g.
threshold-based or cluster-based, also referred to as pixel-based, region-based or boundary-based). On
the other hand, Elnakib et al. [EGSEB11] look at medical image segmentation in general and catego-
rize the approaches into rule-based, statistical, atlas-based, and deformable model-based techniques.
For this thesis, the proposed approaches for dental image segmentation have been grouped according
to the amount of prior knowledge that is encoded and used for the segmentation task. Incorporating
prior knowledge, like shape variation, (relative) location or appearance, into the segmentation process
increases its robustness to low image quality, low contrast or artifacts. The goal is to show that incorpo-
rating such knowledge is beneficial for the tasks of teeth segmentation and teeth numbering. However,
the incorporated knowledge also causes the process to be more specific to the chosen segmentation
task.

Fig. 3.1 depicts the chosen taxonomy, which additionally groups the approaches into signal-based,
model-based and neural network approaches. It is based on the taxonomy used by S. Steger [Ste13], but
has been adapted for the dental domain and enhanced with neural network approaches. It is furthermore
inspired by and built from multiple other sources [SOP18, EJ19, EGSEB11, ST16].

In the following, each category of segmentation approaches is described, references to their applica-
tion in dental image segmentation are provided and the advantages and disadvantages are discussed.

3.1.1. Pixel-based

Pixel-based segmentation techniques determine the segment an individual pixel belongs to on a pixel-
by-pixel basis. The only image information employed during the segmentation process is the value
stored in each pixel (e.g. intensity or color). Pixel-based techniques are considered to be simple
approaches and individual segments are determined based on the similarity of pixel values. Examples
of such techniques are thresholding and clustering.

In thresholding, the pixels in an image are divided into two or more groups depending on their
pixel value, which is either above or below a specific value (threshold) or within a certain value range.
The threshold value or the lower and upper bounds of the value range can either be provided as prior
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Figure 3.1.: Dental image segmentation taxonomy: The different methods are classified according to
the amount of prior knowledge that is utilized/integrated. While neural networks have a
larger amount of parameters and require more training data, the included knowledge cannot
be modeled as specific as with model-base approaches.

31



3. Related Work

knowledge or can be (semi-)automatically determined from the image. The output generated by the
thresholding techniques is usually a binary image separating the pixels into foreground and background.
For example, the popular Otsu thresholding method [Ots79] partitions the gray values into two groups
by minimizing the variance within each group.

According to an in-depth study of the literature on segmentation methods applied in dental imaging
from 2018 [SOP18], the majority of approaches (54%) at that time were threshold-based [NAM05,
NAM07, NAM08a, NAM08b, LGN13, RIA∗17].

Razali et al. [RAMZI14] analyzed three adaptive thresholding methods for teeth segmentation in
panoramic radiographs. Adaptive methods typically produce better results for foreground-background
separation than methods using a fixed threshold value. The authors compared mean-, median- and
Otsu-thresholding for separating the teeth area from the background- and dental structural area. The
arithmetic mean and median of the pixel values for a given image are used as threshold values, respec-
tively. Otsu thresholding [Ots79] chooses the threshold value such that the variance within each group
is minimized. The methods were compared on 20 dental radiographs and the authors concluded that
median thresholding results cover more of the teeth area than the other two approaches. However, all
three approaches – and specially median thresholding – also include a lot of the background area in the
segmentation result.

Amer and Aqel [AA15] have proposed a threshold-based approach to extract the wisdom teeth from
panoramic x-ray images. Their three-stage approach consists of a pre-processing step to improve im-
age quality and remove unwanted regions, a region of interest (RoI) extraction step to extract image
sub-regions containing the wisdom teeth, and a post-processing step to enhance the results and remove
any adjacent teeth contained in the RoI. The pre-processing step uses contrast enhancement via inten-
sity transformation techniques to better separate teeth from surrounding regions, Otsu-thresholding to
remove the background area, morphological dilation to connect objects and smooth boundaries and
connected component labeling to filter out unwanted regions. For RoI extraction, the image was dy-
namically divided into two horizontal parts in order to separate upper and lower jaw. Fixed-sized
regions based on average wisdom tooth sizes in each jaw were extracted at the outer ends of the hor-
izontal parts to extract the wisdom teeth – assuming that four wisdom teeth are present in the image.
Finally, the post-processing step uses similar techniques as the pre-processing step to improve con-
trast (histogram equation) and remove further unwanted parts like surrounding tissue or adjacent teeth
(Otsu-thresholding, morphological opening and connected component labeling). The final results are
the individual region of interest images which contain the extracted wisdom teeth.

Global threshold segmentation is particularly effective, if the object of interest and the surrounding
area have substantially different pixel values. However, thresholding using a single global threshold
value usually fails if large variations in contrast or illumination are present in the image. This is
typically the case with dental radiographic images. It is obvious from the horizontal images obtained
by Amer and Aqel [AA15] that simple global thresholding (despite being combined with other pre-
processing steps) is unable to accurately separate all teeth from the background, as shown in Fig. 3.2.
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Figure 3.2.: Threshold segmentation example: original image (left) and extracted teeth (right). The
result produced by global threshold leave room for improvement. (images from [AA15]).

A variable threshold based on the local pixel value statistics could provide better results. The ap-
proach proposed by Indraswari et al. [IANJ15] segments the teeth in panoramic radiographs by combin-
ing Multistage Adaptive Thresholding (MAT) with Decimation-Free Directional Filter Bank Thresh-
olding (DDFBT). DDFBT is first used to decompose the input image into two directional images using
horizontal and vertical directional filters. Therefore, the image is first transformed into frequency
domain using Fourier transform. The domain image is then separated into vertical and horizontal di-
rectional images via Otsu-thresholding. This process enables the authors to enhance the edges in the
vertical image before combining both directional images again into one image. The intention of the
edge enhancement is to increase the contrast between tooth root and surrounding tissue as this areas
typically suffers from low-contrast. Multistage Adaptive thresholding is then used to extract the teeth
from the enhanced image. Initially, a global multilevel Otsu thresholding separates the pixels into three
groups: background, teeth and unknown. Adaptive local thresholding is then used to match unknown-
pixels to either teeth or background groups. The algorithm, however, only works on small sub-regions
of the original panoramic radiograph which have to depict part of the teeth area.

In clustering methods, the pixels are grouped by assigning them to one of multiple clusters. In an
iterative process, each pixel is assigned to the cluster it is most similar to in terms of some distance
function. Many different types of clustering models exist that can be, for example, connectivity-based,
centroid-based, distribution-based or density-based. The number of desired clusters usually has to
be provided as input to the clustering algorithm. Clustering methods can be classified into two main
groups: hard clustering methods which assign each pixel to exactly one cluster, and fuzzy clustering
methods which describe the degree of cluster membership of all pixels by means of a (membership)
matrix. In doing so, a pixel may belong to multiple clusters at once. In centroid-based k-means cluster-
ing data is grouped into a given number of k clusters by minimizing the within-cluster value variance
in each cluster based on the squared Euclidean distance.

Son and Tuan [ST16] performed X-ray image segmentation by using a semi-supervised entropy
regularized fuzzy clustering technique (eSFCM) together with Otsu thresholding and fuzzy c-means
clustering. Semi-supervised (fuzzy) clustering utilizes additional user-provided information to guide
and control the clustering process and enhance its performance. In semi-supervised entropy regularized
fuzzy clustering [YYMS09], an entropy factor is integrated into the clustering algorithm but requires
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Figure 3.3.: Clustering segmentation example: original image on the left and clustering results on the
right. No single cluster contains only teeth, instead all teeth are spread over multiple clus-
ters which also contain parts of the dental structural and background area. (images from
Son and Tuan [ST16]).

an initial membership matrix as additional input. The membership matrix already provides an initial
guess for the cluster-affiliation of each pixel. Their motivation is to integrate clustering methods with
other types of algorithms in order to improve the overall performance. In their approach, the authors
start by removing the background area of the dental radiograph with Otsu thresholding and compute
the membership matrix by separating the teeth area from the dental structural area via fuzzy c-means.
The final segmentation result is then generated by improving the initial membership guess by using the
entropy regularized fuzzy clustering technique. The authors refer to their approach as eSFCM-Otsu and
tested the segmentation performance on 56 images with several cluster-focus metrics. They conclude
that their approach performs better than other clustering techniques, but it could also be improved
by employing spatial components in the objective function. An example of their clustering results is
depicted in Fig. 3.3.

Alsmadi [Als18] proposed a hybrid Fuzzy C-Means (FCM) clustering approach for jaw lesions seg-
mentation in dental panoramic x-ray images. The approach combines Neutrosophic sets with Fuzzy
C-Means clustering. Fuzzy logic typically has problems handling indeterminate conditions well, and
Neutrosophy offers a method to present the indeterminacy of pixel values by defining a neutrosophic
domain. The Neutrosophic set then consists of three subsets: true, false, and indeterminate and the
membership degree of each pixel for the three categories is determined. The membership degree to
the Neutrosophic set is then utilized during Fuzzy C-Means clustering. The approach uses a pre-
processing step to remove speckle noise via a median filter that is applied to the panoramic image.
The segmentation is then performed by the proposed Neutrosophic sets with Fuzzy C-Mean clustering
(NFCM) approach which performs fuzzy c-means clustering on an image transformed into the neu-
trosophic domain, where every pixel is represented by three properties: the probability of belonging
to the foreground, the background or neither of the two. The author highlights the ability to segment
lesions even in low-contrast conditions and the possibility to greatly reduce noise without blurring ob-
ject boundaries. A similar approach for panoramic radiographs segmentation was proposed by Ali et
al. [ASKT18] which utilized the neutrosophic orthogonal matrix with fuzzy clustering.
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The simplicity of purely pixel-based methods leads to unsatisfactory segmentation results. Even
when being combined with other pre- and/or post-processing techniques, these methods can only poorly
handle the challenges caused by the low contrast between object classes or the intensity and illumina-
tion variation in dental radiographs. They also do not provide any kind of teeth identification or labeling
as the resulting segments are not tooth specific. Nonetheless, pixel-based techniques are still used in
many segmentation approaches as part of the image pre-processing, e.g. to roughly separate foreground
and background.

3.1.2. Edge-based

Edge-based techniques also only rely on image information for the segmentation process but search
for discontinuities (edges) instead of similarities. For this, these techniques also take the neighbor-
hood around a pixel into consideration during the segmentation process. Typically, edge detection is
performed by searching for local maxima of gradient direction with high gradient magnitudes or zero-
crossings in second-order derivatives. As noise in the image can easily affect the edge detection results,
a smoothing filter is usually applied as a pre-processing step. A popular method is the Canny-Edge-
Detector [Can86] which utilizes the image gradient in four directions, non-maximum suppression and
the removal of weak edges. For segmentation purposes, post-processing of the edge detection result is
normally required to extract individual objects.

Razali et al. [RAH∗14] evaluate edge-detection techniques in the context of dental age assessment.
The authors propose an automatic tooth segmentation by means of extracting the tooth boundaries.
Therefore, they compare the performance of the Sobel- and Canny-Edge detection methods. All input
images are pre-processed with an Gaussian filter to reduce the amount of noise present in the images
and improve the subsequent edge detection. Afterwards, the Sobel and Canny algorithms are applied to
the pre-processed image to generate the two output images. The authors do not provide any quantitative
evaluation but conclude that Sobel-Edge detection performs better compared to Canny-Edge detection.
Based on the depicted results, it seems evident that edge detection alone is insufficient for separating
teeth from the surrounding tissue. Especially the root area is critical as no detected edges are present
in the result images for these regions.

A new approach for edge detection in orthopantanograms based on statistical measures was propsed
by Gráfová et al. [GKK∗13]. The fully automatic approach dynamically determines the optimal set
of parameters for a user-provided conventional edge detector. Predefined parameter configurations are
applied for a given input image to generate the corresponding edge detection results. Then, corre-
spondence maps with correspondence level 1 ≤ i ≤ N are calculated – a correspondence map includes
the pixel locations which where classified as an edge i or more times. The overall confidence for
each map is then estimated via statistical measures (true-positive-, false-positive-, true-negative- and
false-negative-probabilities ) by combining the computed measures of the correspondence maps to all
original edge detection results. The map with the highest confidence is selected and again compared
to all original edge detection results to determine the best match, which gives the final detection result.
The approach was evaluated for the most common tasks in dentistry, one of which was teeth extraction.
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The authors conclude that the proposed methods demonstrated a clear advantage over conventional
edge detection methods (with fixed parameters), especially in the root region. The presented results
however still contain many disconnected edges at object boundaries and edges of non-teeth structures.

Similar to pixel-based methods, edge-based methods also provide undesirable segmentation results.
Low contrast between structures and blurry edge in dental radiographs hamper the detection of features
in certain regions. Additional information is required to facilitate a proper contour extraction in these
cases.

3.1.3. Region-based

Segmentation techniques which are region-based again consider the similarity between individual pix-
els while also taking into account neighboring pixels. Commonly, pixels are grouped with their neigh-
bors if a criterion for similarity between the two is fulfilled. Seeded region-growing methods iteratively
extend segments from a set of provided seed-points. This guarantees a connected segment but the seg-
mentation result highly depends on the position and number of the provided seed points, especially in
the presence of noise.

Modi and Desai [MD11] identify regions of interest for tooth isolation in dental x-ray images (bitew-
ing). They apply region growing to extract the regions containing the gap valley (area between upper
and lower jaws) and the area between adjacent teeth. Afterwards, they use Canny-Edge-Detection to
extract the edges of the binary image and compute the integrated edge intensity curves to identify the
region of interest for tooth isolation. The results are multiple rectangular regions that each encapsulate
a single tooth. No further processing is performed to extract the actual tooth contour or identify the
individual teeth.

Li et al. [LSSL12] propose a watershed-based segmentation algorithm for teeth separation in den-
tal bitewing images. The authors first improve the contrast of the original image using top-hat and
bottom-hat transformations before applying thresholding to generate a binary image. Morphological
operations, like erosion and hole-filling, are then used to improve the quality of the binary image. Fi-
nally, a distance transform is applied to the binary image such that each pixel contains the distance
to the closest background (black) pixel and watershed segmentation [BM93] is used to retrieve the
individual tooth segments.

Region-based methods rely on similarity criteria between neighboring pixels which is problematic in
regions with low contrast. The presented approaches in this category only utilize bitewing radiographs
with do not include the typically low contrast root region. Moreover, only teeth separation has been
performed instead of segmentation. From the presented results, region-based methods seems unable to
distinguish between teeth and neighboring soft tissue with makes them unsuitable for segmentation.
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3.1.4. Local shape knowledge

The previously discussed segmentation techniques were purely signal-based, meaning that they only re-
lied on the similarity or discontinuity between pixel values. Segmentation techniques using local shape
information go beyond that and include additional top-down information about the expected shape of
the object of interest. In order to integrate this information, the segmentation problem is typically re-
formulated as an energy minimization problem. The overall energy E(S) of the segmentation S is given
by the energy term

E(S) = (1−λ) ·Eimage(I,S)+λ ·Eshape(S) (3.1)

and the optimal segmentation is the one that minimizes E(S). Here, Eimage(I,S) describes how good
the segmentation S fits the image I based on the desired image features. For example, in the case
of gradient features, how well the current segmentation matches the local image gradients computed
from the image. The term Eshape(S) on the other hand describes how well the segmentation matches
the expected local shape, i.e. it can penalize jagged or improbable contours. λ is used to balance
the influence of both terms. Typically, approaches using local shape information are dependent on a
good initial estimate of the segmentation as the local optimization techniques used to find an optimal
segmentation can get stuck in local minima. The segmentation S can be parameterized in different
ways, examples are active contour or snake approaches [KWT88] or the level set method [MSV95].

A dental classification and numbering system for dental bitewing radiographs was proposed by Lin
et al. [LLH10]. The approach is composed of multiple steps which include image enhancement, teeth
separation, contour extraction, and tooth classification and numbering. The image enhancement is de-
signed to reduce an uneven exposure via homomorphic filtering and to improve the contrast in between
structures by active contrast stretching based on the homogeneity of image intensity and texture in-
formation. Additionally, adaptive morphological transformation is used to accentuate certain textures.
Afterwards, iterative thresholding and integral projection in horizontal and vertical direction are ap-
plied to separate both jaws as well as isolate regions of interest around each individual tooth. The
contour extraction is then preformed on each region of interest by applying an edge operator, sampling
an equal number of contours points and applying B-spline fitting. Having extracted the teeth contours,
each tooth is classified as either molar or premolar via a support vector machine (SVM) utilizing the
relative width/length ratio of the tooth, the tooth pulp and the tooth crown. The final numbering is then
performed by comparing formatted sequences (based on the teeth classes) to standard pattern for best
matches. The presented approach provides adequate segmentation results for the task of classification
and numbering, however, tooth root regions are almost never included in the processed bitewing im-
ages. The numbering system can sometimes handle missing teeth if the gap caused by the missing tooth
is large enough to be manifest in the integral projection.

Rad et al. [RRN13] propose an approach for teeth segmentation and feature extraction based on the
level set method. A pre-processing step is applied to the dental radiographs to reduce the noise present
in the image and increase the contrast of structures of interest. Afterwards, the standard level set method
is applied to extract the separation line between teeth and surrounding tissue. Even though the authors
state that level set on dental radiographs is sensitive to the placement and size of the initial curves, it
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Figure 3.4.: Approach by Rad et al. [RRN14]. (from left to right) Vertical integral projection is used
to compute the tooth separating lines. The level set methods is then applied to extract the
tooth segmentation.

is not mentioned how this problem was solved in this approach. Having extracted the semantic teeth
segmentation, a gray-level co-occurrence matrix is utilized to extract additional texture features of the
teeth like contrast, homogeneity or entropy. The authors conclude that level set is a promising method
for teeth segmentation but requires further improvements.

In a subsequent publication, Rad et al. [RRN14] use Otsu thresholding, integral projection and the
level set method to segment individual teeth in periapical dental radiographs. The processing pipeline
starts with Otsu thresholding to separate the background region from the dental structural- and teeth
region (i.e. separate low intensity regions from mid and high intensity regions). Then, morphological
operations are applied to the thresholded image to remove unwanted objects based on geometric prop-
erties. Next, integral projection in horizontal and vertical direction is used to separate upper and lower
jaw as well as individual teeth. Integral projection accumulates all pixel values in a row or column of
the pixel grid. Separating lines can be found by searching for rows or columns with a local minimum,
see Fig. 3.4. The level set method is then applied to each of the extracted tooth regions to get the final
segmentation of each tooth. Since each region only contains a single tooth, the initial contour is given
by a predefined rectangular box. The proposed method was evaluated on 32 digital periapical dental
radiographs. While the authors state accurate segmentation results, the level set method fails to reliably
detect the root boundary of the tooth.

Hasan et al. [HIHY16] propose to use the gradient information to segment the jaw in panoramic
radiographs. The gradient information is exploited using gradient vector flow (GVF) snakes, which are
an extension to traditional snakes or active contours. Snakes or active contours operate by minimizing
an energy functional which depends on the curvature of the contour, the intensity values of the image
and a high-level constraint energy. In case of GVF snakes, this constraint energy is given by a gradient
vector flow field. The proposed algorithm is composed of four steps. First, k-means clustering with 9
clusters and subsequent thresholding based on the cluster size is used to create an initial separation of
jaw and background. Next, key points around the initial separation are detected in order to initialize
the gradient vector flow snake. The GVF snake is then applied to the original image to segment the jaw
region based on gradient information. Since the GVF snakes often fail to include the wisdom teeth,
the authors perform a post-processing step by placing a larger ellipse around the original segmentation.
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The size of the ellipse depends on the width and height of the original segmentation. The authors
evaluated their approach on 284 images, of which 92 % were segmented successfully.

In contrast to signal-based techniques, the usage of local shape information enables a successful
segmentation even in local regions with low contrast as neighboring regions with sufficient contrast
(and therefore strong image features) help to restrict the possible contour shape on low contrast regions
based on the shape energy. However, an explicit modeling of the possible contour shapes also results
in approaches which are more specialized to a specific problem.

3.1.5. Global shape knowledge

The next level in integrating prior knowledge into the segmentation is the utilization of a reference
shape or a space of possible shapes. This way, possible segmentations can be restricted to valid shapes,
i.e. shapes similar to the reference shapes. To achieve this, the shape energy Eshape(S) (cf. Eq. (3.1))
is modified to measure the similarity between the current segmentation and the reference shapes. Ap-
proaches with global shape knowledge are useful if a lot of prior knowledge about the shape of the
object of interest exists and the variance in between possible shapes is not too high. They are espe-
cially useful if the object is not clearly distinguishable from the background. However, since explicit
knowledge about a single object is utilized in the segmentation approach, it is highly tuned to the spe-
cific application. Examples of such methods are Deformable Models [TF88], Active Shape Models
(ASMs) [CTCG92, CTCG95] and Active Appearance Models (AAMs) [CET01].

In case of Active Shape Models (ASMs) [CTCG95], the shape c of an object is represented as a
linear combination

c = c̄+
m

∑
i=1

(⃗viei)+ r⃗, (3.2)

where c̄ is the mean shape computed from all n training instances c j, v⃗i are the eigenvectors of the
covariance matrix

A =
1

n−1

n

∑
i=1

(ci − c̄)(ci − c̄)T , (3.3)

and ei are the shape coefficients representing the current shape. Vector r⃗ is the residual. Typically,
Principal Component Analysis (PCA) is applied to reduce the dimension of vector e⃗ = {e1,e2, . . . ,em}.
The similarity between an arbitrary shape and the shape space formed by the training shapes c j can
then be measured by |⃗e| and |⃗r|, the smaller the vectors norms are, the closer the shape is to the shape
space.

Lira et al. [LGN09] have used shape models, quadtree decomposition and morphological operators
to extract features from dental images. Afterwards, snake models are used to determine the individual
teeth contours. Initially, low pass filtering is applied to remove noise from the original images and
quadtree decomposition as well as global thresholding are each employed to generate separate masks.
Overlapping regions are then removed from the thresholding mask using morphological operations and
the aforementioned quadtree mask. Teeth candidates are selected based on the size of the resulting
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Figure 3.5.: Illustration of the approach from Lira et al. [LGN09]: a) original image, b) mask images af-
ter overlap removal, c) tooth candidate boundary, d) optimally matched mean shape model,
e) tooth contour detected by snake model, f) final segmentation result.

regions, resulting in isolated but very rough tooth shapes. Trained statistical shape models based on
PCA are then utilized to compute an optimal match between the resampled tooth contour and a mean
shape model. The contour of the matching mean model serves as the initialization for a snake model
which extracts the final tooth contour from the original intensity image. The approach is illustrated in
Fig. 3.5.

Despite not being used much in the dental segmentation, active shape and appearance models have
been applied successfully to radiographic images in other medical areas. Wu et al. [WM16] used an
active shape model-based segmentation method for robust and accurate segmentation of the distal femur
and proximal tibia in knee radiographs, while other authors used them for liver segmentation in low-
contrast CT volumes [EF17] or prostate ultrasound image segmentation [BJT∗20]. Bones share some
of the properties of teeth, like being of denser non-deformable material and possessing a well known
shape which makes teeth good candidates for statistical shape modeling. Furthermore, ASM offer
potential to handle some of the challenges involved in teeth segmentation like low contrast, noise and
the generally low image quality. However, the initialization dependency might be critical as automatic
initialization of 32 individual teeth shape model seems challenging.

3.1.6. Spatial relations

While global shape knowledge can offer significant assistance when segmenting isolated objects, the
incorporated shape knowledge might not be sufficient to segment objects if multiple similar objects are
present in one image. In order to handle such situations, additional prior knowledge in form of spatial
information can be utilized. In doing so, the global position of the object or the relative location of the
object to other objects can be encoded.

Coupled models [TWT∗03,TWT∗04] combine multiple shape-based deformable active contour mod-
els using signed distance functions in order to segment multiple objects while considering their spatial
relation. Atlas-based segmentation methods [CE97] use reference images with known object segmen-
tations referred to as atlases. The shape and spatial relation of the included objects is implicitly encoded
within the atlas. These reference images are registered to the input image using image-based registra-
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tion techniques and the best matching atlas is selected. Having determined the transformation between
best matching atlas and input image, the original segmentation can be transferred to the new image.

These models have proven useful in a variety of scenarios, like the segmentation of 22 risk structures
in the head & neck area in CT images for radiation therapy planning [JSK∗14], automatic localization
of the sentinel lymph node and additional active nodes on SPECT-CT data [JMDW17], and automated
bone segmentation and anatomical landmark localization in Cone-Beam CT [BIV∗19].

While coupled models eliminate the need of initializing 32 individual shape models and offer invalu-
able information for the numbering of teeth due to the inherently encoded spatial relation, no approach
for teeth segmentation (or numbering) has utilized this technique so far.

3.1.7. Neural networks

Convolutional Neural Networks (CNNs) have become incredibly popular over the last decade and are
currently considered state-of-the-art in many (medical) image segmentation tasks [SSD20, MBP∗21].
While these networks have existed for a long time, the lack of large amounts of training data and size
constraints imposed by limited computing power have hindered the success of convolutional neural
networks in the past. Convolutional neural networks are techniques inspired by the human visual
system and consist of multiple layers of artificial neurons (feature maps). The size and depth of each
feature map depends on the chosen network architecture and task to be solved. In fully connected
layers, each output of one feature map has weighted connections to all input (activation units) of the
succeeding feature map. This can result in millions or billions of parameters which need to be optimized
during the training process. Neural networks are therefore typically dependent on a large amount of
training data. Because of the large amount of trainable parameters, this taxonomy considers neural
networks to include more prior knowledge than the previous categories. However, neural networks
are considered black-boxes and the learned knowledge is not explicitly modeled as shape or spatial
relation.

Techniques to reduce the amount of required training data include data augmentation and transfer
learning. With data augmentation, the training data set is artificially enlarged by applying small de-
formations (augmentations), like rotation, scale, shift, reflection, etc., to the original training data in
order to increase the invariance and robustness properties of the network. Transfer-learning implies
that instead of a random initialization of the network parameters, parameter sets from networks already
trained for similar applications are used instead to provide a better starting configuration for optimizing
the network parameters.

Ronneberger et al. [WHL∗16] employed a convolutional neural network that uses an encoder-decoder
architecture for fully automated segmentation of dental X-ray images (bitewing radiographs). Their
network is based upon the fully convolutional network (FCN) idea [LSD15] which extends the typical
contracting network design by adding additional up-sampling layers to increase the resolution of the
output. The general idea behind such an architecture is that the contracting path captures context in-
formation and high-resolution features while the expanding path enables a dense pixel-wise prediction
by combining the information for the contracting path with the up-sampled output. Ronneberger et al.
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Figure 3.6.: U-Net architecture. The u-shape network structure of encoding path (left side) and de-
coding path (right side). Blue boxes represent multi-channel feature maps with size and
channel number denoted on each box. This architecture is used frequently in medical im-
age segmentation due to is good performance on semantic segmentation. (image from
Ronnerberger et al. [RFB15]).

created a u-shaped network architecture with an expansive path that is more or less symmetric to the
contracting path. Because of this, they named their network architecture ’U-Net’ [RFB15]. An illustra-
tion of the network architecture is provided in Fig. 3.6. The contracting part of their network employs
the typical CNN design of repeated application of 3x3 convolutions, a rectified linear unit (ReLU) and
2x2 max-pooling operations for downsampling. The number of feature channels is doubled at each
down-sampling step. The expanding part utilizes repeated 3x3 convolutions, followed by a rectified
linear unit (ReLU) and 4x4 upsampling convolutions which halves the number of features channels. It
is followed by a concatenation with the corresponding feature map of the contracting path (skip con-
nection) to integrate knowledge captured in these earlier layers (as well as tackle the vanishing gradient
problem of deep neural networks). At the final layer, repeated convolutions (3x3, 1x1) are used for the
pixel-wise prediction of the class labels. In order to cope with the limited amount of training data, the
authors make excessive use of data augmentation in form of random image deformations. The U-Net
achieves an average f-score of 0.567 for segmenting seven tooth structures (e.g. enamel, dentin, crown,
caries) in bitewing radiographs. The segmentation results on X-ray images look promising as important
structures like enamel, dentin and pulp have f-score values > 0.7 despite the low amount of available
training data, which encourages the usage for other types of (dental) radiographs. However, the net-
work only provides semantic segmentation results without an explicit separation of object instances
and no numbering of individual teeth.
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Silva et al. [SOP18] performed semantic teeth segmentation by applying a deep network based
on mask region-based convolutional neural network (Mask R-CNN). The Mask R-CNN architec-
ture [HGDG17] has three output branches that predict the classification (class score), localization (re-
gressing bounding box) and mask (per-pixel segmentation) for each object candidate. It is an extension
of the Faster R-CNN architecture [RHGS17] which did not include the mask prediction. In general,
R-CNN networks work by first performing a feature extraction using a backbone network. Based on
these features, a feature pyramid network (FPN) is constructed and regions of interest (RoI) are pre-
dicted using a region proposal network (RPN). Finally, these regions of interest are aligned to have
equal size and predictions for each output branch are computed by different networks. The authors do
not state any modification of the original network’s structure. The network was trained on 753 anno-
tated panoramic radiographs with an additional 452 images used for validation. Since the goal was to
perform semantic segmentation, the ground truth annotation is not separated into individual teeth but
is instead comprised of a single binary mask covering all teeth. The authors report an F-score of 0.79,
but also state that the network failed to correctly determine the boundary of the teeth on all test images.
This is explained as the result of using initial weights transferred from imagenet which was trained for
person segmentation. Due to the low amount of training images, the network was unable to learn the
proper features of teeth edges and borders.

Jader et al. [JFR∗18] extend the work of Silva et al. [SOP18] and propose Mask R-CNN for object
instance segmentation of teeth in dental panoramic X-ray images. The authors, again, use the original
Mask R-CNN network architecture and do not state any modifications. In this work, the network was
trained on only 193 annotated panoramic radiographs. 83 images were used for validation. However,
to facilitate the new task of instance segmentation (compared to the previous task of semantic segmen-
tation), the authors modified their image annotations such that all teeth are separate from each other.
The network was trained using transfer learning with pre-trained weights taken from the MSCOCO
data set [LMB∗14]. Due to the very large amount of free parameters in Mask R-CNN, a training from
scratch was impossible with this amount of training data. The hyperparameters (e.g., learning rate,
number of epochs) were defined empirically on training experiments with validation data. The authors
evaluated their approach on 1224 images, which were separated into 10 categories of varying diffi-
culty. The authors conclude that their approach demonstrated promising results with an F1-score of
0.88 and provides highly superior results compared to unsupervised methods. Exemplary results are
depicted in Fig. 3.7. While this approach provides object-level segmentations of the teeth, no labeling
or numbering is performed to specifically identify individual teeth.

Koch et al. [KPIB19] use an FCN based on the U-Net architecture [RFB15] for semantic segmen-
tation of panoramic radiographs. Instead of resizing the original input data (1127x1991 pixels) to a
size the network can handle – which would cause a loss of information – the authors propose to ap-
ply the network to a grid of fixed-sized sub-regions (patches) of the original image. Therefore, they
propose a different training approach by replacing the dropout applied before every max pooling op-
eration during training with batch normalization [IS15]. Additionally, they used the Nadam optimizer
and all weights of the network were initialized using the uniform Xavier initialization. The network
was trained using 1201 panoramic radiographic images with ground truth segmentations from the Silva

43



3. Related Work

Figure 3.7.: Semantic teeth segmentation with neural networks. The first two images show the original
image and the ground truth segmentation, respectively. The semantic segmentation mask
(third image) is created by combining all instance segmentations of individual teeth. Mask
R-CNN is used to predict the individual teeth instances and their segmentation (right pic-
ture). No teeth numbering is performed here. (images from Jader et al. [JFR∗18]).

et al. [SOP18] data set, the remaining 299 images were used for testing. For the training process, the
patches (512x512 pixels) were randomly selected (as a means of data augmentation) in order to increase
variability in the patch standardization and batch normalization, and to reduce overfitting. The authors
trained six different configurations of their U-Net variant to evaluate the effects of a varying number
of classes, bootstrapping, and data augmentation by additional horizontal reflections. The achieved
semantic segmentation results are between 0.9277 and 0.9342 dice score for the worst and best con-
figuration, respectively. The best configuration uses 3 classes (background, roi and teeth), horizontal
reflections for augmentation and bootstrapping. In addition to the individual network configurations,
the authors also evaluated the effects of using a model ensemble. The prediction results of selected
network configurations were averaged before computing the final segmentation results. The ensemble
of the four configurations with the best individual segmentation results in a slight overall improvement
of the semantic segmentation performance (0.9363 dice score). Again, no object-level segmentation or
numbering of single teeth is performed.

Nishitani et al. [NNH∗21] propose a U-Net teeth segmentation using a loss function that is weighted
on the tooth edges. The approach first utilizes a region prediction network (Faster R-CNN [RHGS17])
to remove some background area from the panoramic radiographs in order to normalize the teeth size
before applying the U-Net architecture. The segmentation step uses the original encoder-decoder ar-
chitecture of U-Net and modifies the loss function used for training. The typical cross entropy (CE)
loss used in combination with U-Net computes the entropy over the entire image, which prevents the
network from learning the specific features of the tooth boundary in low contrast regions. The authors
approach this problem by adding a second term to cross entropy loss function. This term specifically
focuses on the tooth boundary by not computing the cross entropy over the entire image but instead
only over the boundary pixels of all teeth. Therefore, an edge region with a specific width was defined
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on the tooth contour line extracted from the annotated label images. The relative weight of both terms
of the loss function was determined during testing. The best results were achieved with a weight of
0.6 for the CE of the entire image and 0.4 for the tooth edge. The semantic segmentation accuracy
improved by 0.037 to reach a Dice of 0.927 when using the new loss function over the standard one.
This is mostly due to an improved accuracy for the tooth root region. It is notable here that the segmen-
tation accuracy also improved slightly when only the tooth boundary CE was used for learning which
indicates the importance of the tooth boundary relative to the entire tooth.

Recently, Chen et al. [CZL∗21] proposed a multi-scale location perception network (MSLPNet) for
dental panoramic image segmentation. The authors specifically focus on enhancing fuzzy segmentation
boundaries, especially in the root area. The MSLPNet extends the idea of multi-scale spatial pyramid
pooling (SPP) and uses aggregation modules on each scale (branch), which enables high-level semantic
features to be used as additional information on lower scales. A location perception modul (LPM) ap-
plied on each branch after the aggregation module is designed to prevent misclassification of individual
pixels. After upsampling of the individual branch, all feature maps are concatenated before predicting
the final result. The network is trained using a multi-scale structural similarity loss (MS-SSIM) as a
patch level loss. This loss considers structural similarity information in a local neighborhood which
puts a higher emphasis on the object boundary in different scales. It is combined with Bce and Dice
loss to optimize the performance of the network. The network was trained on 1200 annotated images
which were rescaled to 512x1024 pixel, with an additional 150 images used for validation. The au-
thors report semantic segmentation results with a Dice score (f-score) of 0.9391 on 150 test images and
improved boundary accuracy based on Pratt’s figure of merit (PFOM) metric.

There are several other approaches that apply convolution neural networks with minimal modifica-
tion for semantic segmentation in dental radiographs, like Sivagami et al. [SCKM20] (U-Net). More
information can be found in a recent review of deep learning in the field of dentistry conducted by
Hwang et al. [HJCH19].

Convolutional neural networks have contributed a significant improvement to segmentation accuracy
in dental radiographic images. With sufficient training data, highly tuned networks are able to cope well
with the challenges of these images like poor image quality and low contrast as well as missing teeth
and artifacts. While some networks only focus on semantic segmentation (U-Net), other architectures
like R-CNN also support instance segmentation which is required for any medical imaging application
that intends to provide assistance to medical personal.

None of the purely CNN-based methods includes a teeth numbering to uniquely identify individual
teeth. This might be due to the fact that identifying teeth based on their shape and appearance alone is
very difficult and it is challenging to incorporate the explicit knowledge about the spatial relations into
the network.

3.1.8. Hybrid CNN methods

This category lists approaches that combine neural networks with additional post-processing in order
to enhance the segmentation result or extract additional information.
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Figure 3.8.: Tooth numbering approach based on spatial relation (positional values). Teeth locations
based on detected teeth instances (via R-CNN) are used to classify and number the teeth
according to the FDI notation system. (image from Kim et al. [KKJ∗20]).

Chen et al. [CZL∗19] perform teeth detection and numbering in periapical radiographs. They em-
ploy a Faster R-CNN region proposal network and propose multiple post-processing techniques. These
techniques utilize prior domain knowledge to enhance the outputs generated by the network and in-
clude a filter algorithm to eliminate overlapping regions generated by the network, a secondary CNN
to identify missing teeth, and a module which imposes certain constraints on the detected tooth num-
berings. The Faster R-CNN network was trained on 800 images to detect all 32 individual teeth as
separate classes. The validation loss was computed as the mean average precision (mAP) which incor-
porates the average precision for each objects class. The precision of each object class is given by the
number of correctly detected bounding boxes (TP), incorrectly detected boxes (FP) and not detected
boxes (FN). An intersection over union value of 0.5 was used as a threshold for correct detection. The
annotation results of the network are then refined using non-maximum suppression in order to remove
overlapping boxes with the same class label. Overlapping boxes with different labels are removed in
a separate step. Since precision and recall numbers were still unsatisfactory after the aforementioned
steps, arrangement rules were applied to the detected objects to identify missclassifications. The rules
exploit the domain knowledge about the arrangement (spatial relation) of teeth in the jaw to compute
a comparison score and modify any class label that is determined to be incorrect. Since missing teeth
are not detected by the R-CNN network, these could impact the results of applying the arrangement
rules. The authors therefore train an additional CNN which detects missing teeth based on the distance
between the filtered object centers. The system achieves good results for bounding box detection and
tooth numbering. The most common missclassifications were caused by confusing teeth label within
the same type of teeth (e.g. incisors) or incorrectly assigning the label of the opposite side (i.e. left or
right side).

The approach proposed by Kim et al. [KKJ∗20] combines R-CNN and Heuristic algorithms to per-
form a tooth detection and numbering in panoramic X-ray images. The approach explicitly includes
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tooth implants to be detected and numbered as well. The detection is performed by placing a bounding
box around the desired target object – an explicit extraction of the objects contour or boundary is not
part of the reported results, even-though it appears to be used for tooth numbering. The overall approach
is separated into two parts: Dental object detection and tooth numbering. The Faster R-CNN architec-
ture [RHGS17] is employed in this approach to determine the regions of interest for the three object
instances of the classes in panoramic radiographs: (natural) teeth, crown implants (artificial crowns,
bridges) and implant fixtures. The authors utilized a Faster R-CNN inception model which reduces
the required number of computations while increasing speed and accuracy. The network was trained
on 253 images which included 6446 teeth, 402 implants with fixtures and 205 crown implants. After
having obtained the dental object instances for all three classes as well as their locations through the
R-CNN, the tooth classification and numbering is performed. Therefore, an additional R-CNN/CNN
was trained which takes the combined positional values of all teeth as input to determine the individual
tooth number via classification. In doing so, the authors exploit the relative location of individual teeth,
which is encoded in the combined positional values, to determine the final tooth number. Tooth shape
was only used to deduce the tooth class (incisor, canine or molar). Fig. 3.8 depicts the tooth numbering
approach based on positional values. The reported results include detection accuracies of 0.26 and 0.41
for implant fixtures and crowns, respectively, for an intersection over union threshold of 0.7 for positive
detection. Tooth detection achieved an accuracy of 0.75 for the same criteria, while tooth numbering
accuracy was 0.77

The approaches in this category all aim to perform a teeth numbering while also employing the con-
vincing segmentation performance of neural networks. It is important to note that all approaches exploit
the spatial relation between the teeth in order to achieve a teeth numbering. While Chen et al. [CZL∗19]
try to predict the numbering directly using the neural network, and refine incorrect prediction after-
wards using arrangement rules build upon the spatial relations, Kim et al. [KKJ∗20] utilize a secondary
network to analyze the combined positional values of the previous teeth segmentations. Again, these
combined positional values inherently include the spatial relation between individual teeth.

3.1.9. Discussion & Conclusion

This section introduced the current state of the art in dental image segmentation and tooth numbering.
While many segmentation approaches have been proposed, very few include a numbering of the gen-
erated segmentation of the teeth. The fraction of those that work on panoramic X-ray images is even
lower.

The focus of the first application area of this thesis is the instance segmentation and numbering of
teeth in panoramic radiographs. Extraoral panoramic radiographs are generally considered the most
challenging dental image type for teeth segmentation. A study of the literature on segmentation meth-
ods applied in dental imaging from 2018 [SOP18] revealed that only 20% of the proposed approaches
in dental image segmentation focus on extraoral images. The majority used intraoral images (bitew-
ing, periapical) which only depict a few teeth and do not contain much of the surrounding tissues
(cf.Section 2.3.3). In addition to challenges like bad image quality and low contrast between the teeth
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area and dental structural area, panoramic radiographs – unlike intraoral radiographs – capture the
entire teeth area and contain all teeth but also include large parts of the surrounding structures.

As a result, purely image-based (or signal-based) methods, like pixel-, edge- or region-based meth-
ods, struggle to accurately separate foreground and background. While useful results might be achieved
by signal-based methods in intraoral images because of the very restricted region that is captured, this
is not the case for extraoral radiographs. Extraction of teeth boundaries between the teeth- and dental
structural area is especially inaccurate due to the low contrast in these regions. To better cope with
these challenges, segmentation methods have benefited from the inclusion of prior domain knowledge
into the segmentation process – either as local or global shape knowledge. This enables a more spe-
cialized processing of the teeth area in panoramic radiographs compared to the background and dental
structural area.

Another challenge is that while many methods for segmentation of dental radiographs have been
proposed, a large part focuses on a semantic segmentation of the teeth area. In these methods, all tooth
instances are treated as a single segment, i.e. only a pixel-wise classification as teeth or non-teeth is
performed, which does not enable a direct numbering of the individual teeth as a delineation of the
boundary between neighboring teeth is not performed. Numbering of the teeth requires extraction of
the individual tooth instances and therefore relies on instance segmentation.

Moreover, all proposed methods which perform a tooth numbering also exploit the domain knowl-
edge about the spatial arrangement of teeth. The fact that all 32 teeth only belong to 4 different teeth
classes (incisor, canine, pre-molar and molar), and that teeth of the same class are also located adjacent
to each other, makes it nearly impossible to assign labels based on local image or shape information
alone. In order to perform teeth numbering, the spatial relation to other teeth needs to be known. Con-
sequently, the combination of domain knowledge about the shape of individual teeth and their spatial
relation to neighboring teeth seems to be required for a successful segmentation and numbering pro-
cess. To this end, this thesis proposes a teeth segmentation and numbering method which includes
domain knowledge about both shape and spatial relation directly into the segmentation process.

The second application area of the thesis includes a tooth segmentation and numbering in colored
photographs. While the added color information generally improves the contrast between individual
objects and therefore alleviates some of the segmentation challenge, a variability in viewing direction
and potential reflections on the surface of the teeth add additional challenges. The challenges for
numbering the teeth remain unchanged. Therefore, the same segmentation and numbering concept is
applicable to this scenario as well.

3.2. Image-based 3-D teeth reconstruction

The goal of 3-D reconstruction is to infer the structure and geometry of a single or multiple real-world
3-D objects in order to generate a digital representation. It is a generally difficult scientific problem and
technique that is used in many different fields, such as medical imaging [WCKE18, ACR∗18], virtual
reality [HLKH17], cultural heritage [RC19], personalized entertainment [ZLNW18], and many more.
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Approaches to 3-D reconstruction can be roughly divided into range-based (active) and image-based
(passive) methods.

Range-based methods [SBVS20] directly interfere with the environment in order to generate a depth
map, i.e. an image that contains information about the distance of objects from the current viewpoint.
By combining the depth information from multiple (known or tracked) viewpoints, the 3-D surface can
be reconstructed. Methods in this category utilize structured light or time of flight (ToF) approaches to
estimate the depth information. While structured light refers to the process of projecting a known light
pattern onto a scene and inferring the depth information by analyzing the resulting appearance of the
pattern in the scene, time of flight recovers the depth information by measuring how much time passed
between projecting light onto the scene and being able to measure its reflection [SBVS20].

Image-based methods on the other hand utilize image understanding to retrieve information that is
used to reconstruct the object’s shape. They have to handle the inverse problem of trying to recover
the dimension that is lost during the 3-D to 2-D projection process when capturing 2-D images of 3-D
objects. Image-based reconstruction is considered ill-posed since many different geometries can result
in the same 2-D projection. A recent survey by Han et al. [HLB21] covers different approaches to the
problem and recent advances. A typical technique in image-based reconstruction is to use local feature
points to establish correspondences between images in order to recover the lost depth information.
Multiview stereo utilizes stereo vision, i.e. two images captured from sightly different angles with
a known camera setup, to reconstruct the 3-D coordinates of matched feature points in both images
using a triangulation principle. Structure-from-motion (SfM) techniques rely on matched feature points
across multiple images to compute feature trajectories which are then used to estimate the camera
motion and 3-D coordinates of these points. Both approaches rely on robust feature descriptors like
traditional SIFT [Low04], SURF [BTVG06] or ORB [RRKB11] to identify the same feature points
in multiple images and enable a reliable matching. More recently, deep learning-based descriptors,
like L2-Net [TFW17], have also been used. Performance evaluations of local feature descriptors for
image-based reconstruction have been conducted, e.g. Fan et al. [FKW∗19]. Shape-from-shading
(SfS) techniques assume that the location of an illumination source and the surface reflectivity of the
object are known and estimate the depth information by analyzing the shading observed in an image.
Shape-from-silhouette techniques are inspired by space carving [Lau94] and use a volume intersection
approach to constrain the space occupied by the object. By intersecting the viewpoint-specific 3-D
cones defined by the back-projected silhouettes, the object’s shape is reconstructed.

Digital 3-D models of a patient’s set of teeth are an important asset in dentistry for the planing of
surgical procedures or the design of patient-specific treatment plans. These digital models are typically
created from dental impressions, i.e. a negative imprint of the teeth, from which a (positive) model
or cast can be created which is then digitalized using a laser scanner. Alternatively, they can also be
computed from 3-D computed tomography (CT) scans of the patient. Both data sources are capable
of delivering high-quality models, but they are typically expensive and time-consuming [WBG∗16].
Moreover, in case of CT scans, they expose the patient to Röntgen radiation which is a known and
proven human carcinogen (cf. Section 2.3.4). In recent years, intraoral scanners, such as the Ture
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Figure 3.9.: Images for illustrating the appearance properties of teeth. The individual teeth are texture-
less and show no surface features while suffering from specular reflections.

Definition 1, the iTero Element 2 and the TRIOS 3, have been developed which provide another method
to capture optical impressions of both soft- and hard-tissues. Most intraoral scanners utilize active
reconstruction techniques based on some form of structured light scanning. Intraoral scanners can
provide benefits over traditional methods like time efficiency, easier work processes for clinicians and
improved patient comfort. On the other hand, these devices are highly expensive and are constantly be-
ing replaced by newer versions due to constant innovations in the field. Additionally, expert knowledge
is required to efficiently operate these scanners.

Image-based reconstruction could provide a cheaper, more accessible method for generating 3-D
models of the teeth. However, image-based reconstruction is very challenging, especially when trying
to reconstruct teeth. Teeth possess very challenging appearance properties which makes high quality
reconstructions from photographs difficult [AFSEM14,WBG∗16]. Teeth are in general featureless and
the material properties of teeth cause them to be highly specular (i.e. having the qualities of a mirror)
while exhibiting strong subsurface scattering. Fig. 3.9 shows the appearance of several teeth in pho-
tographs, demonstrating their featureless surface and the occurring specular reflections. Additionally,
almost all photographs which depict the teeth suffer from non-trivial occlusions between any num-
ber of teeth. This further limits the amount of information that can be recovered and complicates the
reconstruction process.

Some approaches have been proposed over the years to tackle the aforementioned problems. In the
following, the different categories of image-based reconstruction approaches for teeth are discussed and
related work by other authors is reviewed. The section concludes with a discussion that summarizes
the state of the art and highlights limitations of existing approaches.

3.2.1. Feature-based methods

Multiview stereo and shape-from-motion techniques which rely on corresponding feature points in
multiple images have not been employed for teeth reconstruction. This can be explained because of the

1True Definition™ Scanner, Midmark Cooperation, https://www.midmark.com/dental/products/
digital-impressions (accessed on 13.10.2021)

2iTero Element Scanner, Align Technologie Inc., https://emea.itero.com (accessed on 13.10.2021)
3TRIOS Scanner, 3Shape A/S, https://www.3shape.com/en/scanners/trios (accessed on 13.10.2021)
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challenging appearance properties of teeth. Their featureless surface combined with specular reflections
and subsurface scattering makes it seemingly impossible to extract sufficient robust feature points on
the surface of the teeth to enable a matching between different views and therefore a reconstruction
of their 3-D coordinates. This leaves only shading and silhouette information as potential sources for
image-based methods to deduce the original shape.

An example of a non-image-based reconstruction method that utilizes feature points was presented
by Zheng et al. [ZLS11]. They proposed a 3-D morphing technique to reconstruct the occlusal surface
of a single tooth. They employ contour extraction via 3-D optimal path searching and feature point
identification using a Snake model to identify matching feature points between a standard tooth model
and the tooth preparation. The standard tooth surface is then deformed using a mapping function
(radial basis function) to define the spatial relations between both teeth and interpolate the missing
surface information.

3.2.2. Shape-from-shading

Other reconstruction techniques do not rely on the detection of specific feature points and instead use
different references. Shape-from-shading techniques utilize the amount of light reflected by the surface
of the object to infer their 3-D shape. Depending on the position of the light source and the orientation
(and properties) of the surface, the amount of light reflected relative to the camera varies. Assuming
the position of the light source and the surface reflectance model are known, the surface geometry can
be estimated.

Abdelrehim et al. [AFSEM14] used a shape-from-shading (SFS) approach for 3-D teeth reconstruc-
tion. They utilized the shading from a single intraoral image with 2D-PCA shape priors (based on
height maps) and an Oren-Nayar-Wolff reflectance model to reconstruct the surface of a tooth crown.
Their approach reconstructs a single tooth from an image containing only that tooth and is applied only
to premolar and molar teeth.

Multi-object reconstruction becomes significantly more difficult due to the presence of occlusions.
In order to deal with such occlusions during the reconstruction process when reconstructing multiple
teeth at once, models which incorporate prior knowledge about the tooth shape (e.g. statistical models)
have also been studied. Farag et al. [FEA∗13] employed statistical shape models to reconstruct the
anterior part (12 teeth) of a dental arch (i.e. the arch of teeth on upper or lower jaw) from a single
colored oral cavity image. They trained statistical models of texture and shape which were used in
their shape-from-shading approach to model the relation between the photometric information and the
underlying 3-D shape. Given an input oral cavity image and a set of anatomical landmark points, dense
correspondences were established to all reference images in their aligned ensemble of oral cavity im-
ages. Based on these correspondences, the spherical harmonic projection (SHP) images which encode
the illumination conditions of the input image were constructed. The inherit relation between SHP
images and corresponding shape was then used to estimate the 3-D shapes of the dental arch using a
partial least squares (PLS) regression model. Mostafa et al. [MEA∗14] used a similar approach but
constructed a combined statistical model which linked the coefficients of the texture model, the shape
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model and the spherical harmonic projection images in order to estimate the 3-D shape of the dental
arch.

3.2.3. Shape-from-silhouettes

Shape-from-silhouette techniques employ the silhouette, or occluding contour, of an object to gain
information on the 3-D shape. The idea behind this technique is that for a given silhouette, the 3-D
object is contained within the volume generated by back-projecting the silhouette according to the
camera parameters of the current viewpoint. By intersecting the volumes generated from multiple
viewpoints, the visual hull [Lau94] – the smallest possible volume containing the object – can be
obtained. As a single silhouette defines the entire back-projected volume for that image, this type of
reconstruction is heavily dependent on accurate contour segmentation in the images [HLB21]. Shape-
from-silhouette approaches typically struggle with objects suffering from self-occlusions. Here, self-
occlusion means that, from certain viewpoints, one part of an object is occluded by another part of the
same object.

Wu et al. [WBG∗16] presented a model-based teeth reconstruction approach using only extraoral
photographs. They created parametric models of the teeth (one for the upper arch and one for the lower
arch) in order to capture (a) the local shape variation of each tooth, (b) the pose variation of the teeth
within the arch and (c) the global position and scaling of the arch. Their model was trained on 86 3-D
scans obtained from high resolution plaster casts. These scans where separated into individual teeth
and transformed into per-tooth meshes by fitting an artistically created tooth template mesh for each of
the four teeth categories (incisor, canine, premolar and molar). The shape and pose of a single tooth τ

in their parametric model Z is given by
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Here, Sc
τ is the average shape of tooth τ, T c

τ is the average pose and Bτ is the shape-subspace that en-
codes the shape variations. The degrees of freedom for fitting the parameterized model are the shape
coefficients aτ as well as rigid transformation parameters Tτ. Additionally, the global parameters affect-
ing teeth are given by the rigid transformation T and anisotropic scaling along all axes Φ. The authors
define three types of teeth boundaries: teeth, gums and lips, but use only teeth and gum boundaries
for the reconstruction process. The boundaries are extracted from the input images using a Boosted
Edge Learning (BEL) algorithm which is improved in robustness by combining it with an edge- and
a smoothed orientation map. The teeth reconstruction is then formulated as a Maximum a Posteriori
(MAP) estimation problem in the unknown model parameters X*, which consists of combined pa-
rameters of their parametric model (cf. Eq. (3.4)). The process alternates between (a) establishing
correspondences between 2-D projection of the 3-D model and the extracted tooth boundaries and (b)
optimizing the model parameters. Finally, they compute the color information of the teeth and incorpo-
rate the gums to produce more compelling results. Their system requires a minimum of eight extraoral
photographs to perform the teeth reconstruction. In addition, a manual initialization is required by
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manually identifying two teeth per dental arch (upper and lower jaw) in each input photograph in case
of an uncalibrated multi-view capture. On an unknown number of test cases, their approach achieves
an average Euclidean error over all non-root vertices across all teeth of 0.86 mm.

In 2019, Han et al. [HLB21] published a comprehensive survey on deep learning techniques used
for image-based 3-D object reconstruction. They reviewed state-of-the-art methods and classified them
into three categories: volumetric, surface-based and point-based techniques. While many different deep
learning approaches exist which offer promising results for 3-D reconstruction from one or more RGB
images, one main conclusion of the survey was that most techniques deal with images that contain
a single object. Multi-object reconstruction in the presence of occlusion is therefore named as one
of the future research directions. The authors state that approaches in this area, in general, rely on
silhouette-based loss functions and, as a result, highly depend on accurate object-level segmentation.

3.2.4. Discussion & Conclusion

Image-based 3-D reconstruction of objects from individual or multiple 2-D images is an ill-posed prob-
lem that has been extensively studied. It is rarely applied in the dental domain due to the fact that teeth
suffer from very challenging appearance properties which makes high quality reconstructions from
photographs difficult. The material properties of teeth cause them to be specular and diffuse while ex-
hibiting strong subsurface scattering [WBG∗16]. As a result, there are almost no usable surface features
available for the teeth which means that some commonly used image-based reconstruction techniques
like multi-view stereo or structure-from-motion cannot be applied. This only leaves techniques utilizing
the shading information or teeth outline (silhouette) as possible options. Since shape-from-shading ap-
proach rely on information about the illumination source and typically one use a single image, the most
promising reconstruction technique for the use with the colored photographs of orthodontic records is
shape-from-silhouette as employed by Wu et al. [WBG∗16]. A limitation of the approach proposed
by these authors is the dependence on user input to number the individual extracted teeth outlines in
order to match the silhouettes between different images. Due to the limited amount of information
available from the five photographs used in this thesis for reconstruction and the non-trivial occlusions
present between teeth, a deformation-based approach that also uses a statistical model to constrain
the reconstructed shapes and provide knowledge about the occluded areas was chosen. In contrast to
previous approaches in this area, this thesis proposes to utilize the routinely collected set of five or-
thodontic documentary photos for reconstruction while other approaches instead relied on larger set of
photographs.
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4. Segmentation & numbering framework

This chapter introduces the general concept proposed for the segmentation and numbering task and
explains its workflow in detail. After this chapter, the reader should have a clear understanding of why
the framework was designed in the proposed way, what the purpose of each step in the workflow is and
how each step is intended to work.

Both goals of this thesis – the teeth segmentation and numbering in panoramic radiographs and
the image-based 3-D teeth reconstruction from five photographs – depend on an accurate and robust
teeth segmentation and numbering in 2-D images. Teeth segmentation refers to the task of finding the
contours of the individual teeth instances within the image while teeth numbering refers to assigning
the correct number (cf. Section 2.2) to each tooth. Both tasks present several challenges which need
to be solved. These include the low image quality and image characteristics of dental radiographs
as well as the challenging appearance properties of teeth in photographs, the variations in the set of
teeth between patients, and the difficulty of distinguishing different teeth for the purpose of numbering.
As discussed during the review of state of the art methods (cf. Section 3.1), the inclusion of domain
specific knowledge in the form of shape information and the spatial relation between individual teeth
is required to tackle these challenges.

Because of that, this thesis proposes to use a model-based framework which combines a dynamically
adapted coupled shape model (CSM) in combination with a neural network. The reasoning behind the
concept is explained in the next section which also introduces the individual steps of the proposed
pipeline. The subsequent sections of this chapter focus on describing the coupled shape model (Sec-
tion 4.2) and explaining the individual pipeline steps in greater detail (Sections 4.3 to 4.5).

4.1. General concept

The general concept of the framework is to utilize a coupled shape model in order to encode the domain
specific knowledge about the teeth shape and their relative location and combine it with the semantic
segmentation performance of neural networks for handling the initialization dependency of CSMs to
perform an accurate object-level teeth segmentation and numbering.

Teeth are made from the hardest material in the human body (tooth enamel) and are therefore not
prone to deformations while having a well known characteristic shape, which makes them well suited
for active shape models (ASM) [CTCG95,MT96] to encode the statistical information about their shape
variation (global shape knowledge). The strength of an active shape model approach is that it prevents
leaking of the segmentation into neighboring structures by imposing constraints on the shape of the seg-
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mentation based on the statistical information extracted from the training data. This helps to handle the
challenges of low image quality, low contrast and intensity variations due to artifacts, restorations and
diseases (cf. Section 1.2.1). Active shape and appearance models are a well established technique to
model the shape variation of structures and have been successfully applied in many different (medical)
approaches like robust and accurate bone segmentation [WM16], liver segmentation in low-contrast
CT volumes [EF17] or prostate ultrasound image segmentation [BJT∗20]. In this work, an improved
version of the ASM, the Probabilistic Active Shape Model [Kir13] is used. It increases the flexibility
of the standard ASM by allowing deformations beyond the shapes observed during training, if these
are sufficiently supported by image information. This should improve the segmentation performance
for previously unseen shape instances.

Additionally, knowledge about the spatial configuration of the teeth is required in order to distinguish
and identify individual teeth. This is mandatory for a numbering of the teeth. In order to incorporate
the spatial information, the statistical knowledge about the relative location of individual teeth can be
included via transformations between individual shape models, which forms a coupled shape model
[TWT∗03] of the teeth. The CSM then encodes both shape variation of all included structures as well
as the change in relative position observed in the training data. The top-down information (domain
knowledge) encoded in the coupled model can then be used in combination with the bottom-up image
information (image features) to guide the segmentation process while constraining the results to valid
teeth shapes and configurations.

Coupled shape models have not been applied for teeth segmentation previously, but are used in other
areas for medical image segmentation. They have been applied for automatic localization of the sentinel
lymph node and additional active nodes on SPECT-CT data [JMDW17], automated bone segmentation
and anatomical landmark localization in Cone-Beam CT [BIV∗19] or risk structure segmentation in
the head & neck area in CT images for radiation therapy planning [JSK∗14]. Using a coupled model
has the added benefit of reducing the required initialization parameters since a single CSM needs to be
initially placed instead of up to 32 individual tooth models. Moreover, since every tooth is still modeled
by an individual shape model, it inherently includes a numbering of the extracted teeth contours.

A disadvantage of approaches using local search algorithms to look for relevant image features –
like active shape models, probabilistic active shape models and also coupled (active) shape models –
is the dependency on a good initial estimate to provide accurate segmentation results [HM09]. A local
search algorithm determines the best matching image feature for every contour point separately. It is
therefore limited to the vicinity around every contour point as larger search areas could move individual
contour points to completely different parts of the images, which would prevent a successful contours
extraction. For this reason, if the model is placed to far from the actual position of the structure(s) in
the image, the local search might fail to detect the proper image features and the segmentation can fail.

A coupled model additionally suffers from the fact that it is positioned onto the image in its mean
configuration. The overlap of individual model items with the relevant image regions can therefore
vary and should be addressed to improve segmentation performance. The presented framework aims
to handle the dependency of coupled shape models on a good initialization by exploiting the semantic
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4.1. General concept

Figure 4.1.: Segmentation and numbering concept. The top part depicts the pipeline steps while the
lower part depicts the offline training. Orange ellipses represent algorithmic processing,
blue rectangles indicate input data and gray rectangles illustrate generated data.

segmentation performance of neural networks in combination with a dynamic adaptation to fit the shape
models to the image.

The study of the related work in Chapter 3 has shown that convolution neural networks can offer good
semantic segmentation performance on dental images. Other methods which only rely on image infor-
mation struggle to achieve results that can be utilized for the initialization process without significant
post-processing. While large amounts of training data are required for networks performing instance-
based segmentation, good semantic segmentation results can already be achieved with relatively small
amounts of data in combination with data augmentation [RFB15]. This framework proposes to exploit
this and to utilize the semantic segmentation performance of encode-decoder networks (specifically
U-Net [RFB15]) as a basis to determine a good initial estimate for the coupled shape model. The addi-
tional challenge in coupled models of sub-optimal initial placement of individual model items will be
handled by dynamic adaptation strategies which aim to ensure a good fit before actively searching for
image features for these items.

In order to combine all the aforementioned aspects and perform the segmentation (and numbering)
of teeth according to the concept, an automatic segmentation pipeline has been devised. This pipeline
consists of the following steps:
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1. Preprocessing (optional): A preprocessing step can be included to improve the quality of the
input image before applying the subsequent steps. This can include preprocessing for computing
the binary mask, for the model adaptation, or both.

2. Binary mask generation: A trained convolutional neural network based on the U-Net archi-
tecture is used to compute a semantic segmentation (binary mask) of the teeth area. This mask
is later utilized for initializing and fitting the CSM. While the architecture of the used network
is designed to work for a variety of different applications, the network weights are application
specific and need to be trained on training data corresponding to the application.

3. Model initialization: The quality of the segmentation result depends on a good initialization of
the CSM onto the input image. Therefore, initialization parameters in terms of position, rotation
and scale are computed from the binary mask extracted in the previous step. Depending on the
configuration of the coupled shape model and the structure of the binary mask, the method for
determining these parameters needs to be adjusted accordingly.

4. Model adaptation: The teeth segmentation and numbering is computed by adapting the coupled
shape model to the image. The adaptation first uses the binary mask to refine the initialized
model before performing the final adaptation in the original image. The performance of the
adaptation process is enhanced by using dynamic adaptation strategies. Instead of fitting all items
immediately to the image, items are dynamically added to the adaptation process to alleviate the
problem of initialization dependency for local search algorithms. A free-form deformation of
the model items at the end of the adaptation process (which is no longer restricted to the learned
configuration space) is possible to enhance the segmentation results. The converged model then
represents the final tooth segmentations with their corresponding numbering given by the coupled
shape model.

Additionally, a onetime offline training step is required in order to train the coupled shape model (A)
and the U-Net network (B) which are utilized during the segmentation and numbering process. The
steps of the segmentation pipeline are depicted in Fig. 4.1.

The pipeline starts with an optional preprocessing step. Depending on the application, it might
be advantageous to enhance the image before applying the neural network, or performing the model
adaptation. This can include noise reduction, contrast enhancement, removal of imaging artifacts and
many more. In this thesis, only the teeth segmentation in colored photographs uses this step. Since this
step is completely application specific, it will not be discussed here further. Instead, more information
can be found in the respective chapter of the thesis (cf. Chapter 6).

The second step of the pipeline is the generation of a binary mask of the relevant structures using a
convolutional neural network. The U-Net architecture – inspired by encoder-decoder techniques and
named after the u-shaped structure of convolutional- and de-convolutional layers – has been widely
applied in medical computing since its presentation in 2015 [RFB15] due to its robust (semantic) seg-
mentation performance in many applications. The generated mask is not only used in the next pipeline
step for providing information to initialize the coupled model onto the image, but is also employed later
during model adaptation. The binary mask generation pipeline step is explained in Section 4.3.
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The third step in the pipeline determines the correct parameters to place the coupled model onto the
input image and is explained in Section 4.4. The coupled shape model is composed of individual active
shape and appearance models which rely on local search algorithms to find image features and therefore
depends on a good initialization onto the input image in terms of position, rotation and scale. These
parameters will be calculated based on the binary mask computed in the previous step. Depending on
the structure of the coupled shape model, the shape of the binary mask and the dynamic adaptation
strategies used in the next step, different methods are used to determine these parameters.

The final step of the pipeline is the adaptation of the coupled shape model to the input image in
order to extract the teeth contours. Starting from the initialized model position, the model is fitted to
the image by an energy minimization technique that balances between the features computed from the
image and the learned shape and spatial configuration. The model is first fitted to the binary mask
before switching to the preprocessed input image. During the adaptation process, dynamic adaptation
strategies are used to control which model items are actively fitted to the image and which ones are
only passively changed through the learned configuration space. This step is explained in Section 4.5:

The presented framework was used and improved over the course of the following scientific publi-
cations [WMW18,WWW18,WLW20,WJN∗21]. Before looking at each pipeline step in greater detail,
the next section will first introduce the coupled shape model.

4.2. Coupled Shape Model

The coupled shape model is a model-based technique that aims to capture the statistical variance in the
relative location of individual structures as well as the shape variance of the individual structures over a
set of training instances. The encoded prior information can then be utilized to reduce the complexity of
the segmentation process by constraining the possible shape and location of the structures in the image.
Within the coupled model, each one of the N individual structures is represented by a deformable model
item and all items are coupled by their spatial relation in terms of translation, rotation and scale.

In the following, the design of model items and the modeling of their spatial relation as well as
the training process of both will be explained. The CSM is partially based on the work of Steger et
al. [SKW12,SJW14] and Jung et al. [JSK∗14, JKW16]. Steger et al. used a 3-D articulated atlas which
employed probability maps to represent an items shape, average intensity maps to model the appearance
and unit transformations for the position with the atlas coordinate system. The 3-D atlas was used to
segment bones in CT images of the head and neck area. Jung et al. extended the concept by adding
3-D deformable items (triangular meshes) which represent the shape as statistical shape models. They
constructed a 3-D coupled shape model consisting of 22 structures and segmented bones and soft tissue
structures in 3-D CT data of the head and neck area.

59



4. Segmentation & numbering framework

Figure 4.2.: First mode of shape variation of a deformable model item of the second molar tooth.

4.2.1. 2-D deformable model items

An individual deformable model item d j (with (1 ≤ j ≤ N)) is designed to capture the shape variation
of an individual tooth over a set of s training shapes and optionally the intensity or color appearance
on each part of the tooth shape. A deformable model item is represented by a statistical shape model
(SSM) with a fixed number of landmark points and is generated using a point distribution model (PDM)
[CTCG92]. A landmark is a point on the contour of a tooth – mostly corresponding to a specific
anatomical feature – that is consistent for every (shape) instance of the training set (cf. Fig. 4.3). It is
assumed that the training shapes are provided as landmark vectors with inherent point correspondences.

The statistical information is then extracted from the s training shapes using principal component
analysis (PCA) by computing eigenvectors em and their respective eigenvalues λm (with λi > λi+1) of
the covariance matrix

S =
1

s−1

s

∑
i=1

(ci − c̄)(ci − c̄)T , (4.1)

where c̄ is the mean shape and ci is the vector containing the coordinates of all landmarks for train-
ing set i. i.e. ci = {x1,y1,x2,y2, . . . ,xL,yL} with L the number of landmark points. To improve the
generalizability of the shape model, only the first n eigenvectors required for capturing 95% of the
shape variance are kept and the remaining ones are discarded. In the context of shape modeling, these
remaining eigenvectors are frequently referred to as modes of variation or simply modes. Using this
approach, every valid shape c̃ can then be approximated by a linear combination of the n principal
modes of variation:

c̃ ≈ c̄+
n

∑
i=1

viei, (4.2)

where vi are the entries of a vector v =
(
v1 v2 ... vn

)
containing the shape coefficients correspond-

ing to the first n principal modes and ei are the respective eigenvectors.

Shape training In order to be able to extract the statistical information about the shape variation
from the training data, it is important to ensure that individual landmark points in all training instances
correspond the same anatomical feature (cf. Fig. 4.3).
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4.2. Coupled Shape Model

Figure 4.3.: Landmark correspondence: Landmark points on the tooth contour need to represent the
same anatomical landmark in order to enable a modeling of the shape variation. Points of
the same color depict the same anatomical landmark on different contours.

It is therefore necessary to explicitly establish the landmark correspondences between the individ-
ual training shapes. This process is known as correspondence problem. This thesis uses a pairwise
method for establishing correspondences which assumes that the correspondence between two individ-
ual shapes of the training set is independent of all other training shapes. Pairwise methods make use of
the transitivity of correspondences. This implies that if a landmark a of training shape s1 corresponds
to landmark b of shape s2, and landmark b corresponds to landmark c on shape s3, then a corresponds
to c as well. It is therefore possible to register all training shapes to a single reference shape in order
to establish the correspondence between the complete training set. A random training shape is cho-
sen as the reference shape and correspondences between landmark points are established based on the
curvature of the contour at the landmark position as well as the distance to the shape’s centroid while
preserving the order of landmark points during optimization [OT09]. The similarity ς of two landmarks
a and b is given by

ς =
√

(αa −αb)2 +(da −db)2, (4.3)

where α is the normalized curvature of a landmark point and d the normalized distance to the centroid.
This measure has been chosen as it provides good correspondences even in more difficult cases like
molar teeth. The centroid information gives stability to the global matching of landmark points while
the curvature improves the local matching. An example of the established correspondences on such a
case is shown in Fig. 4.4.

Moreover, all training instances need to be properly aligned to avoid distortion of the statistical infor-
mation due to external factors like scaling or rotation between individual training instances. To achieve
this, the s training instances are aligned using generalized procrustes analysis [Gow75]. Generalized
procrustes analysis works by superimposing a population of shapes and in doing so minimizes the
squared distance between landmark points of all shapes. It is an iterative process that starts by selecting
an arbitrary shape of the set of training shapes as a reference. Next, all other training shapes are super-
imposed onto the selected reference shape and a mean shape is computed from the set of superimposed
shapes by calculating the average position of each individual landmark point. Afterwards, the mean
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Figure 4.4.: Correspondence example. The lines between the two tooth shapes indicate selected cor-
respondences of landmark points. Both teeth have been scaled to the same size for better
visualization.

shape becomes the new reference shape and the set of training shapes is again superimposed onto the
new reference. This process is repeated until the difference between the old and new reference is below
a certain threshold. The final set of superimposed training shapes is considered to be properly aligned
and used as input to the statistical shape model training.

4.2.2. Spatial relation

Having trained the individual deformable model items, the coupled shape model is then created by
combining the relative pose of each model item in relation to the center of mass of the complete model
with its shape information. Each individual model item d j is parameterized by a vector p j which
consists of m+ n j entries. Here, m are the transformation parameters and n j the number of shape
coefficients (cf. Eq. (4.2)). For a 2-D coupled model the number of transformation parameters per item
is m = 4, 2 for translation and 1 for rotation and isotropic scaling, respectively. The transformations
are expressed by linear combinations of unit transformations using a matrix exponent representation
to generate a unique and linear vector (cf. Steger et al. [SKW12]) to enable a valid PCA later on. By
concatenating the parameter vectors p j of all model items for a training instance k, the configuration
vector fk is generated. Again, PCA is applied to the training configuration matrix F =

(
f1 f2 ... fs

)
to describe the space of all possible configurations over all training instances, which is later used during
the adaptation process. Any possible configuration of the coupled model can then be described by a
vector b as

f̃ = f̄ +A ·b+ r, (4.4)

where f̄ is the mean configuration, r is the residual error and A is the matrix containing all eigenvectors
of the covariance matrix

C =
1

s−1

s

∑
k=1

( fk − f̄ )( fk − f̄ )T . (4.5)
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Figure 4.5.: The spatial relation of individual items of the CSM is modeled via transformations between
the center of gravity (CoG) of the model item and the CoG of the CSM, as depicted on the
left. The construction of the parameter vector of individual model items and the configura-
tion vector of the CSM is summarized on the right.

The final (trained) coupled shape model can then be used for the segmentation and numbering task
as is described in the following sections which outline the individual pipeline steps. In particular, the
coupled model is adapted to the input image in step four (cf. Section 4.5) after being initialized onto
the image.

4.3. Binary mask generation

The first obligatory step of the concept pipeline, after an optional pre-processing step, is the genera-
tion of the binary mask which is utilized for the initialization of the coupled shape model and the initial
adaptation, as is described in the following sections (cf. Section 4.4 and Section 4.5). This concept pro-
poses to use the convincing semantic segmentation performance of encoder-decoder neural networks
for this task. Simpler signal-based methods, like thresholding, feature point detection or estimation
of reference measures, proved ineffective in producing reliable results which could be employed for
the computation of the initialization parameters (scale, rotation, and position) of the coupled model.
The U-Net architecture, proposed by Ronneberger et al. [RFB15] and named after the u-shaped struc-
ture of convolutional- and de-convolutional layers, is modified and utilized here to compute the binary
mask. The advantages of this kind of neural network are its good semantic segmentation performance
in medical image data and that it can be trained with a limited number of training data and still produce
accurate segmentation results. This is achieved by relying on data augmentation to extend the training
set and a specially tuned network architecture.
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The modifications made compared to the original U-Net publication to ensure the desired semantic
segmentation results will be discussed in the next paragraphs and include loss function, hyperparame-
ters and data augmentation.

Loss function An important factor for segmentation performance is the loss function used during
training. The loss function measures the prediction error between the output generated by the net-
work and the supplied training data. It is used to calculate the gradients which influence the internal
weights of the network during the back-propagation process. The original U-Net uses cross entropy
(CE) to measure the training loss between predictions and ground truth training samples. More recent
publications in medical image segmentation suggest to use different loss functions for binary segmenta-
tion [KPIB19], especially in imbalanced data sets where the amount of background area is significantly
different from the foreground area. The Tversky loss [SEG17] has shown promising results in such
cases. It supports a user-defined weighting to set preference to either sensitivity (i.e. reduce the amount
of teeth area which is falsely classified as background) or precision (i.e. reduce the amount of back-
ground that is incorrectly classified as teeth area). The Tversky loss is defined as

τ(α,β) = 1− T P
T P+α∗FP+β∗FN

, (4.6)

where T P is the number of true positives, FN the number of false negatives and FP the number of false
positives when comparing ground truth and prediction in a pixel-wise fashion. A detailed explanation
on T P, FP and FN can be found in Section 5.2 of the thesis. The parameters α and β are used to
specify the weighting between false positives (FP) and false negatives (FN), respectively. Choosing
α > β penalizes FPs more heavily than FNs, which sets the preference to increased precision – most
likely at the cost of a lower sensitivity. In the case of α = β = 0.5, the Tversky loss is equal to the
Dice loss, which is another typical loss function used in binary segmentation for more balanced data
sets. Salehi et al. [SEG17] concluded that α = 0.3 and β = 0.7 gave the best Dice score for a highly
imbalanced data set, Koch et al. [KPIB19] adopted the same setting for their U-Net-based semantic
teeth segmentation in panoramic radiographs but did not perform a separate evaluation. The optimal
values for the presented work will be determined during the experiments of the teeth segmentation in
panoramic radiographs (Chapter 5) and colored photographs (Chapter 6).

Hyperparameters Hyperparameters also have an impact on the performance of a convolutional neu-
ral network and optimal ones can be hard to identify [MOM12]. They can be divided into two types,
the ones that determine the structure of the network (model-hyperparameters) and the ones that control
the training process of the network (algorithm-hyperparameters). Structure-related hyperparameters
are, e.g., the size of the kernel filter, the use (and size) of padding, the number of hidden layers or
the activation functions. Parameters concerting the training of the network, e.g., include the learning
rate, number of training epochs or the batch size. Various different optimization methods have been
proposed for determining the optimal configuration of hyperparameters. Since the U-Net architecture
is utilized here, many structure-related parameters are already predetermined while others, including
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some training-related ones, can be chosen based on the various related works in the field of teeth seg-
mentation with neural networks (cf. Section 3.1.7). It is also worth noting that the main intention of
the semantic segmentation result is to facilitate a robust initialization of the coupled shape model and,
while the best possible semantic segmentation here might help, this step is not depending on it.

The structure-related parameters of the original U-Net are retained with some exceptions. Contrary
to the original U-Net, this thesis uses padded convolutions instead of the original un-padded ones in
order to retain the same image size between input and output. This is required since there might be
teeth in the otherwise cropped regions and the subsequent model initialization depends on extracting
all teeth, e.g. to compute an accurate scale value between input image and coupled model. The network
input size will be adjusted to respect the aspect ratio of the images used in the respective application as
well as any required resizing. Training parameters are chosen with a validation split of 0.25, batch-size
of 8, and dropout of 0.3. The number of training epochs are set as 500 maximum with an early stopping
if the validation loss did not improve within the last 50 epochs. Steps per epoch is set to 500 to achieve
the desired number of training augmentations, as is explained in the next paragraph.

Data augmentation Data augmentation is a technique to (artificially) increase the amount of avail-
able data by adding slightly modified versions of already existing data. Deep neural networks with
a large number of hidden layers also have a large number of trainable parameters. These networks
therefore highly depend on large amounts of training data to achieve good results. The existing data
can be augmented in different ways by applying random transformations to the images. The following
augmentation have been utilized during the training process to increase the number of training images:

• horizontal flipping
• shearing (0.02)
• shifting (horizontal and vertical direction, 20% of image size)
• zoom (30% of image size)

During the training process, random combinations of augmentations are applies to the training data
such that 4000 images are process during each training epoch.

Another option to deal with limited training data is transfer learning in which weights are copied
from an already trained networks to transfer it’s "knowledge" instead of starting the training process
from scratch. However, this technique was not been required in this work as the achieved accuracy is
sufficiently high for the purpose of model initialization.

4.4. CSM initialization

The coupled shape model uses local search methods with a limited capture range to find image fea-
tures for the adaptation process. Therefore, the quality of the segmentation result and the accuracy
of the numbering both depend on a robust and accurate initialization of the model onto the input im-

65



4. Segmentation & numbering framework

age. Initialization refers to ensuring a good overlap between model structures of the mean model and
corresponding anatomical structures in the image.

The challenging part about coupled shape models is that it is very difficult to achieve a good overlap
for all structures in the model. Moreover, any initialization method that tries to maximize the overall
overlap will sacrifice overlap of some structures to compensate for others.

For this reason, this initialization method focuses on maximizing the overlap for selected structures –
referred to in the following as initialization structures – and handling the resulting sub-optimal overlap
of other structures later during the adaptation process with dynamic adaptation strategies. These are
explain in the next section (cf. Section 4.5).

The goal of the CSM initialization is to compute the required initialization parameters, namely scale,
rotation and translation. While translation is computed based on the initialization structures, rotation
and scale will be computed based on the complete model as they provide more stable results. The
computation of the parameters is based on the binary mask generated by the U-Net in the previous step.
The concrete implementation to compute these parameters is application specific. On the one hand,
it depends on the structure of the binary mask and, on the other hand, on the choice of initialization
structures. The concrete solutions will be proposed in the application-related chapters of the thesis.

4.5. CSM adaptation

After the coupled model has been initialized onto the input image in the previous step, it will now
be adapted to the image. Adaptation refers to the process of finding the optimal model configuration
that best matches the teeth in the image. It is an iterative process similar to Expectation Maximization
(EM) that alternates between the search of suitable image features and constraining the model to a valid
configuration based on the configuration space.

The adaptation is performed by minimizing an energy functional E which depends on two sets of
parameters:

• (a) the transformation parameters t describing the global position of the model in terms of trans-
lation and rotation and

• (b) the vector f describing the configuration of the coupled model.
The energy formulation is based on the Probabilistic ASM by M. Kirschner [Kir13]. The model config-
uration contains the encoded spatial location of the model items relative to the model center and shape
coefficients of each individual item (cf. Eq. (4.4)). The functional is given by

E2D( f , t) = Eimage( f , t)+αElocal( f )+βEmodel( f ). (4.7)

The three energy terms Eimage, Elocal and Emodel force the model to adapt to strong image features,
ensure smooth contour boundaries and keep the configuration close to the learned configuration space,
respectively. They will each be introduced in the subsequent paragraphs. The parameters α and β are
empirically determined to balance the individual energy terms.
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The model energy term Emodel restricts the coupled shape model to stay within or close to the learned
configuration space. This is achieved by modeling the probability density of the configurations by an
approximate multivariate Gaussian distribution similar to the approach by Steger et al. [SJW14]. Their
modeling of the probability density function is based on the approach of Moghaddam and Pentland
[MP97]. The model energy is defined as

Emodel( f ) =
k

∑
j=1

b2
j( f )

λ j
+

m− k−1

∑
m−1
i=k+1 λ j

||r( f )||2 (4.8)

where λ j with λ1 ≥ ...≥ λm−1 > 0 are the non-zero eigenvalues of the covariance matrix C computed
during model training (cf. Eq. (4.5)). The first term in the summation of Eq. (4.8) represents the
distance in feature space (DIFS). It is calculated as the Mahalanobis distance (MD) [Mah36] in the
linear subspace spanned by the k first eigenvectors. The second term in the summation denotes the
distance from feature space (DFFS) and estimates the cost of projection to the subspace. The DFFS
ensures that model configurations are not completely restricted to the linear subspace, which increases
the flexibility of the model.

While the model energy Emodel ensures that the model stays close to the learned configuration space,
it only does so in terms of the magnitude of the deviation but not in terms of additional shape variation.
This could potentially result in jagged and therefore implausible segmentation contours. Elocal( f ) is
a local shape energy that serves as a regularization force to ensure smooth boundaries. It penalizes
landmarks that move too far away from their neighbors. The local shape energy is defined as

Elocal( f ) =
N

∑
i=1

E(i)
local( f ) (4.9)

with
E(i)

local( f ) = ∑
∀ j∈L(i)

∑
∀k∈N ( j)

||g( f , i, j)−µ j −g( f , i,k)||2, (4.10)

where L(i) are the landmarks of model item i, N ( j) are the neighbors of landmark j, g( f , i, j) is the
position of landmark j (of model item i) in the current model configuration f and µ j is the mean relative
position of j in relation to its neighbors in the training data.

The term Eimage( f , t) is responsible for drawing the contour of model items in the direction of strong
image features. An intuitive approach to model the image energy is to minimize the sum of weighted
squared distances (WSD) between the current model configuration and the detected feature points in
the image, resulting in

Eimage-wsd( f , t) =
N

∑
i=1

E(i)
image-wsd( f , t) (4.11)

with
E(i)

image-wsd( f , t) = ∑
∀ j∈L(i)

∥∥∥w(i)
j

(
x(i)j ( f , t)− x̂(i)j ( f , t)

)∥∥∥
2
. (4.12)
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Here, w(i)
j ≥ 0 are weights determined by the appearance model describing the quality of the image

feature, x(i)j is the vector of the optimized landmark positions of structure i, and x̂(i)j are the detected
image features. However, this type of image energy is unable to counter the shrinking force caused by
the local shape energy Elocal( f ).

Instead, the Probabilistic ASM uses a different definition of image energy. It penalizes not only the
deviation of the landmark itself but also considers the neighboring landmarks. This aims to compensate
a movement of the landmark due to the local shape energy by moving neighboring landmarks in the
opposite direction. More information on this is available in [Kir13]. The image energy term Eimage( f , t)
is therefore defined as

Eimage( f , t) =
N

∑
i=1

E(i)
image( f , t) (4.13)

with

E(i)
image( f , t) = ∑

∀ j∈L(i)

∥∥∥∥∥w(i)
j

(
x(i)j ( f , t)− x̂(i)j ( f , t)

)
+ ∑

∀k∈N ( j)
w(i)

k

(
x(i)k ( f , t)− x̂(i)k ( f , t)

)∥∥∥∥∥
2

. (4.14)

Here, the first inner term is the difference between the optimized landmarks x(i)j of structure i and the

detected corresponding image features x̂(i)j , while the second inner term is designed to counteract a
shrinking force introduced by the local shape energy.

The optimization process is done using a gradient descent optimizer. The transformation parameters
t are optimized first, and then the configuration and transformation parameters f , t are optimized jointly.
Initially, the model is adapted to the binary mask using gradient features to ensure a good placement
of all teeth. The final adaption is then performed on the input image using appropriate appearance
features (gradient features for dental radiographs and HSV color features for photographs) which, after
convergence, provides the final teeth contours detected in the image.

Local search strategy The optimal image features x̂ which are the driving force behind the model
adaptation are detected using a local search strategy. This search is limited to the vicinity around the
current shape configuration of individual model items. A linear search centered at the landmark points
and oriented in normal direction is performed for each landmark in order to find the best matching fea-
ture. Here, different types of image features, like intensity values, gradient magnitude and/or direction,
or appearance vectors can be used. Fig. 4.6 illustrates the search of best matching features points on a
binary image using gradient magnitude as image features. The strongest image features are therefore
found on the boundaries of the white area.

Dynamic adaptation strategy The iterative process of adapting the coupled shape model – and there-
fore the individual deformable items – to the input image is governed by many different parameters.
These parameters and the individual items they apply to can be modified for different phases of the
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4.5. CSM adaptation

Figure 4.6.: Local feature search: A linear search in normal direction is performed at each landmark
position to determine the best matching image features. In this case, gradient-magnitude
and -direction are used as image features. Red dots indicate the current landmark locations
of the shape model, dark gray lines depict sampled locations inside and outside the shape,
and green dots depict the identified best matching image features.

adaptation process. The individual phases of the adaptation process are referred to as adaptation steps.
The set of adaptation steps defines an adaptation strategy.

The motivation behind this approach is the following: As stated before, the presented coupled shape
model utilizes a local search strategy to find the optimal appearance features for each model item
which requires a good initialization of the coupled model. However, in contrast to single shape models
where a good initialization ensures a close proximity of mean shape model and image features, the
coupled model initialization needs to balance the initialization of all its included model items. Even
good positioning of the mean model’s center can result in large discrepancies between some model
items and their corresponding image features. Fig. 4.7 depicts a good initialization of an individual
molar tooth model versus the initialization of the mean coupled model. It is evident that since the mean
model is initialized according to its center of mass, the teeth close to the center of the model show
good overlap with the input image while the teeth farther away from the center (e.g. molars) might
not match as good. The bigger the variation in relative position between individual items is, the larger
the discrepancy can be when placing the mean model. This could lead to model items being adapted
to the wrong structure in the input image due to incorrect appearance features being found. Instead of
trying to balance the proximity of each model items to its image features, a dynamic adaptation strategy
is used which initially limits the image-driven adaptation to more reliable items before including the
others.

For this reason, the image energy given by Eq. (4.13) is modified to:

Eimage( f , t, p) =
N

∑
i=1

wi(p)E(i)
image( f , t), (4.15)
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a) b) c)

Figure 4.7.: Comparison of ASM and CSM initialization: (a) theoretically optimal initialization of
single molar tooth ASM, (b) optimal initialization of CSM based on CoG (green box), (c)
initial molar tooth position resulting from CSM initialization (cyan box in center picture).
It is evident that the position of the molar tooth model resulting from the CSM initialization
is sub-optimal compared to the single ASM.

where p is a parameter describing the progress of the adaptation process and wi(p)∈ {0,1} are element
weights depending on the adaptation progress. Initially, only the weights of the reliable model items,
i.e. items which are expected to have close proximity to their image features after in initialization
process, are set to one while all others are set to zero. Model items which are not adapted during
an adaptation step are only changed passively through the learned (spatial) configuration. During the
adaptation process, additional items will be added dynamically via individual adaptation steps until all
items are actively adapted and Eq. (4.15) becomes equal to Eq. (4.13).

By adapting the initially unreliable items at a later time, they have already been (passively) moved
closer to their correct position and more reliable image features will be found once they are actively
adapted.

Additionally, each adaptation step allows to modify the adaptation parameters like the weights used
to balance the energy terms in Eq. (4.7) and number of iterations, the parameters for the local search
like search radius, or parameters related to the appearance features.

The dynamic adaptation strategy is manually designed and fine-tuned for each application scenario
to ensure an optimal adaptation process.

4.6. Conclusion

This chapter introduced the general concept for the segmentation and numbering task. It utilizes a
coupled shape model to encode the domain-specific knowledge about the shape variation of individual
model items together with information about their spatial relation. This top-down information is ex-
ploited during the adaptation process which fits the model to the input image. By using dynamic adap-
tation strategies and optimizing an energy-functional that balances the encoded top-down information
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and the bottom-up gradient image features retrieved by a local search algorithm, the teeth contours can
be extracted from the image. The model-based approach helps to handle the associated challenges like
low image quality, image characteristics of dental radiographs as well as the challenging appearance
properties of teeth in photographs. It also inherently provides the tooth numbering corresponding to
the extracted contours. The initialization dependency of local search-based approaches is tackled using
a convolutional neural network. The network generates a binary mask of the teeth area which is then
used to place the coupled model onto the input image. The binary mask is utilized during parts of the
adaptation process as well to restrict the image feature search.

This concept was designed in order to provide an accurate and robust teeth segmentation and number-
ing in 2-D images which is required for both goals of this thesis – the teeth segmentation and numbering
in panoramic radiographs, and the automated silhouette-based 3-D reconstruction of teeth from pho-
tographs. The application of the presented concept for these task is covered in the next two chapters.
Chapter 5 contains the teeth segmentation and numbering in panoramic radiographs and Chapter 6 the
3-D teeth reconstruction from five photographs.
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5. Teeth segmentation & numbering in panoramic
radiographs

This chapter presents the application of the segmentation and numbering concept explained in the
previous chapter for the first research question of this thesis – the fully-automatic segmentation and
numbering of teeth in dental panoramic radiographs. It is the first approach for teeth segmentation (and
numbering) to explicitly model shape knowledge as well as knowledge about the spatial relation of
teeth. The goal of this chapter is to show that the integration of domain knowledge about teeth shapes
and their spatial relation can handle the technical challenges, like image quality and characteristics of
panoramic images or variations in the set of teeth, involved in this task. To this end, the performance
of the proposed approach is evaluated on two different data sets.

The workflow of the teeth segmentation and numbering in panoramic radiographs follows the work-
flow of the proposed concept (cf. Chapter 4) and is depicted in Fig. 5.1. No pre-processing is performed
on the input images – the zoomed-in images contained in the workflow figure are just for illustrative
purposes, internally the complete image is used during processing.

In the offline training phase, a coupled shape model containing 28 teeth is created and trained for
each data set (Fig. 5.1 B). Similarly, U-Net networks are trained for semantic segmentation of the
same 28 teeth (Fig. 5.1 A). The four teeth which are not included are the wisdom teeth. The fact that
many people are missing some or all of their wisdom teeth would significantly reduce the amount of
available training data as model training requires training instances that include all structures included
in the model. Moreover, the variation in the presence of the wisdom teeth would also increase the
difficulty for model initialization.

The segmentation and numbering is then performed according to the proposed pipeline of the seg-
mentation and numbering workflow. The trained U-Net network is used to extract a binary mask of
the teeth area (without wisdom teeth). This mask is employed in the model initialization step to com-
pute the initialization parameters in terms of position, rotation and scale for the coupled shape model
to maximize the overlap of the initialization structures. Afterwards, the initialized coupled model is
adapted to the input image using custom dynamic adaptation strategies which gradually extend the set
of actively adapted structures while utilizing gradient image features. The model adaptation step uti-
lizes both the binary mask computed by the U-Net and the input image for different adaptation steps.
The final teeth contours and their numbering are then provided by the converged coupled shape model.

Throughout this chapter, the performance of the individual pipeline steps will be discussed directly in
the respective section. Therefore, the data sets and evaluation metrics are introduced at the beginning of
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5. Teeth segmentation & numbering in panoramic radiographs

Figure 5.1.: Teeth segmentation and numbering workflow for panoramic radiographs. The required U-
Net network (A) and CSM model (B) will be trained in an offline training phase based on
manually annotated training data. The (online) pipeline then utilizes these to compute the
teeth segmentation and numbering for an unseen input image (top half).

the chapter. The evaluation of the final segmentation and numbering will be done in a separate section
followed by a separate discussion section.

The structure of this chapter is as follows. Section 5.1 introduces and discusses the data set used
for the training and evaluation for the approach and recaps the challenges involved with panoramic
radiographs. The metrics used for performance measurements are then explained in Section 5.2. The
offline (training) phase of the workflow is discussed thereafter. Section 5.3 describes the design and
training of the coupled shape model used for this approach. Section 5.4 covers the training of the U-Net
network and the estimation of optimal values for selected hyperparameters. Then, the implementation
of individual pipeline steps for the approach are introduced. Section 5.5 handles the first pipeline
step, the binary mask generation. Section 5.5 explains the implementation of the second pipeline
step, the computation of the initialization parameters for the coupled model from the binary mask.
Section 5.6 presents the final pipeline step, the model adaptation including the dynamic adaptation
strategies. Section 5.7 describes the experiments and results of the presented approach for the two data
sets used for evaluation. The chapter concludes with a discussion of the approach and its results in
Section 5.8 and a final conclusion in Section 5.9.
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5.1. Data

This chapter is partially based on the publications entitled "Automatic Teeth Segmentation in Panoramic
X-Ray Images Using a Coupled Shape Model in Combination with a Neural Network" [WMW18]
and "Automatic Teeth Segmentation in Cephalometric X-Ray Images Using a Coupled Shape Model"
[WWW18].

5.1. Data

Throughout this chapter, the proposed segmentation and numbering approach is trained with and eval-
uated on two different data sets. The approach was originally designed and developed on data set 1, but
has been updated for the only recently available, much larger data set 2.

Data set 1 This set is a small in-house data set consisting of only 24 panoramic radiographic images.
It is used to train and evaluate the approach for the case of limited training data - which was one of
the criteria for the design of the framework. The set includes images of a variety of cases with several
difficulties like missing or broken teeth, artificial teeth, fillings and bridges. It also covers patients that
have all, none or only some wisdom teeth. A more detailed description of the included images via
a separation into eight categories is available in Table 5.1. The individual image categories will be
discussed in more detail in a separate paragraph later in this section. The set was randomly divided into
a training set containing 12 images and a test set containing the remaining 12 images. Gold-standard
segmentations and numberings of all teeth were manually created for all images. All images have a
resolution of 2440x1280 pixels.

Data set 2 The second data set is the DNS Panoramic Images data set1 published by Silva et al.
[SPOP20]. The set consists of 543 panoramic radiographs with tooth-wise ground truth segmentation
and corresponding label. The authors divided the data into a training set of 432 images and a test
set consisting of the remaining 111 images. The same separation is used in this thesis. All images
in this set have a resolution of 1991x1127 pixels. This data set is a subset selected from the UFBA-
UESC Dental Images data set published by Silva et al. [SOP18] in 2018. The original data set is
comprised of 1500 panoramic radiographs which were categorized into ten groups based on certain
criteria like presence of all teeth, presence of restorations, etc. This data set has been used in a number
of publications already [KPIB19, ZLG∗20, CZL∗21]. However, the annotations included with this set
were binary masks with a pixel-wise classification as teeth or non-teeth. Such annotations are only
suitable for training and evaluation of semantic segmentation approaches. The new DNS (Detection,
Numbering, and Segmentation) Panoramic Images data set was selected from eight of the original ten
categories and enhanced by separating the binary mask into tooth-wise segmentations and adding the
corresponding tooth number.

1https://github.com/IvisionLab/dns-panoramic-images
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5.1. Data

Figure 5.2.: Image categories for panoramic radiographs. The top row shows the categories containing
all 32 teeth with/without restoration/dental appliance (left to right: both, restorations, ap-
pliance, none). Bottom row shows the corresponding categories with less than 32 teeth.

Image categories The image categories used in this thesis are based on the categories used by Silva
et al. [SOP18] for their UFBA-UESC and DNS data sets and will be described in the following. The
images of our in-house data set have also been categorized according to this scheme. An overview of the
eight categories is given in Table 5.1 which also lists the amount of images in each category – separated
by test and training set for each of the two data sets. The category numbers relates to the numbering
used in the original publication of the UFBA-UESC data set [SOP18]. Categories 5 and 6 of this data
have been omitted by Silva et al. for their DNS data set. These categories includes images with dental
implants and image depicting more than 32 teeth – both cases are considered to be beyond the current
scope of the tooth numbering task. The categories 1 through 4 cover images which contain all 32
teeth, images where this is not the case are included in the categories 7 through 10. Exemplary images
for each category are depicted in Fig. 5.2. Each group of four categories then distinguishes between
different combinations regarding the presence or absence of restorations and dental appliance. The term
restorations refers in this context to fillings, inlays, bridges, or artificial teeth. Categories 2 and 8 cover
such images and some restorations can be seen in the corresponding exemplary images (cf. Fig. 5.2).
Dental appliance indicates the use of metal-wired braces (cf. Fig. 1.5). Images containing these are
included in categories 3 and 9, exemplary images are again shown in Fig. 5.2. Of the remaining
categories, 1 and 7 include images which show both restorations and dental appliance while images
containing neither of both are put in categories 4 and 10.

Category 4 can be considered the easiest one as the images contains all teeth and no artifacts. How-
ever, these images still suffer from low image quality, low contrast and variations in the teeth’s shape,
orientation and position in between patients. Category 10 also does not include artifacts, but missing
teeth already significantly increase the difficulty of matching the correct tooth model to the correspond-
ing tooth in the image, i.e segment and number the present teeth correctly. Additionally, missing teeth
increase the challenge for the automatic initialization of the coupled shape model. The difficulty in-
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5. Teeth segmentation & numbering in panoramic radiographs

creases further for the other categories because of the presence of image artifacts caused by restorations
and/or dental appliances. Category 7 can therefore be considered the most difficult category.

5.2. Metrics

The segmentation and numbering performance is evaluated using the metrics introduced in this section.
In case of 2-D image segmentation, common evaluation metrics are based on the confusion matrix
[MBP∗21, WWZ20]. Any segmentation problem can also be interpreted as a (binary) classification
problem of assigning the correct class label of either ’object’ (or ’foreground’) or ’background’ to
every pixel in the image. The confusion matrix is used to accumulate the results for the different
prediction categories which are computed by comparing the predicted label to the true (ground truth)
label. The result of this comparison can be one out of four categories:

• True Positive (TP): the pixel was correctly classified as ’object’, i.e. predicted and true label are
both ’object’,

• True Negative (TN): the pixel was correctly classified as ’background’, i.e. predicted and true
label are both ’background’,

• False Positive (FP): the pixel was falsely classified as ’object’, i.e. predicted label is ’object’ but
true label is ’background’,

• False Negative (FN): the pixel was falsely classified as ’background’, i.e. predicted label is
’background’ but true label is ’object’.

By counting all occurrences of the four categories and denoting them in matrix form, the confusion
matrix is generated. Using these four categories of prediction results, several well known metrics can
be defined to provide useful information about the segmentation performance. Fig. 5.3 depicts a visual
representation of the confusion matrix and its connection to the metrics used for evaluation which will
be explained in the following.

The Accuracy of the segmentation is described by the number of correct predictions over the number
of total predictions. It is calculated as

accuracy =
T P+T N

T P+FN +FP+T N
. (5.1)

While Accuracy might be the most intuitive metric to measure the performance, it is very problematic
in cases with a high class imbalance. Class imbalance refers to the problem that the number of ’object’
and ’background’ pixels might be vastly different. Therefore, predictions for one class are more likely
to occur compared to the other which can greatly affect the reliability of the Accuracy measure. For
example, imagine a small object that only accounts for approximately 5% of the pixels in an image.
Classifying the complete image as ’background’ will result in an accuracy of 95% even though no
object is actually segmented. For this reason, multiple metrics or combinations of metrics are typically
provided to enable an accurate assessment of the segmentation performance.
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Figure 5.3.: The confusion matrix (left) and the utilization of its four classes for different performance
metrics (right). The colored boxes in the metric formulas correspond to the individual
classes of the confusion matrix with the same color.

Recall, also known as Sensitivity, expresses the ability of the approach to capture all occurrences
of the ’object’ within the image in the segmentation result. In other words, an approach with a high
recall/sensitivity reduces the number of pixels which are incorrectly classified as ’background’ and
therefore increases the confidence of the ’background’ predictions. Recall is defined as

recall =
T P

T P+FN
. (5.2)

Specificity describes the same concept but focuses on the ’background’ instead. Similarly, ap-
proaches with high Specificity increase the confidence of the ’object’ predictions. It is defined as
the portion of background predictions which are correctly labeled:

speci f icity =
T N

T N +FP
. (5.3)

The Precision of an approach describes how reliable the predictions for the ’object’ class made by
the approach are. It is defined as the ratio of correct object prediction over all objects predictions:

precision =
T P

T P+FP
. (5.4)

Precision and Recall are generally considered to be a trade-off. Increasing the precision value typi-
cally means only assigning the ’object’ label to pixels with a high confidence. This reduces the overall
number of pixels which are classified as ’object’ but typically removes more false positive predictions
than true positive predictions, resulting in an increased precision. On the other hand, more pixels are
then falsely classified as ’background’ (i.e. true positive with a low confidence will be converted to
false negatives) leading to a reduced recall value. For this reason, the harmonic mean of precision and
recall is therefore commonly used as a measure to assess the performance of a segmentation method.
This harmonic mean of precision and recall is referred to as the F1 score and is calculated as follows,

F1 score = 2∗ recall ∗ precision
recall + precision

=
2∗T P

2∗T P+FP+FN
. (5.5)
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In case of binary data, the F1 score is equal to the dice coefficient which is another typical segmentation
performance measure mainly used in 3-D (cf. Section 6.3.2):

DSC =
2 |X ∩Y |
|X |+ |Y |

. (5.6)

The metrics accuracy, specificity, precision, recall and F1 score will be used in the following sections
to assess the performance of the proposed segmentation and numbering approach on the two data sets
by comparing the generated tooth-specific segments with their ground truth. Metrics for a single test
instance are calculated by averaging the results for all teeth of that instance. Average results for multiple
test instances are given by the arithmetic mean of all individual teeth results of these instances (to put
the same weight on each tooth in case instances are not containing all 28 teeth). Standard deviation from
the mean over the population of tooth results is provided as an additional performance information.

The numbering aspect of the proposed method can also be interpreted as an object detection problem.
Object detection (in contrast to object segmentation) normally focuses on localizing the object within
the image by means of a bounding box, instead of a pixel-wise classification. In order to determine
the validity of a detection, the overlap between ground truth bounding box G and predicted bounding
box P is typically used [PNdS20]. This overlap is measured by the Intersection over Union (IoU), also
known as Jaccard Index [Jac01]:

IoU(G,P) =
|P∩G|
|P∪G|

. (5.7)

The IoU ranges from 0.0 to 1.0, and a threshold α is used to distinguish a valid detection (α >
IoU(G,P)) from an invalid one (α ≤ IoU(G,P)). The value of the threshold is chosen based on the
application, typically 0.5. A higher threshold demands a more precise localization of the object. Since
segmentation and numbering are closely connected in this approach, a similar approach to Hatiharan el
al. [HAGM14] is used. The computation of the IoU is done based on the pixel-wise classifications (con-
fusion matrix) instead of using the bounding box around the segmented object. The IoU is therefore
given by

IoU =
T P

T P+FN +FP
. (5.8)

The ratio of correct detection will be provided for thresholds of IoU > 0.5, IoU > 0.7 and IoU > 0.9.

5.3. Coupled shape models

A coupled shape model – as introduced in Section 4.2 – is used to capture the shape variation and spatial
relations of the individual teeth in dental panoramic radiographs. The coupled model used for the task
of teeth segmentation and numbering consists of N = 28 deformable model items representing 28 of
the total 32 teeth. The included teeth are illustrated in Fig. 5.4. In the image, the number of each tooth
corresponds to the FDI notation system and each color indicates a different type of tooth (i.e. central
incisor or first molar). The same color scheme is used throughout this chapter whenever the model

80



5.3. Coupled shape models

Figure 5.4.: Teeth included in the coupled shape model for panoramic radiographs. Each tooth is rep-
resented by a statistical shape model within the coupled model. The number refers to the
FDI notation system and the each color indicates a different tooth type, like central incisor
(green) or second molar (red).

is depicted. Wisdom teeth have been omitted from the model due to the implications their inclusion
would have on model training and initialization. The training process for the coupled model requires
the training data to contain all structures included in the coupled model in order to extract the statistical
information about the spatial relation and generate the model configurations (cf. Section 4.2.2). Due
to the fact that many people are missing some or all of their wisdom teeth, this would greatly reduce
the amount of available training data. Moreover, the much larger variation in the shape and orientation
of wisdom teeth compared to other teeth would demand additional training data to cover the space of
possible variations.

Offline training To capture the shape variation, the contour of an individual tooth is represented by
L = 100 landmark points and denoted as vector c = (x1,y1, . . . ,x100,y100). The shape training for each
model item is performed as described in the previous chapter (cf. Section 4.2) by first establishing
landmark correspondences between all training instances based on curvature and centroid-distance.
Then, all instances are aligned using generalized procrustes analysis to remove any shape variation
related to scale, rotation or translation. Finally, the statistical information is extracted using Principal
Component Analysis to generate the SSM. The coupled model is then trained by capturing the spatial
relations between model items, combining the spatial and shape information of all model items and
performing PCA on the model configuration vectors.

Any possible model configuration of the teeth in panoramic radiographs can then be described by a
vector b as

f̃ ≈ f̄ +A ·b, (5.9)
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where f̄ is the mean configuration and A is the matrix containing all eigenvectors of the covariance
matrix of all possible configurations (cf. Eq. (4.4)). For more details see Section 4.2.2.

The coupled shape model has been trained on two different data sets of largely different size. The
coupled model for data set 1 has been trained on the 12 images in the training set while the model
for data set 2 has been trained on the 432 training images of that set. Training images of data set 2
which did not contain all the required 28 teeth have only been used for training the shape models of the
individual model items but not for spatial relations.

Fig. 5.5 depicts the first two modes of variation for both models. As a reminder, the modes of
variation refer to the principal components (eigenvectors) of the underlying shape space describing
shape variance in descending order (cf. Section 4.2.1). Due to the larger amount of training data in
data set 2, the teeth shapes in the second model are more smooth as fine details have been averaged out
and are hidden behind the much larger amount of modes of variation. The larger amount of modes also
results in smaller changes for individual modes as the statistical information is more evenly distributed,
i.e. the space of possible configurations is more densely populated because of the larger sample size.
The difference in overlap between neighboring structures is mostly related to a different approach to
labeling of the gold standard segmentation in both data sets. While the annotations in data set 2 do not
overlap at all (i.e. in case of overlapping teeth contours in the image, one tooth takes preference and
effectively occludes the other tooth), the annotations of data set 1 include overlaps if these are visible
in the image.

5.4. U-Net & binary mask generation

The extraction of the binary mask of the teeth area (i.e. semantic teeth segmentation) for the first
step of the online pipeline is performed by the convolutional neural network architecture (modified
U-Net) introduced in Section 4.3. The networks used for this application (one for each data set) are
trained during the offline training phase based on the respective training data. Since the networks only
perform semantic segmentation, the tooth-based gold-standard annotations for each training instance
are combined into a single semantic segmentation mask which classifies pixels as either tooth or non-
tooth but excludes wisdom teeth. The workflow illustration (Fig. 5.1) depicts the (colorized) teeth
instance-based training data on the lower right and the combined binary training data on the lower left.

Offline training The input size of the network has been chosen as half of the original image size
while maintaining the original aspect ratio, resulting in an input size of 992x560 pixels. This provided
the best compromise between image resolution and memory requirement during training. Input images
therefore need to be down-sampled for the extraction of the binary mask, while the computed binary
masks are up-sampled to the original resolution for model initialization and adaptation.

Some network and training parameters are chosen based on prior experience as mentioned in the
concept. Particularly, 500 epochs with early stopping, 500 steps per epoch, a batch-size of 8, validation
split of 0.25, and dropout of 0.3. Image augmentation is applied to increase the number images the
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CSM - data set 1

CSM - data set 2

Figure 5.5.: Top: First two modes of variation for the coupled model from data set 1 (12 training
images), Bottom: First two modes of variation for the coupled model from data set 2
(432 training images).
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Table 5.2.: U-Net training parameter optimization. The table shows different training parameter con-
figurations and the resulting F1 score on the test and validation data of data set 2. The
configuration with the highest test score was kept. This configuration was then also used to
train a second network on data set 1.

model parameter training parameter best F1 score F1 score

width height filters loss: α loss: β learning rate epoch validation test

992 560 64 0.4 0.6 0.001 48 0.954 0.923
992 560 32 0.4 0.6 0.001 40 0.902 0.922
992 560 32 0.3 0.7 0.001 95 0.907 0.922
992 560 64 0.3 0.7 0.001 32 0.950 0.921
992 560 32 0.3 0.7 0.010 127 0.900 0.920
992 560 32 0.7 0.3 0.001 75 0.902 0.915
992 560 64 0.5 0.5 0.001 40 0.955 0.913
992 560 32 0.7 0.3 0.010 53 0.902 0.913

network is trained on in each epoch to 4000. These parameters were not optimized because the given
set of parameters already provided results sufficient for model initialization and initial adaptation.

Other parameters, like learning rate or loss parameters, are evaluated to determine the best configura-
tion since they have a larger impact on segmentation performance. The evaluation is performed on the
larger data set (data set 2) by repeating the training process for different parameters configurations and
evaluating the performance on the separate test set. The training was conducted on a GPU-cluster with
2 x 16 core Intel Xeon Gold 6130s, 260GB of random-access memory and 8 x Nvidia GeForce RTX
2080 Ti GPUs with 11GiB graphics memory each. The results of these tests are presented in Table 5.2.
A Tversky loss with parameters α = 0.4 and β = 0.6 works best to counter the imbalance between
foreground and background area and provides the best F1 score on the test set. A lower learning rate
of 0.001 compared to 0.01 also slightly improves the network predictions but has less impact than the
loss function. Using double the amount of filters throughout the network significantly increases the F1
score on the validation set but has only a small impact on the test score. This seems to indicate that
the increase in network parameters allows the network to be more specialized towards the validation
set without gaining any generalization performance. Typically, dropout during training should be in-
creased in these scenarios to reduce the bias towards the validation set. For this scenario, however, the
achieved results were considered robust and accurate enough for the intended task.

Binary mask generation The best performing parameter configuration with a test F1 score of 0.9228
was chosen and also used for the smaller data set (data set 1). Here, a test F1 score of 0.8967 was
achieved with a network trained on this data set’s 12 training images using the same configuration.
Table 5.3 lists more detailed performance measures for each data set.
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Table 5.3.: Semantic segmentation performance of the two U-Net networks trained with the optimal pa-
rameter configuration on their respective data set. The table shows the chosen performance
metrics together with their standard deviation.

Precision Recall Accuracy Specificity F1 score

U-Net 1 (data set 1) 0.891±0.040 0.904±0.034 0.974±0.007 0.984±0.008 0.897±0.024

U-Net 2 (data set 2) 0.938±0.041 0.912±0.060 0.971±0.011 0.986±0.035 0.923±0.035

The achieved semantic segmentation results with a F1 score of 0.8967 and 0.9228, for data set 1 and
2 respectively, are accurate and robust enough to enable a good initialization and initial adaption of the
coupled shape model. Both networks also manage to correctly omit the wisdom teeth from the binary
segmentation mask in the vast majority of cases. Therefore, present wisdom teeth should not greatly
negatively impact the model initialization process. Fig. 5.6 shows some panoramic images and their
corresponding computed binary mask from both data sets. The first row depicts the aforementioned
successful exclusion of wisdom teeth from the binary mask that present in the panoramic image. The
second and third row show the best and worst result (in terms of F1 score) for each data set.

Closer inspection of the worst result for data set 2 reveals that the provided gold standard annotation
for this case is very inaccurate. In fact, the semantic segmentation generated by the trained U-Net
delineates the actual teeth boundary better than the gold standard annotation. The inaccurate gold
standard annotation in data set 2 seem to be limited to image category 7. Results for this category are
therefore reported worse than they actually are.
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Figure 5.6.: Semantic teeth segmentation results from both data sets. The results are each depicted as a
green overlay on the original image and as the computed binary mask with a blue overlay
of the ground truth annotation. The first column shows the best result for each data set
and the second column the worst result (based on F1 score). The third column contains
examples of segmentation results with correctly omitted wisdom teeth.
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5.5. Model initialization

After computing the binary mask of the teeth area (excluding wisdom teeth), the trained coupled shape
model needs to be placed onto the input image. For this, the binary mask is utilized to compute the
initialization parameters in terms of position, rotation and scale. This initialization process is explained
in this section. As explained in the concept chapter (cf. Section 4.4), the initialization focuses on
correctly placing selected structures of the coupled model – initialization structures – rather than trying
to maximize the mean overlap of all structures. In case of panoramic radiographs, the four central
incisors are the most natural choice as initialization structures. Due to the symmetric structure of the
teeth area, these teeth are typically located close to the center of gravity (CoG) of the teeth area with
upper and lower jaw being more or less aligned, which allows for an easier estimation of their initial
position. In contrast, selecting the outer molar teeth for initialization would require the estimation of
four positions as upper and lower molars are less often aligned while the two pairs are also at opposite
ends of the teeth area. Variations in their positions will also make it more difficult to achieve good
overlap between the coupled model in its mean configuration and all four molar teeth.

The initialization parameters for the model position therefore require the extraction of the center
point between all four central incisors. The scale parameter aims ensure a similar size between the teeth
area in the image and the coupled model, while the rotation parameter ensures a similar orientation.

For the reference position, instead of simply computing the center of mass of the binary teeth area,
which can be easily affected by missing or broken teeth and unusual teeth configurations, the x- and y-
coordinates are computed separately. The x-coordinate is calculated as follows, which is also illustrated
in Fig. 5.7). First, an axis-aligned bounding box around the teeth area in the binary mask is computed
– depicted by the cyan box. Next, an inverted mask is generated by flipping all pixel values withing the
bounding box region. Then, the center of gravity of the foreground (white) pixels in both the normal
and the inverted bounding box region is calculated. The final x-coordinate is given by the average of
the x-coordinates of both CoGs. The reason behind this approach is that missing teeth can shift the
CoG more towards the opposite side. By also considering the inverse mask, this shift can be offset and
more robust results are achieved.

The y-coordinate is determined using a horizontal projection to identify the location of the gap valley
between upper and lower jaw. A small region of interest at the center of the image is defined and shifted
down by about 10% of the image height. This decision is motivated by the fixed setup that is used to
capture panoramic radiographs. It results in limited variance of the vertical position of the teeth in the
image. The chosen size of the region of interest was determined empirically. Within this region, the
horizontal projection is applied and the minimum in the resulting histogram defines the location of the
separation line between upper and lower jaw (cf. Fig. 5.7), which is used as the y-coordinate.

The scale value is initially approximated by the ratio between the size of the bounding box of the
binary mask and the bounding box of the mean model. This value is then refined by placing the model
according to the previously computed position and maximizing the overlap between mask and model.
The rotation of the coupled shape model was left unchanged as the symmetric structure of the dental
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Figure 5.7.: Calculation of reference position for model initialization. First, the bounding box (cyan)
of the teeth area is computed and the region of interest (red) for the horizontal projection
is positioned relative to the image center (indicated by the intersection of the green lines).
Afterwards, x- and y-coordinate are calculated. The final reference position is shown in
the right picture.

arches did not require any adjustment. Having computed all initialization values, the coupled model
can be placed onto the input.

5.5.1. Evaluation & discussion

The performance of the automatic model initialization was evaluated to determine if the model was
positioned and scaled correctly. The difficulty for such an evaluation is that there is no ground truth of
the "optimal" initialization for a given image available. Instead, a subspace of parameter combinations
will result in a valid adaptation. While some combinations will result in better adaptation results, these
results are both affected by the initialization as well as the adaptation process, i.e. the design of the
adaptation strategy and the parameters of the individual adaptation steps. A more precise initializa-
tion allows for a more fine-tuned adaptation process and therefore better adaptation results. However,
achieving higher precision requires more specialized methods which increases the risk of a failed ini-
tialization on more difficult cases. The goal is to find an approach that generalizes well while still being
as precise as possible. Generally speaking, model initialization can be considered successful, if the in-
cisor model items are adapted to the corresponding image structure during the first model initialization
step. Consequently, it was considered unsuccessful if the incisor model item were adapted to incorrect
structures. The scale value was considered correct, if the distance between left and right molar teeth is
approximately the same between the mean CSM and the teeth in the image.

Fig. 5.8 depicts examples for three correctly and three incorrectly initialized coupled shape models.
Each image shows the position and scale of the mean CSM after the initialization process. The green
landmark points (tooth outlines) correspond to the incisor teeth (cf. Fig. 5.4) and the red overlay
displays the ground truth segmentations of the incisor teeth in the image. For a better visualization,
the failed cases also include a picture of the CSM drawn onto the binary mask. These cases will be
discussed in more detail in the following paragraphs.
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Figure 5.8.: Model initialization results. The top row depicts the coupled shape model after successful
initializations. The bottom cases depict failed initializations illustrated on both the original
image and the binary mask (semantic teeth segmentation). The incisor teeth are highlighted
in all images as red overlays since initializing the model aims to maximize the overlap
between these teeth and the corresponding model items (green outlines).

Overall, visually inspecting all test instances manually revealed that initialization was successful for
11 of 12 instances (92%) in data set 1 and 103 of 111 (92%) in data set 2. The different parameters of
the initialization will be discussed in detail in the following.

Horizontal position A correct initialization of the coupled model in horizontal direction requires that
neither maxillary nor mandibular incisors are offset by more than roughly half an incisors teeth width in
either direction. A greater offset will cause them to be adapted to the neighboring tooth instead, leading
to a failed adaptation. Since the mandibular incisors have a smaller width compared to the maxillary
ones, they are typically defining the possible tolerance in the horizontal offset. Fig. 5.9 depicts two
(manual) initializations on the same image with slightly different horizontal offsets to the left (from an
ideal position). While the mandibular incisors in the left example (green box) will be adapted to the
correct structures in the image (thin red outline), the incisors in right example (red box) are offset too
much to the left and will result in an incorrect adaptation. The results after adaptation are displayed next
to the initialization examples, indicated by the green (successful) and red (failed) arrows, respectively.
Because the width of the mandibular incisors is rather small, the initialization is relatively dependent
on the good estimate of the x-coordinate.
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Figure 5.9.: The figure illustrates the amount of deviation in horizontal direction that the coupled model
is able to handle after model initialization. The two pictures in the middle show two manual
initializations with different offsets to the left (from an ideal position). While the left one
results in a successful adaptation of the incisor teeth (model items in green, ground truth in
red), the right one fails.

A limitation are cases where upper and lower incisor are not aligned, i.e. the lower incisor are
significantly offset (more than a teeth width) in horizontal direction compared to the upper incisors.
As the CSM is positioned in its mean configuration (with upper and lower incisors aligned), it will be
impossible to find a position in which all incisor are correctly adapted to their corresponding image
structure. This scenario occurred in three out of the 111 test cases – even trying to manually initialize
the CSM resulted in a failed adaptation for these cases. Fig. 5.8c) depicts such a case where the
red overlays depict the ground truth segmentations of the incisor teeth. A successful initialization
would only be possible, if the presence and direction of the offset would be known beforehand and the
configuration of the CSM could be adjusted to account for that. Other options would be to use two
separate models for upper and lower jaw, which would require a different initialization approach.

Missing teeth can also impact the accuracy of the initialization. While a small number of missing
teeth can be handled by the approach (cf. Fig. 5.8, top row, second image), a large number of missing
teeth is beyond the scope of this approach (cf. Fig. 5.8a)).

Vertical position The initial model position in vertical direction aims to position the CSM in such
a way that each jaw overlaps with the respective image structures. For this process, the acceptable
tolerance is significantly higher compared to the horizontal position. On one hand, this is because the
incisor teeth have a larger extent in vertical direction than in horizontal directions, on the other hand,
the vertical initialization is supported by the subsequent adaptation process. The binary mask is used
to mask out the non-teeth region in the input image. This results in no image features outside the
teeth region, while the detectable image features inside the teeth region help to pull the model in the
correct direction. Fig. 5.10 depicts the acceptable tolerance in vertical direction (left and right image),
while the center image shows the adaptation result for both initializations after the first adaptation step.
The y-coordinate computed by detecting the separation between maxilla and mandible was always
well within the acceptable tolerance. Even for cases with multiple missing teeth, the gap valley was
detected correctly. As long as the selected region of interest that is used for its detection (cf. Fig. 5.7,
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Initial position Initial position

Adaptation result

Figure 5.10.: Robustness of the adaptation to variations of the model position in vertical direction. The
depicted variation (left and right image) is the maximum amount the model can handle.
Since the model adaptation uses a masked image (input image masked by binary teeth
mask; middle image) during the first part of the adaptation, it can recover from large
deviations as image features will only be found in the masked region.

red rectangle) contains at least one tooth of both upper and lower jaw, the valley can be detected. This
was true for all test cases. The vertical position is considered correctly detected for all test instances of
both data sets.

Scale The scale value is intended to match the size of the mean coupled model to the teeth in the
image. Because of the chosen dynamic adaptation strategy, scaling the mean model too small is less
harmful compared to overestimating the scale factor. The reason for this is that the adaptation starts
in the center (with the incisor teeth) and gradually increases the set of active structures outwards. In
doing so, model items are more likely to be push outwards, compensating a too small scale factor,
rather than being pulled inwards to counteract a too large scale factor. On an individual tooth level,
underestimating scale is also preferable. There are (normally) almost no image features in the inside
area of a tooth. Consequently, a too small tooth model is unlikely to shrink further (assuming its initial
position is correct) but instead will grow to match the contours. Contrary, a too large tooth model is
easier matched to image features in the surrounding of the actual tooth.
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Another important aspect is that the scale estimation depends on the binary mask not containing
any wisdom teeth. While the neural network was trained on semantic segmentations which excluded
wisdom teeth, the generated binary masks can rarely contain wisdom teeth or parts of them nonetheless.
This will result in a scale factor that is too large since the bounding box of the teeth region is used as
reference, potentially causing teeth to be adapted to incorrect image features. Fig. 5.8b) depicts a failed
scale estimation caused by the maxillary wisdom teeth being (partly) included in the binary mask as
can be seen in the rightmost image. Missing teeth can have a similar effect. Depending on the location
and amount of missing teeth, the bounding box will be smaller, resulting the in CSM being scaled to
small. Fig. 5.8a) shows an incorrect scale estimation caused by too many missing teeth.

5.6. Model adaptation

The final step of the pipeline is the adaptation of the coupled model to the input image using gradient
image features in order to extract the teeth contours and numbers. As explained in detail in Section 4.5,
the adaptation is done by minimizing an energy functional E which depends on two parameters: (a) the
transformation t describing the global position of the model in terms of translation and rotation and (b)
the configuration vector f describing the configuration of the coupled model. The functional is given
by

E2D( f , t) = Eimage( f , t)+αElocal( f )+βEmodel( f ). (5.10)

Here, the term Eimage is responsible for ensuring that the contour of model items moves in the direction
of strong image features (gradient features), the model energy term Emodel restricts the model to stay
within or close to the learned configuration space and the local energy Elocal enforces a smooth contour
of model items.

As introduced in Section 4.5, the coupled shape model uses dynamic adaptation strategies to ensure
an optimal progress of fitting the model items to the respective structures in the image. Therefore, a spe-
cialized adaptation strategy for the segmentation of teeth in panoramic radiographs has been designed.
The adaptation strategy is internally separated into multiple adaptation steps. Each step controls which
structures are actively adapted to the images, i.e. it defines the element weights wi(p) for each model
item i in the model energy function (cf. Eq. (4.15)):

Eimage( f , t, p) =
N

∑
i=1

wi(p)E(i)
image( f , t). (5.11)

An adaptation step signifies the progress p in the adaptation process. Model items that are not adapted
during an adaptation step (i.e. wi(p) = 0 in Eq. (5.11)) are only changed passively through the learned
(spatial) configuration (i.e. Emodel in Eq. (5.10)). The intention behind adapting a different set of
items at a different stages in the adaptation process is to ensure a close proximity between model items
and corresponding image features. The adaptation of selected items will affect the position of other
model items due to the learned spatial configuration. Adaptation steps are also used to define certain
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Figure 5.11.: Comparison of molar teeth positions: (a) positions after CSM initialization; (b) posi-
tions at the beginning of adaptation step six, during which the molar models are actively
adapted for the first time. It is evident that the positions of the molar tooth models are
significantly closer to the corresponding structure in the image compared to the position
in (a).

adaptation parameters like search radius of the local search algorithm, number of iterations with each
step, or disabling scale or model deformation for individual model items.

During model initialization, the CSM is positioned onto the image in such a way that the central
incisor teeth of the CSM overlap well with the incisors in the image. Consequently, starting from
the initialization structures – the 4 central incisors – the set of model items (teeth) which are actively
adapted to the image is gradually extended. The gradual extension of the set of adapted items is done
because the mean model is initialized the maximize the overlap of initialization structures with their
corresponding structures in the image. Therefore, the central incisors (initialization structures) show
good overlap with the input image while the teeth farther away from the center (e.g. molars) might
not match as good – depending on the location of the teeth in the input image. The left image in
Fig. 5.11 illustrates the discrepancy between the position of the first molar teeth in the image and
their corresponding model items after model initialization. The discrepancy can cause the local search
algorithm to incorrectly detect features of neighboring teeth as good candidates for the molar tooth
model, leading to an incorrect segmentation. By adapting the outer teeth at a later time, they have
already been (passively) moved closer to their correct position and more reliable image features will be
found once they are adapted. The position of the molar tooth model at the beginning of adaptation step
six, when image feature points for the molar contours are first searched, is shown in the right image of
Fig. 5.11. It is evident that the position is much closer to the corresponding teeth in the image.

The order in which model items are adapted during the model adaptation is illustrated in Fig. 5.12.
Starting from the central incisors, more teeth will be added based on the natural order of teeth from
anterior to posterior teeth. A higher step also includes all the teeth already actively adapted in the lower
steps. From step 7 onward, all teeth are adapted to the image.

To further increase the robustness of the adaptation, the initial seven adaptation steps fit the coupled
model to a masked version of the input image instead of utilizing the complete input image right away.
The masked version is created by using the binary mask generated by the neural network. All intensity
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Figure 5.12.: Dynamic adaptation strategy: The numbers in the illustration represent the order in which
the groups of model items are adaptation to the image. A higher number includes all items
marked with that number as well as all items with lower number - i.e. the third adaptation
step includes the canine (3) teeth as well as the central (1) and lateral (2) incisors.

information in the input image which was classified as background in the binary mask is set to zero
and only the information classified as teeth is retained. This masked version is then employed to
compute the gradient image features used during adaptation. This results in strong gradient features at
the edges of the masked region, while the included intensity information also provides features inside
the masked region. This approach ensures a good placement of all teeth before using the intensity
image. The final adaption steps are then performed on gradient features computed from the complete
(un-masked) intensity image while adapting the entire model. The adaptation concludes with a free-
form deformation where each model item is no longer constrained by the CSM but instead is adapted
independently of all other items. The items are then only constrained by their individual statistical
shape models, but to a much lesser extent compared to the CSM. This step is performed to ensure
an optimal adaptation of each tooth model to its respective image features. Constraints cannot be
completely removed because of the challenges introduced in the beginning, like low contrast, noise and
artifacts (dental restorations).

Fig. 5.13 illustrates the adaptation progress on an exemplary image. Starting form the automatic
initialization (first image), each subsequent image depicts the configuration of the coupled shape model
after the next step in the adaptation strategy, i.e the second image shows the CSM after adaptation step
one, the third image after step two, and so on. The last image contains the final configuration of the
coupled model and therefore the segmentation and numbering result. The segmentation result of each
individual tooth is then stored as a binary image.

After explaining the process of adapting the initialized coupled teeth model to the panoramic ra-
diographs in this section, the adaptation parameter estimation and the results of this final adaptation
step – and therefore the final teeth segmentation and numbering results of the presented approach – are
discussed on the next section.

94



5.7. Experiments and results

5.7. Experiments and results

The parameter optimization and performance evaluation of the final pipeline step, the model adaptation,
was done on the two data sets introduced in Section 5.1. The optimization of the adaptation param-
eters was performed on the respective training data subset while the evaluation of the segmentation
pipeline including the final step, and therefore the final segmentation and numbering performance, was
performed on the unseen test subset.

Adaptation parameters The training data of both sets was utilized to determine the best parameters
for the adaptation strategy for each data set. The main parameters are the included model items, the
search radius for the local search strategy (cf. Section 4.5), the maximum number of iterations and
the weights of the individual terms of the energy functional that is minimized during model adaptation
(cf. Eq. (4.7)). More parameters are used internally, but the listed ’main’ parameters have the largest
impact on segmentation performance. Each step of the adaptation strategy has its own set of parameters,
but the optimal values for the parameters of each step are closely related. The two major differences
between the adaptation steps that impact the parameter values are the set of included model items (cf.
Fig. 5.12) and the image type that is utilized for the step (either the masked or non-masked input image,
cf. Fig. 5.13). To ensure that failed automatic initializations (on the training data) do not negatively
impact the estimation of the adaptation parameter values, the CSM was manually placed onto each
training image for the optimization process. The value for each parameter of each adaptation step
was determined empirically by trying to maximize the segmentation performance (F1 score) on the
individual training set.

Results After having determined all parameters, the two trained instances of the fully automatic teeth
segmentation and numbering approach (one for each data set) were evaluated on their corresponding set
of 12 and 111 test images. The performance was assessed by comparing the computed tooth-specific
(numbered) segmentations to manually generated gold standard annotations in a pixel-wise fashion
using the metrics described in Section 5.2. These metrics are Precision, Recall, Accuracy, Specificity
and F1 score. The overall measures are calculated by averaging the tooth-specific metrics of all test
cases. Standard deviation from the mean is provided as an additional measure for all metrics to indicate
the amount of variation over all test cases.

Table 5.4 summarizes the performance of the proposed approach for both test sets. The entries re-
ferring to all cases indicate the overall performance of the entire pipeline on the respective test set and
include the segmentation results of cases with failed initializations. The proposed approach achieves
a F1 score of 0.833± 0.108 on the small data set and 0.823± 0.189 on the large data set. Since the
performance of local search-based algorithms are known to be initialization dependent, additional en-
tries are provided showing the performance only for cases with successful and failed initializations,
respectively. The eight test instances with failed initializations in data set 2 show significantly reduced
segmentation performance with a F1 score of 0.372±0.264, the single failed case on data set 1 evalu-
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Initialization after step 1
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Figure 5.13.: Coupled shape model configuration after each step in the adaptation strategy. Top left:
After model initialization, bottom right: final result. (Original images haven been cropped
for better visualization.)
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Table 5.4.: Evaluation of the teeth segmentation and numbering approach on two different data sets.
Separate U-Net networks and CSMs were trained for each data set, adaptation strategy pa-
rameters were individually optimized as well. The table contains the overall performance
on all cases of the test set as well as separate entries for the average performance in case of
successful and failed automatic initializations.

images Precision Recall Accuracy Specificity F1 score

data set 1 (all cases) 12 0.847±0.107 0.827±0.110 0.999±0.001 0.999±0.001 0.833±0.108

data set 1 (successful init.) 11 0.875±0.054 0.854±0.069 0.999±0.001 0.999±0.000 0.861±0.060

data set 1 (failed init.) 1 0.536±0.000 0.535±0.000 0.996±0.000 0.998±0.000 0.527±0.000

data set 2 (all cases) 111 0.808±0.194 0.851±0.202 0.998±0.003 0.999±0.001 0.823±0.189

data set 2 (successful init.) 103 0.834±0.066 0.876±0.080 0.998±0.001 0.999±0.001 0.849±0.066

data set 2 (failed init.) 8 0.355±0.258 0.399±0.271 0.993±0.003 0.996±0.001 0.372±0.264

ates to a F1 score of 0.527. Consequently, the performance improves if the failed cases are omitted and
only successfully initialized cases are considered for the evaluation.

The overall segmentation and numbering performance per image category on each data set is shown
in Table 5.5. The number of images belonging to a specific category within each data set is denoted as
well to illustrate the significance of the individual category and the impact on the overall result. These
measures include all results regardless of the initialization outcome. For data set 1, categories 1 and 4
have no measures as there are no images in the test set that belong to these categories.

Visual representations of exemplary segmentation results are depicted in Fig. 5.14. It depicts the
best and worst test cases in terms of average F1 score for each data set. Each depicted result includes
the final positions of the landmark points of each model item colorized by tooth type on the intensity
image (left image) and a comparison of the gold standard annotations (filled colorized shapes) and the
corresponding extracted teeth contour (colorized contour line) shown in the right image. The color
of each tooth corresponds to the CSM design (cf. Fig. 5.4) which also indicates the respective tooth
number. Further results depicted in Fig. 5.15. Additional examples of the segmentation behavior in
case of missing teeth are illustrated in Figs. 5.16 and 5.17.

The numbering performance is assessed using the pixel-wise IoU (cf. Section 5.2) between tooth
segmentation and ground truth. Detections are validated based on five different IoU thresholds, with
higher thresholds putting more emphasis on accurate pixel-wise classification. Table 5.6 shows the
overall results as well as separate entries for cases with successful and failed initialization. Numbering
performance in terms of correct detections is 0.937±0.145 on data set 1 and 0.906±0.196 on data set
2 for an IoU threshold of 0.5. The ratios of correct detections drop to 0.807±0.193 and 0.760±0.245,
respectively, for an IoU threshold of 0.7. Again, performance varies significantly between successful
and failed initializations. The presented results will be discussed in the following section.
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Figure 5.14.: Teeth segmentation (and numbering) results. For each result, the detected tooth bound-
aries are illustrated as landmarks points on the intensity image (left images) and as con-
tours lines drawn over the colorized gold standard annotations (right images). Contours
and annotations of the same tooth are colorized with the same color for each quadrant of
the set of teeth (which also corresponds to the introduced model design).

98



5.7. Experiments and results

Figure 5.15.: Collection of teeth segmentation (and numbering) results. The detected contours are il-
lustrated as landmarks points on the intensity image. The contour color indicates different
tooth types and numberings for each quadrant (cf. Section 5.3).
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Table 5.5.: Evaluation of teeth segmentation and numbering performance for each image category from
the two test sets. For details about each category please refer to Section 5.1.

data set 1 data set 2

category images F1 score images F1 score

1 0 - 7 0.874±0.046
2 3 0.751±0.159 35 0.861±0.077
3 1 0.905±0.000 8 0.824±0.113
4 0 - 21 0.872±0.060
7 2 0.887±0.005 7 0.635±0.126
8 2 0.873±0.009 25 0.728±0.162
9 3 0.881±0.013 2 0.880±0.047

10 1 0.679±0.000 6 0.810±0.106

Table 5.6.: Evaluation of the teeth numbering on the two data sets using different pixel-wise IoU thresh-
olds for correct detections. The table contains the overall performance on all cases as well
as separate entries for the performance in case of successful and failed initializations.

images IoU > 0.5 IoU > 0.6 IoU > 0.7 IoU > 0.8 IoU > 0.9

data set 1 (all cases) 12 0.937±0.145 0.916±0.169 0.807±0.193 0.456±0.151 0.016±0.024

data set 1 (successful init.) 11 0.977±0.064 0.954±0.107 0.844±0.155 0.479±0.138 0.017±0.026

data set 1 (failed init.) 1 0.500±0.000 0.500±0.000 0.393±0.000 0.214±0.000 0.000±0.000

data set 2 (all cases) 111 0.906±0.196 0.867±0.214 0.760±0.245 0.431±0.224 0.024±0.038

data set 2 (successful init.) 103 0.949±0.093 0.907±0.133 0.799±0.188 0.454±0.210 0.026±0.039

data set 2 (failed init.) 8 0.359±0.311 0.335±0.322 0.256±0.318 0.120±0.169 0.005±0.012

5.8. Discussion

The presented fully automatic segmentation and numbering approach for teeth in panoramic radio-
graphs has been trained and evaluated on the two data sets introduced in Section 5.1. The first data
set (data set 1) contains 24 images split into 12 train- and 12 test-instances. Data set 2 includes 432
training- and 111 test images. For each data set, a separate U-Net network and coupled shape model
were trained on the training images as described in Sections 5.3 and 5.4, respectively. The training data
together with the trained models were also used to optimize the model initialization process as well as
the parameters of the model adaptation for each data set (cf. Sections 5.5 and 5.6).

The experimental results on the two test set indicate good tooth-specific segmentation and numbering
performance with an average F1 score of 0.833±0.108 for the small data set 1 and 0.823±0.189 for
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5.8. Discussion

Figure 5.16.: Exemplary cases of successfully handled missing teeth. If the gap left by the absent teeth
is still present, the coupled model places the shape model corresponding to the original in
the gap (as indicated in the pictures) and adapts the remaining teeth successfully. (Original
images haven been cropped for better visualization.)

the second data set. Given a successful initialization, the proposed combination of dynamic adaptation
strategy and masked input image (utilizing the binary mask) allows the approach to correctly detect the
individual tooth structures in the image that correspond to the model items.

The approach is able to handle the technical challenges outlined in the Introduction chapter for this
kind of task. It is able to handle the challenging image quality and characteristics of dental panoramic
radiographs, like noise or low contrast, as well as the difficult tooth numbering by utilizing the shape
and spatial information encoded in the coupled shape model in addition to the features extracted from
the images. It is able to deal with the inter-patient variations in the set of teeth like variations in the
teeth’s shape, size, position and rotation in the majority of cases by modeling the statistical variation
in the input data within the coupled model and considering the deviation from expected configurations
during model adaptation. Dental appliance and restoration can sometimes negatively affect the detected
tooth contour since their denser material appears brighter in X-Ray images and results in stronger gra-
dient features. Examples will be provided later in this section (cf. paragraph ’General observations’).

In general, the detection of fine contour details is affected by the chosen balance between model
energy and image energy during model adaptation (cf. Eq. (5.10)). A stronger influence of the image
energy (which allows the segmentation to deviate further from statistically valid shapes and spatial re-
lations) supports a better and more accurate adaptation, if the detected image features are artifact-free.
However, it can also lead to unrealistic or incorrect segmentations in the presence of noise, low con-
trast or artifacts (e.g. dental appliance) as the detected image features are less reliant and more prior
knowledge is required. Determining the correct balance between reliance on image features and restric-
tion based on the learned statistical information is key for achieving an overall optimal segmentation
performance.

The following paragraphs discuss selected topics, like impact of missing teeth, dependence on ini-
tialization and general observations made on the final segmentation results.
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5. Teeth segmentation & numbering in panoramic radiographs

Missing teeth An extracted or otherwise removed tooth leaves a gap in its original place. The coupled
shape model is able to handle missing teeth if the space previously occupied by that tooth is still vacant
and big enough to fit the original tooth – and therefore also the corresponding shape model. The
model item corresponding to the missing tooth can be placed in the existing gap and even though
no valid image features are detectable for such a model item, all subsequent items will still overlap
with the corresponding tooth in the image. The validity of an image feature can be assessed via the
gradient magnitude and the gradient direction. The ratio of landmark points with valid image features
can also be used to identify missing teeth (in cases where the gap is still present). Fig. 5.16 shows
examples of successfully handled missing teeth and highlights the model items placed in the vacant
space. However, gaps caused by missing teeth can shrink over time because neighboring teeth naturally
move into the open space. More likely, gaps are closed by orthodontic procedures using dental braces
which apply forces to the teeth to move them to fill the gap. Partly or completely closed gaps will cause
the adaptation to fail as the coupled model still attempts to fit the model item of the original tooth to the
one that has been moved to its place. This is illustrated in Fig. 5.17. This behavior is to be expected as
the coupled shape model encodes the spatial relation of a complete set of teeth. Accounting for changes
in the spatial relation due to missing teeth would require changes to the coupled model as well as a way
to detect missing teeth in cases where a gap is not longer present. Missing teeth without the respective
gap still present are therefore beyond the scope of this approach.

Another aspect is the total number of missing teeth. While isolated missing teeth even in multiple
locations can be handled (cf. Fig. 5.16, left image), multiple consecutive missing teeth can cause either
the initialization or the adaptation to fail. Fig. 5.14 (bottom case) shows a failed adaptation caused by
all upper incisor teeth missing. Despite a correct initialization, the initial model adaptation step was
unable to stabilize the model in a horizontal position because no image features for the upper incisors
could be found. This imbalance caused a rotation of the complete model from which the algorithm was
unable to recover. Even though such a large rotation is unlikely to occur naturally in any panoramic
image, the global transformation that defines the position of the coupled model in image space is
not constrained by any prior knowledge as it is considered an external factor (as is typically the case
with any active shape model-based approach). Future restrictions on the global transformation could
reduce the likelihood of such failed adaptation. In its current state, the model adaptation struggles with
multiple missing incisor teeth. Similarly, a large number of missing teeth (10+) will negatively affect
the performance.

Initialization dependence The performance of the presented approach is highly dependent on a good
initial placement of the coupled shape model. It is evident from Table 5.4 that an incorrect placement
(i.e. the defined initialization structures do not sufficiently overlap with their corresponding structures
in the image) will result in low segmentation and numbering performance. The F1 score for the single
failed case of data set 1 (which is mainly caused by a missing lower central incisor where the gap was
no longer present) was 0.5375. The average F1 score for the eight failed cases of data set 2 dropped to
0.3721±0.2636.
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Figure 5.17.: Exemplary cases of failed adaptations caused by missing teeth without a gap present. The
areas highlighted in red illustrate that the tooth model of the missing tooth is instead
matched to the tooth which filled the gap. This results in incorrect adaptation of all
subsequent teeth. (Original images haven been cropped for better visualization.)

The used local search method is only able to find strong image features close to the initial position.
Since incorrect initialization can put image features of neighboring teeth closer a model item than
the true features, the model is unable to recover from this incorrect initial placement during model
adaptation. This behavior of algorithms which used local search methods to find image features is
well known [HM09]. The coupled shape model consists of many individual SSM which all use local
feature search and therefore require good initialization. However, trying to find a position that allows
for an immediate adaptation of all model items is almost impossible and would potentially result in
many failed or sub-optimal segmentations and numberings. Instead, dynamic adaptation is used in this
thesis which gradually increases the set of actively adapted model items and therefore only requires
an good initialization (i.e. good overlap between model items and corresponding structures in the
image) of a small subset of model items. This approach simplifies the initialization task and enables
a successful adaptation in the large majority of cases. A detailed discussion of the challenges faced
during initialization as well as the initialization performance was done in Section 5.5.1. In summary,
the initialization was successful for ∼92 %of the test cases for both data sets – 10 out of 11 for data
set one and 103 out of 111 for set two. The main reasons for failed initialization are an erroneous
placement in horizontal direction resulting in the initialization structure being adapted to incorrect
image structures, and an erroneous scale estimation which can lead to incorrect segmentation of the
posterior teeth. Especially the small width of the mandibular incisor teeth leaves very little room for
error for the horizontal placement of the model.

General observations Careful observation of the segmentation performance revealed areas which
offer potential for future improvements. Malpositioned teeth that are too far away from their expected
position in the image might not be segmented correctly. Fig. 5.18 a) and b) show examples of such
cases. The red overlay in the images illustrates the ground truth annotation and the (colored) dotted
line represents the final segmentation result. The distance between the actual position of the tooth and
the expected position (based on statistical knowledge) means that the local feature search is unable to
detect the relevant image features.

Dental appliance can cause inaccurate segmentations as the denser material appears very bright in
the image and therefore offers strong gradient features at its boundary. The adaptation process is
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5. Teeth segmentation & numbering in panoramic radiographs

Figure 5.18.: Potential challenges which contribute to inaccurate segmentations: a) and d) - malposi-
tioned teeth, b) and c) - dental appliance, e) - low overlap, f) and g) - molar root shape
variance.

likely to be attacked to those features if the boundary of the dental appliance is close to the actual
tooth boundary. Such cases are depicted in Fig. 5.18 c) and d) where the (dotted) colored contour
representing the detected tooth boundary is incorrectly fitted to the dental appliance resulting in a low
segmentation performance. (The ground truth is again shown as a red overlay).

In rare cases the adaptation of the model item to the image feature can fail because not enough valid
feature points were detected. Feature points are considered valid if the gradient magnitude is above a
certain threshold to filter out features detected in the dental structural area and to reduce the influence
of bad image quality and noise. This also prevents the adaptation of model items to random image
features in case the corresponding tooth is missing in the image. Unfortunately, low overlap between
the model item and the corresponding structure in the image can also result in invalid features which
then prevents a successful adaptation. An example of such a case is illustrated in Fig. 5.18 e).

The segmentation accuracy of the molar teeth sometimes suffers from the fact that, depending on
the tooth’s orientation, either one or two roots are visible in the image. Because the 2-D shape model
encodes the visible outline of the tooth, there is a large shape variation in the root part of the molar tooth
models (cf. Fig. 4.2). The large variation of possible shapes limits the ability of the SSM to guide the
adaptation process based on prior knowledge. Additionally, since the possible shapes are modeled as a
linear sub-space, any shape configuration ’between’ the one- and two root outlines is also considered a
valid shape. As such, the model adaptation is sometimes unable to correctly fit the tooth model to the
structure in the image. Fig. 5.18 f) and g) show examples of molar teeth with one and two visible roots,
respectively, where the model adaptation failed to correctly segmented the tooth boundary in the root
area.

State of the art A comparison to other approaches is difficult as only Silva et al. [SPOP20] have
also performed a simultaneous tooth segmentation and numbering. Other approaches only focused
on semantic teeth segmentation [KPIB19, NNH∗21, SCKM20], instance-based segmentation without
numbering [SOP18, JFR∗18], or teeth detection and numbering without a contour extraction (segmen-
tation) [TTB∗19, CLP∗21]. Silva et al. [SPOP20] trained four established CNN architectures on their
DNS data set (cf. Section 5.1) to perform teeth instance segmentation and numbering. However, they
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only report classification metrics in terms of average precision with cut-offs (AP50 and AP75), and
mean average precision for the Mask R-CNN [HGDG17], PANet [LQQ∗18], HTC [CPW∗19] and
ResNeSt [ZWZ∗20] architectures. The metrics used in this thesis are only reported for the semantic
segmentation performance of the analyzed networks, but this evaluation was instead performed on a
much larger data set of 778 test images. It is worth noting that the CNN-based approaches are not
dependent on a separate initialization method and completely failed segmentations are unlikely assum-
ing sufficient training data. However, as they are considered as black-box approaches, it is also more
difficult to judge why incorrect segmentations or numberings occur.

5.9. Conclusion

In this chapter, an automatic approach for teeth segmentation and numbering of 28 teeth in panoramic
radiographic images was presented. It is based on the segmentation and numbering concept introduced
in the previous chapter. The proposed approach is the first one for teeth segmentation (and numbering)
to explicitly model tooth shape knowledge as well as knowledge about the spatial relation of teeth.
Most state of the art methods focus only on semantic teeth segmentation and do not provide instance-
based tooth segmentation or tooth numbering because of the increased difficulty. The human set of 32
teeth is composed of only 4 teeth types, which requires the inclusion of knowledge about the geometric
configuration of teeth (i.e. the spatial relation between individual teeth) to perform a tooth numbering.
The presented approach utilizes a coupled shape model of the teeth to encode this information. The
2-D coupled model is composed of a statistical shape model (SSM) for each tooth which is coupled
with all other individual models using their spatial relation. This not only provides the information
required for tooth numbering but also enables a more robust segmentation process using gradient image
features (bottom-up) in combination with a priori statistical knowledge about the teeth in order to guide
the segmentation process (top-down) [MT96]. The coupled model is used in conjunction with a neural
network and employs dynamic adaption strategies to robustly segment (and number) teeth in panoramic
radiographs. The neural network provides a binary mask of the teeth area for calculating the necessary
information for the initialization of the coupled model. Additionally, the mask is useful for the early
adaptation steps and is used together with the dynamic adaptation strategy to ensure a good placement
of individual teeth after the first 8 adaptation steps. This way, the parameters of the final adaptation on
the intensity image can be tailored more towards fine tuning the tooth contour rather than localizing the
structure in the image.

The proposed approach was evaluated on two data sets and achieved a good tooth-specific segmenta-
tion and numbering performance in terms of F1 score of ∼0.83 and ∼0.82 on the two sets, respectively.
The approach was able to handle the challenging image quality and characteristics of dental panoramic
radiographs, like noise or low contrast as well as the tooth numbering by utilizing the shape and spatial
information encoded in the coupled shape model. It is able to deal with the inter-patient variations in
the set of teeth like variations in the teeth’s shape, size, position and rotation in the majority of cases.
This includes missing teeth, given that the space originally occupied by the missing tooth is still present
such that the mean shape model of that tooth can be placed into the gap and subsequent teeth can be po-
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sitioned correctly. Dental appliance and restoration can sometimes negatively affect the detected tooth
contour since their denser material appears brighter in X-Ray images and results in stronger gradient
features. Limitations of the presented approach – which will result in incorrect segmentation of some
teeth – are missing teeth where the gap has been closed over time or by orthodontic procedures (since
the encoded spatial relation is no longer accurate in these cases). Additionally, like any algorithm that
utilizes a local search method to detect feature points, the coupled shape model is dependent on a good
initialization to produce accurate segmentation and numbering results. Wisdom teeth were not included
due to the impact on model training and especially model initialization.
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6. Image-based 3-D teeth reconstruction

This chapter covers the second research question of this thesis, the image-based 3-D teeth recon-
struction from five colored photographs, to support computed-aided systems for an automatic initial
assessment of the severity of teeth malposition and a more accurate monitoring during orthodontic
treatments. It proposes the first fully-automatic teeth reconstruction approach based on (colored) pho-
tographs which aims to reconstruct the complete set of teeth. It is also the first reconstruction approach
to utilize the documentary photographs typically taken during orthodontic procedures and, as a result,
will perform the reconstruction only based on the limited information available from five photographs.
The colorized photos are captured as part of the orthodontic treatment record and depict the patient’s
teeth from a frontal view, lateral views from the left and right as well as top-down views of maxilla
and mandible (cf. Section 2.3.5). The predefined general viewing direction of each photo (referred to
as view within this chapter) intends to maximize the amount of information about the teeth that is con-
tained in these images for documentation purposes. This aspect enables an image-based reconstruction
despite the low amount of images.

Nonetheless, the overall amount of information about the teeth which can be extracted from just five
photographs is limited (cf. Section 1.2.2). Some posterior teeth, namely second molars and wisdom
teeth, are at most visible in a single view and, therefore, these are not included in the reconstruction as
there is simply too few information available for a meaningful reconstruction. Moreover, most other
teeth are only visible in two or three of those pictures and all teeth suffer from heavy occlusions. For
those reasons, a model-based approach that incorporates prior knowledge about the shape and location
of the teeth is best suited for the reconstruction task, as it provides vital top-down information to
complement the available image information, especially about the expected shape of occluded regions.
Additionally, the prior knowledge can be used to constrain the reconstructed teeth to valid shapes.

The reconstruction process is complicated further by the fact that the teeth possess very difficult ap-
pearance properties (cf. Section 1.2.2). This makes their (2-D) silhouette (i.e. the boundary between
tooth and surrounding tissue) the only feature that can be reliably extracted from the photographs.
Consequently, a silhouette-based loss function is used during the reconstruction process. It is em-
ployed to minimize the difference between 2-D projections of the reconstructed 3-D teeth and their
corresponding 2-D contours in the images. Deviations between projections and contours are utilized
in a deformation-based reconstruction method, in which a 3-D model providing an initial guess of the
teeth is deformed such that it optimally matches the contours extracted from the photographs. For a
fully-automatic reconstruction process, a numbering of the extracted 2-D teeth contours is required in
order to automatically establish the correspondences between the 2-D silhouettes and the 3-D model
teeth.
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Figure 6.1.: Overview of the general workflow of the reconstruction. Input data is depicted in blue,
generated data in gray and algorithmic progressing in orange.

The overall workflow of the model-based 3-D teeth reconstruction, which is also illustrated in
Fig. 6.1, can be roughly divided into three main steps:

1. Teeth segmentation: the segmentation and numbering of the 2-D teeth contours in the colored
photographs,

2. 3-D model initialization: the initial adjustment of the teeth positions in the 3-D models,
3. 3-D shape reconstruction: the iterative deformation-based shape reconstruction of the teeth

while minimizing the silhouette-based loss.
The first step of the reconstruction workflow (Fig. 6.1 (1.)) is concerned with retrieving the relevant
information from the provided images. This is done by extracting the teeth contours (silhouettes) and
their numbering from each of the five colored photographs. As concluded in Section 1.2.3, the teeth
contour extraction and numbering in (colored) photographs is similar to the research question presented
in the previous chapter – the teeth segmentation and numbering in panoramic radiographs. Therefore,
the same concept of coupled shape model, neural network and dynamic adaptation introduced in Chap-
ter 4 will be applied for this task. Fig. 6.2 illustrates the segmentation and numbering workflow that
will be applied separately to each view. This means that for each viewing direction, a view-specific
2-D coupled shape model (CSM) (Fig. 6.2B) and a view-specific neural network (Fig. 6.2A) are trained
in the offline training phase. The online processing of unseen photograph starts with a preprocessing
step (removal of specular reflections). Then, the U-Net network computes a binary mask of the teeth
area which is utilized for the initial placement of the coupled model. The teeth contours (and numbers)
are then extracted by adapting the positioned CSM to the corresponding photograph. The adaptation
employs dynamic adaptation strategies to improve the robustness by gradually increasing the set of
adapted teeth.

After extracting the contour and numbering information from all photos, the model-based recon-
struction process starts with initializing the employed 3-D models (Fig. 6.1 (2.)). These 3-D coupled
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shape models, one for upper and one for lower dental arch, were trained in an offline training phase (cf.
Fig. 6.1) to capture the shape and spatial variance of the 3-D teeth. The two models are adjusted in this
second step to assure a good initial starting point for the deformation-based reconstruction. The ad-
justments include the scale and relative position of both arches but also the local teeth positions within
each arch. The correspondences between 3-D model teeth and extracted 2-D contours are automatically
established using the included numbering information from the first step.

In the third step, the adjusted 3-D models are employed to perform the iterative teeth reconstruction.
A silhouette-based loss between 2-D projections of the 3-D models and the 2-D teeth outlines of the
input images is minimized to determine the optimal 3-D model configurations that best explain the
input. This expectation maximization-like process alternates between estimating the projection param-
eters for each view based on the current 3-D model configurations and deforming the 3-D models such
that the 2-D projections match the extracted contours from the photographs. The encoded statistical
information of the 3-D models provides additional information about the expected shape of the teeth
and constrains the reconstruction to statistically valid shapes. The iterative process repeats until the
silhouette-based loss no longer changes or until a certain number of iterations have been reached.

The performance of the presented model-based approach for teeth reconstruction is evaluated on
89 data sets that are randomly separated into 50 sets for training and 39 sets for testing. The evalua-
tion includes an assessment of the contour extraction (and numbering) accuracy from the five types of
photographs by comparing the generated segmentations to manually annotated gold standard segmen-
tations. The final 3-D reconstruction results are compared against ground truth teeth meshes retrieved
by laser scanning plaster imprints.

The chapter is structured as follows: Section 6.1 covers the first step of the workflow and explains
the application of the segmentation and numbering concept to extract information from each of the five
photographs. This includes the design of the coupled shape model for each view, the pre-processing
of the photographs, the binary mask generation using the neural network, and the CSM initialization
and adaptation. The experiments and results cover the offline training phase as well as the performance
evaluation on a set of test data. The steps of the deformation-based reconstruction process which
tries to recover the 3-D teeth shapes and spatial relation are then presented in Section 6.2. The two
3-D models for lower and upper dental arch are initialized in terms of relative position, scale, and
local teeth positions (second step) and then iteratively deformed to minimize the silhouette-based loss
between segmented teeth contours and projected teeth silhouettes of the 3-D models. The iterative
process includes a camera parameter estimation for each view, the generation of 2-D projections to
calculate the silhouette-based loss, and the teeth deformation to minimize said loss. Experiments and
results are shown in Section 6.3, followed by a discussion of the results in Section 6.4. The chapter
ends with a conclusion about the presented teeth reconstruction approach in Section 6.5.

This chapter is partially based on the publication "Automatic model-based 3-D reconstruction of the
teeth from five photographs with predefined viewing directions" [WJN∗21].
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Figure 6.2.: Teeth segmentation and numbering workflow for each colored photograph (shown using
the left view as an example). The required U-Net network (A) and CSM model (B) will be
trained in an offline training phase based on manually annotated training data. The (online)
pipeline then utilizes these to compute the teeth segmentation and numbering for an unseen
input image (top half).

6.1. Teeth segmentation & numbering

The first step of the reconstruction workflow is the extraction of the numbered teeth outlines from
each of the five photographs. The outlines are used during the reconstruction process as a reference to
deform the 3-D teeth models and recover the true 3-D shapes via a silhouette-based loss. This process
mandates that the correspondences between 2-D outlines and 3-D teeth model are known, which is
achieved through the inherent numbering assigned by the chosen approach. This workflow step presents
the second application of the segmentation and numbering concept introduced in Chapter 4. Since the
five photographs depict the teeth from five different viewing directions, the teeth that are visible in each
view are different. Moreover, the expected 2-D outlines of teeth are directly related to the viewing
direction. Therefore, the segmentation and numbering concept is applied separately for each type of
photograph (view). The workflow for the processing of each view follows the workflow of the proposed
concept and includes an optional pre-processing step (cf. Section 4.1). The workflow for one selected
view (left view) is depicted in Fig. 6.2, but is applied in the same way for the other four views as well.
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A 2-D coupled shape model (Fig. 6.2B), to encode the statistical shape variation of the teeth silhou-
ettes as well as knowledge about the spatial relation, and a U-Net network (Fig. 6.2A), for semantic
teeth segmentation, are trained during an offline training phase for each view. Additionally, an appear-
ance model is trained for each contour point of the 2-D shape models based on the color information
of the photographs (HSV color space). The online extraction of the numbered teeth outlines on an un-
seen photograph then includes a pre-processing step to remove specular reflections, the generation of a
binary teeth mask via the convolutional neural network (U-Net), a model initialization step to position
the corresponding coupled shape model correctly onto the respective image and a model adaptation
step to fit the CSM to the image and extract the final teeth contours.

In contrast to the concept’s application for the teeth segmentation and numbering in panoramic radio-
graphs (as presented in the previous chapter), colored photographs are used here instead of gray-scale
radiographs. The viewing direction of these photographs varies significantly more as the photos are
captured manually with a handheld camera compared to the fixed generator-detector setup used for
dental radiographs. The added color information, on the other hand, provides additional information
to help distinguish teeth from the surrounding tissue. The amount of feature channels for the U-Net
is therefore increased to account for the additional color information. Moreover, the model adapta-
tion will also incorporate the color appearance of contour points to determine suitable image features
instead of relying solely on gradient features.

The structure of this section is as follows. The first two subsections cover the design of the 2-D
coupled shape model for each view, i.e. the teeth included in each model (Section 6.1.1), and the general
design of U-Net networks (Section 6.1.2). Afterwards, the individual steps of the segmentation and
numbering workflow are presented. This includes pre-processing and mask generation (Section 6.1.3),
automatic CSM initialization (Section 6.1.4), and CSM adaptation (Section 6.1.5). Experiments and
results of the teeth segmentation and numbering are discussed at the end of this section (Section 6.1.6).
Section 6.1.6 also covers the offline training of the coupled shape models and neural networks.

6.1.1. 2-D CSM designs

The view-specific 2-D coupled shape models are designed to encode the shape variation and spatial re-
lations (cf. Section 4.2) of the most prominent teeth outlines in each view. This information is used to
support the extraction of the teeth contours in the photographs and to provide the corresponding num-
bering. The numbering is required during the reconstruction process to establish the correspondence
between extracted teeth contours and the teeth in the 3-D models (cf. Section 6.2).

The view-specific CSMs each contain the teeth listed below (the number in parenthesis after each
tooth refers to the FDI notation system):

• Maxilla view (N = 12 items): maxillary right first molar (16) to maxillary left first molar (26),
• Mandible view (N = 12 items): mandibular right first molar (46) to mandibular left first molar

(36),
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Figure 6.3.: CSM design for each of the five views included in orthodontic records. Each colored
tooth outline corresponds to a shape model in the CSM. The colors indicate different tooth
types, the numbers refer to the FDI notation system. The color scheme is used consistently
throughout this chapter to identify the individual model items.

• Right view (N = 12 items): maxillary right first molar (16) to maxillary right central incisor (11)
and mandibular right first molar (46) to mandibular right central incisor (41),

• Anterior view (N = 12 items): maxillary right canine (13) to maxillary left canine (23) and
mandibular right canine (43) to mandibular left canine (33),

• Left view (N = 12 items): maxillary left central incisor (21) to maxillary left first molar (26) and
mandibular left central incisor (31) to mandibular left first molar (36).

A visual representation of the teeth included in each model is also provided in Fig. 6.3. The number
assigned to each tooth again refers to the corresponding number in the FDI notation system, while the
color indicates the different teeth types (i.e. canine or first molar). The color-code is consistently used
throughout this chapter to depict the outline of the respective teeth.

The reason for including the listed teeth in the respective model is that these teeth are the most promi-
nent ones in the respective view. This means that these teeth are visible in the majority of photographs
of that view. For example, anterior teeth (incisors and canines) are easily visible in the anterior view (cf.
Fig. 6.3, ’Anterior’ image), while posterior teeth are only visible to a small extend and can sometimes
be occluded completely. This adds additional challenges to the posterior ones and makes them harder
to segment accurately. They are therefore not included in the coupled shape model because informa-
tion about their outline cannot be robustly extracted from all photographs. An incorrect segmentation
or numbering (in case a missing tooth is not detected) will negatively affect the reconstruction, while
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6.1. Teeth segmentation & numbering

Figure 6.4.: Illustration of possible tooth landmark appearance categories: tooth to gum (blue), tooth to
background (turquoise) and tooth to tooth (pink). Exemplary appearance profiles (centered
on the landmark location) for each class are depicted on the right.

the information gained from a successful segmentation is limited. Given this trade-off, these teeth have
been excluded from the coupled shape model. The anterior teeth not included in the left and right views
suffer from large variations in their shape caused by variations in the camera angle. Other teeth, like
second molars, are almost never (completely) visible in any of the photographs. An additional aspect
is that the photographs are captured at close distance to the teeth. This often results in the lateral teeth
in the image being out of focus and appearing blurred. CSMs which included these teeth resulted in
inferior segmentation performance during early testing.

All coupled shape models are trained in an offline training phase as described in Section 4.2. The
statistical information about the shape and spatial relation of teeth outlines in each view is extracted
from manually annotated training data by establishing landmark correspondences, and applying gener-
alized procrustes analysis and principal component analysis (PCA). The shape models of the individual
teeth (deformable model items) are constructed using L = 100 landmark points. The same number of
landmark points has already proved reliable for teeth segmentation and numbering in panoramic radio-
graphs (cf. previous chapter). From the modes of variation (eigenvectors) computed during PCA, only
the eigenvectors required for capturing 95 % of the shape variance are kept and the remaining ones are
discarded in order to improve the generalization ability of the model. The models generated during the
offline training process as well as the training data used are discussed in the experiments and results
part of the teeth segmentation and numbering section (cf. Section 6.1.6).

In order to make use of the color information included in the photographs, an appropriate appearance
model is added to the design of the CSMs.

Appearance model The appearance of individual landmark points of a model item was captured us-
ing the color distribution around that contour point. This appearance profile was extracted from all
training instances by sampling the HSV color information (using linear interpolation) in normal direc-
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tion of the contour at the landmark location. On either side of a landmark point, m samples are extracted
using a fixed step size which results in appearance profiles of length 2m+1. A profile p is then given
by a vector p = (hsv1, . . . ,hsv2m+1) where each entry hsvi contains the color information with respect
to hue, saturation and value. Instead of computing the mean appearance (and covariance) of a landmark
point from all these profiles as proposed by Cootes and Taylor [CT∗04], a clustering-based method is
used to retrieve the most discriminative appearances. This is done because the method of Cootes and
Taylor [CT∗04] assumes a normal distribution of profiles, but the color appearance varies significantly
depending on the neighboring tissue resulting in a non-normal distribution. Depending on the shape
and position of the tooth and neighboring teeth, a contour point can be located at the border of tooth
to gum or lip, tooth to tooth, or tooth to background (i.e. a black background caused by (small) gaps
between teeth or missing teeth which could provide a view inside the oral cavity but appear black due
to the missing light). A similar separation was used by Wu et al. [WBG∗16] who classified the tooth
boundaries based on the occluding object. Fig. 6.4 illustrates the different categories of landmark ap-
pearances by colorizing a tooth contour according to the corresponding category. For each category, an
exemplary appearance profile is provided as well. Using only a single mean appearance per landmark
point would not only fail to adequately capture the distinct appearances of the different categories but
could also create unrealistic appearance profiles by averaging appearance values over different cate-
gories. K-Means clustering [JMF99] with k = 6 clusters is used to group the appearance profiles – the
median appearance of each cluster is used as respective center during th clustering process. A total
number of 6 clusters is used as this should also separate large appearance discrepancies within cate-
gories into different clusters and offers better encapsulation of unexpected appearances. The median
appearance in each cluster (instead of the mean) is used to not generate unrealistic average values.

In order to compare two profiles, the distance between two appearance profiles pi and p j is calculated
as the average Euclidean distance of the profile entries:

dist(pi, p j) =
1

2m+1

2m+1

∑
e=1

∥∥pi
e − p j

e

∥∥ , (6.1)

where 2m+1 is the length (i.e. number of entries) in each appearance profile. The individual H, S and
V values are normalized to a range between 0 and 1 to weight all components equally. The final centers
(median appearances) are later used during the adaptation process to determine suitable image feature
points. The appearance model is trained together with the coupled shape models during offline training
(cf. Section 6.1.6.3).

Having described the coupled shape model design and the motivation behind it, as well as the ap-
pearance model in this section, the next section will cover the neural networks for the extraction of the
binary mask (semantic teeth segmentation).

6.1.2. U-Net networks

Individual U-Net networks are trained for each view to perform a semantic teeth segmentation in the
corresponding photographs. This semantic segmentation classifies each pixel in the image content as
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either tooth or not-tooth, resulting in a binary mask of the teeth area. As explained in the concept
Section 4.3, the goal of this binary mask is to facilitate a robust initialization of the coupled shape
model onto the images and support the initial model adaptation. The semantic segmentation via CNNs
is designed to only cover the teeth included in the CSM design of the respective view (cf. previous
Section 6.1.1). Excluding all other teeth (that are present in the photograph) supports a more robust
model initialization because the CNNS should provide more consistent results between images.

A similar approach was already successfully used in the previous chapter to perform a semantic teeth
segmentation in (gray-scale) radiographic images while excluding wisdom teeth during the segmenta-
tion process. The photographs introduce the challenge that viewing angle, scale and location of the
teeth in the image vary significantly between photos as they are captured by hand. This can also results
in blurred teeth and boundaries, if the teeth area was out of focus when the photo was taken. Fortu-
nately, the added color information provides additional clues to separate the teeth from the surrounding
area.

The five networks, one for each view, are trained during the offline training phase. The original
U-Net architecture was modified slightly for the use with color images. Compared to the original
U-Net design, the input layer was changed to accept 3 channel images to account for the additional
color information. Other parameters like input size in terms of width and height, number of filters
on the input layer, the color space used for the input image, or loss parameters α and β are evaluated
during the experiments to determine the optimal values. For this, the same training data that was used
to train the coupled shape models is utilized. The tooth-specific gold-standard annotations belonging
to a training instance are merged into a single (semantic) segmentation mask for each photograph to
serve as training data for the network. A binary semantic segmentation mask is depicted in Fig. 5.1A,
compared to the colorized teeth-specific segmentation in Fig. 5.1B. The experiments to determine the
optimal parameter configurations are discussed at the end of this section, cf. Section 6.1.6.

After having trained five coupled shape models and five neural networks (one of each for every view)
in the offline training phase, the following sections cover the online part of the teeth segmentation and
numbering for each view – starting with the preprocessing and the mask generation.

6.1.3. Pre-processing and mask generation

The online processing of an unseen set of photographs begins with a pre-processing step (cf. Fig. 6.2).
Because of the teeth’s thin outer translucent enamel coating, the photographs contain a lot of specular
reflections on the surface of the teeth. This can negatively affect the search for image feature points
during the model adaptation step because the borders of reflection areas result in strong image gradients
(when using gradient features) while the presence of reflections results in unusual color variance (when
using color appearance features). Therefore, all five input images are processed to remove specular
reflections. Dynamic global thresholding on the value channel of the HSV color space is used to
identify regions in the image showing these very bright reflections. The HSV color space is used as it
describes colors as a combination of hue (color value), saturation (departure of a hue from white), and
value (departure of a hue from black) [Smi78]. Specular reflections are the only image content with
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Figure 6.5.: Image pre-processing to remove specular reflections. Original image regions are shown on
the left; middle images are the binary masks of the detected reflection computed via global
thresholding in the value channel of HSV color space; the final result after in-painting the
detected reflections using the approach of Telea [Tel04] are depicted on the right.

close to maximum value, which enables an easy separation of these regions from other image content
in the value channel. Almost identical results can be achieved using the brightness (L) channel of the
HSL [Smi78] color space. An image in-painting technique [Tel04] based on the fast marching method
for level set applications is then utilized to reconstruct the image information in the detected regions,
thus removing the specular reflections. The missing image information is reconstructed based on the
known color information around the region to be in-painted. This technique is iteratively applied to
advance the region boundary further inside until the whole region has been in-painted. Examples of
the image pre-processing step are depicted in Fig. 6.5. It shows a sub-region of two input photographs
containing specular reflections (left images), the binary mask of detected reflection areas computed via
global thresholding (middle image), and the image sub-region after in-painting (right image). These
reflection-free images are subsequently used in future pipeline steps.

The next step, after pre-processing all five photographs, is the extraction of the binary teeth masks via
the offline trained U-Net networks. These networks are designed to only segment the teeth that are part
of the coupled shape model of the respective view in the binary mask. This will simplify subsequent
processing as the masks are intended for a robust initialization of the coupled shape models onto the
photographs and to support the initial model adaptation. In order to apply the corresponding neural
network, each photograph is down-sampled to a resolution of 336x224 using linear interpolation. An
input size of 336x224 provided the best semantic segmentation results on an unseen test set during
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network training (cf. Section 6.1.6.4). The binary masks generated by the different networks are then
up-sampled again to the original image resolution. The up-sampling uses nearest neighbor interpolation
to maintain the binary nature of the mask. The step following the pre-processing and teeth mask
generation for all input images is the initialization of the individual coupled shape models onto the
input images.

6.1.4. Automatic 2-D CSM initialization

The individual coupled shape models need to be placed onto the respective input images in terms of
position, rotation and scale in order to enable a robust segmentation of the teeth contours. All of these
values are computed using the binary mask of the teeth generated by the neural network in the previous
step. Slightly different approaches are used to determine these values for the individual views because
of the different characteristics the binary teeth mask has for different image groups.

The maxilla and mandible views depict the dental arches of the respective jaw from a ’top-down’ per-
spective. These views therefore do not suffer from large occlusions and have relatively stable viewing
angles because of the way these images are captured. The calculation of the initialization parameters
for these views relies on detecting parts of the U-shaped teeth mask. From the center of the image, a
ray-based search is performed to find the left and right inner and outer boundaries of the teeth area.
Fig. 6.6a shows the results of this search, with detected boundary points illustrated in red. Based on
the detected boundary points, the center line (blue) is established on both sides and the average x-
coordinate of the center line is used as reference (vertical yellow lines on both sides) to estimate both
the horizontal position and scale reference required for initialization. For establishing the vertical posi-
tion of the model, a similar technique is used to determine the position of the anterior teeth in the mask
(cf. Fig. 6.6b). A ray-based search to the top (maxilla) or bottom (mandible) is performed and the
average y-coordinate of the center line is used as reference. Fig. 6.6c shows an exemplary initialization
based on these references. The initializations for the remaining three views are more challenging to
handle robustly.

The anterior view is also relatively consistent in terms of viewing direction because the photographs
are taken directly from the front (of the patient). The difficult part here is that the photos are taken in
a ’closed-mouth’ position. As a result, the anterior maxillary teeth can partly or completely occlude
the anterior mandibular teeth – which is also referred to as overbite in medical terms. This requires
additional processing to correctly position the model in vertical direction. The optimal model position
in horizontal direction (x-coordinate) is determined by identifying the teeth separations of the maxillary
teeth in the binary mask (cf. Fig. 6.7). Analyzing the upper contour of the teeth area for local minima
(in terms of y-coordinate) provides candidates for such separations. These candidates are then filtered
based on expected (relative) teeth width and expected number of teeth in order to eliminate false positive
detections. Assuming that the central incisor teeth are the widest teeth in this view, the candidate that
maximizes the margin to its neighbors is chosen as the separation between the central incisors. The
location of this separation also provides the x-coordinate for the model position. This separation is
typically close to the center of teeth area, due to the symmetry of the teeth included in the anterior
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Figure 6.6.: Computation of references for the model initialization (maxilla and mandible views). A
ray-based search from the image center is used to establish the center points (blue) for the
sides and front of the U-shaped teeth mask. Average coordinates of those points are then
used as references (yellow lines) for the initialization.

CSM. The separations are illustrated Fig. 6.7a. The separation between the central incisors is colored
in red while the remaining ones are colored in green. The teeth separations are also used to calculate
the initial scale for the CSM. Based on the separation between the central incisors, one can estimate
the horizontal distance between the two central incisors and the two lateral incisors. Both distances
are indicated in Fig. 6.7a in blue and turquoise, respectively. The (average) ratio between the distances
computed on the binary mask and the equivalent distances in the coupled shape model is then used
as initial scale value. Finally, the y-coordinate of the model position is determined by searching for
the separation between maxillary and mandibular teeth. Therefore, the vertical image gradients of
the input image within the masked region are analyzed to find the local maxima in terms of gradient
magnitude. Fig. 6.7b shows the detected maxima in red (blue and green dots indicate the begin and end
of the vertical search area – these are computed based on the binary mask boundary with some margin
to the inside). After removing outliers, the average y-coordinate of these maxima is used for model
initialization. An exemplary model initialization based on these parameters is depicted in Fig. 6.7c.

The left and right views provide the biggest challenge for model initialization. All images are cap-
tured with a freely movable handheld camera, but, in contrast to the anterior, maxilla and mandible
views, left and right views are not taken from a frontal position but at an angle from the left and right
side (of the patient). This means that different interpretations of a left and right view result in large
variations of camera position. These variation (and the resulting changes to the teeth outlines) will
naturally be encoded in the statistical models as variations in global teeth location and teeth shape (cf.
Section 6.1.6.3). This means that the differences in teeth configuration are larger along the modes
of variation compared to other models. This makes an optimal initial placement and a subsequent
adaptation more difficult since the coupled shape models are initialized in their mean configuration.
To support a more robust adaptation, the configuration of the CSM for these views will be optimized
during initialization to account for these variations – relying solely on the model adaptation proved
ineffective to handle this challenge. The parameters for initial position (i.e. the center between canine
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teeth separation of maxillary
 and mandibular teeth

teeth separations and reference
distances (maxillary teeth)

initial model position and scale

a) b) c)

Figure 6.7.: Model initialization for anterior view. a) The binary mask is used to compute the maxillary
teeth separations and identify the reference separation between the central incisor teeth.
b) Gradient magnitude in vertical direction is used to determine the reference separation
between maxillary and mandibular teeth. c) Resulting initial model position based on
computed references.

and first pre-molar teeth) and scale are first computed by applying a similar process as for the anterior
view. Next, the detected vertical teeth separations are used to calculate the width of the maxillary teeth
in the image. The first mode of variations of the CSM (which corresponds to the largest variation in
the coupled model and represents the shifting camera position – cf. Section 6.1.6.3) is then optimized
to find the best match between the teeth width in the CSM and the calculated reference values.

After initialization, the next step is the adaptation of the coupled shape models to the input images
to detect the teeth outlines in these images.

6.1.5. 2-D CSM adaptation

The last pipeline step of the teeth segmentation and numbering part is the adaptation of the initialized
models to their corresponding input images. The adaptation is performed according to the concept
(cf. Section 4.5) by minimizing an energy functional E which depends the global position of the
coupled model (in the image) and the configuration of the CSM (i.e. teeth shapes and relative locations).
Internally, the energy function aims to balance the energies of moving the landmark points in the
direction of strong image features while restricting the model configuration to be close to the learned
configuration space. The search for suitable image features is performed based on gradient image
features during the first part of the adaptation and an appearance model during the second part – both
parts will be explained later in this section. The appearance model contains the most discriminative
color appearance profiles for each landmark point (cf. Section 6.1.1) and is trained together with the
coupled shape model in the offline training phase.

The adaptation process for each view uses a specific dynamic adaptation strategy to ensure that model
items have good overlap with their corresponding image structure before starting the search for image
features. This is done because the mean model, which represents the average spatial configuration
of its model items, is initialized only according to its center of mass and therefore cannot guarantee
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a good overlap for all individual items after initialization. Instead, the items close to the center will
have good overlap with the corresponding tooth in the image while the items farther away from the
center might not match as good, which could lead to an incorrect adaptation of these items. Active
shape and appearance models are known to be highly dependent on their initial position [HM09].
The dynamic adaptation strategies are therefore used to ensure that only items with (expected) good
overlap are actively adapted while other items are passively moved closer to their correct position
through the learned statistical information. The dynamic adaptation process is explained in more detail
in Section 4.5 and consists of view-specific adaptation strategies which are separated into multiple
adaptation steps. The strategy defines which model items are actively adapted during each adaptation
step.

For the anterior CSM, the four central incisor model items have the biggest overlap with the corre-
sponding image structures. The adaptation process starts to adapt these items first – the optimal model
configuration that matches the detected image features for these four items will also affect the shape
and location of the other model items through the learned configuration space. This should increase
their overlap with the teeth in the image, enabling a more robust adaptation. The adaptation then grad-
ually extends the set of active items, adding the four lateral incisor items next and finally the four
canine items. Since the anterior model is relatively compact, the benefit of a dynamic adaptation pro-
cess is limited. However, it should still provide superior results as it is able to compensate sub-optimal
initializations.

Maxilla and mandible models will benefit significantly from dynamic adaptation strategies due to
their U-shape structure. Both models are initially placed according to the central incisors. An incorrect
scale or rotation of the model compared to the teeth in the image will result in low or no overlap of the
items at the ends of the U-shape (i.e. molar model items). The gradual extension of the set of adapted
items starting from the central incisors will allow the adaptation to follow the dental arch of teeth in the
image. The adaptation strategy starts with the central incisors items and iteratively adds items farther
away from the center.

The left and right CSMs behave similar to the anterior model as the included teeth have a similar
overall spatial configuration. The items closest to the model center are the canine and first pre-molar
items, which are adapted first. The subsequent steps continue to gradually include the other items.

Fig. 6.8 illustrates the order in which the model items are adapted for the different models. It displays
the mean configuration of the anterior, maxilla and left models together with the order in which the
individual items are adapted. Each number corresponds to the adaptation step during which the item is
actively adapted for the first time – a steps i also includes the items of all previous steps j, with j < i.
The two model that are not displayed have similar layouts to other model: the mandible model has the
same adaptation order as the maxilla model (only for mandibular teeth) and the right model is identical
to the left model.

Similar to the first application of the segmentation and numbering concept in the previous chapter
(cf. Chapter 5), the robustness of the adaptation can be increased further by utilizing a masked version
of the input images during the first part of the adaptation process. This masked input image is created
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Figure 6.8.: Dynamic adaptation strategies: The numbered model items indicate the order in which they
will be fitted to image features during model adaptation. The mandible model follows the
same pattern as the maxilla model and the right model behaves similar to the left model.

by converting the photograph to a gray-scale version which is then masked by the binary teeth mask
generated by the neural network. All pixels that are classified as teeth (white in the binary mask)
keep their intensity (gray-scale) value while all other pixels are set to black (zero intensity). Gradient
image features (based on gradient magnitude and direction) are then employed to fit the CSM to the
masked input image. Similar to the previous application, this results in strong gradient features at the
edges of the masked region, while the included intensity information also provides features inside the
masked region (compared to just using the binary mask). This approach results in superior segmentation
performance as it supports the dynamic adaptation strategies in ensuring an optimal overlap between
mode items and corresponding image structures before switching to appearance features for the second
part of the adaptation. The second part is then performed on the color image using the HSV appearance
profiles trained during the offline training phase as the appearance model. After convergence, the
adapted model provides the final teeth contours detected in the image together with the numbering
encoded in the model.

6.1.6. Experiments and results

This section summarizes the experiments for the teeth segmentation and numbering in the five pho-
tographs of orthodontic records, as well as the achieved results. It starts by describing the data used
for training and testing, and the performance metrics used for evaluation. Next, it covers the offline
training of the coupled shape models and the optimization of the network parameters for the U-Net
neural networks. The final sub-sections then present the results of the mask generation, the model
initialization and the model adaptation steps.

6.1.6.1. Data

The experiments have been performed on 89 data sets. Each data set consists of one photograph for
each the five views and the corresponding numbered gold standard annotations of the teeth. The gold
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Figure 6.9.: Example of the gold standard annotations for one data set. The visible part of the teeth has
been manually annotated and labeled with the corresponding number of the FDI notation
system.

standard teeth contours and numberings have been obtained by manual annotation of the 12 relevant
teeth contours (that are included in the design of the respective CSM) in each of the 445 photos (i.e. five
photos for each of the 89 data sets). Fig. 6.9 illustrates exemplary manual annotations and numberings
for one data set. The data sets also include the laser-scanned ground truth 3-D surface meshes of
the individual teeth. These are relevant for the 3-D reconstruction part and will be introduced in the
respective section (cf. Section 6.3.1). The colorized photographs each have a resolution of 5480x3662
or 5760x3840 pixels. Different camera were used to capture the individual data sets – however, all
photographs belonging to one data set are always captured with the same camera. The 89 data sets
were randomly separated into distinct training and test sets for the experiments.

A total of 50 data sets were assigned to the training set. In order to increase the number of training
data, all training images have been mirrored to increase the total number of training samples to 100.
This is made possible by the symmetric structure of the set of teeth (cf. Section 2.1). For each view,
the training images and corresponding gold standard annotations were mirrored horizontally and the
numbering of the annotations was updated accordingly. During this process, left and right views be-
came the respective other view. The CSMs of both view are therefore effectively trained on the same
data, with one being the mirrored version of the other. Nonetheless, they are treated as separate models
due to the different numberings assigned to the model items (teeth). The remaining 39 data sets are
considered the test set and used for performance evaluation.
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6.1.6.2. Metrics

The performance of the teeth segmentation and numbering is evaluated individually for each view by
comparing the numbered segmentations generated by respective CSM to the ground truth segmenta-
tions with the corresponding number. The comparison is performed using the same metrics that were
used for the performance evaluation of the same task introduced in the previous chapter (cf. Sec-
tion 5.2). These metrics are precision, recall, accuracy, specificity and F1 score. All metrics are based
on the confusion matrix which summarizes the pixel-wise performance of the segmentation by accu-
mulating the occurrences of four prediction categories. These categories are defined by the relation
between predicted label and true label.

The accuracy measures the ratio of correct predictions over the total number of predictions, but
is misleading when object and background cover different amounts of the image. Recall captures
the ability of the approach to include the complete target object in the segmentation, while precision
describes how much of the segmentation is actually correct. Specificity expresses the performance
for correctly covering the complete background. The F1 score is the harmonic mean of precision and
recall and is the most meaningful of the five metrics for judging the performance of the segmentation
approach.

6.1.6.3. Offline training: 2-D coupled shape models

The five different coupled shape models are trained during the offline training phase as described in
Section 4.2. The statistical information about the shape and spatial relation of the teeth outlines in each
view is extracted from the training data (cf. Section 6.1.6.1) by establishing landmark correspondences
between different training instances, applying generalized procrustes analysis to align the shapes, and
utilizing principal component analysis (PCA) to find the modes of variation for both shape and spatial
relation. For each statistical shape model (deformable model item) utilized in the CSMs, the contour is
represented using L = 100 landmark points and 95 % of the shape variance are retained during training.

Fig. 6.10 illustrates the results from the offline training. It depicts the first mode of variation of
the coupled shape models of the anterior view, left view and maxilla view. The models for right and
mandible views behave very similar to the left and maxilla models, respectively. The individual model
items are represented as colored closed contours with the color corresponding to the presented CSM
design (cf. Fig. 6.3). The center of gravity of the different items is also shown since it is used to model
the spatial relations.

The first mode represents the principal component with the largest variance in the learned shape
space. For the anterior view, this seems to be the progressive occlusion of the mandibular anterior
teeth by the maxillary ones (Fig. 6.10, left image of Anterior View CSM), and the opposite movement
of creating a gap between lower and upper teeth (right image). The medical term for the first case
(occlusion of anterior mandibular teeth) is overbite [Dof00], while a gap between the anterior teeth of
both dental arches in a closed mouth position is referred to as open bite [Dof00]. This phenomenon
is specifically important for the automatic initialization of the coupled shape model onto the anterior
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image. In case of the left (and right) view models, the first mode represents a shift in camera position.
The right image (Fig. 6.10, Left View CSM) corresponds to an almost lateral view of the teeth from
the left side (of the patient). The viewing direction then shifts more and more towards a frontal view
when one compares the right image to the middle and left image. This illustrates the large variance
in the angle from which the left and right photographs are captured and presents a challenge for the
model initialization process. The change of viewing direction results in large changes in the relative
distance (and width) of teeth which makes it impossible to place the mean model onto the image
and ensure an adequate overlap between all model items and their corresponding teeth in the image.
This needs to be considered for the model initialization and adaptation process (dynamic adaptation
process). The maxilla (and mandible) models show a smaller amount of variation in the first mode.
The most prominent change is the shape of the arch which results in an increased distance between
central incisors (Fig. 6.10, maxilla view, green contour) and first molars (pink).

6.1.6.4. Offline training: U-Net networks

The five U-Net networks for the semantic teeth segmentation (mask generation) are also trained in the
offline training phase. Each view-specific network was trained on the respective photographs from the
training set. As a reminder, the tooth-specific annotations of an image are merged into a single mask to
serve as training data for the network. However, only the 50 non-mirrored versions (cf. Section 6.1.6.1)
were used to enable an unbiased validation split. Horizontal mirroring is still performed on the two
splits as part to the data augmentation process for anterior, maxilla and mandible view. Left and right
view do not use mirroring as part of the data augmentation because the teeth structure in these images
is not symmetric. Instead, more of the remaining augmentations are performed to generate a same
amount of augmented images as for the other views.

The training was performed for 500 epochs with early stopping (i.e. the training stopped if no
reduction in minimal loss was observed for at least 50 epochs), a batch size of 16, 250 steps per epoch,
a validation split of 0.3 and a dropout rate of 0.3 in each pooling layer. The number of training images
used in each epoch was increased to 4000 via the data augmentations (cf. Section 4.3). The training
was conducted on a GPU-cluster with 2 x 16 core Intel Xeon Gold 6130s, 260GB of random-access
memory and 8 x Nvidia GeForce RTX 2080 Ti GPUs with 11GiB graphics memory each.

Table 6.1 lists the performance of selected parameter combinations tested during the training process.
The presented results are from the U-Net model for the maxilla view and are ordered by the achieved F1
score on the test set, from highest to lowest. Analyzing at the results provides clues on how individual
parameters affect the performance. Using a lower input size for the network seems to improve the
segmentation performance even though it also results in rougher boundaries when up-sampling the
output back to its original size. Since the up-sampled output is used in subsequent pipeline steps, the
lowest tested input size was 336x224 pixel. It performed slightly better then a resolution of 672x448,
and significantly better than a resolution of 1344x896. Converting the image to HSV color space does
not improve the results compared to the traditional RGB color space. While the HSV color space more
closely models the way the human vision perceives color, this representation seems sub-optimal for
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Anterior View CSM

Left View CSM

Maxilla View CSM

Figure 6.10.: First mode of variation of the coupled shape models for anterior, left and maxilla views
which have been trained on 100 training samples. The colors of the individual model
items correspond to the presented CSM design (cf. Fig. 6.3).

training neural networks. For the Tversky loss, α = 0.4 and β = 0.6 generally outperformed other
combinations. The best combination was found as input size of 336x224x3 with 64 filters, an initial
learning rate of 0.001, and a Tversky loss with α = 0.4 and β = 0.6.

Because all five photographs are relatively similar in terms of content, the time-consuming parameter
optimization procedure was not repeated individually for the other four views. Instead, the parameter
combination with the overall best performance for the maxilla view was used to train the other four
networks as well. The trained networks are then used during the online processing to extract the binary
teeth mask from the respective images.
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Table 6.1.: U-Net training for semantic teeth segmentation (maxilla view). The table shows selected
parameter configurations and the resulting F1 score on the validation and test data.

model parameter color training parameter best validation test

width height filters space loss: α loss: β learning rate epoch F1 score F1 score

336 224 64 RGB 0.4 0.6 0.001 35 0.934 0.963
336 224 64 RGB 0.3 0.7 0.001 60 0.934 0.962
672 448 64 RGB 0.4 0.6 0.001 48 0.917 0.958
672 448 64 RGB 0.4 0.6 0.010 120 0.932 0.955
336 224 64 HSV 0.4 0.6 0.001 17 0.929 0.954
672 448 64 RGB 0.3 0.7 0.001 71 0.901 0.953
672 448 64 RGB 0.2 0.8 0.001 70 0.921 0.949
672 448 64 HSV 0.3 0.7 0.001 46 0.910 0.947
672 448 32 RGB 0.3 0.7 0.001 42 0.891 0.944
672 448 32 RGB 0.4 0.6 0.001 18 0.909 0.944
672 448 64 RGB 0.3 0.7 0.010 29 0.909 0.936

1344 896 64 RGB 0.4 0.6 0.001 20 0.801 0.856

6.1.6.5. Mask generation

The mask generation is the second step of the online pipeline and utilizes the trained U-Net networks
to extract a binary mask of the prominent teeth (i.e. only the teeth included in the design of the coupled
shape models) from the individual photographs. The evaluation of this step was performed on the 39
test data sets. The tooth-specific gold-standard annotations of an image are again merged into a single
mask for comparison. Table 6.2 lists the quantitative evaluation results when comparing the generated
masks to the gold-standard masks.

All five networks achieve very good overall results. The highest F1 score is achieved by the anterior
view U-Net with 0.9674 and standard deviation of 0.0261. The U-Net for the mandible view has
the lowest F1 score of all five networks, with a value of 0.9329 and a standard deviation of 0.0740.
Semantic segmentation performances of this level should generate binary masks that are usable for the
automatic model initialization in the next pipeline step. The achieved results outperform the results
of the semantic segmentation of teeth in panoramic radiographs performed in the previous chapter -
despite a significantly lower amount of training data (50 vs. 432). The added color information of
the photographs and the resulting higher contrast between teeth and surrounding tissue seems to be the
most likely explanation for the increase in performance.

A visual representation of the results is provided in Fig. 6.11. It shows the best and worst segmen-
tation results for each view. Each depicted result consists of two images: the left image includes a
green overlay of the computed binary mask onto the photograph, the right image shows the binary
mask with the gold-standard annotation overlayed in turquoise. The best results show almost perfect
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Figure 6.11.: Semantic teeth segmentation results (binary mask) for all views. The results are each
depicted as a green overlay on the original image and as the computed binary mask with
a turquoise overlay of the ground truth annotation. Each row shows the best and worst
segmentation result on the test set for each view (based on F1 score).
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Table 6.2.: Semantic segmentation performance of the five view-specific U-Net networks trained with
the optimal parameter configuration from the maxilla view network. The table shows the
chosen performance metrics together with their standard deviation.

Precision Recall Accuracy Specificity F1 score

U-Net (anterior view) 0.980±0.015 0.956±0.047 0.992±0.009 0.998±0.002 0.967±0.026

U-Net (left view) 0.934±0.068 0.954±0.043 0.986±0.011 0.991±0.009 0.942±0.046

U-Net (right view) 0.969±0.041 0.951±0.055 0.990±0.011 0.996±0.005 0.959±0.041

U-Net (maxilla view) 0.962±0.013 0.966±0.052 0.989±0.007 0.993±0.003 0.963±0.030

U-Net (mandible view) 0.980±0.034 0.899±0.117 0.982±0.020 0.997±0.007 0.933±0.074

Figure 6.12.: Automatic model initialization results for anterior and maxilla view. The images depict
the CSM position and scale on the photograph (images are cropped for better visualiza-
tion). A good initialization shows sufficient overlap between central incisor model items
(green outlines) and central incisor teeth (red overlays).

overlap between the generated output and the gold standard annotation for all five views. The worst
results include incorrect segmentations in other image regions (maxilla and mandible views), and over-
or under-segmentation in the teeth area (anterior, left and right view). The automatic initialization
performance on these binary masks will be assessed in the next section.

6.1.6.6. Model initialization

The performance of the automatic computation of the initialization parameters is assessed by visually
inspecting the position and scale of the coupled shape models on the image after the initialization as
well as the result after the first adaptation step. This method of evaluation is used as there exists not
only a single set of correct parameters but a subspace of (valid) parameter combinations that will result
in a valid adaptation. Whether or not a given parameter combination leads to a valid adaptation is also
highly dependent on the chosen adaptation parameters like search radius or used image features. For
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this reason, simply calculating the overlap between the model items and corresponding teeth in the im-
age also does not provide sufficient information to distinguish a successful from a failed initialization.
Assessing if the first adaptation step manages to adapt the included model items to their correct image
structures provides the most reliable method of judging the initialization performance on the test set.

Anterior view The chosen initialization method for the anterior view was able to correctly initialize
the CSM onto the photograph on all 39 test instances. This means that the maxillary central incisor
model items are close enough to the maxillary central incisors in the photographs and are adapted
successfully during the first adaptation step. Additionally, the scale of the entire coupled shape model
matches the respective teeth in the photograph. Consequently, the horizontal teeth separations used
as reference for the initialization were detected successfully on the binary mask and the separation
between the two central incisors was identified correctly. Examples of some initializations are depicted
in Fig. 6.12a) and b). Central maxillary incisors are highlighted in red for better reference.

Maxilla & mandible view The automatic initialization for maxilla and mandible photographs aims
to position the models according to the central incisors as well. A ray-based search is performed to find
the U-shaped teeth arch in the image and position and scale the model accordingly. Due to the stable
viewing direction observed on the training data, no rotation correction is performed. Using this method,
the maxilla CSM was initialized correctly on all 39 instances of the test set. One such initialization is
shown in Fig. 6.12c. The mandible model was initialized correctly in 37 of the 39 test cases (i.e. 95 %
of initializations are correct). Some initialization results are depicted in Fig. 6.13. The central incisors
are highlighted in all images with a red overlay, as these should overlap with the central incisor model
items (green outline). Successful initializations are indicated by a green border, failed ones with a red
border. One of the failed cases was caused by the photo being taken from a different viewing direction
which resulted in a rotation of the U-shaped teeth arch. This rotation meant that the incisor model
items were not close enough to the correct teeth in the image, which lead to an incorrect adaptation
(cf. Fig. 6.13c). The second failed case was due to a missing lateral incisor with the gap originally left
by the missing tooth already closed. This again caused the incisor model items to not line up with the
correct teeth in the image (cf. Fig. 6.13b).

Left & right view Left and right views are the most challenging ones for the automatic initialization
because of the large variation in viewing direction. For these views, the initialization process aims to
position the models according to the canine and first pre-molar teeth/model items. The process tries
to detect the teeth separations in horizontal direction based on the binary mask and place the model
by identifying the separation between canine and first molar. This process is challenging as (relative)
teeth width changes with different viewing directions. Contrary to the other views, the CSMs are
not initialized in their mean configurations but the model configuration is optimized to better match the
viewing direction. However, this optimization is not considered when judging a successful initialization
because a successful adaptation of the items further away from the model center is only evident during
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Figure 6.13.: Automatic model initialization results for the mandible view. Shown are the CSM position
and scale on the photograph (images are cropped for better visualization). A good initial-
ization shows sufficient overlap between central incisor model items (green outlines) and
central incisor teeth (red overlays). Valid initializations are indicated by a green border,
invalid ones with a red one.

later steps of the adaptation due to the dynamic adaptation process. The optimization quality will be
reflected in the quantitative evaluation of the final segmentation performance.

For the left view, 33 out of 39 models (85 %) were correctly initialized, for the right view, 36 of 39
(92 %). Fig. 6.14 depicts examples of successful and failed initializations of both views. The canine
and first pre-molar teeth are again highlighted in red, the corresponding model items are depicted with
a blue (canine) and gray (first pre-molar) outline. A green border indicates a successful initialization,
failed initializations have a red border.

6.1.6.7. Model adaptation

The final step of the teeth segmentation and numbering pipeline is the model adaptation. During this
step, the view-specific CSMs are fitted to the respective photographs as described in Section 6.1.5.
This process is defined by adaptation strategies that control which model items are actively adapted
during the individual adaptation steps (dynamic adaptation). Additionally, each adaptation step in-
cludes several parameters like, e.g., local search radius, number of iterations, and weights for the en-
ergy functional. These parameters were optimized empirically during the experiments by maximizing
the segmentation performance (F1 score) on the 50 training data sets. The CSMs were manually placed
onto each training image for the optimization process to ensure that failed automatic initializations (on
the training data) did not negatively impact the estimation of the adaptation parameter values. The pa-
rameter optimization is performed individually for each CSM with the exception of the left and rights
views. Here, the same parameters are used for both models while accounting for the fact that one is
the mirrored version of the other. The determined optimal parameters for each view are then used to
evaluate the performance for the model adaptation on the test data. The performance is assessed by
comparing the tooth segmentations given by the final model configurations to the gold standard anno-
tations using the metrics described in Section 6.1.6.2 (precision, recall, accuracy, specificity, F1 score).
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Figure 6.14.: Automatic model initialization results for lateral views. The relevant teeth for the ini-
tialization (canine and first pre-molar) are highlighted in red. A good initialization result
should show good overlap with the corresponding model items (blue and gray outlines).
Successful initializations are depicted with a green border, failed ones with a red border.

The overall measures are calculated by averaging the tooth-specific metrics of all test cases for the
specific view. Standard deviation from the mean is provided as an additional measure to indicate the
amount of variation.

Table 6.3 summarizes the performance of the proposed approach to extract the prominent teeth for
each of the five photographs. The highest segmentation performance is achieved on the maxilla view
with an F1 score of 0.931± 0.107. The lowest F1 score was 0.631± 0.389 for the left view. It is
noteworthy that the best performing views had no failed initializations (maxilla and anterior), while
the lowest performing view suffered from six failed initializations (left view). A failed initialization
generally results in a very poor segmentation performance (i.e. F1 score < 0.2). This is also reflected
in large standard deviations for views with failed initializations. A collection of segmentation results is
depicted in Fig. 6.15.

The numbering performance is assessed using the pixel-wise IoU (cf. Section 5.2) between indi-
vidual tooth segmentation and corresponding manual annotations. A numbering is considered correct,
if the IoU is above a predefined threshold. Five different threshold values are evaluated, with higher
thresholds putting more emphasis on accurate pixel-wise classification. Table 6.4 lists the individual
results for the five views. The best results are achieved for anterior and maxilla views with detection
rates of 0.950 and 0.982 for an IoU threshold of 0.5. The mandible view reaches a ratio of 0.894, while
right and left views perform the worst with 0.757 and 0.627, respectively. Higher thresholds naturally
result in lower performance scores, since more accurate segmentations are required. While successful
detection rates slowly decline for thresholds of 0.6 and 0.7, a threshold of 0.8 results in a large perfor-
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Table 6.3.: Evaluation of the teeth segmentation and numbering for the five different views. The table
contains the overall performance (mean and standard deviation) for different metrics com-
puted by comparing the generated segmentations to the gold standard annotations.

Precision Recall Accuracy Specificity F1 score

Anterior view 0.891±0.160 0.884±0.155 0.998±0.002 0.999±0.001 0.882±0.161

Left view 0.633±0.397 0.653±0.390 0.994±0.008 0.996±0.005 0.631±0.389

Right view 0.756±0.326 0.763±0.314 0.996±0.006 0.998±0.003 0.751±0.317

Maxilla view 0.940±0.103 0.924±0.115 0.998±0.004 0.999±0.002 0.931±0.107

Mandible view 0.852±0.262 0.832±0.259 0.996±0.007 0.998±0.003 0.840±0.258

mance drop. Segmentation and numbering performance are closely related since both are based on the
numbered teeth segmentation provided by the adapted coupled shape model.

6.1.7. Discussion

The presented fully automatic segmentation and numbering approach for teeth in five colored pho-
tographs is used to extract the teeth outlines which will be used in the next part of the workflow to
reconstruct the 3-D shape and spatial configuration of the teeth. The contour extraction presents the
second application of the segmentation and numbering concept introduced in Chapter 4. It was trained
on 50 training data sets (which was increased to 100 by mirroring the images horizontally) and tested
on 39 data sets. After removing specular reflections from the photographs, trained U-Net networks are
used to generate a binary mask of the teeth area for each image which is then used to initialize a trained
view-specific coupled shape model onto the respective image. These models are fitted to the images
using dynamic adaptation strategies by employing gradient image features of the masked input image
during the first half of the adaptation and color appearance profiles on the full input image during the
second half. The final fitted models then provide the teeth segmentations and numberings for each of
the five photographs. Fig. 6.16 illustrates the results of selected steps from the teeth extraction process
for one set of photographs. For each individual view, the results of the binary mask computation, the
model initialization and the model adaptation are visualized.

The experimental results on the test data revealed varying performance between different views.
While the segmentation and numbering performance was good for anterior, maxilla and mandible views
with F1 scores of 0.882, 0.931, and 0.840, respectively, the results for right and left views were lower
with 0.751 and 0.631, respectively. The different factors impacting the performance will be discussed
in the following paragraphs.
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Figure 6.15.: Collection of teeth segmentation (and numbering) results. The detected contours are il-
lustrated as landmarks points on the intensity image. The contour color indicates different
tooth types as described in the CSM design (cf. Section 6.1.1). The results in one column
do not belong to the same patient.
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Table 6.4.: Evaluation of the numbering performance for the five views using different pixel-wise IoU
thresholds for correct detections. The table contains the overall performance on all cases of
the test set as well as separate entries for the average performance in case of successful and
failed automatic initializations.

IoU > 0.5 IoU > 0.6 IoU > 0.7 IoU > 0.8 IoU > 0.9

Anterior view 0.950±0.212 0.939±0.233 0.909±0.279 0.760±0.414 0.226±0.403

Left view 0.627±0.473 0.593±0.481 0.555±0.486 0.483±0.487 0.281±0.437

Right view 0.757±0.419 0.718±0.439 0.675±0.457 0.593±0.479 0.353±0.465

Maxilla view 0.982±0.130 0.975±0.152 0.970±0.165 0.940±0.230 0.594±0.476

Mandible view 0.894±0.304 0.883±0.318 0.864±0.339 0.777±0.409 0.331±0.457

Figure 6.16.: Steps of the teeth contours extraction. First row: input photographs for all views; Second
row: binary mask of the teeth area; Third row: placement of the mean CSM after the
initialization step; Forth row: final adaptation (and numbering) result.
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a) b)

Figure 6.17.: Handling of partially and completely occluded mandibular teeth in anterior view pho-
tographs. Partly occluded teeth are correctly segmented using the shape variance encoded
in the CSM (left image). Complete occluded teeth result in incorrect segmentations as the
CSM adapts to wrong image features (right image).

Because the coupled shape models consist of multiple active shape models with local search algo-
rithms, a good initial placement is paramount for a robust adaption. If the model items are placed too
far from their corresponding image structures, the local search will not be able to fit the items correctly.
Instead, model items might be adapted to neighboring structures or random features, resulting in a
failed adaptation and very low performance scores. The utilized concept makes use of binary masks
to tackle this problem. These semantic segmentation masks are generated by U-Net networks which
achieve a F1 score between 0.933 and 0.967 for the different views. The distinct color of teeth com-
pared to their surrounding likely contributes to these high performance values. Moreover, the trained
networks also correctly omit the teeth that are not part of the coupled shape model and therefore where
omitted during network training. The high performance supports the initialization processes for the
individual views. Overall, only 11 out of 195 initializations were considered incorrect, 9 of those are
from the left or right view. The failed initializations result in very low segmentation performance for
the affected images, which is reflected in the large standard deviations for the affected views (mandible,
left, and right views). Initialization for the lateral views is especially challenging because of the large
variation in camera positions these images are captured from. The failed initializations for these views
are mostly related to an incorrect placement in horizontal direction or an incorrect rotation correction
(cf. Fig. 6.14).

Apart from the initialization dependence, some views also suffered from other challenges. The
mandibular incisors in anterior view photographs can be partly or completely occluded by the max-
illary incisors (overbite condition). While the model is able to handle partly occluded teeth via the
encoded statistical variance, completely occluded teeth are problematic because the CSM still tries to
fit the corresponding model item to the image. Since no ’true’ image features of these teeth exist, the
model item is inevitably fitted to incorrect features. This can also negatively affect the adaptation of
other items and accounts for some of the performance difference between maxilla and anterior views
despite both having no failed initializations. Fig. 6.17a shows correctly handled partly occluded teeth,
Fig. 6.17b depicts a case with completely occluded mandibular central incisors and how an incorrect
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Figure 6.18.: Model adaptation results in cases with missing teeth: a, b) the model item corresponding
to the missing tooth was correctly placed in the resulting gap. c) Incorrect adaptation
result if the gap does not match the original tooth size (due to missing teeth revealing
previously occluded teeth).

adaptation of the corresponding model items (small green contours) affects other items (i.e. incorrect
lower boundary of maxillary central incisors).

The adaptation results of left and right views are affected by large variations in viewing direction.
Despite an initial optimization during the initialization process to better align the model configuration
to the viewing direction of the photograph and the dynamic adaptation process, model items still do
not overlap well at the beginning of their adaptation. While this can be compensated by using a larger
local search radius when looking for image features, this also increases the risk of fitting model items
to incorrect features – which results in lower segmentation performance. Another potential problem is
the large teeth shape variance introduced by the changing viewing direction. This reduces the models
ability to constrain the shapes since more variations are considered valid. In general, variations in
camera position need to be reduced for left and right views (e.g. by a more precise guideline on how to
take the photographs) to enable a more robust adaptation. Views with more consisted camera positions,
like anterior view, perform significantly better.

Missing teeth generally provide another challenge that affects the performance of the presented ap-
proach. Similar to the concept application for panoramic radiographs (cf. previous chapter), the ap-
proach can handle missing teeth if the resulting gap is still present since the gap is visually different
compared to the tooth. The corresponding model item can then occupy this space and other model
items can still be adapted correctly (cf. Fig. 6.18a,b). Since no valid appearance features are detected
for all (or the majority of) landmark points of this model item, this clue can be used to flag the tooth as
missing and exclude it from the subsequent 3-D reconstruction.

On the other hand, if the gap is no longer present, the CSM is unable to detect that a specific tooth is
missing. Left and right models sometimes struggle to deal with missing teeth. Because of the sideways
perspective, a missing tooth with gap reveals the previously occluded part of the neighboring tooth
which results in a gap that is smaller than the expected size of the tooth outline. This can negatively
affect the model adaptation as the model energy constrains the item to valid shapes (according to the
training data) and will prevent it from shrinking correctly (cf. Fig. 6.18c).
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Overall, the presented teeth segmentation and numbering provides a fully-automatic approach to
extract the tooth outlines and the corresponding numbering from the five photographs. The relatively
stable viewing directions of anterior, maxilla and mandible views enable a robust modeling of the sta-
tistical variance in tooth shape and relative location in form of a view-specific coupled shape model.
The CSM then supports an accurate tooth segmentation via gradient features and color appearance pro-
files and inherently provides the numbering information as each tooth is modeled via a specific model
item. The left and right views offer a bigger challenge due to the large variability in viewing direction.
This leads to more variance in the statistical information encoded in the respective view-specific CSMs
and a less robust segmentation performance. The initialization dependency of such types of statisti-
cal models is successfully handled by utilizing a semantic teeth segmentation mask. These masks are
computed by offline trained neural networks (U-Net) and achieve high accuracy due to the available
color information. The presented application of the teeth segmentation and numbering concept offers
the information that is required to enable a fully-automatic reconstruction of the 3-D teeth shapes and
spatial configuration via a silhouette-based loss. This reconstruction process is described in the next
section.

6.2. Deformation-based reconstruction

The extracted numbered teeth contours of all input images are now used to recover the 3-D shapes and
relative locations of the teeth. The presented model-based reconstruction approach combines the ex-
tracted teeth contours with prior knowledge about the 3-D shape and location of the teeth to handle the
limited amount of information that is available from the five photographs. Two 3-D coupled shape mod-
els, one for the upper and one for the lower dental arch, encode the prior knowledge and are deformed
using a silhouette-based loss. In this context, the silhouette-based loss aims to minimize the difference
between 2-D projections of the reconstructed 3-D teeth and their corresponding 2-D contours in order
to determine the two 3-D CSM configurations that best explain the numbered contours extracted from
the photographs. This fully-automatic process requires that the correspondences between 2-D outlines
and 3-D teeth model are known, which is achieved through the inherent numbering provided by the
chosen contour extraction approach (cf. previous section).

The reconstruction process is separated into two parts and corresponds to the second and third steps
of the reconstruction workflow introduced at the beginning of the chapter (cf. Fig. 6.1). First, the two
3-D CSMs need to be initialized in terms of overall scale, teeth positions and relative position of both
models to ensure a good initial starting point for the deformation-based reconstruction. The contours
extracted from maxilla and mandible views are used here to optimize the scale and spatial configuration
of the teeth in the respective model as these contours suffer the least from occlusions and the top-down
viewing direction offers a good representation of the teeth relative location. The relative position of the
coupled shape models to each other is then estimated using the contours from anterior, left and right
views. This initialization adjustment of both models should provide a good starting point for generating
the 2-D projections that are used for computing the silhouette-based loss.
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The final part of the reconstruction workflow is the deformation-based reconstruction of the teeth
shapes that aims to find the model configurations such that the projected 2-D silhouettes of the 3-D
model items match the 2-D teeth outlines extracted from the input images (silhouette-based loss). This
expectation maximization-like process estimates the camera parameters that correspond to each view
based on the current model configurations, uses these camera parameters to calculate 2-D projections
of the 3-D model items (teeth), and deforms the 3-D model items in order to minimize the silhouette-
based loss. Because the silhouettes and contours only provide information about the visible part of a
tooth, the prior statistical knowledge encoded in the CSMs complements this with information about
the (expected) shape of the occluded part and helps to constrain the reconstruction to valid teeth shapes.
The iterative process repeats until a predefined number of iterations has been reached or the silhouette-
based loss drops below a certain threshold.

Before these two reconstruction steps are explained, the design of the coupled shape models, the
silhouette-based loss function and the camera parameter estimation are described as all are utilized in
these reconstruction steps. Therefore, the structure of this section is as follows. Section 6.2.1 covers
the design of the 3-D CSMs. The silhouette-based loss is explained in Section 6.2.2, followed by the
projection parameter estimation in Section 6.2.3. The initialization of the 3-D CMS is then covered in
Section 6.2.4 and finally, in Section 6.2.5, the deformation-based shape reconstruction is introduced.
Experiments and results are then presented in the following section.

6.2.1. 3-D CSM designs

The employed 3-D coupled shape models represent the maxillary dental arch and mandibular dental
arch, respectively, and encode both the statistical shape variance of each tooth as well as the sta-
tistical variance in their relative position. The construction and training of both models is similar
to the 2-D coupled shape model introduced in Section 4.2, but uses the implementation of Jung et
al. [JSK∗14]. Deformable model items are represented as triangle meshes and again modeled using a
point distribution model. Landmark correspondences between triangular meshes of the same tooth are
established using a pairwise registration method [Kir13] and are aligned using generalized procrustes
analysis [Gow75]. For modeling the spatial relation, 3-D transformations with m = 7 parameters are
used which includes 3 parameters for translation, 3 for rotation and 1 for scaling. The statistical knowl-
edge contained in the CSM is utilized to support the reconstruction process as the information obtained
from the photographs is limited and the depicted teeth suffer from heavy occlusions. The two dental
arches are represented by individual models to enable a separate optimization of the teeth positions and
shapes in both models as well as the relative location of both models.

The two models contain the same teeth that are included in the five 2-D coupled shape models for
contour extraction:

• Maxilla model (N = 12 items): maxillary right first molar (16) to maxillary left first molar (26),
• Mandible model (N = 12 items): mandibular right first molar (46) to mandibular left first molar

(36).
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Figure 6.19.: CSM design for the two 3-D coupled shape models used for teeth reconstruction. The
colors indicate different tooth types, the numbers refer to the FDI notation system. The
color scheme corresponds to the 2-D CSM design to allow easy identification of matching
items.

Second molars and wisdom teeth are not included since there is no contour information available to
perform any kind of reconstruction – no model items for contour extraction were included in the 2-D
CSMs because these teeth were rarely visible in the photographs. While it would be possible to include
these teeth in the model and recover their most likely shape and position based on the statistical relation
to the other (reconstructed) teeth, this was not the scope of the presented approach. Fig. 6.19 depicts
the teeth included in both models together with the corresponding numbering from the FDI notation
system. The teeth are depicted from a top-down view (left and right images) and a frontal view (middle
images). The individual meshes are colored in the same way as the contours of 2-D CSMs to allow
for an easy visual identification of matching items. The models are trained in an offline training phase
which is explained in Section 6.3.3.

6.2.2. Silhouette-based loss

The teeth reconstruction and camera parameter estimation is based on a silhouette-based loss between
projected 2-D silhouettes (of the reconstructed 3-D teeth) and the extracted teeth outlines. The general
idea behind such a loss function, which is inspired by space carving [KS00], is that the 2-D silhouettes
should (given the correct intrinsic and extrinsic camera parameters) match the 2-D contours extracted
from the input image. Any discrepancy between the two implies that the 3-D shape needs to be de-
formed to generate a better estimate of the true 3-D shape. The difference ESL between projected points
and extracted contour points for a model item i in view v is given by

ESL(i,v, f , t) = dist
(

P
(

f , t, i;θ
(v)
)
,C(v)(i)

)
, (6.2)

where dist(·, ·) is an appropriate distance metric between both points sets (e.g. L2, binary cross-entropy
loss or negative intersection-over-union) [HLB21] and P(·) is a 3-D to 2-D (perspective) projection
function which takes occlusions into account. The parameters f and t represent the current model
configurations and global transformations, θ(v) are the camera parameters corresponding to view v
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and C(v)(i) is the 2-D contour extracted from view v that corresponds to model item i. The overall
discrepancy of the reconstructed model is given by the combined loss of all model items in all views:

ECSL( f , t) = ∑
∀v∈V

∑
∀i∈N (v)

ESL(i,v, f , t). (6.3)

Here, V is the set of all available views which are anterior, left, right, maxilla and mandible views, and
N (v) are the teeth included in the 2-D CSM of view v.

In this approach, the negative intersection-over-union (IoU) is used as the distance metric dist(·, ·) to
measure the dissimilarity between the areas enclosed by the projected and extracted contours. Similar to
the IoU defined as an evaluation metric for the numbering accuracy (cf. Section 5.2), the metric is again
computed in a pixel-wise fashion using the confusion matrix to get more accurate results (compared to
the version based on bounding boxes). The negative IoU is therefore given by

LIoU = 1− T P
T P+FN +FP

. (6.4)

6.2.3. Estimation of projection parameters

The projection of a 3-D model tooth onto a 2-D image plane to determine its 2-D silhouette is an
integral part of the reconstruction process. On the one hand, the projected silhouettes are utilized to
calculate the loss compared to the extracted outlines in order to measure the quality of the reconstructed
3-D shapes. On the other hand, the projection is used to identify the 3-D vertices of the model tooth
that define the silhouette. These vertices will be updated directly during the optimization process to
deform the 3-D model such that it better matches the visual hull [Lau94]. To be able to get an accurate
representation of 2-D silhouettes for each view, the projection (or camera) parameters need to resemble
the original camera parameters used to capture the photo as close as possible.

Because all photographs are captured using a freely movable camera (i.e. an uncalibrated camera
setup), an estimation of the camera parameters θ(v) for each view v is required. These parameters are
used as input to the perspective projection function P

(
f , t, i;θ(v)

)
(cf. Eq. (6.2)) which then generates

the silhouettes for the respective view. It is important to note that the projection respects occlusions
between teeth and only outputs the silhouette of the visible part of the tooth i. The camera parameters
to be estimated are position, up-vector and focal point – all other camera parameters are assumed
to be fixed. The optimization is performed independently for each view which can be considered a
special case of rigid structure-from-motion [WA82] and allows for an accurate and robust calibration
of projection parameters while optimizing the model configuration in the same process [HLB21].

Starting from predefined default parameters for each view (according to the expected viewing direc-
tions), the individual optimal parameters θ

(v)
opt are determined by minimizing the silhouette-based loss
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for this view only while using the corresponding items of both 3-D models:

θ
(v)
opt = argmin

θ(v)
∑

∀i∈N (v)
ESL(i,v)

= argmin
θ(v)

∑
∀i∈N (v)

dist
(

P
(

f , t, i;θ
(v)
)
,C(v)(i)

)
.

(6.5)

Again, v ∈ V is one of the available views, N (v) are the teeth included in the 2-D CSM of view v,
dist(·, ·) is the negative IoU, P(·) is the projection function and C(v)(i) is the tooth outline exacted from
the photograph.

Since the optimal camera parameters depend on the current configuration of the 3-D coupled models
f and the model positions t, they need to be recomputed when the configuration or position of the 3-D
models changes which implies an iterative approach for the reconstruction.

6.2.4. Automatic 3-D CSM initialization

After explaining the silhouetted-based loss and the estimation of the camera parameters in the previous
two subsections, this subsection continues with the reconstruction workflow by covering the initial
alignment of the 3-D coupled shape models to the image data. This alignment determines the initial
scale, teeth positions and relative position of both models to ensure a good starting configuration for
the deformation-based reconstruction. For the individual models, these parameters are best deduced
from the respective maxilla and mandible view. Because of the top-down view characteristics of these
two views, the teeth outlines are only slightly affected by occlusions between neighboring teeth. This
enables a matching between the centers of gravity (CoG) of the extracted 2-D contours and 3-D model
items of the corresponding CSM to determine a global scale factor and the relative teeth positions. It
is performed by adapting the CSM to the CoGs of the contours by minimizing an energy functional
E3D−Init( f , t) that aims to find the optimal model configuration f and global transformation t. The
energy functional is defined as

E3D−Init( f , t) = ECoG( f , t)+αEmodel( f ), (6.6)

where the model energy Emodel( f ) is identical to Eq. (4.8), again ensuring the model stays close to the
learned configuration space, ECoG( f , t) aims to match the centers of gravity of the model items and
their corresponding contour, and α is an empirically determined weighting parameter used to balance
both terms. The term ECoG( f , t) is given by the root mean square Euclidean distance between CoGs:

ECoG( f , t) =

√
1
N

N

∑
i=1

∥∥cog( f , t)(i)− cog(C)(i)
∥∥2

2, (6.7)

with cog( f , t)(i) being the center of gravity of model item i and cog(C)(i) the CoG of the contour
corresponding to item i. Since the centers of the contours can only be computed in the two-dimensional
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image plane, the aforementioned energy ignores the elevation (z-coordinate) of the model items when
calculating the Euclidean distance. This adaptation is performed independently for the maxilla and
mandible models. Both model configurations then represent the scale and teeth locations that best
match the extracted contours without applying any kind of shape deformations (i.e. tooth shapes are
only changed through the updated model configurations).

The next step is to establish the relative location of both models. For simplification, the position of
the maxilla models is fixed and only the position of the mandible model is optimized. The contours
extracted from the left, right and anterior views are utilized for this step as they show both maxillary
and mandibular teeth. Since the teeth outlines suffer from occlusions in all three of these views, the
only reliable way to match models and contours is via the silhouette-based loss. Therefore, the camera
parameters of the three views are estimated as described in Section 6.2.3, except that only the maxillary
teeth are used (since the position of the mandibular teeth is still to be determined). Using the maxilla
model as reference here has the added benefit that the corresponding contours suffer less from occlu-
sions (in comparison to the mandibular contours) which allows a more accurate parameter estimation.
Having computed the individual camera parameters, the position of the mandible model relative to the
maxilla model is optimized (in terms of translation) by minimizing the silhouette-based loss of the
mandible model for these three views:

t∗mand = argmin
tx,ty,tz

ECSL( f , t), (6.8)

where tx, ty, tz are the translation parameters of the global model transformation t to be optimized, and
ECSL( f , t) is the silhouette-based loss defined in Eq. (6.3). After the initialization step, the two models
are aligned and consist of teeth which have been adjusted in terms of their (relative) position, but not in
terms of any shape deformations. The remaining final reconstruction step now aims to recover the 3-D
shapes based on the extracted numbered contours.

6.2.5. Teeth reconstruction

The deformation-based shape reconstruction utilizes the numbered teeth contours of all five input im-
ages and the initialized 3-D coupled shape models of the teeth in order to recover the 3-D shape and
relative location of 24 teeth. This iterative process aims to minimize the silhouette-based loss between
2-D projections of the 3-D models and the extracted teeth outlines while employing the statistical infor-
mation encoded in the coupled shape models to fill in the missing information about the occluded parts.
Therefore, the model configurations f̂ (describing the position and shape of the individual teeth) and
global transformations t̂ (describing the relative position of the two arches) that best match the contours
minimize the functional

Ereco( f̂ , t̂) = ECSL( f̂ , t̂)+αEmodel( f̂ ). (6.9)

Here, ECSL( f̂ , t̂) is the silhouette-based loss defined in Section 6.2.2 and Emodel( f̂ ) ensures the models
stay close to their learned configuration space (cf. Eq. (4.8)).
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The silhouette loss depends on the the camera parameters θv for each view v as these are required
to compute the 2-D projections of the current model configuration. Therefore, each optimization step
it starts with the re-computation of the camera parameters θv for all views based on the model config-
urations of the previous iteration f̂ (it−1), t̂(it−1) as described in Section 6.2.3. Having determined the
camera parameters, the projections for all views that will be used for the deformation-based shape re-
construction can be computed. Additionally, the individual 3-D landmark points for each model items
which define the 2-D silhouette in each view can be identified. These landmark points will be moved
in the deformation step in order to determine the model configurations that minimize the difference
between silhouettes and observed contours – these configurations then define the optimal 3-D teeth
shapes via encoded statistical shape knowledge. Similar to the local search for feature points in the
2-D CSM adaptation, the landmark points will be moved in normal direction relative to the surface at
the given landmark location. The amount of movement is calculated based on the mismatch between
silhouette and contour.

For each projected silhouette point, the corresponding point on the extracted contour needs to be
identified. This is achieved by matching each silhouette point to its closest contour point based on the
L2 norm, i.e. for each silhouette point si the corresponding contour point c∗i is given by

c∗i = argmin
c j

||si − c j||2. (6.10)

This process is repeated for each pair of silhouette and corresponding contour for all five views.

Knowing the correspondences, the 2-D displacement vectors di =
−→
sic∗i between the projected silhou-

ette points and their corresponding contour points are computed. These displacements are then utilized
in order to adjust the position of the 3-D vertices that define the silhouette along their normal direction.
Additionally, the displacements are propagated to the neighboring vertices and scaled according to a
Gaussian distribution. Again, this process is repeated for all model items and views to determine the
optimal displacements that should minimize the discrepancy between 3-D models and extracted con-
tours. Since individual vertices can have multiple displacements (via propagation from neighbors or
from different views), the displacements are stored for each vertex and only the largest one is kept as
the optimal displacement. While applying the displacements results in deformed models that better ex-
plain the input (and therefore minimize ECSL( f̂ , t̂)), the limited amounts of views and heavy occlusions
also result in unrealistic teeth shapes. Therefore, the energy functional (cf. Eq. (6.9)) also includes the
model energy Emodel( f̂ that constrains the model configurations by the learned configuration space in
order to determine the closest ’valid’ model configuration. The shape reconstruction process is repeated
until convergence or until a predefined number of iterations has been completed.

The reconstruction process will result in model configurations (i.e. teeth shapes and positions) that
best fit the input while still being constrained by the learned model configuration space. This could yield
a sub-optimal result if the theoretically best model configuration is outside of the learned configuration
space. Therefore, the final step is a free-form deformation of the teeth shapes that is no longer restricted
by the configuration space.
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6.3. Experiments and Results

The proposed fully-automatic reconstruction approach of 24 teeth from five colored photographs (of the
orthodontic record) has been tested to assess its performance on real data sets. The deformation-based
reconstruction process utilizes the teeth outlines from the five photographs as the reference to minimize
the silhouette-based loss and recover the best matching model configurations of the 3-D CSMs which
then define the final teeth shapes and locations. The utilized teeth outlines and the required corre-
sponding numbering have been extracted from the individual photographs by the approach covered in
Section 6.1. The performance of this prerequisite step was already analyzed in Section 6.1.6. Therefore,
this section focuses on the experiments and results of recovering the best matching model configura-
tions that determine the shapes and locations of the reconstructed teeth. It starts by describing the data
used for the experiments, the different metrics for comparing the reconstructed teeth to the ground truth
scans, and the offline training of the 3-D coupled shape model for the two dental arches. The achieved
reconstruction results on the test sets, which utilize the teeth outlines and numbering extracted from the
photographs, are then presented at the end of this section. A discussion of the presented results will be
done in the next section.

6.3.1. Data

Different data sets are used during the experiments to train the 3-D coupled shape models in the offline
training phase, and to evaluate the reconstruction performance of the proposed approach. Both data
sets are described in the following paragraphs.

Training data (3-D CSMs) The training data for the 3-D coupled shape model consist of triangu-
lar meshes representing the shape of individual teeth. The meshes have been obtained from dental
impressions (plaster imprints) which were digitized using a laser scanner and subsequently separated
into individual meshes for each tooth as well as the gums. During this process, the teeth meshes were
slightly extended in root direction and then closed to generate a valid surface. Each tooth mesh there-
fore contains an accurate representation of the structure of tooth surface and size (in mm). Each mesh
is also labeled with the corresponding tooth number to easily identify and match meshes between dif-
ferent scans, gum meshes were not used for model training. Fig. 6.20 shows an exemplary scan with
mandible (a) and maxilla (b) depicted from a top and frontal direction. It also contains the aligned
scans showing the relation of both arches both with and without the gum included (c). The complete
training set for the 3-D coupled shape models consists of 1000 scans.

Test data The reconstruction performance has been evaluated on the same 39 test data sets that
were used for the evaluation of the teeth segmentation and numbering part of this approach (cf. Sec-
tion 6.1.6.1). The teeth outlines and numbers extracted from the corresponding photographs are used
for the teeth reconstruction of the respective data set. The segmentation accuracy for those outlines was
discussed in Section 6.1.6.
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Figure 6.20.: Example of a 3-D plaster scan used for model training. Each training sample consists of
individual meshes (c) for each tooth and the gums that were extracted from the original
scan (a,b).

Each test data set also includes ground truth meshes of all teeth representing the shape and relative
location of the teeth. The meshes were generated in the same way as the training data for the 3-D
coupled shape models, i.e. laser scanned plaster imprints were separated into individual meshes and
labeled accordingly (cf. Fig. 6.20). The gum meshes were not used for the evaluation process.

6.3.2. Metrics

The performance of the proposed reconstruction approach is evaluated using several different metrics.
The most common metrics used to compare the generated results to the ground truth references measure
the similarity (or dissimilarity) based on the volumetric overlap or the surface distance. Individual vari-
ants of metrics for both categories differ in the mathematical definitions of how overlap and distances
are measured [HvGS∗09]. Volumetric and surface-based metrics provide information about different
aspects of the generated results. Thus, metrics from both categories will be employed here. Since the
reconstructed teeth are in a surface-based representation (triangular meshes), they are converted to a
voxel-based representation for calculating the volumetric metrics.

Volumetric overlap error (VOE) The volumetric overlap error is used to measure the overlap be-
tween a ground truth volume (set of voxels) G and the reconstruction result (set of voxels) R. It is given
in percent and defined as

VOE(R,G) = 100
(

1− |R∩G|
|R∪G|

)
. (6.11)
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The ration between the intersection and the union of both volumes (|R∩G|/|R∪G|) is also known
as the Jaccard index [Jac01]. The VOE is a popular metric to measure the segmentation accuracy.
0 % VOE indicates a perfect match between ground truth and results, while 100 % error means both
volumes do not overlap at all.

Dice similarity coefficient (DSC) The dice similarity coefficient [Dic45, Sor48], also known as
Sorensen-Dice coefficient, is used to measure the similarity between the ground truth G and the re-
construction result R. It ranges between 0 and 1, with larger values indicating a more accurate result.
It is defined as

DSC(R,G) =
2 |R∩G|
|R|+ |G|

. (6.12)

Compared to the Jaccard index used in the volumetric overlap error, the DSC puts more emphasis on
overlapping voxels (i.e. voxels inside the intersection of both volumes).

Relative volume difference (RVD) The relative volume difference is given in percent and used to
assess if the generated reconstructions are too big or too small in relation to the ground truth. It is
defined as

RV D(R,G) = 100
(
|R|− |G|

|G|

)
, (6.13)

with G and R the set of voxels of the ground truth volume and the reconstruction result, respectively.
Technically, the RVD is not a metric because the computed measure is not symmetric. Because of this
reason, the value of the RVD is typically provided as a signed number to indicate if the result is bigger
(positive sign) or smaller (negative sign) than the ground truth.

Average symmetric surface distance (ASD) ASD is the average distance (in millimeters) between
the reconstructed surface SR and the ground truth surface SG. For each surface point (landmark) r of
SR, the distance dist(r,SG) to the surface of SG is calculated. This distance is defined as the shortest
Euclidean distance (∥·∥2) of an arbitrary surface point g ∈ SG to point r:

dist(r,SG) = min
g∈SG

∥r−g∥2 . (6.14)

The same process is repeated to determine the distances dist(g,SR) of every surface point g of the
ground truth surface SG to the reconstructed surface SR. The average symmetric surface distance is
then defined as the average of all those distances:

ASD(SR,SG) =
1

|SR|+ |SG|

(
∑

r∈SR

dist(r,SG)+ ∑
g∈SG

dist(g,SR)

)
. (6.15)
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Root mean square symmetric surface distance (RMSD) The root mean square symmetric surface
distance is similar to the average symmetric surface distance and is also provided in millimeters. How-
ever, the shortest Euclidean distance of an arbitrary (surface) point a to surface SB is squared and RMSD
is given by the root of the average symmetric distances. Consequently, it is defined as

RMSD(SR,SG) =

√√√√ 1
|SR|+ |SG|

(
∑

r∈SR

dist(r,SG)2 + ∑
g∈SG

dist(g,SR)2

)
. (6.16)

The RMSD has the advantage compared to the ASD that large deviations from the ground truth contour
are punished stronger.

Hausdorff distance (HD) The Hausdorff distance [HKR93] or maximum symmetric surface distance
is also related to the previous two metrics. Instead of averaging the minimal distances between both
surfaces, the HD is given by the maximum of all those distances:

HD(SR,SG) = max
(

max
r∈SR

dist(r,SG),max
g∈SG

dist(g,SR)

)
. (6.17)

As a result, it provides a measure for the true maximum error and is sensitive to outliers.

6.3.3. Offline training: 3-D coupled shape models

The 3-D coupled shape models are designed to capture the statistical variance of the teeth shapes and
locations in the respective dental arch and are trained on an offline training phase. The training process
is similar to the 2-D CSMs, but uses triangular meshes to model the 3-D statistical shape models of
the teeth and a pairwise registration method [Kir13] to establish landmark correspondences between
individual training samples. Knowing the correspondences, the samples are aligned using Generalized
Procrustes Analysis (GPA) and the extraction of the statistical information from the set of aligned
training shapes is again performed using principal component analysis (cf. Section 4.2) while retaining
95 % of the shape variance. The creation of the 3-D coupled model then follows the same methods
as the 2-D CSM, but utilizes 3-D affine transformations with seven parameters to describe the relative
location of deformable model items. Each deformable model item is represented by a triangular mesh
consisting of 1500 vertices, L= (x0,y0,z0, . . . ,x1499,y1499,z1499).

The two coupled shape models have been trained on the 1000 training samples described in Sec-
tion 6.3.1. Fig. 6.21 illustrates the resulting coupled shape models for maxilla and mandible. For each
model, the first mode of variation is depicted at three states while showing the model from two differ-
ent viewing angles (top and front). The individual model items are colorized according to the different
teeth types. The colors correspond to the coloring of the 2-D CSMs for easy visual matching.

Due to the large amount of training data covering many different teeth configurations, the models
contain over 200 modes of variation and the observable changes in a single mode are rather small. The
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Figure 6.21.: First mode of variation of the 3-D coupled shape models for maxilla and mandible teeth.
Both models were trained on 1000 training samples. The colors of the individual model
items illustrate the different tooth types and correspond to the colors chosen for the 2-D
CSMs (cf. Fig. 6.3).

most prominent changes in the first mode is a variation in the U-shaped arch that affects how much of
the posterior teeth is visible in the frontal view (i.e. the second pre-molar teeth (colored in orange) are
almost not visible in the right pictures and more revealed in the left ones). Another change is the tilting
of the anterior teeth (colored in green) which is observable in the top view.

The two trained models are used in their mean configuration during the reconstruction process as
a starting point for the iterative deformation-based approach. The encoded statistical information is
used to complement the extracted teeth outline with shape information about the occluded parts and to
constrain the reconstruction to valid teeth shapes and relative locations. The results of this approach
are presented in the next subsection.
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Figure 6.22.: Exemplary reconstruction result. a) reconstructed teeth shapes and location in red, ground
truth in green; b) surface distance between reconstruction and ground truth color-coded
on the reconstruction result.

6.3.4. Evaluation

A quantitative evaluation has been performed to assess the accuracy of the proposed fully-automatic
reconstruction approach. The extracted numbered teeth outlines of the 39 test sets from the first part of
the reconstruction workflow (cf. Section 6.1) are used to perform a deformation-based reconstruction
of the 3-D teeth shapes and relative locations. This consists of the automatic model initialization for
the two 3-D CSMs and the iterative optimization to determine the best matching model configurations
which provide the final shapes and (relative) locations. Since the initialization process only uses the
teeth outlines from the previous step and no other references are computed, no separate evaluation is
performed (as was the case for the teeth segmentation and numbering). Instead, the final reconstructed
teeth meshes of the 39 test sets have been compared to the corresponding ground truth meshes in order
to determine the accuracy of the reconstruction.

Since each reconstruction has an arbitrary scale and position, each combined set of reconstructed
meshes (i.e. model items of maxilla and mandible model are considered as one set) has been registered
to the corresponding set of ground truth meshes by an individual global similarity transformation in
order to retain teeth shapes and relative locations and sizes. These global transformations were ob-
tained via an iterative closest point (ICP) method [BM92] based on the centers of gravity (CoGs) of
the reconstructed and ground truth tooth meshes. The performance is then assessed by comparing the
individual reconstructed teeth meshes to their corresponding ground truth using the metrics described
in Section 6.3.2. The overall measures are computed by averaging the tooth-specific results of all test
cases. Standard deviation from the mean is provided as an additional measure to quantify the variation
in the results. The evaluation results are summarized in Table 6.5 which lists the overall performance
of the approach in terms of volumetric overlap error (VOE), dice coefficient (DC), relative volume dif-
ference (RVD), average symmetric surface distance (ASD), root mean squared surface distance (RMS),
and Hausdorff distance (HD). Minimum and maximum values entries for each metric show the highest
and lowest value that was achieved for a single tooth, but are susceptible to outliers. It is important to
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Table 6.5.: Quantitative evaluation results on the test set for different metrics: average symmetric sur-
face distance (ASD), volumetric overlap error (VOE), dice coefficient (DSC), Hausdorff
distance (HD), relative volume difference (RVD), and root mean squared surface distance
(RMSD), .

Metric Minimum Maximum Mean ± Std. dev.

ASD (mm) 0.246 3.582 0.807±0.379
VOE (%) 20.854 98.991 47.209±13.886
DSC 0.020 0.884 0.679±0.133
HD (mm) 1.030 8.264 2.475±0.888
RVD (%) −46.826 47.638 −1.979±14.826
RMSD (mm) 0.321 4.211 0.982±0.443

note that all metrics except dice coefficient (DSC) measure the reconstruction error, due to this lower
numbers are better. For the DC, a higher value is better as it measures the overlap between both vol-
umes. The presented approach achieves an average symmetric surface distance of 0.807± 0.379 mm,
volumetric overlap error of 47.209±13.886 % and dice coefficient of 0.679±0.133.

Table 6.6 contains the average results for each individual tooth and includes volumetric overlap error
(VOE), dice coefficient (DSC) and average symmetric surface distance (ASD). Performance varies be-
tween individual teeth with posterior teeth (i.e. the 4th, 5th, and 6th tooth of every quadrant) generally
being reconstructed a little better in terms of volumetric overlap error than anterior teeth (1st, 2nd,
and 3rd tooth). The highest overlap error can be observed for the four mandibular incisor teeth. Dice
coefficient indicates similar results. Average symmetric surface distance is more inconsistent when
comparing individual result.

An example of a reconstruction is depicted in Fig. 6.22. The left image shows the reconstruction
result in red and the ground truth in green, on the right, the reconstruction results are colored to illustrate
the surface distance to the ground truth at each vertex.
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Table 6.6.: Quantitative evaluation results on the test set for each individual tooth for selected metrics:
volumetric overlap error (VOE), dice coefficient (DSC), and average symmetric surface
distance (ASD). The teeth are numbered according to the FDI notation system.

Tooth VOE (%) DC ASD (mm)

FDI index Type (avg. ± std-dev.) (avg. ± std-dev.) (avg. ± std-dev.)

16 molar 40.569±14.601 0.734±0.136 0.865±0.495
15 pre-molar 47.661±14.156 0.674±0.145 0.846±0.415
14 pre-molar 43.999±13.325 0.708±0.126 0.745±0.328
13 canine 42.375±14.197 0.721±0.121 0.739±0.343
12 incisor 51.167±11.933 0.647±0.116 0.751±0.282
11 incisor 49.210±11.011 0.666±0.107 0.834±0.315
21 incisor 48.162±12.470 0.673±0.119 0.824±0.343
22 incisor 51.845±14.846 0.635±0.154 0.793±0.433
23 canine 41.433±13.686 0.727±0.138 0.743±0.497
24 pre-molar 44.202±15.559 0.701±0.160 0.801±0.564
25 pre-molar 44.208±14.865 0.703±0.149 0.806±0.572
26 molar 40.577±13.210 0.736±0.114 0.857±0.392
36 molar 45.573±11.558 0.698±0.101 0.994±0.356
35 pre-molar 43.095±12.336 0.717±0.108 0.737±0.306
34 pre-molar 40.792±17.027 0.727±0.165 0.708±0.492
33 canine 49.902±13.475 0.656±0.132 0.843±0.339
32 incisor 56.896±9.050 0.597±0.092 0.819±0.204
31 incisor 57.069±12.420 0.589±0.140 0.827±0.376
41 incisor 58.309±11.284 0.579±0.130 0.849±0.345
42 incisor 57.731±11.840 0.584±0.129 0.849±0.282
43 canine 46.598±11.427 0.689±0.099 0.755±0.256
44 pre-molar 39.960±11.392 0.743±0.102 0.648±0.273
45 pre-molar 43.821±9.623 0.715±0.081 0.731±0.218
46 molar 47.736±8.936 0.682±0.077 1.031±0.257
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6.4. Discussion

The presented fully-automatic teeth reconstruction from only five colored photographs utilizes the num-
bered teeth contours extracted from the photographs to reconstruct the 3-D shape and relative location
of the teeth by minimizing a silhouette-based loss while constraining the shapes using coupled shape
models. The performance of the approach has been evaluated on 39 test data sets that were distinct
from the data used for training.

The teeth segmentation and numbering presented in Section 6.1 achieves varying performance on
the different photographs ranging from an average dice overlap of 0.931 for the maxilla view to 0.631
for the left view. Because the reconstruction only relies on the teeth outlines as a reference for the
reconstruction, an accurate object level segmentation is required for good reconstruction performance.
Because of this, the sub-optimal results for left and right views will have a negative impact on the
reconstruction accuracy that can be achieved by this approach. Nonetheless, the teeth segmentation
and numbering provides an automatic way to extract both teeth outlines and corresponding numbers
that enable a fully-automatic reconstruction pipeline – this approach is the first to provide such an
automatic pipeline for image-based reconstruction of multiple teeth. The model-based reconstruction
process uses these contours to deform two 3-D coupled shape models (one for upper and one for lower
dental arch) by maximizing the overlap between 2-D projections of the model items and extracted
contours, while constraining the deformations to valid teeth shapes.

On the 39 test data sets, the approach achieves promising results despite the limited amount of
information that is available for recovering the 3-D information. The evaluation reveals an average
symmetric surface distance of 0.807±0.379 mm and dice coefficient of 0.679±0.133.

While minimizing the silhouette-based loss leads to good matches between contours and projections
in maxilla, mandible and anterior views, the projection generated for the lateral views (left, right)
do not overlap as well with their corresponding contours. This might be related to the sub-optimal
segmentation performance for these views, but can also be attributed to the larger occlusions occurring
in these views.

Figure 6.23.: Reconstruction result in case of overbite: a) anterior view photo with occluded lower
frontal teeth; b) comparison of the resulting reconstruction of the lower dental arch (red)
and the corresponding ground truth (green). The missing information about the lower
teeth due to the occlusion leads to incorrect reconstructions.
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Analyzing the tooth specific results in Table 6.6 shows that the majority of teeth reaches an average
dice coefficient of about 0.70. However, it is evident that the reconstructions of the anterior teeth in the
lower jaw perform worse than the other teeth with a DSC of slightly below 0.6. This phenomenon can
be explained by the fact that the mandibular incisors are often occluded by the maxillary teeth. Because
the images are captured in a ’closed-mouth’ position, the maxillary teeth will naturally overlap with
the mandibular ones to a small extend. This affects the estimation of the teeth height as the incisal
edge (top end) of the anterior mandibular teeth is not visible. Largely or completely occluded lower
teeth are considered an overbite condition and will drastically reduce the amount of information that
can be extracted from the image. This affects both the segmentation accuracy of the teeth contours
in the photographs as well as the reconstruction accuracy. In extreme cases, only the mandible view
remains to provide silhouette information about the anterior mandibular teeth. Such a case is illustrated
in Fig. 6.23, where image a) depicts an overbite case and image b) contains the reconstruction result
of the lower dental arch. The missing information for the anterior and left or right views leads to a
mismatch between reconstructed teeth and ground truth.

Another aspect that impacts the reconstruction accuracy of the anterior teeth is the missing infor-
mation about their rotation and tilt. This type of information could be deduced from the maxilla and
mandible views, and (to some extent) the left and right views as well. However, simply relying on the
contour to reconstruct this information is insufficient when only using five images as is evident from
the results. More robust methods to extract, e.g., the incisal edge of the incisors are needed to tackle
this problem.

6.5. Conclusion

In this chapter, a fully-automatic image-based approach for the 3-D reconstruction of 24 teeth from
only five photographs was presented. It applies the segmentation and numbering concept introduced
in Chapter 4 to extract the teeth outlines from the colored photographs and label them accordingly.
The outlines are the only usable image feature that can be employed for reconstruction because of
the difficult appearance properties of the teeth which results in almost no detectable surface features.
The numbering is required to group teeth outlines extracted from different views and enable a fully-
automatic reconstruction. The contour extraction is limited to 24 teeth since the other 8 teeth (second
and third molars) are almost never contained in any of the photographs. The segmentation and number-
ing utilizes view-specific U-Net networks to perform a semantic teeth segmentation and 2-D coupled
shape models (CSM) to encode the statistical information about the expected shape and relative loca-
tion of the outlines. The semantic segmentation masks are used to initially place the CSMs onto the
images and dynamic adaptation strategies are employed to fit the models to the teeth contours in the
image. While anterior, maxilla, and mandible views achieve satisfactory performance results on 39 test
sets, left and rights views suffer from large variations in camera perspective which negatively affects
the accuracy of the segmentation results. Stricter guidelines for capturing the photographs are required
to provide more consistent teeth contours extraction. Automatic model initialization works correctly in
95 % of cases but could be made more robust as a failed initialization results in very poor segmentation
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6. Image-based 3-D teeth reconstruction

performance. Nonetheless, the extracted contours and numbering enable a 3-D reconstruction of the
teeth.

The image-based reconstruction uses a model-based approach since five photos only provide lim-
ited information and because the teeth suffer from heavy occlusions which make reconstruction more
difficult. 3-D coupled shape models for maxilla and mandible teeth encode the statistical knowledge
about their shape and spatial relation and support the reconstruction by providing information about the
occluded parts. By minimizing a silhouette-based loss between the extracted contours and 2-D projec-
tions of the CSMs, the original 3-D shape and configuration of the teeth is recovered. The numbered
contours extracted from the 39 test data sets were used to evaluate the performance of the proposed
approach. Overall, the achieved average symmetric surface distance was 0.807± 0.379 mm with an
volumetric overlap error of 47.209± 13.886 % an a dice coefficient of 0.679± 0.133. Given the lim-
ited amount of information, these results are promising. Reconstructions of the mandibular anterior
teeth suffer from the fact that these are often (partly) occluded by the maxillary teeth which further
reduces the available information for an accurate reconstruction. The tilt and rotation of the anterior
teeth is also difficult to estimate based on so few images. Nevertheless, the presented approach offers
the first fully-automatic image-based 3-D teeth reconstruction of the . More importantly, it is also the
first approach to utilize the five photographs taken as part of the orthodontic record and performs the
image-based reconstruction solely based on these images. This increases the difficulty because the five
photographs only provide limited information about the teeth.
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7. Cephalometric landmark localization

This chapter presents the third application of the model-based segmentation and numbering concept. In
contrast to the previous chapters, it does not focus on extracting object-level segmentations and num-
bering of relevant structures but instead uses the concept to predict the position of several landmarks
by exploiting their spatial relation to each other and to other structures in the image. These predictions
are then refined in a second step to determine the exact locations of those landmarks. The landmarks in
question are cephalometric landmarks which refer to predefined anatomical features in cephalometric
radiographs and are utilized in the analysis of those images. This cephalometric analysis is an im-
portant tool in orthodontics used for clinical diagnosis and the planing of treatment and surgeries. It
aims to extract fundamental information about the soft tissue-, dental- and bony structures of a patient
from lateral cephalometric radiographs. For this purpose, several diagnostic measurements like angles
and distances are computed based on the predefined cephalometric landmarks. For each of these mea-
surements, a clinical acceptable range has been defined and measures which fall outside of this range
indicate a potential medical condition. The type and number of measurements - and thus the set of
utilized landmarks - varies between different methods of analysis like Steiner analysis [Ste53], Downs
analysis [Dow56] or Ricketts analysis [RRC∗82]. Fig. 7.1 shows a cephalometric radiograph and the
defined landmarks used for the Steiner analysis method.

In clinical practice, the identification of these landmarks is done manually or semi-automatically via
(digital) manual tracing [LWH∗16]. This is a time consuming and subjective process because the lateral
projection of the cranio-facial area (i.e. the parts of the head enclosing the brain and the face [Hux76])
onto a 2-D image leads to superimposed anatomical structures and because the morphology of the
facial area varies highly in between patients [KSP∗20]. Additionally, cephalometric radiographs suffer
from bad image quality like intensity variation, noise and low contrast. This can result in a high
inter- and intra-observer variability on the traced landmark locations and, as a result, the design of the
patient’s treatment plan heavily relies on the dentist’s experience and visual perception [WHL∗16]. An
automated cephalometric landmark localization could mitigate these problems and provide a substantial
benefit to the dentist but requires a robust and accurate localization of the individual landmarks in
cephalometric radiographs.

In this context, the next section will summarize the challenges for this task. Section 7.2 covers
the related work conducted by other authors and summarizes the conclusions of the literature study.
The method proposed for the landmark localization task is introduced in Section 7.3. It includes the
utilization of the concept for predicting landmark locations and landmark-specific Hough Forests to
refine the prediction. Experiments and results are presented in Section 7.4. The chapter concludes with
a discussion of the results (Section 7.5) and a final conclusion (Section 7.6).
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7. Cephalometric landmark localization

This chapter is partially based on the publication "Automated Cephalometric Landmark Localization
using a Coupled Shape Model" [WLW20].

7.1. Challenges

An automated landmark detection in cephalometric images is difficult to achieve with high precision
and success rate due to the following challenges:

• Image quality: The image quality of cephalometric radiographs suffers from the same problems
as the panoramic radiographs that are used for teeth segmentation (cf. Section 1.2.1). The noise
present in these images as well as the low contrast between different regions are challenging
for automatic image processing techniques. Additionally, cephalometric radiographs suffer from
superimposition of several structures as these images are captured from a lateral position.

• Ill-defined landmarks: The local intensity appearance of a landmark can pose a challenge for
manual or automatic localization. Some landmark locations do not coincide with any clearly
identifiable image features like structure, texture or intensity gradients while others share sim-
ilarity with different landmarks. Moreover, some landmarks suffer from high variance in their
local appearance which is either due to variations in the surrounding anatomical structure or
related to the previous challenge of superimposition due to the lateral projection. This is also
reflected in a high inter- and intra-observer variability on manually traced landmark locations by
clinical experts [WHL∗16]. Consequently, the exact location of certain landmarks is difficult to
determine (automatically) in the 2-D projection image.

• Clinical accuracy range: For use in clinical practice, all detected landmark positions need to be
within an accuracy range of 2.0 mm around the actual landmark location [LWH∗16]. Depending
on the physical resolution of the image, this requires a detection of all landmark locations within
a small number of pixels around the true locations. This alone is difficult to achieve and even
more demanding in combination with the previously listed challenges.

As a result, most approaches in the literature rely not only on the local appearance of a landmark
around the their true location. Instead, they incorporate the spatial relation between landmarks to pre-
dict or constrain the possible locations and support the detection process. Even some of the presented
deep learning-based methods employ this idea to more accurately identify the landmark locations. The
related work in the area of cephalometric landmark localization is reviewed in the next section and
includes a summary of the different techniques.
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Figure 7.1.: Cephalometric landmarks used for the Steiner analysis method. The left image shows the
original image and the right image depicts the locations of the individual landmarks. The
identifier for each landmark which refers to the anatomical structure is also provided.

7.2. Related work

Several methods for the automatic detection of cephalometric landmarks have been proposed in the
past. In 2015, Wang et al. [WHL∗16] organized a Grand Challenge at the International Symposium
on Biomedical Imaging (ISBI) on the topic of cephalometric landmark localization. They provided
a publicly available data set which consists of 400 images, 150 for training and 250 for testing, and
corresponding gold standard annotations for 19 landmarks used in the Steiner analysis method [Ste53]
from two clinical experts. Performance was measured in terms of success detection rate (SDR) which
indicates the percentage of correctly detected landmarks for a given accuracy threshold, i.e. predicted
locations are considered correct if the distance to the gold standard is below the threshold. As one of
two teams who reached the final round of this challenge, Ibragimov et al. [ILPV15, ILPV14] modeled
the appearance of the landmarks using a Random Forest-based classifier. Haar-like features extracted
at different image scales were utilized to capture both the global and local appearance. To better con-
strain the individual locations within the image, the spatial relations to neighboring landmarks were
encoded in a shape model and both shape and appearance were used to determine the optimal landmark
locations. The approach achieved a SDR in the 2.0 mm range of 68.13 %. The other team partici-
pating in the final round, Lindner and Cootes [LC15], applied Random Forest regression-voting in a
Constrained Local Model framework (RFRV-CLM) to automatically detect the 19 landmarks. For each
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7. Cephalometric landmark localization

Figure 7.2.: The Random Forst Regression-Voting within a Constrained Local Model (RFRV-CLM)
proposed by Lindner et al. [LWH∗16]. Landmark-specific random forests encode the local
appearance and vote for landmark locations which are constrained by a shape model to
determine the final locations. (images from Lindner et al. [LWH∗16])

landmark, a separate Random Forest was trained which predicted the position of the landmark relative
to a sub-region of the original image. A statistical shape model over all landmark positions was used
to exploit the spatial relations and restrict the space of possible landmark locations. Fig. 7.2 depicts the
Random Forest training (left image) and the regression voting in the CLM framework (right image).
Their approach resulted in a SDR of 70.65 %.

Lindner et al. [LWH∗16] subsequently optimized their approach by performing extensive experi-
mental evaluation and analyzed the impact of several parameters of the RFRV-CLM framework on the
achieved results. A larger patch size of 30x30 pixels was eventually used for the Random Forest train-
ing – larger patches allowed for more of the surrounding appearance to be encoded. The sampling range
around the original landmark locations for extracting training samples was increased and finally, the
search radius for sampling candidate locations when searching for landmark locations in an unknown
image was also increased. With these changes, they could improve the SDR in the 2.0 mm range to
84.70 %.

In 2017, Arik et al. [AIX17] employed a deep learning-based method for the detection of the land-
marks. They trained individual convolution neural networks for each landmark using patches of 81x81
pixels to capture the intensity distribution around the original landmark location in the training images.
The networks were trained to output a probabilistic estimation for the landmark being located at the
center pixel of the input patch. These networks were then used to compute the pixel-wise probabilities
for all landmarks in an unseen image. Again, the results could be improved by refining the landmark
locations using a probabilistic shape-based model which constrained the predictions using the spatial
relations between landmarks. The accuracy was 72.29 % on the ISBI 2015 test set.

Another CNN-based framework for anatomical landmark detection was proposed by Payer et al.
[PŠBU19]. Their Spatial Configuration-Net (SCN) utilized a two-stage approach for the localization
of landmarks: ambiguous but accurate candidate prediction and reducing ambiguities by incorporating
spatial relations. The first part had a network structure similar to fully convolutional networks and used
the local appearance of the landmarks to generate potentially ambiguous heatmaps (for each individual
landmark). The second part received the (ambiguous) heatmaps as input and implicitly incorporated a
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Figure 7.3.: Two-stage method for cephalometric landmark detection proposed by Kim et al [KSP∗20].
A Stacked Hourglass (SHG) network is used for detecting initial landmark locations which
are then refined using a second SGH. (image modified from [KSP∗20])

geometric model of the spatial configuration of landmarks to predict the final location of each landmark.
The success detection rate of the SCN on the ISBI 2015 data set was 73.33 %.

Kim et al. [KSP∗20] used a stacked hourglass (SHG) network to localize 23 landmarks in a cephalo-
metric radiograph. The SHG architecture was first introduced by Newell at al. [NYD16] and repeatedly
applies (’stacks’) so called hourglass modules to generate heatmaps of probable landmark locations. A
single hourglass module is similar to a fully convolutional network and related to encoder-decoder ar-
chitectures in the sense that it aims to capture information at every scale. Convolutions and max-pooling
layers are used to transfer the information to lower resolutions while nearest neighbor interpolation and
skip connections are utilized to combine features across scales. The stacked hourglass design allows
supervision via the intermediate heatmaps generated after every module which improves the training
performance. Kim et al. [KSP∗20] utilized the network architecture in a two-stage process. First, a
network of four stacked hourglass modules is used to predict the landmarks locations on a cropped and
resized (256x256 pixels) version of the original image. Then, a second network of the same architecture
is utilized to refine the 23 locations by using regions of interest (256x256 pixels) around the predicted
locations taken from the original cephalometric image. The two-stage approach is illustrated in Fig. 7.3.
The approach was trained on 2075 cephalograms and achieved an accuracy of 1.16±0.06 mm for the
19 landmarks on the ISBI 2015 data set with an SDR of 84.53 %.

Hwang et al. [HMK∗21] applied the YOLO v3 network architecture [RF18] for predicting 19 land-
mark locations. YOLO (short for ’You Only Look Once’) is a fully connected network which is de-
signed for real-time object detection. It consists of 106 fully convolutional layers and performs object
detection at three different scales to cover small, medium and large objects. The authors used 1983
cephalometric images which were manually annotated by a clinical expert to train the network. The
authors do not state any modification of the original YOLO v3 network structure or parameters. The
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trained network achieved an average SDR of 75.45 % on the ISBI 2015 test set in the 2.0 mm accuracy
range.

In summary, many different approaches for automatic landmark localization in cephalometric radio-
graphs have been proposed. The majority try to encode the appearance of each landmark in a local
region around the original location. This learned appearance is then used to identify potential landmark
locations in previously unseen images. However, these local appearances alone do not allow for a ro-
bust localization of all landmarks. The varying image quality (low contrast, noise) as well as variations
in the appearance due to the superimposition of anatomical structures caused by the lateral projection
make the detection more difficult. Moreover, some landmarks are too similar in their appearance to
reliably prevent incorrect detection. As a result, many approaches also utilize the spatial relations be-
tween landmarks. They either eliminate false positive detections and constrain the locations after an
initial detection, or predict probable candidate locations and refine those in a second step. Either way,
incorporating spatial relations between landmarks helps to improve the robustness and overall accuracy
of the predicted landmark locations.

7.3. Methods

In order to handle the challenges of an automatic localization of cephalometric landmarks, previous
approaches benefited from the inclusion of the spatial relation between landmarks to increase the accu-
racy of the detected locations. Since the landmarks represent (anatomical) features in the cranio-facial
area which are tied to the morphology of the skull, the inclusion of references to the shape of the skull
and head in the radiographic image could offer additional information. The outline of these structures
is much easier to detect in the cephalometric images (compared to the actual landmark locations) and
could be used to more accurately predict the landmark positions. For this reason, the presented ap-
proach for cephalometric landmark localization utilizes the segmentation and numbering concept to
not only encode the spatial relations between landmarks but also include their relative position to the
skull and head (skin) outlines in the coupled shape model. The coupled shape model (CSM) is extended
to enable the inclusion of single point items that are not modeled using a statistical shape model but
simply contain a point coordinate.

The workflow of the proposed approach can be roughly divided into two steps. First, the landmark
locations are predicted based on the shape and location of skull and head outlines in the image. The
search space for each landmark can therefore be narrowed down to a small region of interest around
the predicted position. Then, the optimal location of each landmark is refined based on the local
intensity appearance by a landmark-specific Hough Forest. Fig. 7.4 illustrates the workflow steps and
the required offline training step. A U-Net network for segmenting the head area in the cephalometric
images (A), a 2-D CSM which encodes the statistical shape variation of skull and head outlines as well
as knowledge about the spatial relation between those structures and the landmark location (B), and the
landmark-specific Hough Forests that contain the local appearance information of each landmark (C)
are trained in the offline training phase. The landmark localization in an unseen image is then performed
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Figure 7.4.: Workflow of the automatic landmark localization in cephalometric radiographs. The seg-
mentation and numbering concept is used to predict the landmark locations (1-3), which
are then refined using landmark-specific Hough Forests (4). The training of the required
U-Net, CSM and random forests is performed in an offline training phase.

by generating the binary mask of the head area (1), placing the CSM according to the binary mask (2),
adapting the CSM to the skull and head contours to predict the landmark locations (3) and finally,
utilizing the landmark-specific Hough Forests to detect the landmark positions within the predicted
regions of interest (4).

The following subsections cover the individual workflow steps in more detail, starting with the de-
sign of the coupled shape model. The offline training step (which requires a set of training data and
corresponding annotations) is explained in Section 7.4.

7.3.1. CSM design

The coupled shape model is used in this approach to predict the locations of the cephalometric land-
marks in relation to the shape of the skull and head of the patient. In order to include the landmarks
(which are represented by simple 2-D coordinates) into the CSM, the model was extended to support
’single point items’ that do not include a statistical shape model like the deformable model items. These
items therefore do not have any shape coefficients v and a single point item i is simply parameterized
by a vector pi that contains their transformation parameters ti (cf. Section 4.2.2). These transformation
parameters ti describing their relative location to the center of the CSM have the scale and rotation
parameter set to 1 and 0, respectively, as these do not apply to these items. The training process of the
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Figure 7.5.: CSM design for cephalometric landmark prediction. Skull (red) and head (yellow) contours
are modeled as statistical shape models (deformable model items) while the individual
landmarks are represented by their relative location (single point items).

coupled shape model remains unchanged. The resulting CSM then consists of deformable model items
for the skull and head outline and a single point item for each landmark. Fig. 7.5 illustrates the CSM
with the skull contour depicted in red, the head contour in yellow and the different landmarks in green.

7.3.2. CSM initialization

The CSM needs to be optimally placed onto the cephalometric image to enable a successful adaptation
of the deformable model items (skull and head outlines) to the corresponding image structures. The
initialization process is again based on a binary mask computed by a U-Net neural network. Opposite
to the previous concept applications, where the binary mask contained several model items of the
respective CSM, the initialization process is simplified here by the fact that the U-Net can be trained
to segment the head area in the cephalometric image which corresponds exactly to the deformable
model item representing the head outline. Because of this, the optimal initial CSM placement can be
determined by matching the model item to the binary mask and no additional processing is required
to identify more references (like in the previous applications). The mean configuration of the CSM
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Mean head shape binary mask max. overlap initial model position

Figure 7.6.: Model initialization process. Since the binary mask corresponds to a single model item of
the coupled shape model, the initialization simply maximizes the overlap between the mean
shape of this item and the binary mask to determine the required parameters (translation
and scale).

is utilized to maximize the overlap between the area enclosed by the mean shape of the head model
item and the computed binary mask. The maximum overlap is determined by minimizing the pixel-
wise negative IoU between mean shape and mask while optimizing the translation and scale of the
mean CSM. The optimal parameters resulting from this can then be used to for placing and scaling the
coupled shape model onto the input image. Fig. 7.6 illustrates the initialization process on an exemplary
binary mask and shows the resulting initial model position.

7.3.3. Location prediction

The prediction of the landmark locations is performed by adapting the initialized CSM to the skull and
head outlines in the image. The resulting model configuration that minimizes the energy functional
E (cf. Section 4.5) then provides the landmark positions that best match the input image. During
the adaptation process, only the structures with statistical shape information are fitted to the image
data using gradient image features (bottom-up information) which applies to the model items of the
skull and the head. The single point items that represent the landmark locations are only changed
passively by the encoded statistical knowledge about their spatial relation to the other structures (top-
down information), but not by any image features. The predicted landmark locations are then refined
in the next step to determine the final landmark positions.

The dynamic adaptation strategies introduced in the concept chapter are not utilized for this appli-
cation. The reason for this is that the CSM only includes 2 model items which are actively adapted to
image features and both items are close to their corresponding structure in the image after initialization.
Adapting the items at different stages throughout the adaptation process is therefore not required.
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7.3.4. Location refinement

The landmark locations given by the final configuration of the adapted coupled shape model are refined
using landmark-specific Hough Forests [GYR∗11]. A Hough Forest is an application of the Random
Forest (RF) framework [Bre01] and consists of multiple decision trees. Here, each set of leaf nodes
from an individual tree can be regarded as a discriminative codebook of the landmark’s appearance
[GL13]. Essentially, a random tree in the Hough Forest learns a mapping between the local appearance
of an image patch (implicit shape model) and its probabilistic vote about the object’s class and location.
By combining the independent predictions from the included random trees, the forest is able to form a
more accurate and robust estimate about the object’s position within the provided region of interest.

The Hough Forests utilized for location refinement are constructed according to the approach by
Gall and Lempitsky [GL13]. Sets of training samples (image patches) P = {Pi} are extracted from the
training data, where each sample Pi = (Ii,ci,di) consists of the local appearance Ii, the class label ci

and the offset di. The class label indicates whether the sample originates from a positive (ci = 1) or
negative (ci = 0) example, where a positive example is a patch containing the actual landmark location
while a negative (or counter-) example does not contain the actual location. The offset di describes
the 2-D offset vector between the center of the training sample and the landmark location – in case
of a negative example the offset is undefined. The appearance of a sample Ii is defined by a vector
of extracted image features. For the cephalometric landmarks, a combination of raw intensity values,
gradient orientations (histogram of oriented gradients) and gradient magnitudes is used. The individual
trees of the forest are then trained independently on a random subset of the training samples following
the standard framework [Bre01]. Starting from the root, nodes are inserted into the tree and an optimal
binary test is assigned (from a pool of randomly generated tests) that splits the data while reducing the
uncertainty in both class label and offset. A leaf-node is created if a data set arriving at the node is small
enough or a predefined depth has been reached. The information about the training samples reaching
the leaf-node L is then stored (proportion CL of positive examples and list of offsets DL = {di}). At
runtime, the stored information is utilized to cast the probabilistic Hough votes about the object’s
existence at different locations. The votes of the individual trees are combined by accumulating them
in a 2-D Hough image V (x,y) in an additive way. Each pixel location (x,y) in the Hough image then
represents the sum of votes for this location. The maxima within the Hough image V (x,y) are then used
as detection hypotheses for a location (x,y) while the value at V (x,y) serve as the confidence measure.

The location refinement is performed using region of interest of 300x300 pixels around the predicted
landmark location. Final locations are determined based on the maximum of the resulting probability
map (Hough image). In case multiple maxima with the same value exist, the location closer to the
predicted one is chosen. Fig. 7.7 illustrates the steps of the refinement process, from region of interest
(left) over probability map (middle) to final landmark location (right).

The landmark-specific forests utilized here consist of 20 random trees and are used to encode the
local appearance of a landmark within a 200x200 pixel region around the original landmark location.
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region of interest probability map refined location

Random Forest regression

Figure 7.7.: Location refinement using landmark-specific Hough Forests. The predicted location (left)
is used to define a region of interest (RoI) and the appearance information encoded in the
Hough Forests is used to determine the most probable landmark location within the RoI.

7.4. Experiments & results

This section presents the experiments that were conducted to assess the performance of the presented
approach as well as the achieved results. It starts by covering the data used for training and evaluation
(Section 7.4.1). It explains the metrics used for measuring the quantitative results (Section 7.4.2) and
the offline training of the neural network, coupled shape model, and Hough Forest (Section 7.4.3).
Finally, it presents the experimental results (Section 7.4.4) which will be discussed in the next major
section (Section 7.5).

7.4.1. Data

The approach was trained and tested on the ISBI 2015 Challenge1 data set [WHL∗16]. It includes
lateral cephalograms from 400 patients who were between 6 and 60 years old. All radiographs were
captured using the same device and stored in TIFF format with an image resolution of 1935x2400
pixels. The physical resolution is 0.1 mm per pixel along both directions. All images were manu-
ally annotated by two clinical orthodontists to generate gold standard positions for 19 cephalometric
landmarks. These landmarks correspond to common anatomical structures that are used in different
methods for the cephalometric analysis, like Steiner analysis (cf. Fig. 7.1). The 400 annotated cephalo-
metric images were separated into 150 images that are designated for training, while the remaining
250 images are to be used for testing. The big age range of the subjects results in a large variety of
different head sizes, morphologies and postures in the images and as a result a large variance in the
overall position of the landmarks.

For this approach, additional annotations for the skull and skin (head) outline have been manually
created for the first 50 training images. These annotations are required for training the U-Net and
coupled shape model. Fig. 7.8 illustrates the manually annotated outlines on some exemplary cephalo-
grams. The outline of the skull is depicted in red and the skin (head) outline in yellow.

1http://www-o.ntust.edu.tw/~cweiwang/ISBI2015/challenge1/
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Figure 7.8.: Examples for the manually created annotations of the skull and head outlines. The skull
outline is depicted in red and the head outline in yellow.

7.4.2. Metrics

The performance evaluation of the landmark localization uses the same metrics as in the original publi-
cation [WHL∗16] of the ISBI Challenge. Results are reported as point-to-point errors and are measured
using the absolute distance (in mm) between the gold standard annotations and the detected landmark
locations. Additionally, the ratio of correctly detected locations is computed and reported as success
detection rate (SDR). Here, a detection is considered correct if the point-to-point error is below a pre-
defined threshold.

The point-to-point error is defined as the radial error RE(d,r) between the detected landmark position
d and the corresponding gold standard position r. It is computed by

RE(d,r) = ∥d − r∥2 =
√
(dx − rx)2 +(dy − ry)2, (7.1)

where x and y indicate the point coordinates in x- and y-direction. The landmark-specific mean radial
error MREl for a single landmark l is then defined as

MREl =
1
N

N

∑
i=1

RE(d(l,i),r(l,i)), (7.2)

where N is the number of images and d(l,i),r(l,i) are the detected and gold standard positions of landmark
l in image i. The standard deviation of the landmark-specific mean radial error is given by

SDl =

√
1
N

N

∑
i=1

(
RE(d(l,i),r(l,i))−MREl

)2
. (7.3)

The landmark-specific success detection rate (SDR) is then defined as the fraction of correct detec-
tions over the total amount of detections (i.e. number of images). A landmark location is considered to
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be correctly detected, if the radial error RE(d(l,i),r(l,i)) between the predicted landmark position d and
the gold standard position r is not greater than a threshold T :

SDRl =

∣∣{i |1 ≤ i ≤ N,RE(d(l,i),r(l,i))≤ T
}∣∣

N
×100. (7.4)

The SDR is reported for the four different thresholds that are used in the challenge, i.e. T ∈ {2.0mm,
2.5mm,3.0mm,4.0mm}.

The overall performance measures in terms of mean radial error and success detection rate are com-
puted by averaging the individual landmark-specific results.

7.4.3. Offline training

The U-Net network for extracting the binary mask of the head area, the 2-D coupled shape model which
encodes the shape variation of skull and head as well as the spatial relations between skull, head and
landmarks, and the Hough Forest for refining the landmark locations have to be trained once before
they can be utilized for the approach (offline training).

U-Net The U-Net for generating the binary mask of the head area was trained on the 50 training im-
ages with corresponding skin (head) outline annotations. The 50 images were randomly split into 30
training, 10 validation and 10 test images. The training was again performed as described in Section 4.3.
However, no horizontal mirroring was performed during data augmentation as the cephalometric im-
ages are not symmetric and are captured from a single predefined orientation.

The network was trained for 500 epochs with early stopping, a batch size of 32, 250 steps per epoch
and a dropout rate of 0.3 in each pooling layer. The images and masks were resized to a resolution of
496x609 pixels and 64 filters were used on the input layer. The Tversky parameters were chosen as
α = β = 0.5 since the head area covers a large amount of the image. The starting learning rate was
0.001. The training was performed on a GPU-cluster with 2x 16 core Intel Xeon Gold 6130s, 260GB
of RAM and 8x Nvidia GeForce RTX 2080 Ti GPUs with 11GiB graphics memory each.

Using these parameters, the network achieved an F1 score of 0.9950 on the 10 test images. The
performance was considered accurate enough so that no further parameter optimization was performed.
Since there are no gold standard annotations of the head area available for the 250 test images of
the ISBI data set, a visual inspection of the 250 masks generated by the network for these images
was performed. It revealed only small inconsistencies which should not negatively impact the model
initialization process.

Coupled shape model The 2-D coupled shape model consists of deformable model items for skull
and head and single point items for the 19 landmarks. It was also trained on the 50 training images
with additional annotations for skull and head outlines. During the training process (cf. Section 4.2),
the statistical information about the shape variation and spatial relation is extracted from the training

167



7. Cephalometric landmark localization

Figure 7.9.: Exemplary results of the binary masks of the head area generated by the U-Net on the test
data of the ISBI 2015 data set.

Figure 7.10.: First mode of variation of the coupled shape model containing the cephalometric land-
mark locations relative to the skull and head shape. The head item is colored in yellow,
the skull in red and the single point landmark items are depicted in green.

data and encoded in the principal modes of variation of the model configuration vector. The contour of
skull and head is represented using L = 200 points.

Fig. 7.10 illustrates the trained coupled shape model. It depicts the model changes related to the first
mode of variation. The skull outline (red) and head outline (yellow) are depicted via their individual
contour points and all landmark locations are shown in green. Because of the modeled spatial relation,
the landmark locations change accordingly when the shape of skull or head is modified. This can easily
be seen when looking at the chin area of the skull (lower right area of the red outline). Despite a large
change in shape from the left to the right images, the three (green) landmarks remain close to the chin
contour. While the true landmark locations (for these three landmarks) are actually located on the skull
contour, the small mismatch in the model results from the fact that the spatial relations are modeled
relative to the center of gravity of the skull and not specific contour points. Nonetheless, the locations
are close enough to enable a prediction of the true landmark location.
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Figure 7.11.: Exemplary results of the fully automatic landmark localization in cephalometric radio-
graphs.

Hough Forest The landmark-specific Hough Forests that encode the local appearance of the land-
marks are each trained on 150 positive and 70 negative examples. The positive examples correspond
to the 150 training images in the data set. In a first iteration, the forests are trained using only the pos-
itive examples and are then applied to the same training data to predict the landmark locations. Using
those predictions, 70 negative examples were chosen for each landmark that incorrectly received high
probabilities. The final forests are then trained using both the positive and negative examples. Each
landmark-specific Hough Forest consists of a set of 20 random trees [Bre01] and is trained on patches
of 200x200 pixels. The individual random tree are constructed according to the standard random forest
framework [GYR∗11, Bre01]

7.4.4. Landmark localization results

The performance of the presented landmark localization approach is evaluated on the separate set of
250 test images. For each test image, the landmark locations are determined by applying the workflow
of location prediction and location refinement. The binary mask of the head area is computed by the
U-Net network and used to place the CSM onto the image. The CSM is adapted to the skull and head
outlines in the image using gradient image features and the final model configuration is used to predict
the landmark locations via the encoded spatial relations. Regions of interest are then extracted around
the predicted locations and the final landmark positions (within these regions) are determined by the
landmark-specific Hough Forests.

As discussed during the offline training of the U-Net (cf.Section 7.4.3), no gold standard annotations
of the skull and head outlines are available for the test set to quantify the accuracy of the binary masks
or model adaptation. A visual inspection of the generated binary masks revealed only small inconsis-
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Figure 7.12.: Exemplary results of the fully automatic landmark localization in cephalometric radio-
graphs.

tencies, and the model initialization was considered successful for all test images. The quality of the
model adaptation to the skull and head contours is evaluated by the accuracy of the related landmark
prediction.

To quantify the accuracy of the landmark prediction step, the landmark predictions provided by the
coupled shape model are compared to the gold standard landmark locations using the mean radial error
(MRE) and success detection rate (SDR), but using different thresholds. The MRE over all predicted
landmark locations in the 250 images is 7.65± 4.21 mm. 92.94 % of predicted locations are within
10.0 mm around the true location, and 98.7 % are within 15 mm. Given the physical resolution of
0.1 mm per pixel, almost all predicted locations are therefore less then 150 pixels away from their true
position. The chosen region for location refinement of 300 x 300 pixel around the predicted location
should therefore contain the true position and enable the Hough Forest to detect it based on the learned
local appearance.

Finally, the localization performance is assessed by comparing the detected locations to the gold
standard annotations. Table 7.1 lists the localization results for each landmark in terms of mean radial
errors (MRE) with standard deviation (SD) and success detection rate (SDR) (cf. Section 7.4.2). The
SDR is given for four different accuracy threshold, where 2.0 mm is the clinically relevant threshold.
The average detection performance over all landmarks and test images is given by a MRE of 1.953±
2.977 mm and a SDR of 76.04 % for the 2.0 mm accuracy threshold. The achieved localization results
vary significantly between different landmarks. The landmarks 1 and 8 are the only ones with a success
detection rate higher than ∼90 % for the 2.0 mm threshold. Other landmarks, like 5 and 13, are only
detected correctly in ∼63 % and ∼66 %, respectively, for the same threshold. The worst results are
achieved for landmark 10 which is within 2.0 mm of the true position in only ∼36 % of the images.
Fig. 7.11 depicts exemplary results of the detected landmark locations.
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Table 7.1.: Experimental results on the ISBI 2015 Challenge dataset [WHL∗16]. Mean Radial Error
(MRE) with Standard Deviation (SD) and Successful Detection Rate (SDR) in four cate-
gories are shown for each landmark as well as the total average (AVG) over all landmarks.

ID MRE ± SD SDR (in %)
(in mm ) 2.0 mm 2.5 mm 3.0 mm 4.0 mm

1 1.215±2.830 91.20 92.40 92.80 94.80
2 1.364±2.582 80.00 84.40 86.40 91.60
3 1.453±2.962 78.00 84.40 89.20 94.80
4 2.863±4.916 72.40 76.00 79.20 81.60
5 2.015±1.684 62.80 71.60 76.40 87.20
6 1.841±2.045 69.20 76.00 82.80 90.80
7 1.628±3.486 82.40 89.60 92.40 95.60
8 0.749±0.490 92.00 95.20 97.20 99.60
9 1.056±1.729 88.00 95.60 97.20 98.40

10 6.727±7.579 36.00 41.60 46.00 55.60
11 1.512±2.979 79.60 83.20 85.20 87.60
12 1.351±3.402 84.80 85.20 87.60 90.80
13 2.607±3.653 66.00 84.00 90.80 94.00
14 2.268±4.382 80.40 86.80 92.40 94.80
15 1.517±2.111 80.40 85.20 89.60 93.20
16 1.872±2.772 72.00 82.00 87.20 91.60
17 1.253±1.618 87.60 92.00 95.20 96.40
18 1.694±2.020 70.80 79.60 84.00 90.80
19 2.126±3.326 71.20 77.60 84.40 88.40

AVG 1.953±2.977 76.04 82.23 86.11 90.40
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7.5. Discussion

While the landmark prediction based on the adapted coupled shape model puts 98.7 % of the landmarks
close enough to their true location so that the landmark-specific Hough Forest could detect it (based
on the selected region of interest around the predicted position), only 76.04 % of the refined landmarks
are placed within 2.0 mm (20 pixels) of their true location. The reasons for this are likely related to the
challenges introduced at the beginning of the chapter. Certain landmark locations are ill-defined in the
sense that they do not correspond to any clearly identifiable image features or have large appearance
variations due to superimposition.

Analyzing the resulting probability maps for the regions of interest reveals the varying performance
of the location refinement. While some landmark positions are reliably identified by the corresponding
Hough Forest with high probabilities, probability maps for other landmarks are more uniformly dis-
tributed with no clear indication of the most likely position. For example, Fig. 7.12 depicts one region
of interest after landmark prediction and corresponding probability map for landmarks 9 and 10. While
the position of landmark 9 is identified with high probability (white area in the probability map), this
is not the case for landmark 10.

Landmark 10 greatly suffers from the fact that the superimposition of the left and right parts of the
jaw bone generates largely varying local appearances. While the spatial relation helps to predict the
landmark location – the mean radial error after the prediction step is among the lowest of all landmarks
– no robust Hough Forest for the localization based on the local intensity appearance could be trained.
Similar issues are responsible for the lower performance of landmarks 5, 6 and 18. While landmarks 5
and 6 are located on the skull contour, their location is not well defined in vertical direction resulting
in inaccurate localizations.

A more robust refinement of the landmark locations is need in order to increase the overall perfor-
mance of the approach. While a more precise location prediction will also increase the localization
performance because larger constrains can be imposed on the possible positions, the location refine-
ment does not suffer from multiple possible positions with high probability within the predicted region,
but rather no highly probable position at all. Despite the fact that random forest-based classifiers were
the preferred choice in previous works in this area, the trained Hough Forest for this approach seem
unable to replicate this performance. Lindner et al. [LWH∗16] were able to increase the performance
of their Random Forest Regression-Voting (RFRV) based approach by 10 % (in terms of average SDR)
by fine tuning the RF parameters in their approach, which might also be an option here.

A comparison to the performance of other approaches on the 2015 Challenge dataset is shown
in Table 7.2. The presented approach performs better than some recent approaches like Hwang et
al. [HMK∗21] or Payer et al. [PŠBU19] in the clinically relevant 2.0 mm accuracy range, but is also
significantly behind the best approach from Kim et al. [KSP∗20] and Lindner et al. [LWH∗16]. For-
tunately, the two-step approach offers many possibilities to implement changes and improve the local
refinement of the locations – either by increasing the localization performance of the random forest-
based approach or utilizing different methods like neural networks for the location refinement.
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Table 7.2.: Comparison of different methods for cephalometric landmark localization on the ISBI 2015
Challenge data set. Successful Detection Rate (SDR) in four categories is listed for each
individual approach.

Method SDR %
2.0 mm 2.5 mm 3.0 mm 4.0 mm

Ibragimov et al. 68.13 74.63 79.77 86.87
Lindner and Cootes 70.65 76.93 82.17 89.85

Lindner et al. 84.70 89.38 92.62 96.30
Arik et al. 72.29 78.21 82.27 86.80
Payer et al. 73.33 78.76 83.24 89.75
Kim et al. 84.53 90.11 93.21 96.79

Hwang et al. 75.45 83.66 88.92 94.24
Proposed method 76.04 82.23 86.11 90.40

7.6. Conclusion

The automatic landmark localization in cephalometric images combines the segmentation and number-
ing concept for location prediction with a random forest-based regression to detect the final landmark
positions. The extended coupled shape model includes the landmark locations as single point items in
order to encode their spatial relation relative to the shape of skull and head (skin). The trained U-Net
network was able to accurately segment the head in the cephalometric images and the resulting binary
mask enabled a successful initial placement of the CSM. While the utilization of the spatial relation to
the skull and head outline via the coupled shape model successfully constrains the search space of pos-
sible landmark locations to a small region of interest, the identification of the true position within this
region still leaves room for improvement. The trained landmark-specific Hough Forests were unable to
robustly detect the position of ill-defined landmarks based on their local appearance. On a test set of
250 images the approach achieved a success detection rate of 76.04 % in the clinically relevant 2.0 mm
accuracy range. While it was able to outperform some recently presented methods, it is roughly 8 %
behind the best performing approaches in this area. However, the chosen two-step approach enables
the possibility to combine the location prediction with a different method for location refinement and
potentially improve the overall performance.
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Oral health is an important part of personal healthcare and oral diseases like tooth decay in primary
or permanent teeth, or abnormal position of teeth and misalignment of teeth or jaws affect billions of
people worldwide. Regular examination of the oral health status by a medical professional is required to
detect oral health conditions in their early stages and treat them before they become too severe. Digital
imaging is typically employed for this task to perform image-based diagnosis and treatment planing.
In dentistry, the most commonly used image modality is X-ray as it provides information about the
complete tooth which is partly hidden below soft tissue and embedded in the jaw bone. In addition,
the dental branch of orthodontics also utilizes photographs and 3-D models of the teeth (generated
from imprints) to assess and treat malposition and malocclusion of teeth. Medical imaging applications
that automatically extract clinically relevant information from these medical images would be of great
assistance since they could significantly reduce the time required for analysis, enhance the clinical
workflow, and remove any inter- or intraobserver variability.

In this context, this thesis focused on extracting model-based object-level segmentations of the teeth
together with their corresponding numbering from medical images. The main research questions fo-
cused on i) a teeth segmentation and numbering in dental panoramic radiographs and ii) an image-
based 3-D teeth reconstruction from five photographs which relies on numbered 2-D teeth outlines
extracted from the different photographs. Both topics utilized the same general concept which encodes
top-down information about the statistical information about the teeth shapes and spatial relations in a
coupled shape model and uses dynamic adaptation to fit the model to bottom-up image features. The
same concept has also been applied in a different scenario to support the localization of clinically
relevant landmarks in dental cephalometric radiographs. This chapter provides a summary of the
contributions and research results presented in the thesis in Section 8.1 and outlines open issues and
ideas for future research related to this work in Section 8.2.

8.1. Research results

This thesis has presented a model-based concept for simultaneous teeth segmentation and numbering.
It includes tooth-specific statistical shape models to capture the shape variance of each tooth in order
to provide prior information to guide the segmentation process while restricting it to valid shapes.
In addition, the individual shape models are coupled by their statistical spatial relations to form a
coupled shape model. The crucial task of initially positioning the coupled shape model onto the image
employs the semantic segmentation performance of convolutional neural networks to enable a fully-
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automatic processing of unseen data. The adaptation is controlled by specialized, dynamic strategies
which determine the order in which model items are fitted to image features in order to increase the
robustness of the model adaptation.

8.1.1. Teeth segmentation & numbering in panoramic radiographs

This thesis presented the first approach that explicitly combines spatial and shape domain knowledge
for simultaneous teeth segmentation and numbering via the model-based segmentation and numbering
concept. Object-level tooth segmentation and numbering is challenging due to the image quality and
characteristics of panoramic images, patient-specific variations in the set of teeth, and the fact that the
32 teeth are only composed of 4 different types which makes them hard to distinguish based on shape
alone. The proposed concept successfully handles those challenges by combining bottom-up image
information with top-down knowledge about the teeth shape and spatial relation. The initial placement
of the initialization-dependent coupled shape model was solved using references computed based on
a binary mask of teeth area (CNN output). The CSM was then fitted to the panoramic radiograph
using specialized multi-step adaptation strategies which control the order of adapting individual model
items in order to alleviate the limitations of local search algorithms and ensure an optimal segmentation
process.

The proposed approach was trained and evaluated on two different sets of data. On a small in-
house data set it achieved an overall teeth-specific segmentation performance in terms of F1 score of
0.833± 0.108. Similar results were measured for a larger data set with a F1 score of 0.823± 0.189.
The numbering performance in terms of correct detections was 0.937± 0.145 on the small data set
and 0.906±0.196 on the larger one for an IoU threshold of 0.5, and 0.807±0.193 and 0.760±0.245,
respectively, for an IoU threshold of 0.7. The approach is able to handle missing teeth if the space
previously occupied by that tooth is still vacant and big enough to fit the original tooth (and therefore the
corresponding model item of the CSM). Otherwise, contour extraction and numbering will be incorrect
for subsequent teeth (following the order of adaptation in the dynamic strategy). The contour extraction
is also sometimes negatively affected by malpositioned teeth, dental appliance and a varying number
of visible roots (molar teeth). The known initialization dependence of local search-based methods
also had a large impact on performance. While initialization was successful in 92 % of cases, a failed
initialization resulted in very poor segmentation and numbering performance. In conclusion, the chosen
approach was able to handle the challenges associated with the task of object-level tooth segmentation
and numbering and provided promising results on two separate data sets.

8.1.2. Image-based 3-D teeth reconstruction

In orthodontics, 3-D models of the teeth extracted from DVT images or via 3-D scanners are used for
treatment planning in case of misaligned teeth while colored photographs are only used for documen-
tation purposes. This thesis presented the first fully-automatic image-based 3-D teeth reconstruction
approach which aims to reconstruct the complete set of teeth. Moreover, it is the first approach to uti-
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lize the five documentary photographs typically taken for orthodontic procedures. The challenges for
such an approach are the minimal amount of images which significantly limits the information avail-
able for the reconstruction, the very difficult appearance properties of the teeth which results in very
few usable features, the simultaneous reconstruction of multiple objects which suffers from non-trivial
occlusions, and general variations in the set of teeth between patients. The proposed approach uti-
lized a deformation-based reconstruction method. A 3-D coupled shape model of the teeth was used
to encode prior information and was then deformed using a silhouette-based loss function to find the
optimal match between model parameters and photographs. The required individual teeth contours
were extracted from the photographs using the segmentation and numbering concept which enabled a
fully-automatic reconstruction process.

On 39 test data sets, the approach achieved promising results despite the limited amount of infor-
mation that is available for recovering the 3-D information. The average symmetric surface distance
was 0.807± 0.379 mm and the dice coefficient was 0.679± 0.133. The reconstruction performance
was most frequently affected by inaccurate contour extraction in the left and right view photographs.
While maxilla and anterior views showed a teeth segmentation performance of 0.931 ± 0.107 and
0.882±0.161 in terms of F1 score, respectively, the left view only reached 0.631±0.389 (0.751±0.317
for right view). The minimization of the silhouette-based loss therefore induces a reconstruction error
and stricter shape constrains need to be enforced via the coupled shape model. Other reconstruction in-
accuracies result from (completely) occluded teeth where the shape is only reconstructed based on the
encoded statistical knowledge. In conclusion, the presented fully-automatic reconstruction approach
achieves good results given the very limited information offered by the five photographs included in
orthodontic records.

8.1.3. Cephalometric landmark localization

The analysis of dental cephalometric radiographs aims to extract fundamental information about the
soft tissue-, dental- and bony structures of a patient by computing diagnostic measurements based on
predefined landmark locations. This process suffers from low image quality, superimposition due to
the lateral capturing position, and ill-defined landmarks. As a result, the automatic localization of these
landmark positions greatly benefits from the inclusion of knowledge about their spatial relation. The
thesis presented a fully-automatic approach which uses the segmentation and numbering concept to
predict the position of 19 landmarks in cephalometric images. The coupled shape model was extended
to include the landmark locations as single point items in order to exploit not only their spatial relation
to each other but also their relation to the shapes of head and skull outlines in the image. It was initially
placed onto the imaged based on a semantic segmentation of the head (generated by the CNN) and then
adapted using gradient image features. A landmark-specific random forest-based regression was used
to detect the final landmark positions in a region of interest centered at the predicted location.

The landmark localization approach was evaluated on a test set of 250 images and achieved a success
detection rate of 76.04 % in the clinically relevant 2.0 mm accuracy range. Using the spatial relation
to the skull and head outline via the coupled shape model successfully constrained the search space

177



8. Conclusions and Future Work

of possible landmark locations to a small region of interest. The trained landmark-specific Hough
Forests however struggled to robustly detect the position of ill-defined landmarks based on their local
appearance within the predicted region of interest. In conclusion, the presented approach was able
to outperform some recently presented methods [HMK∗21, PŠBU19], but is nonetheless roughly 8 %
behind the best performing approaches in this area [KSP∗20, LWH∗16].

8.2. Future work

The approaches presented in this thesis offer several directions for future research. This section outlines
some of the open issues and proposes some ideas how to tackle them. The discussion addresses each
of the three application areas in a separate subsection.

8.2.1. Teeth segmentation & numbering in panoramic radiographs

One of the open issues is that the discussed initialization dependence greatly impacts the achievable
accuracy in case of incorrect initial model placements. Improving the robustness of the model ini-
tialization process is therefore a high priority. This could include calculating multiple potential initial
positions, running the adaption for each and selecting the (optimal) final result based on the achieved
energy minimization. Another option could be to utilize separate models for upper and lower jaw.
While this should allow for an easier initialization of each model, the lost spatial relation between both
dental arches could cause new challenges for difficult cases (e.g. multiple missing teeth). Another topic
is to explore ways to handle a larger number of missing teeth. The current idea behind the iterative na-
ture of the adaptation steps is to move individual model items to their correct position by relying on
neighboring teeth. This concept is not applicable for a large number of missing teeth and larger changes
to the approach might be required. One possible idea, that could also increase the overall segmentation
accuracy, is to combine the coupled shape model with a neural network for a different segmentation
and numbering approach. A suitable network could be trained to directly predict the configuration of
the CSM for a given input image – this would exploit the potential of CNNs while still keeping the
learned statistical information about tooth shape and spatial relation encoded in the CSM. The inclu-
sion of wisdom teeth is a further topic for improvement. While the CSM can easily be modified to
be trainable including wisdom teeth, the model initialization process would require some changes to
handle the variability in the presence of (individual) wisdom teeth.

8.2.2. Image-based 3-D teeth reconstruction

The biggest issue for the silhouette-based teeth reconstruction is the sub-optimal contour extraction
performance in the lateral (left and right) views. Because the teeth outlines provide the only refer-
ence for the reconstruction process, an accurate object level segmentation is required for good recon-
struction performance. The variation in viewing direction present for these views needs to be better
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handled during the model initialization and adaptation. While user-provided references (to better es-
timate the camera position or initialize the model) could alleviate some problems, this would break
the fully-automatic processing pipeline. Instead, such references should be automatically determined
from either the binary mask or the photograph. Other CNN architectures like Mask-RCNN could
also be used to provide object-based information for the model initialization/adaptation or replace the
contour extraction entirely – provided that the numbering information is accurate enough. Recent ap-
proaches in image-based reconstruction focus more on CNN-based methods [HLB21]. While most
techniques deal with images that contain a single object, multi-object reconstruction in the presence of
occlusion is still an interesting future research topic that fits the presented approach. In this context,
the deformation-based reconstruction offers the possibility to explore options to determine the optimal
model configuration via a CNN-based method while still relying on a silhouette-based loss function and
the (numbered) teeth contours extracted from the photographs. Another issue is that the contours from
five photographs provide only limited information about the teeth. The accuracy of the reconstruction
could potentially be improved by extracting further information from the occlusal views (maxilla and
mandible views) that helps to better estimate the rotation and tilt of (frontal) teeth. However, such
information is not easy to retrieve because of the discussed appearance properties of teeth and would
therefore require additional research to offer robust results.

8.2.3. Cephalometric landmark localization

The main issue for the cephalometric landmark localization approach is an inaccurate position refine-
ment. Although 92.94 % of predicted locations are within 10.0 mm around the true location (98.7 %
are within 15 mm), the refinement using landmark-specific Hough Forest provides unsatisfactory local-
ization results. Despite the greatly reduced search space, the decision trees struggle to encode the local
landmark appearance. While extensive parameter tuning as performed by Lindner et al. [LWH∗16]
could improve the performance of the Random Forest-based regression, the presented approach offers
additional options. A possible solution could be to convert the two-step approach into an iterative opti-
mization that alternates between prediction and refinement steps. Utilizing the confidence measure of
the location hypotheses (generated by the Hough Forest), weak locations (with low confidence) could
be further constrained based on strong localizations of neighboring landmarks. The CSM adaptation
could also be extended to use the location hypotheses as bottom-up information and actively adapt the
landmarks such that the optimal model configuration directly provides the final landmark locations. The
landmark refinement process could also be changed to employ convolutional neural networks to deter-
mine the locations based on the predicted positions, similar to the approach of Kim et al. [KSP∗20].
Again, the CSM adaptation could also incorporate these locations to further enforce the spatial relations
between landmarks and other structures.
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