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Abstract
Machine Learning (ML) and Artificial Intelligence (AI) are more present than ever in our
society’s collective discourse. CEOs, politicians, and fellow citizens all put incredibly high
hopes and expectations into AI’s future capabilities. In many applications, ranging from
the medical field to autonomous robots such as self-driving cars, we are starting to entrust
human lives to decisions made by algorithms and machines. With credit scoring algorithms
and hiring practices now adopting these new technologies, machine learning can have a
profound impact on people’s lives. The expectation of inherent fairness, accuracy, and
consistency we have of these algorithms goes beyond even what we expect from fellow
humans. Indeed, these expectations are driven by the desire to improve everyone’s quality
of life.
Many current machine learning models focus on providing the highest possible accuracy.
However, these models are often black boxes that are hard to examine. They are mostly
discriminative models that focus on modeling decisions based on the training data, but do
not create a model for the data itself. This is important, as we are interested in questioning
the training data to detect systematic biases. Furthermore, we are also highly interested
in asking the model whether the current data it is processing fits the training data. In
other words, is it qualified to make decisions and “knows what it is talking about”, or
whether it simply “does not know”. Therefore, we require a generative model that can
answer these, and other, questions. In this thesis, we focus on deep generative models
based on probabilistic circuits; a family of statistical models that allows us to answer a
wide range of normalized probability queries with guarantees on computational time.
We can then ask these generative models about biases, including how confident they are
about a particular answer, as they “know when they do not know”.
We develop models for count data, extend them to non-parametric models, and models
based on dictionaries of distributions. They cover a large variety of use-cases. We then
make connections to Deep Neural Networks and show how to build generative models
from them with inference guarantees. All these models cover a wide range of use cases,
including hybrid domains. Moreover, we present a model that learns from the data making
most decisions automatically so that non-experts can also benefit from these powerful
tools. This will contribute to the democratization of machine learning.
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Abstract
Maschinelles Lernen (ML) und Künstliche Intelligenz (KI) sind in der öffentlichen Diskussion präsenter als jemals zuvor. Geschäftsführer*innen, Politiker*innen und Bürger*innen
setzen große Hoffnungen in die Möglichkeiten von Künstlicher Intelligenz und daran
knüpfen sich große Erwartungen. In vielen Anwendungen, vom medizinischen Bereich
bis hin zu autonomen Robotern, wie selbstfahrenden Autos, wird menschliches Leben
zunehmend den Entscheidungen von Algorithmen und Maschinen anvertraut. Auch Algorithmen zur Kreditwürdigkeitsprüfung oder in Einstellungstests können einen großen Einfluss auf das Leben von Personen haben. Die Erwartungen bezüglich Fairness, Genauigkeit
und Verlässlichkeit, die wir an diese Algorithmen haben, übersteigen sogar jene, die
wir an unsere Mitmenschen haben. Diese Erwartungen entstehen aus dem Wunsch, die
Lebensqualität für alle zu verbessern.
Viele aktuelle Modelle des Maschinellen Lernens konzentrieren sich darauf, die größtmögliche Genauigkeit zu bieten. Allerdings sind diese Modelle meist Blackboxen, die
schwer zu untersuchen sind. Sie sind meist diskriminative Modelle, die Ergebnisse anhand
von Trainingsdaten erzielen, aber kein eigenes Modell für diese Daten entwickeln. Das ist
wichtig, da wir daran interessiert sind, die Traininingsdaten selbst zu hinterfragen, um
mögliche systematische Bias zu entdecken. Des Weiteren sind wir sehr daran interessiert,
das Modell zu fragen, ob sich die aktuellen Daten, die es verarbeitet, mit den Trainingsdaten decken. Mit anderen Worten: Ist es qualifiziert genug Entscheidungen zu treffen
und „weiß es, wovon es redet“ oder ob es dies einfach „nicht weiß“. Aus diesem Grund
brauchen wir ein generatives Modell, das diese und weitere Fragen beantworten kann.
Diese Dissertation konzentriert sich auf tiefe generative Modelle, die auf probabilistischen
Schaltkreisen basieren; einer Gruppe von statistischen Modellen, die es uns erlauben,
eine breite Spanne von normalisierten Wahrscheinlichkeitsanfragen in einer garantierten
Rechenzeit zu beantworten. Diese generativen Modelle können dann auf Bias überprüft
werden, einschließlich der Frage, wie sicher sie sich einer bestimmten Antwort sind, weil
sie „wissen, wenn sie es nicht wissen”.
Wir entwickeln probabilistische Modelle für Zähldaten, die weiterentwickelt werden
zu nicht-parametrischen Modellen und schließlich zu Modellen, die auf Gruppen von
Verteilungen basieren. Sie decken eine große Menge an Anwendungsmöglichkeiten
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ab. Dann stellen wir Verbindungen zu tiefen neuronalen Netzen her und zeigen, wie
daraus generative Modelle mit Inferenzgarantien erzeugt werden können. Alle diese
vorgestellten Modelle decken eine breite Spanne von Anwendungsmöglichkeiten ab, einschließlich hybrider Domänen. Darüber hinaus stellen wir ein Modell vor, das aus den
Daten lernt und die meisten Entscheidungen automatisch trifft, sodass auch Laien von
diesen leistungsstarken Werkzeugen profitieren können. Dies wird zur Demokratisierung
des maschinellen Lernens beitragen.
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Notation
Numbers and Arrays
x

A scalar (integer or real)

X

A matrix

x

A vector

X

A scalar random variable

x

A vector-valued random variable

Sets and Graphs
R

The set of real numbers

N

The set of natural numbers including 0

A

A set

X

A set of random variables

A\B

Set subtraction, i.e., the set containing the elements of A but not in B

G

A graph

P aG (xi )

The parents of xi in G

Probability and Information Theory
X⊥Y

The random variables X and Y are independent

X ⊥ Y|Z

They are conditionally independent given Z

P (X)

A probability distribution over a discrete or continuous variable

X∼P

Random variable X has distribution P

E[X]

Expected value of random variable X

I(X; Y)

Shannon mutual information between random variables X and Y

xi

Indexing
xi

Element i of vector x, with indexing starting at 1

x\i

All elements of vector x except for element i

Xi,j

Element i, j of matrix X

Xi,:

Row i of matrix X

X:,i

Column i of matrix X

xi

Element i of the random vector x

Xi

Random variable Xi in the set of random variables X

Linear Algebra
X⊤

Transpose of matrix X

x⊤

Transpose of vector x

X −1

Inverse of matrix X

Calculus
dy
dx

Derivative of y with respect to x

∂y
∂x

Partial derivative of y with respect to x

∇x y
∫︁
f (x)dx
∫︁
S f (x)dx

Gradient of y with respect to x
Definite integral over the entire domain of x
Definite integral with respect to x over the set S

Functions
f :A→B

The function f with domain A and range B

f (x; θ)

A function of x parametrized by θ. (Sometimes written fθ (x) or f (x) without
the parameter θ to lighten notation)

log(x)

Natural logarithm of x

exp(x)

Exponential of x or ex

||x||1

L1 norm of x

||x||

L2 norm of x

||X||F

Frobenius norm of X

xii

x+

Positive part of x, i.e., max(0, x)

Datasets
X

A set of training examples

x(i)

The i-th example (input) from a dataset

y (i) or y (i)

The target associated with x(i) for supervised learning

X

The m × n matrix with input example x(i) in row Xi,:
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1 Introduction
Machine Learning (ML) and Artificial Intelligence (AI) are more present than ever in our
everyday lives. As fields of study, they focus on the question of how to build machines that
are capable of displaying “intelligent” behavior. To circumvent the problem of defining the
term “intelligence”, Turing proposed the so-called “Turing Test” (Turing 1950). This test
aims to detect human-level Artificial General Intelligence, which is so far still unreached.
However, less capable methods can still have an impact on everyday life. Consider the
advances in self-driving cars (Bojarski et al. 2016), medicine (Fernández-Ruiz 2019;
Capper et al. 2018) and language translation (Wu et al. 2016), which are all based on
data-driven ML methods.
To understand what these approaches do, let us first move away from the specific
problems and focus on the methodology. In all scenarios, we have an input, and there is
an unknown process that generates an expected output. We could consider the output
as a prediction, and what we get is the problem of scientific modeling. Paraphrasing von
Neumann (Von Neumann et al. 1995): a model is a mathematical construct expected to
make correct predictions for a given phenomenon.

1.1 Knowing When We Do Not Know
Let us consider the problem of modeling gravitational forces. Given an input, e.g., the mass
of two bodies and the distance between them, we want the output to be the attraction force
between the bodies. Newton presented a mathematical model that we will now call MN ,
given by the famous equation F = G m1r2m2 (Newton 1726). This model works considerably
well for a reasonably large set of input values. However, the MN , is purely a predictive
and it is not aware of the data it receives as input. It also does not tell us that it is not
the most accurate model for specific subsets of scenarios. When we use Newton’s model
MN to predict Mercury’s orbit, we find discrepancies with the observations (Le Verrier
1859). In contrast, Einstein’s general relativity theory (Einstein 1914) provides us another
model, ME , that describes Mercury’s orbit, and other phenomena, much more accurately.
However, this model also does not tell us in which cases it is not appropriate.
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When presented with such a problem, the goal of Machine Learning is to play the
role of the scientist. Given the inputs and the predictions, it generates a plausible model
that works as accurately as possible when given a set of modeling assumptions. These
exemplary models we have mentioned before MN , and ME , function well on their own.
We measure their validity via their generalization properties, i.e., when applied to unseen
data, predictions of these models approximate the observations well and even drive further
discoveries. With models built by machine learning techniques, we want to retain this
same generalization property. We want models that are not just memorizing the training
data, but accurately predict unseen inputs.
Abstracting from the models provided above, having inputs and the ability to produce
an output, does not mean we will always obtain the desired results. There are occurrences
when the models are not a good fit for the input data at hand, such as the case of model
MN and Mercury. This also occurs with ML generated models, e.g., the models governing
the actions of a self-driving car, might not be able to deal with previously unseen situations.
In the case of translation models they may not be able to process previously unseen words.
Similarly, models in the medical domain are predisposed to failure if applied to patients
with extremely rare conditions. Unfortunately, most predictive models are not aware of
the possibility that the data they are processing could be inadequate.
This presents two different modeling problems; one of modeling the predictions, and
another of modeling the input. So far, we have mentioned different models for the
predictions, including the examples of machine learning models applied to different
domains. To better understand the distinction, we can examine the questions that different
models can and cannot answer. For example, the gravitational models cannot answer
questions such as: What is the average size of a planet? What is the average distance
between planets and their moons? This is because these predictive models are only
concerned with the information needed to make predictions regarding forces. A model for
the input data, given enough information, could answer those questions. Furthermore,
we could have models for the input data that would tell us when a particular predictive
model is a good fit.
In this thesis, we concentrate on models that not only make predictions, but are also
aware of the data being processed, i.e., they model the data.

1.2 What-ifs, Uncertainty, and Probabilistic Models
Machine learning is finding more uses in assisting with consequential decision making (Kilbertus et al. 2020), i.e., decisions that have a significant impact on individuals. It is
therefore imperative to consider whether the models are adequate for the predictions
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at hand. Consider the case of loan decisions, where the model must predict whether a
person is likely to repay a loan. We expect machine learning models to be as accurate as
possible, but we also want them to be fair. As before, these models might not tell us when
they are not a good fit for the predictions at hand. Unfortunately, interpreting these black
box prediction models is not straightforward. Although progress is being made, (see Ross
et al. 2017), we still may face the problem of having an answer, but no clear justification
for it. Alternatively, if we use a model for all the data, i.e., input and predictions, we could
use what-if questions to explore the model and develop trust in it. These models allow us
to estimate any attribute and not just the predictions (Binnig et al. 2018).
We start to see a clear pattern, where we are interested not only in the predictions, but
also understanding the data that leads to them. However, before discussing how to create
such models, we need to specify a framework that allows creation of such a model and
governs our interact with it. There are potentially many different sources of uncertainty
that could affect our models as mentioned by Peharz 2015, such as:
• There might not be a clear deterministic rule to make predictions.
• We might not have access to all the information.
• Our measurements could contain errors or might not be properly defined.
From this, it is not hard to see that it’s desirable to have models that can reason under
uncertainty. The most sensible approach, in this case, is to use probabilistic reasoning
and statistical models, as they provide us with a clear framework that fits our needs. For
an in-depth discussion, see Pearl 2014, and for a brief introduction, see Chapter 2, and
Chapter 4.
Fortunately, in this probabilistic framework, the distinction between both types of
models already exist (see e.g. Ng et al. 2002; Kevin P. Murphy 2012).
The predictive models previously mentioned are known as discriminative models. In
contrast, models that focus not only on predicting, but also on obtaining a representation
of the data, are called generative models. Alternatively, we could also construct causal
models for the previous example. However, in this thesis, we do not touch upon causality
and refer readers to Pearl 2009 instead.
In the discriminative models, we obtain a conditional probability distribution for the
predictions or labels Y given the inputs or features X, i.e., we obtain P (Y|X). With these
models, we can only reason about the predictions Y, as they do not contain extra information about the inputs X. The generative models create a joint probability distribution for
the labels Y, and the features X to obtain P (X, Y). Here, we can reason about both the
predictions Y and the inputs X. We can also complement a good predictive model with a
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model that knows when the input is a good fit. This comes naturally from the chain rule,
as it allows us to decompose a joint probability distribution P (X, Y) into the predictor
model P (Y|X), as well as a model for the inputs P (X), i.e., P (X, Y) = P (Y|X)P (X).
On the assumption that we have the ideal model available, P ∗ (X, Y), we should ask
ourselves how to answer questions with it. One solution is to resort to inference, the
process of evaluating probabilities. Naturally, higher probabilities indicate that an outcome
is more likely to occur. Additionally, we can compare and plot the distributions for different
situations, and estimate expectations, as well as compute other forms of measures from
these distributions. For example, consider the classification task of distinguishing whether
an image contains a cat or a dog. If we ask a discriminative model to predict the class, we
will likely get an accurate answer. However, when we ask the model about an input that
belongs to an unknown class, e.g., a tree, we should obtain a maximum entropy answer,
i.e, a uniform probability value for both classes. Unfortunately, this is rarely the case in
practice. Therefore, in this situation, we are interested in the level of uncertainty of the
input X given the underlying process
∑︂
P ∗ (X) =
P ∗ (X, Y = y) .
(1.1)
y

A low probability indicates that the given image, e.g., a tree, does not belong to the
population of images containing dogs and cats. However, we do not have access to P ∗ (.),
so we use a generative model Pθ (X, Y) to approximate, i.e., Pθ (X, Y) ≃ P ∗ (X, Y). Thus,
we can answer a similar, but not equivalent, question: According to the model, is the
image likely to come from the training data? To corroborate this empirically, we built a
generative model using the MNIST training dataset for learning (Peharz, Vergari, et al.
2019). We then evaluated the test datasets from MNIST, street view house numbers
(SVHN), and the handwritten digits of SEMEION. In Fig. 1.1 we can see a histogram of
log-likelihoods which show the uncertainties of the input data. This can tell us when the
model is confident in making predictions about a particular input.

1.3 Outline and Summary of Contributions
We have seen the importance of having generative and discriminative models, as well
as how to combine them with the chain rule. In this thesis, we focus on how to create
these two types of models with different distributional assumptions and computational
guarantees. The respective chapters can contain verbatim quotes from the corresponding
publications, for more details on the contributions of the different authors see Chapter 11.
The main contributions of this work, are described in the following.
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Figure 1.1: Histograms of Log-likelihood of test images of three different datasets according to a generative model trained on MNIST. The model provides a higher
signal for test images of the same dataset. Image taken from Fig. 3 in Peharz,
Vergari, et al. 2019. (Best viewed in color).
Chapter 2 We start in Chapter 2 with a brief introduction to the background material
needed to understand the thesis. We talk about random variables, discrete and
continuous domains, and standard probability distributions. We also introduce the
probability rules that form building blocks of more advanced models.
Chapter 3 We then proceed to create a generative model for count data in Chapter 3. To
create a model that is a good fit for count-data, we focus on Poisson distributions
and extend them to multiple variables. We call this generative model, the Poisson
Dependency Network (PDN). In this chapter, we put in context the importance of
using the right probability distribution for the data. We present a model, as well as
learning and inference algorithms, and extensions based on coresets. This chapter
presents the PDNs published in:
Fabian Hadiji, Alejandro Molina, Sriraam Natarajan, and Kristian Kersting. “Poisson Dependency Networks: Gradient Boosted Models for
Multivariate Count Data”. In: Machine Learning Journal (MLJ), 2015,
pp. 477–507.
The coreset extension that allows us to train models faster while retaining guarantees
on the errors is published in:
Alejandro Molina, Alexander Munteanu, and Kristian Kersting. “Core
dependency networks”. In: Proceedings of the 32nd Conference on Artificial Intelligence (AAAI), New Orleans, Louisiana, USA. Ed. by Sheila A.
McIlraith and Kilian Q. Weinberger. 2018, pp. 3820–3827.
Chapter 4 PDNs are not normalized and resort to sampling for inference. To improve on
this, in Chapter 4 we introduce the foundations for Sum Product Networks (SPNs).
They are a generative class of models which are normalized and can compute
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inference exactly. We present the architecture, learning and inference algorithms,
as well as the SPFlow library that implements them. The SPFlow library, is an
open-source project with a growing number of contributors. For more details, see:
Alejandro Molina, Antonio Vergari, Karl Stelzner, Robert Peharz, Pranav
Sub- ramani, Nicola Di Mauro, Pascal Poupart, and Kristian Kersting.
“SPFlow: An Easy and Extensible Library for Deep Probabilistic Learning
Using Sum-Product Networks”. In: ArXiv:1901.03704. 2019.
Chapter 5 In Chapter 5, we create a generative model for count-data based on SPNs and
Poisson distributions called Poisson Sum Product Networks (PSPNs). We use the
advantages of normalization and tractability to compute measures such as Mutual
Information (MI). We evaluate the types of dependencies that PSPNs can model
and introduce a hierarchical view for their interpretation. These contributions are
published in:
Alejandro Molina, Sriraam Natarajan, and Kristian Kersting. “Poisson
Sum-Product Networks: A Deep Architecture for Tractable Multivariate
Poisson Distributions”. In: Proceedings of the 31st Conference on Artificial
Intelligence (AAAI), San Francisco, California, USA. Ed. by Satinder P.
Singh and Shaul Markovitch. 2017, pp. 2357– 2363.
Chapter 6 In certain situations we may be interested in generative models for other types
of data, such as in hybrid domains. If our data contains both continuous and discrete
features, we need a system to which best examines them. Therefore in Chapter 6,
we introduce Mixed Sum Product Networks (MSPNs), a non-parametric generative
model that can deal with hybrid-domains, while preserving the tractability and
normalization properties previously introduced. The MSPNs is published in:
Alejandro Molina, Antonio Vergari, Nicola Di Mauro, Sriraam Natarajan, Floriana Esposito, and Kristian Kersting. “Mixed Sum-Product
Networks: A Deep Architecture for Hybrid Domains”. In: Proceedings
of the 32nd Conference on Artificial Intelligence (AAAI), New Orleans,
Louisiana, USA. Ed. by Sheila A. McIlraith and Kilian Q. Weinberger.
2018, pp. 3828–3835.
Chapter 7 The non-parametric approach used in MSPNs is too flexible and can lead to
a reduction in generalization power. However, we are still interested in obtaining
good models for hybrid domains. Therefore, in Chapter 7, we introduce Automatic
Bayesian Density Analysiss (ABDAs). This generative model, uses a dictionary of
parametric distributions, allowing us to introduce further assumptions into our
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model. We show how this is beneficial for generalization and robustness. The
Automatic Bayesian Density Analysis approach is published in:
Antonio Vergari, Alejandro Molina, Robert Peharz, Zoubin Ghahramani, Kristian Kersting, and Isabel Valera. “Automatic Bayesian density
analysis”. In: Proceedings of the 33rd Conference on Artificial Intelligence
(AAAI), Honolulu, Hawaii, USA. 2019, pp. 5207–5215.
Reflecting on the methods introduced in Chapters 6 and 7, we can see we have
created Machine Learning algorithms, that take a training dataset as input with
few restrictions and produce a generative model. We have introduced the seeds of
what could be called “The Automated Statistician” (Steinruecken et al. 2019) for
the generative case. Indeed, we can ask a range of probabilistic queries to these
models. In Chapter 7, we explore other applications such as pattern mining and
outlier detection.
Chapter 8 Once we have powerful generative models, we can consider mixing them with
powerful discriminative models. Furthermore, Deep Neural Networks (DNNs) are
recognized as some of the most powerful predictive models available to Machine
Learning. In Chapter 8, we introduce Conditional Sum Product Network (CSPN).
They are discriminative models built on top of DNNs with normalization and inference guarantees. We can then combine CSPNs and MSPNs or ABDA to obtain
the best of both worlds; powerful predictions and awareness of the input data. The
CSPN method for combining DNNs in a principled way is published in:
Xiaoting Shao, Alejandro Molina, Antonio Vergari, Karl Stelzner, Robert
Peharz, Thomas Liebig, and Kristian Kersting. “Conditional Sum-Product
Networks: Imposing Structure On Deep Probabilistic Architectures”. In:
Proceedings of the 10th International Conference on Probabilistic Graphical
Models (PGM), Aalborg, Denmark. Proceedings of Machine Learning
Research. 2020.
Chapter 9 Finally, we consider two approaches based on computational graphs. Much
like in deep learning, in Chapter 9 we create over-parameterized models and then
use optimizers to fit the model to the data. This approach skips the expensive test
of independencies and uses CUDA to leverage efficient optimizations. It produces
models that are significantly larger and much faster to learn, allowing us to fit on
much bigger datasets. This approach is published in:
Robert Peharz, Antonio Vergari, Karl Stelzner, Alejandro Molina, Martin Trapp, Xiaoting Shao, Kristian Kersting, and Zoubin Ghahramani.
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“Random Sum-Product Networks: A Simple and Effective Approach to
Probabilistic Deep Learning”. In: Proceedings of the 35th Conference on
Uncertainty in Artificial Intelligence (UAI), Tel Aviv, Israel. Ed. by Amir
Globerson and Ricardo Silva. 2019, pp. 334–344.
And in:
Robert Peharz, Steven Lang, Antonio Vergari, Karl Stelzner, Alejandro
Molina, Martin Trapp, Guy Van den Broeck, Kristian Kersting, and
Zoubin Ghahramani. “Einsum Networks: Fast and Scalable Learning of
Tractable Probabilistic Circuits”. In: Proceedings of the 37th International
Conference on Machine Learning (ICML), Virtual Event. Ed. by Hal
Daum’e III and Aarti Singh. 2020, pp. 7563–7574.
In this thesis, we introduce a variety of machine learning methods to obtain generative
and discriminative models. We show their importance and how combining them can
create more capable models aware of their limitations. We present these algorithms and
their implementation, providing useful alternatives to both practitioners and researchers.
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2 Background on Probabilistic Models

In science, it is often desirable to model phenomena via probabilistic models. Such models
help us mathematically describe and abstract natural and artificial processes. Furthermore,
these models might allow us to predict future outcomes and even help us better understand
the phenomena.
One of the reasons probabilistic models are attractive, is that they allow us to model
uncertainty. We can then translate questions about phenomena into probabilistic queries
and via inference, obtain answers to different outcomes and their confidence according
to the model. Recent advances in hardware (Sommer et al. 2018; Nickolls et al. 2008),
frameworks (Paszke, Gross, Chintala, et al. 2017; Abadi et al. 2016) and the increased
interest in deep-learning have enabled the development of many interesting new probabilistic models. Not surprisingly, we are interested in learning highly accurate models over
multi-dimensional data. Here, we have to decide on the operations that we are interested
in. If we are only interested in samples, an implicit model (Goodfellow, Pouget-Abadie,
et al. 2014) might suffice. However, if we want to calculate the probability of a particular
assignment we have to use explicit models. Unfortunately, having explicit density estimators that can capture all the complexity of the data while still being computationally
tractable is difficult (Goodfellow, Pouget-Abadie, et al. 2014). The most complete form
of probabilistic model are those that specify a joint distribution over all the variables of
interest (Kingma 2017).
This work deals with the question of how to obtain explicit and tractable models, and
how to use them. Before we go into the details of how to obtain such models, we first
briefly review the basic concepts needed throughout this work. For more details about
the topics mentioned in this background section, we refer the reader to (Kevin P. Murphy
2012) for a general introduction on probability and machine learning, and to (Koller et al.
2009) for more information on probabilistic graphical models.
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2.1 Random Variables
A Random Variable (RV) is a variable whose value or assignment happens at random
from set of possible values. This description denotes only the possible values or states the
random variable can take, but it does not inform us on how likely the assignments are.
That information is provided by the probability distribution. We denote a scalar random
variable by X, a vector-valued random variables by x, and a set of random variables by
X. Assignments or samples for scalars are denoted by x and in vector form by its boldface counterpart x. We distinguish between discrete random variables and continuous
random variables. In a discrete random variable the set of possible values is countable,
i.e., it is either finite or countable infinite. For continuous random variables, the set of
possible values is uncountable infinite, e.g., the reals R.

2.2 Probability Distributions
A probability distribution describes how likely a random variable gets a particular assignment. We differentiate between discrete and continuous distributions, and we denote
the probability of a particular assignment to a random variable as P (X = x). Sometimes
the random variable X is defined first and we use the symbol ∼ to denote the distribution
it follows X ∼ P .

2.2.1 Discrete Probability Distributions
A discrete random variable X is distributed according to a Probability Mass Function
(PMF) fX (x). Such a function maps values of a random variable to the probability of its
assignment. The probability mass function is restricted so that ∀x 0 ≤ fX (x) ≤ 1. This
means that the probability of any assignment, value or event is bounded between 0 and
1. When fX (x) = 0, this indicates that the random variable X will never be assigned the
value of x. Likewise, when fX (x) = 1, this indicates the absolute certainty that the only
value possible for the random
∑︁ variable X is x. Another restriction on the probability mass
function is normalized, i.e., i fX (xi ) = 1. It is common to relax the notation and express
fX (x) as P (X = x).

2.2.2 Standard Discrete Distributions
In the following, we present some standard discrete distributions:

10

Uniform Distribution (Discrete)
The discrete uniform distribution assigns equal probability to all the possible value assignments. This distribution is commonly used to model fair dices or coins, or as noninformative prior. In the classification setting, it can be used to model the probability of a
instance belonging to a class, when the class distribution is equal.
For a random variable X that can take one of n values, the uniform distribution is:
P (X = x|n) =

1
.
n

(2.1)

Bernoulli Distribution
When we have a binary random variable X, i.e., a random variable that takes values
0, 1. We can model it using a parameter p that indicates the probability P (X = 1) = p,
consequently P (X = 0) = 1 − p. Giving us the Bernoulli distribution:
P (X = x|p) = px (1 − p)1−x .

(2.2)

Multinoulli or Categorical Distribution
When we have a random variable X, that can take one of K values and each value can have
different probabilities pk , we can use the Multinoulli distribution. It is useful to model a
single roll of a possibly biased dice. The Multinoulli or Categorical distribution is:

P (X = x|p) =

K
∏︂

pxk k .

(2.3)

k=1

Here, we use a one-of-K encoding X = {0, 1}K , and the vector
∑︁Kof parameters p where
pk >= 0. Note that the degrees of freedom for p is 1 − K, as k=1 pk = 1, leading to a
normalized distribution.
Multinomial Distribution
In case we want to model a problem where we have n independent trials and each one
results in one of K mutually exclusive outcomes, we can use the multinomial distribution.
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Each trial happens with a probability pk and the normalization constraint
applies. The multinomial distribution is:
P (X = x|n, p) =

(︃

n
x 1 . . . xK

)︃ ∏︂
K

pxk k , where

k=1

n=

K
∑︂

xk .

∑︁K

k=1 pk

=1

(2.4)

k=1

Poisson Distribution
To express the probability that a number events occur in an interval of time, we can use
the Poisson distribution. This distribution assumes that the events occur with a constant
mean rate λ > 0. It is useful to model count data such as traffic, number of clicks, etc.
The Poisson distribution is:
P (X = x|λ) =

λx e−λ
.
x!

(2.5)

Geometric Distribution
To express the probability of the number of failures until the first success, we can use the
Geometric distribution. The parameter p expresses the probability of success, and k is the
number of failures. The Geometric distribution is:
P (X = x; p, k) = (1 − p)k p .

(2.6)

2.2.3 Continuous Probability Distributions
Unlike discrete random variables where the probability of assigning a particular value is
dictated directly by the probability mass function, the probability of a continuous random
variable is measured in terms of the area of a Probability Density Function (PDF) gX (x)
∫︁ b
in a given range, i.e., P (a ≤ X ≤ b) = a gX (x) dx. The values produced by gX (x) can be
considered as ratio of how likely a value is compared to be sampled compared to another
one. Furthermore, unlike Probability Mass Functions, the range for the density function is
only restricted ∫︁to be positive ∀x 0 ≤ gX (x). However, the normalization for the domain
must still hold gX (x) dx = 1.

2.2.4 Standard Continuous Distributions
In the following, we present some standard continuous distributions:
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Gaussian Distribution
One of the most used distributions is the Gaussian or normal distribution. The domain
or support is over the real numbers, and is parameterized by the mean µ ∈ R and the
standard deviation σ ∈ (0, ∞). The Gaussian distribution is symmetric and the mean
indicates the center and maximum of the distribution. The standard deviation σ indicates
the spread around the center. It is defined as:
1
−1
gX (x, µ, σ) = √ e 2
σ 2π

(︂

x−µ
σ

)︂2

.

(2.7)

For a version with a restricted domain, consider the truncated Gaussian distribution.
Exponential Distribution
When modeling the time between events or positive data with a sharp peak at the origin,
the exponential distribution is useful (Goodfellow, Bengio, et al. 2016). The rate parameter
λ > 0 describes also the starting point of the peak. It is defined as:
{︄
λe−λx x ≥ 0
gX (x, λ) =
(2.8)
0
x < 0.

2.2.5 Conditional Distributions
In some cases we are not interested in modeling all the random variables, but just a subset
of them. Consider the classification or regression tasks, in this setting, we care about
modeling the probability of the random variables for the labels Y getting the assignment
y given the features or evidence X and their assignment x. Given this formulation, we can
compute the assignment with the maximum probability if we are interested in a particular
value, or present the distribution for the different label values.
Note that we have Y as a vector, allowing for multi-label classification; Similarly, our
probabilistic formulation supports multi-target regression. These type of distributions are
called conditional distributions, and are denoted as P (Y = y|X = x). Another way of
seeing conditional distributions is the functional way. Consider the Gaussian distribution
mentioned earlier, it is a conditional distribution over Y where the parameters are the
evidence random variables X = {µ, σ}. As we can see, we do not model the evidence X,
only the Y, i.e., the Gaussian distribution is P (Y|X = {µ, σ}).
The ideal conditional distribution contains all the information regarding the random
variables Y including their interactions, given the evidence X.
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Generalized Linear Models
One simple way of modeling conditional distributions is by using linear models to provide
the parameterization for a distribution.
Let us consider a conditional Gaussian distribution P (Y = y|X = x), and define the mean
as µ = xβ. This is the standard linear regression model with Normal errors (McCullagh
et al. 1989).
However, if we are interested in a different parametric distribution, e.g., a conditional
Poisson distribution, we can then reformulate the parameterization accordingly. One way
to do this is to define the mean rate as λ = exp(xβ).
This linear model for parametric conditional distributions was introduced by Nelder
and Wedderburn as Generalized Linear Models (GLMs) in McCullagh et al. 1989. This
generalization for P (Y = y|X = x) is consist of a distribution of the exponential family, a
linear predictor and a link function xβ = f (θ) such that E[Y|X] = f −1 (vxβ), where x are
the values of the evidence random variables, and θ is the parameter of the distribution.
For the probability density function, a generalization for the exponential family is used,
namely:
fY (y | θ, φ) = exp (α(φ)(yθ − g(θ) + h(y)) + β(y, φ)) .

(2.9)

For the different distributional families such as Gaussian, Exponential, Poisson, Bernoulli,
etc., the functions α(φ), g(θ), h(y), and, β(y, φ) are known. We refer the reader to Dobson
et al. 2018 for more details on the parametrization of GLMs.
After setting up the functions, the iterative weighted least-squares method is used to
estimate the parameters β of the model.

2.3 Multivariate Distributions
The distributions that we have described so far are defined for one random variable.
However, more complex scenarios require more random variables. Such distributions are
called multivariate distributions, and as the name implies, they model multiple random
variables at the same time. Consider the traffic prediction of a particular section of a city,
where we have one random variable per sensor installed. In such a scenario, we could
have dozens or hundreds of variables. Now consider a distribution over images, a rather
small gray-scale image with 32 by 32 pixels would require 1024 random variables. Higher
resolution color images can easily require tens of thousands or even millions of random
variables.
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One fundamental aspect of multivariate distributions is that the random variables are
not independent of each other. In the case of traffic prediction, when a street is having high
vehicular congestion, neighbouring streets will most likely also see an elevated number of
vehicles. In the case of images, the color of one pixel is highly correlated to its neighboring
pixels. Therefore, useful distributions should capture the inter-dependencies among the
different random variables.

2.3.1 Joint Distribution
As the name implies, a joint distribution is a multivariate distribution that models all
the random variables at the same time. Let us now consider X as a set of random
variables. We then assume that x is a flattened and concatenated random sample of
the underlying process that follows a distribution P (X). Alternative we can also use the
notation P (X0 , X1 , . . . , Xn ) for a distribution
of n variables.∫︁ As before, the normalization
∑︁
imposes restrictions of the form x P (X = x) = 1 or y P (Y = y) dy = 1 or both
∫︁ ∑︁
x P (X = x, Y = y) dy = 1 for hybrid distributions.
y
As an example, consider the multivariate version of the Gaussian distribution defined
as:
gx (x1 , . . . , xk ) =

exp(− 12 (x − µ)T Σ−1 (x − µ))
√︁
.
(2π)k |Σ|

(2.10)

This distribution is parameterized by the mean µ as a vector that indicates where the distribution is located and the covariance matrix indicates the spread and interaction among
the different random variables. The ideal joint distribution contains all the information
regarding all the random variables X including their interactions.

2.3.2 Marginalization
Imagine we have the ideal probability distribution of images of cats, but we want to
evaluate the probability (inference) on an image that has missing pixels. Another example
comes often in control systems when we have sensors that are not sending data. In general,
to expand the types of queries we can answer, we must be able to evaluate a distribution
just on a subset of the random variables. This can be achieved either by creating a new
probability distribution with the reduced set of random variables, or at inference time.
More precisely, consider a joint distribution over sets of random variables Y and Z, i.e.,
marginalization allows us to obtain a distribution of a subset of variables given the joint
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by:
P (Y = y) =

∑︂
∫︂z

P (Y = y) =

P (Y = y, Z = z),
(2.11)

P (Y = y, Z = z).

z

Whether we sum or integrate, depends on whether the random variable Z is discrete or
continuous. Similarly, we can apply marginalization to conditional distributions. However,
this is only valid for the random variables being modeled (Y and Z), and not the random
variables of evidence X:
P (Y = y|X = x) =

∑︂

P (Y = y, Z = z|X = x),

z

∫︂
P (Y = y|X = x) =

(2.12)
P (Y = y, Z = z|X = x).

z

As before, we sum or integrate depending on whether the random variable Z is discrete
or continuous.

2.3.3 Chain Rule
The joint and conditional distributions are connected and the chain rule describes this
interaction. More precisely, if we have two sets of random variables X and Y the chain
rule states:
P (X, Y) = P (Y|X)P (X) .

(2.13)

Conversely and using marginalization, we get:
P (Y|X) =

P (X, Y)
P (X, Y)
= ∑︁
.
P (X)
y P (X, Y = y)

(2.14)

This gives us already an indication of the difference between the conditional and the
joint distributions. The joint distribution contains all the information to compute the
conditional via marginalization. If we have access to only the conditional distribution, we
are missing all the information about the distribution of the evidence. This is critical as
the evidence might contain a lot of important information, e.g., whether a datapoint is an
outlier, or even indicate that the model was not trained to handle this situation.

16

P (X)

P (X)

4

4

3

3

2

2

1

1

0

0
0

1

2

3

4

P (Y)

0

1

2

3

4

P (Y)

Figure 2.1: Plots of two density functions and the corresponding marginals. On the left,
the random variables are independent. On the right, the random variables are
positively correlated.

2.3.4 Independence
It is possible that in a multivariate model, some of the random variables are independent of
each other. This independency is indicating that the probability for a given set of random
variables Y, does not change even if we have access to another set of random variables X.
More precisely P (Y|X) = P (Y), therefore we can see the effect it has on a joint distribution so that:
P (X, Y) = P (Y|X)P (X),
P (X, Y) = P (Y)P (X).

(2.15)

In Fig. 2.1, we can see an example that shows the idea of independence more clearly.
On the left figure, we have an independent joint distribution, i.e., P (X, Y) = P (X)P (Y).
On the right, we see a distribution that can only be constructed when one of the random
variables has access to the other one, i.e., P (X, Y) = P (X|Y)P (Y) or P (X, Y) = P (X)P (Y|X).
The positive correlation of the right figure, indicates that when the random variable X
grows, so does the random variable Y, clearly this behavior shows they are dependent.
Even when the marginals look exactly the same, the joint distribution might be very
different.
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This independency concept holds also for conditional distributions. Consider the case
where two sets of random variables Y and Z are independent given the evidence X, then
the conditional probability is the same, i.e., P (Y|Z, X) = P (Y|X), therefore the conditional
multivariate distribution decomposes as:
P (Y, Z|X) = P (Y|Z, X)P (Z|X),
P (Y, Z|X) = P (Y|X)P (Z|X).

(2.16)

We denote that two random variables are independent by the symbol ⊥, e.g., random
variables X and Y are independent is shown by X ⊥ Y. For conditional independence we
write Y ⊥ Z|X, when the random variable Y is independent of random variable Z given
the evidence X.

2.3.5 Mixtures
So far we have seen some standard distributions and a few decomposition rules. Now
we consider a basic composition of distributions to create a more complex distribution.
Consider a distribution over the weights of pets P (W ). To simplify, we consider two
types of pets: cats with a mean weight of 4 kg and dogs with a mean weight of 10 kg.
Clearly this univariate bi-modal distribution can not be represented by a single Gaussian
distribution. However, we could use two Gaussian distributions, one for each mode as
shown in Fig. 2.2.
This idea of combining different distributions allows us to create more complex distributions from simpler ones. However, to keep the distribution normalized we mix the
distributions as a convex combination obtaining a mixture distribution. Consider a mixture
of n distributions, defined as:
P (X) =

n
∑︂
i=1

wi Pi (X), where

N
∑︂

wi = 1 .

(2.17)

i=1

∑︁Each distribution P∫︁i (X) is normalized, and the convex combination guarantees that
x P (X = x) = 1 or x P (X = x) = 1. Depending on whether the variables are discrete
or continuous. So far we considered the weights wi as simple numbers, however, they are
the Multinoulli probabilities P (C = i) = wi of a latent variable that describes the prior
distribution of an instance x coming from the component Pi (x). When every distribution
Pi is modeled by a Gaussian distribution, we obtain what is called a Gaussian Mixture
Model (GMM). GMMs have the interesting property that for continuous random variables,
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Figure 2.2: Mixture of gaussians P (X) with two components P1 (X) and P2 (X). (Best
viewed in color).
they are universal density approximators, i.e., they can epsilon approximate any smoothly
density given enough components (Goodfellow, Bengio, et al. 2016).

2.4 Probabilistic Models
So far we have introduced random variables, a definition of distributions and some
properties on them. However, note that in the general case, we do not have any information
regarding the underlying distribution P (X). Indeed, we can use domain knowledge to
make assumptions regarding X. We know that the age in a population is discrete and
positive; the education level is ordinal and the presence or absence of a particular allergy
is boolean, etc, nevertheless, this does not describe the distribution, just the domain of
the distribution (the support).
The main question now is: how can we obtain a joint distribution over the random
variables X, parameterized by the optimal parameters θ∗ that approximates the underlying
distribution well? More precisely, we are interested in finding a distribution:
∀x Pθ∗ (X = x) ≈ P (X = x) .

(2.18)

Before we continue, let us briefly discuss conditional models. Consider the multi-class,
multi-label classification or the multi-target regression problems. In both cases we have a
set of random variables for the labels or targets Y, and the evidence X. Both problems
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can be solved as the maximum assignment of y by a multi-variate conditional distribution
Pθ∗ (Y = y|X) with optimal parameters θ∗ . Now, assuming we have a joint probability
distribution Pθ (X, Y), we can obtain a conditional model by using the chain rule and
marginalization as follows:
Pθ∗ (X, Y)
Pθ∗ (X, Y)
=
.
Pθ∗ (X)
y Pθ∗ (X, Y = y)

Pθ∗ (Y|X) = ∑︁

(2.19)

An alternative approach is to model the conditional distribution directly. Like in the
joint case, we assume a fixed but unknown underlying process that is distributed according
to Pθ (Y|X), and we are interested in finding the distribution:
∀x,y Pθ∗ (Y = y|X = x) ≈ P (Y = y|X = x) .

(2.20)

One way to encode these distributions Pθ (X) and Pθ (Y|X), is to enumerate all the values
for the random variables and the evidence and assign a probability to each one of them.
However, this approach quickly becomes infeasible as the number of random variables in
|X| + |Y| increases. We now present a whole family of models to create these different
parameterized distributions.

2.4.1 Probabilistic Graphical Models
Fortunately, the independencies among the random variables can be exploited to reduce
the complexity of the models. Probabilistic Graphical Models (PGMs) allows us to do this
by representing high-dimensional distributions compactly via graphs (Koller et al. 2009).
In these graphs, the nodes represent the random variables X, and the edges correspond to
direct probabilistic interaction between the variables. Let us now review some of the most
relevant graphical models.

2.4.2 Markov Networks
We now consider a model that consist of an undirected dependency graph, and a set of
parameters that defines a joint distribution over X. Let G = (X, E) be an undirected graph,
with a node for every random variable X ∈ X. A clique c ∈ C(G) is associated with a set
of nodes Xc and potential function Φc (Xc ). The cliques are not necessarily maximal, and
for each Xc , the nodes Xi , Xj ∈ Xc if they are connected by an edge in G. The potential
functions are non-negative functions defined on the subset of random variables Xc . The
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Markov network (Koller et al. 2009) defines a distribution:
PΦ (X) =

∑︂ ∏︂
1 ∏︂
Φc (Xc ), where Z =
Φc (Xc ) .
Z

(2.21)

X c∈C(G)

c∈C(G)

∑︁Where Z is the partition function, i.e., a normalization constant that guarantees
x P (x) = 1. In the general case, exact inference, including marginalization is not
tractable as we would have to compute the partition function Z.

2.4.3 Bayesian Networks
Another model that defines a compact representation for a joint distribution over the
random variables X is called a Bayesian Network (BN) (Koller et al. 2009). Here, we
consider a Directed Acyclic Graph (DAG) G = (X, E), with a node for every random
variable X ∈ X. The edges E encode the conditional dependencies, and the distribution is
factorized as:
P (X1 , · · · , Xn ) =

n
∏︂

P (Xi |P aG (Xi )) .

(2.22)

i=1

This factorization, also called the chain rule of Bayesian networks, encodes independencies not found in a standard chain rule decomposition. The individual factors
P (Xi |P aG (Xi )) are the conditional probability distributions or local probabilistic models. In general, marginalization is not tractable in BNs. For exact inference, the time is
exponential in the size of the largest factor.
Other neural approaches based on BNs are presented in Germain et al. 2015b and
Salimans et al. 2017. As they are instances of this approach, they have the same limitations
mentioned above.
Now, we will see how to use the rules and models we have seen here, to build general
more complex distributions.
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3 Poisson Dependency Networks:
Non-Standard Multivariate Distributions
Many of the most important problems have a multivariate nature. However, modeling
multivariate distributions is a challenging problem. Let us start by considering probability
distributions for multivariate count problems. This will give us a clearer idea of the
importance, challenges and serves as a motivation for the following chapters.
We are surrounded by vast amounts of information, and much of that data consists
of counts, i.e., observations that can take only positive or zero integer values. Counting
allows us to know how many people are born and have died; how many men and women
live under the poverty line; how many children receive education; how many nurses to
train or hospitals to build; the behavior and incidence of diseases; how many users buy
products helps us track and understand the demand for forecasting and logistic purposes.
Common approaches in science are also based on counts, such as publication and citation
counts, bag-of-words representations for text documents, genomic sequencing data climate
studies, and site visits, among others. The behavior of users visiting different web sites are
tracked on a large scale. Clicks, visits and logins are counted and then used to improve
the user experience and to maximize revenue. The number of people inhabitants and
unemployed people, are of great interest for the development economic policy.
All these examples share something in common: they require a distribution over counts,
a potentially skewed, discrete distribution over the natural numbers. Indeed, standard
distributions such as the multinomial 1 or Gaussian ones are often used, however they
are ill-suited since they disregard either the infinite range over the natural numbers
(support) or the potentially asymmetric shape of the distribution of count variables 2 .
Here, we focus on the Poisson distribution, and although the univariate case has been
well studied (Clarke 1946; Feller 1968), the multivariate case poses new challenges as
different random variables influence each other and therefore a joint distribution should
1

The popular Latent Dirichlet Allocation (LDA) by David M. Blei et al. 2003, assumes counts-of-words follow
a multinomal distribution.
2
If the mean λ of a Poisson distribution P (X = x) = (λx e−λ )/(x!) is small (less than 5), then the distribution
of X is markedly asymmetrical, making a Normal-approximation ill-suited.
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not assume independency. Consider for instance a model over articles published at a
machine learning conference. If the word “Neural” appears often in an article, then the
likelihood of observing the word “Network” in the same article increases.
To ease the modeling of multivariate count data, we introduce a novel family of Poisson
graphical models (Hadiji et al. 2015), called Poisson Dependency Networks (PDNs). A
PDN consists of a set of local conditional Poisson distributions, each representing the
probability of a single count variable given the others. Moreover, the family admits simple
training procedures induced by a functional gradient view on training. Specifically, PDNs
can be represented as sums of regression models grown in a stage-wise optimization
starting from an initial constant value, or alternatively a log-linear model, or a Poisson
regression tree.
Most of the existing literature on graphical models (Koller et al. 2009; Kingma and
Welling 2014; Uria et al. 2016) is dedicated to binary, multinominal, or certain classes
of continuous (e.g. Gaussian) random variables. Undirected models, a.k.a. Markov
Random Fields (MRFs) (see Sec. 2.4.2), such as Ising (binary random variables) and Potts
(multinomial random variables) models are often used in robotics, computer vision and
statistical physics, among others. Whereas MRFs allow for cycles in the graphical structure,
directed models, a.k.a. Markov Random Fields (MRFs), require acyclic directed relationships
among the random variables. They have also been used in a number of applications such as
planning, NLP and and information retrieval, among others. Dependency Networks (DNs)
due to Heckerman, Chickering, et al. 2000, combine concepts from directed and undirected
methods. Specifically, like Bayesian Networks (BNs) (see Sec. 2.4.3), DNs have directed
arcs but they allow for networks with cycles and bi-directional arcs, akin to MRFs. This
makes DNs appealing as learning can be done in parallel for for every conditional random
variable when all the training data is observed. Based on these local distributions, samples
from the joint distribution are obtained via Gibbs sampling (Heckerman, Chickering, et al.
2000; Bengio et al. 2014). When only one count variable is considered, we can use
Generalized Linear Models (GLMs) (see Sec. 2.2.5). One specific instantiation of GLMs
is the Poisson regression case where the link function is the logarithm, i.e., the mean of
the Poisson distribution is defined by a log-linear model over the evidence. Compared to
ordinary least squares regression, an advantage of the GLM framework is the fact that nonGaussian error structures are taken into account. For the general multivariate case with two
or more count variables, however, things become more complicated and the possibilities
are fewer. For instance, one can define a multivariate Poisson distribution by modeling
node variables as sums of independent Poisson variables, see e.g. Karlis 2003; Ghitany
et al. 2012. Since this is again a Poisson, the marginals are Poisson as well. However, the
resulting joint distribution can only model positive correlations. There are also bivariate
extension for specific models, e.g. Karlis and Ntzoufras 2003. However, even calculating
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probabilities for these multivariate Poisson distributions is computationally challenging
and hence their usage is often limited (Tsiamyrtzis et al. 2004). Hoff 2003 proposed
to use Generalized Linear Mixed Model (GLMM) using Poisson regression and modeling
the dependencies between variables using random effects. Training the resulting GLMM,
however, is computationally demanding as it requires the estimation of the unobserved
mixed effects; nevertheless, GLMMs are often used, for example in studies in ecology
and evolution (Bolker et al. 2009). Using GLMs, E. Yang, Ravikumar, G. Allen, et al.
2012 proposed an undirected Poisson model called GLM Graphical Model (GLMGM),
where each parameterized conditional distribution is assumed to be from the exponential
family —that includes the poisson distribution— and employ a sparsity constrained, MLE
approach along the lines of Meinshausen et al. 2006. The Auto-Poisson Model (APM)
by Besag 1974, can be seen as an instantiation of GLMGMs as the latter ones allow for
higher-order cliques. In general, this line of work models the dependencies among the
variables directly, and to guarantee a closed form consistent joint probability distribution,
the parameters are required to be negative, modeling only competitive relationships. In
contrast, PDNs drop the consistency guarantee and stay local, allowing for negative and
positive parameters, i.e., competitive and attractive relationships. Alternatively, Kaiser
et al. 1997 suggested the use of Winsorized Poisson distributions, i.e., truncating the
inter-valued Poisson variables at a finite constant, to remove the drawback of negative
dependencies only. Doing so, however, makes estimation considerably harder than the
simple learning approach of PDNs. Closest in spirit to PDNs are the Local Poisson Graphical
Models (LPGMs) by G. I. Allen et al. 2013. They assume that each variable conditioned on
all other variables in the network follows a Poisson distribution. Similar to PDNs, they
do not focus on a consistent joint distribution but consider local conditional probability
models only. In contrast to PDNs, which employ a scalable functional gradient ascent
approach, the structure of LPGMs is learned with a computationally more demanding ℓ1 norm penalized log-linear regression for neighborhood selection. E. Yang, Ravikumar, G. I.
Allen, et al. 2013 introduced the Truncated Poisson Graphical Models (TPGMs), Quadratic
Poisson Graphical Models (QPGMs), and Sub-Linear Poisson Graphical Models (SPGMs).
TPGMs are a modification of Kaiser’s truncated models. QPGMs are a generalization of
the previously introduced Poisson graphical models with quadratic base measure that
features both positive and negative parameters under the restriction that the pairwise
parameter matrix is negative-definite. Instead of changing the base measure, SPGMs use
sub-linear sufficient statistics to ensure normalization. For a recent review of multivariate
distributions for count-data see D. I. Inouye, E. Yang, et al. 2017. All this makes learning
harder compared to PDNs since parametric ℓ1 -norm penalized log-linear regression or
proximal gradient ascent are used to find a single highly accurate model. Instead, PDNs
tries to finding many rough rules of how count variables interact which can be easier.
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Figure 3.1: (left) Plot of a fitted Poisson distribution. The number of goals scored in
football games is Poisson distributed. The plot shows the distribution of home
goals from the German Bundesliga3 matches between 1993 and 2018 by the
home team. Here, λ = 1.66, stating that the home team scored on average 1.66
goals per game. (right) Architecture of a PDN. The conditional distribution
of each count variable given its neighbors is a Poisson distribution. Observed
variables are denoted by gray shades. Similar to a Bayesian network a PDNs
is directed, however, it can also contains cycles. (Best viewed in color)

We train PDNs using functional gradients. That is, we train them following Gradient Tree
Boosting (GTB) by Friedman 2001. This boosting approach has been proven successful in a
number of cases, see e.g. Ridgeway 2006; Kersting et al. 2008; Dietterich et al. 2008; Elith
et al. 2008; Natarajan, Khot, et al. 2012; Weiss et al. 2012; Natarajan, Saha, et al. 2013;
Natarajan, Leiva, et al. 2014, and since it estimates the parameters and the structure
jointly, it is generally related to structure learning of graphical models, in particular to
approaches that use the local neighborhood of each variable to construct the entire graph.
In the case of DNs, Heckerman, Chickering, et al. 2000 originally did neighborhood
selection implicitly by learning probabilistic decision trees for each variable. Undirected
probabilistic relational models such as Markov Logic Networks were also learned with the
help of (boosted) decision trees in Khot et al. 2011; Lowd et al. 2014; Natarajan, Kersting,
et al. 2014.

3

https://www.kaggle.com/thefc17/bundesliga-results-19932018
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3.1 Poisson Dependency Networks (PDNs)
To introduce PDNs, we use X to denote a random variable and x as its assignment. Sets of
random variables are written as X and correspondingly their assignments as x. Given a
set of random variables X = (X1 , . . . , Xn ) where each variable is defined over the natural
numbers, including 0, then a Poisson Dependency Network (PDN) is a pair (G, P ). Here,
G = (V, E) is a directed, possibly cyclic, graph with V being a set of nodes where each
node corresponds to a random variable in X. Hence, we can use nodes in G and the random
variables in X interchangeably. E ⊆ V × V is a set of directed edges where each edge
models a dependency between variables, i.e., if there is no edge between two variables Xi
and Xj , the variables are conditionally independent given the other variables X\i,j in the
network. Here, X\i,j is shorthand for X \ {Xi , Xj }. We refer to the nodes that have an edge
pointing to Xi as the parents of Xi , denoted as P ai . P is a set of conditional probability
distributions for every variable in X. Poisson Dependency Networks generalize Dependency
Networks (DNs) for multinomial distributions to the Poisson case. We therefore assume
that each variable Xi given its parents P ai is Poisson distributed, i.e.,

P (Xi |P ai ) = P (Xi = xi |X\i = x\i ) =

λi (x\i )xi −λi (x )
\i .
e
xi !

(3.1)

An example of such a local Poisson conditional probability distribution is illustrated in
Fig. 3.1 (left). In the case of PDNs, the graph is not necessarily acyclic and P (Xi |X\i ) has
an infinite range, therefore λi (x\i ), the mean, has a functional form that is dependent on
Xi ’s neighbors. We will refer to it simply as λi . Finally, the full joint distribution is simply
defined as the product of local distributions:

P (X) =

λxi i −λi
1 ∏︂
1 ∏︂
P (Xi = xi |X\i ) =
e
.
Xi ∈X
Xi ∈X xi !
Z
Z

(3.2)

An example of a PDNs with three variables is depicted in Fig. 3.1(right). Note however,
that we do not compute the normalizing factor Z obtaining a non-normalized joint
distribution. Our non-parametric approach to model the means can essentially be seen
as linear functions with no restrictions on the parameters. Furthermore, as we will show
later, we can use sampling techniques to draw samples from the joint distribution as we
have access to the conditional probabilities. If this sampling converges, there exists a
consistent distribution, which however does not have to be known in closed form.
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Algorithm 3.1 Gradient Boosting Poisson Dependency Networks (PDNs)
1: function LearnPdn(data)
2:
score ← − inf
3:
optimalPDN ← none
4:
for each αi in HyperparameterSpace do
5:
parameterScore ← 0
6:
for each train, test in CrossValidationSplit(data) do
7:
P ← []
8:
for each Xi in X do
∑︁
9:
P[i] ← LearnInitialCondProb(αi , Xi ∼ X\i )
10:
for each t in [1, T ] do
11:
GradientBoosting(P[i])
12:
parameterScore ←parameterScore + ScoreFunction(test, P)
13:
if parameterScore > score then
14:
optimalPDN ← P
15:
score ← parameterScore
return OptimalPDN

3.2 Learning Poisson Dependency Networks
Learning PDNs amounts to determining the conditional probability distributions from a
given set of m training instances over n count variables Xi
[X(i) ∈ Nn ]i=1,2,...,m ,
which in turn is equal to learning λj for each variable Xj as the Poisson distribution
is completely determined by the mean. However, λj will possibly depend on all other
variables in the network, and these dependencies define the structure of the network. We
will now develop a functional gradient ascent approach to learning PDNs, i.e., learning
the λj s.
Before going into details, let us summarize the resulting high-level approach in Alg. 3.1,
since it covers all the approaches. The mean λj of each variable is assumed to consist of
a set of local models grown in a stage-wise manner. More precisely, initially the set is a
singleton learned in Line 9. Here, Xj = f (X\j ), i.e., the mean for Xj can depend on all other
variables potentially as features. Note that the models used may include hyper-parameters
such as step sizes and pruning parameters (if e.g. using regression trees) that might be
estimated using a grid search and a validation set. After the initial learning, a pre-defined
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number of gradient steps (T ) are made to further improve the model (line 11). Thus,
the main computational task is the induction of regression models, i.e., one regression
model per random variable Xj and per iteration in the stage-wise optimization (lines 9-11).
Therefore, the running time of the learning algorithm is O(c(m) · n · T ), where c(m) is
the time complexity of learning the conditional model for m, n is the number of count
variables, and T is the number of stage-wise optimization iterations.

3.2.1 Poisson Log Linear Models
We start modeling each conditional distribution by a parametric Poisson model, using a
log-linear model where the mean of each variable is:
∑︂
(︁
E[Xj ] = λj = exp wj +

k̸=j

)︁
wjk · xk .

(3.3)

In the univariate case, this approach is often referred to as Poisson Regression (see
Sec. 2.2.5). The parameters wj and wjk determine the mean — wjk > 0 models a
positive dependency on Xj whereas wjk < 0 models a negative dependency — and can be
learned via Maximum Likelihood Estimation (MLE). That is, we assume that the training examples are i.i.d. and we seek for parameters that maximize the conditional log-likelihood
∏︁
∑︁m
(i)
(i)
(i)
(i)
cll(wj , wjk ) = log m
i=1 P (Xj = xj |X\j = x\j ) =
i=1 log P (Xj = xj |X\j = x\j ) . So,
we obtain the partial derivatives:
∑︂m (i)
∂ cll
∂ ∑︂m (i)
(i)
(i)
(i)
(i)
=
xj log(λj ) − log(xj !) − λi =
x − λj ,
i=1
i=1 j
∂wj
∂wj
∑︂m
∂ cll
∂ ∑︂m (i)
(i)
(i)
(i)
(i)
(i)
(i)
=
xj log(λj ) − log(xj !) − λj =
(xj − λj ) · xk .
i=1
i=1
∂wjk
∂wjk
However, for Poisson Regression, Iteratively Re-weighted Least Squares (IRLS) by McCullagh et al. 1989 is the most popular technique.
Local log-linear models tend to estimate fully connected networks and overfit. Consequently, they typically do not provide major insights into the structure of the underlying
data generation process. Hence, regularization or post-processing such as thresholding (G. I. Allen et al. 2013; E. Yang, Ravikumar, G. I. Allen, et al. 2013) have to be
employed to extract the true nature of the network.
We here employ regression trees for this boosting approach and, hence, call the resulting
approach Gradient Tree Boosting (GTB). Using trees has two significant advantages over
standard parametric and non-parametric regression approaches:
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• By allowing the tree-structure to handle much of the overall model complexity,
the models in each leaf can be kept at a low order and, hence, are more easily
interpreted.
• Interactions among features are directly conveyed by the structure of the regression
tree. As a result, interactions can be understood and interpreted more easily in
qualitative terms; we will touch upon this later again.
To develop gradient tree boosting (GTB), recall that the parameters of a parametrized
log-linear model can be viewed as a sum of gradients. Gradient boosting lifts this intuition
to the function space. That is, using the (︁log link function,
the mean λj (X\j ) of a Poisson
)︁
variable Xj is viewed as λj (X\j ) = exp ψj (X\j ) , i.e., as a function of some (feature)function ψj . Now, we perform a gradient ascent in (log) function space for some iterations
T in order to estimate the feature functions ψj (X\j ) for the count variables Xj . This
corresponds to representing the local functions of a PDNs as a weighted sum:
(︂
)︂
(︁
)︁
λtj (X\i ) = exp ψjt (X\i ) = exp ψjt−1 (X\i ) + η · ∇tj .
(3.4)
The initial ψj0 (X\i ) can be, e.g., a constant, the logarithm of the empirical mean of Xj , or
a more complex model. The ∇tj s are functional gradients:
[︄
]︄
∂
∇tj = EX\i ,xj
log P (xj |X\i ; ψjt−1 (X\i )) .
(3.5)
∂ψjt−1 (X\i )
indicating intuitively how we would like the mean model to change in order to increase
the log-likelihood. The expectation E[·] in (3.5), however, requires access to the joint
distribution, which we do not have.
Fortunately, we can approximate it with the help of the instances in our training dataset,
which are sampled from the true joint distribution anyhow:
∇tj ≈

1 ∑︂
∂
1 ∑︂ t (i) (i)
(i) (i)
t−1 (i)
log
P
(X
|X
;
ψ
(X
))
=
∇ (X , X\j ).
j
j
\j
\j
(i)
i
i j j
m
m
∂ψjt−1 (X\j )
(i)

(i)

Intuitively, as long as we can estimate ∇tj (Xj , X\j ), they give us point-wise regression
examples
(i)
(i)
(i)
(X\j , ∇tj (Xj , X\j ))
of the functional gradient. Hence, it is a sensible idea to train a regression model using
them approximating the true functional gradient; following Dietterich et al. 2008, we
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minimize the following objective
∑︂

(i)

i

(i)

(i)

[htj (X\j ) − ∇tj (Xj , X\j )]2

(3.6)

using a regression tree htj (Breiman et al. 1984). Here, i iterates over all instances in our
training dataset, and X(i) is the ith training example. Although fitting a regression model
to (3.6) is not exactly the same as the desired ∇tj , it will point into the same direction if we
have enough training examples. So, ascent in the direction of the regression model htj —
replacing ∇tj by htj in (3.4) — will approximate the true functional gradient ascent (3.4)
and was empirically proven to be quite successful for training many probabilistic models.
How do the point-wise gradient regression examples look like for PDNs? For the log link
function λj = exp(ψj (X\j )) with some feature function ψj , where we have now omitted
the iteration index t for the sake of simplicity, we get:
Theorem 1 (see also e.g. Ridgeway 2006). The point-wise gradients for the log link function
exp(ψj (X\j )) can be generated using
∂ log P (Xj |X\j ; ψj (X\j ))
= xj − λj (X\j ) .
∂ψj (X\j )
Proof. One can verify the correctness of this gradient as follows:
∂ log P (Xj |X\j ; ψj (X\j ))
∂ψj (X\j )

=

∂
x · ψj (X\j ) − log(Xj !) − exp(ψj (X\j )),
∂ψj (X\j )

= xj − exp(ψj (X\j )) = xj − λj (X\j ).

The intuition behind these point-wise gradients is that want to make the predicted
means λj (X\j ) as similar to the observed count xj as possible. However, we are still
left with the step size parameter η to compute the updated mean model in (3.4). For
other probabilistic models such as CRFs, performing a line search was reported to be too
expensive (Dietterich et al. 2008). Hence, it was suggested to rely on the “self-correcting”
property of tree boosting to correct any overshoot or undershoot on the next iteration,
i.e., to use a step size of η = 1 . Unfortunately, we have observed in our experiments
that using a fixed step size of η = 1 can lead to very slow convergence or failures due to
overflows for large counts.
For completeness, we present here the multiplicative gradient boosting approach which
is mostly the work of Hadiji and Kersting, with contributions to the additive gradient
boosting the present author in Hadiji et al. 2015.
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3.2.2 Multiplicative Gradient Boosting
For non-negative optimization problems, multiplicative update rules for the parameters
have been shown to have much better convergence rates, see e.g. Lee et al. 2000; Saul
et al. 2001; Sha et al. 2003; Z. Yang et al. 2007, and we confirm this for PDNs in our
experimental section. More importantly, since the tree-structure of the induced regression
trees handle much of the overall PDNs complexity, faster convergence implies sparser
PDNs.
To derive a multiplicative update, we consider a simpler functional dependency between
λj (X\j ) and the feature function ψj . More precisely, inspired by Y. Chen et al. 2009, who
have proven the use of the identity link function to be beneficial when using parameterized
univariate Poisson distribution for large-scale behavioral targeting, we assume λj = ψj
(again omitting the iteration index t). For this link function, the point-wise gradients are
the following:
Theorem 2. The point-wise gradients of the log-probability assuming the identity link
function are
∂ log P (Xj |X\j ; ψj (X\j ))
Xj
=
−1,
∂ψj (X\j )
λj (X\j )
and can be used to realize an additive functional gradient ascent.
Proof. The correctness of the point-wise gradient can be seen as follows:
∂ log P (Xj |X\j ; ψj (X\j ))
∂ψj (X\j )

=
=

∂
Xj log ψj (X\j ) − log(Xj !) − ψj (X\j ),
∂ψj (X\j )
Xj
Xj
−1=
− 1.
ψj (X\j )
λj (X\j )

The multiplicative update follows from Theorem 2 together with a functional step size.
Corollary 1. The multiplicative functional gradient ascent using the identity link function is
ψ

t+1

t

(X\j ) = ψ (X\j ) · EX\j ,Xj
(︃
(i)
X\j ,

32

Xj
λj (X\j )

[︂

)︃
.

Xj ]︂
,
λj (X\j )

(3.7)

(3.8)

Proof. From Theorem 2 it follows that the point-wise gradients can be split into a negative
t
part, namely 1, and a positive part, namely Xj λ−1
j (X\j ). Since the functional gradient ∇j
in (3.5) is an expectation, ∇tj itself can be split into a negative part and a positive part,
[︂
]︂
Xj
t+
t−
∇t−
=
E
[1]
=
1
respectively
∇
=
E
, with ∇tj = ∇t+
X
,X
X
,X
j
j
j − ∇j . Setting
\j j
\j j ψj (X\j )
now the step size to
ψjt (X\j )
η=
,
∇t−
j
the additive gradient boosting (3.4) can be rewritten as:
t−
ψ t+1 (X\j ) = ψjt (X\j ) + η · ∇tj = ψ t (X\j ) + η · (∇t+
j − ∇j ),

= ψjt (X\j ) +

ψjt (X\j )
∇t−
j
[︂

= ψ t (X\j ) · EX\j ,Xj

t−
t
· (∇t+
j − ∇j ) = ψ (X\j ) ·

∇t+
j
∇t−
j
[︂ X

= ψ t (X\j ) ·

∇t+
j
1

,

]︂
Xj ]︂
j
= ψ t (X\j ) · EX\j ,Xj
.
ψj (X\j )
λj (X\j )

This proves the correctness of the multiplicative functional gradient (3.7). Moreover,
following now the same steps as for the additive functional gradient ascent proves the
correctness of point-wise gradients (3.8). That is, as for the additive update, following
the multiplicative functional gradient (3.7), approximated using regression trees trained
using (3.8), will increase the log-likelihood assuming there are enough training examples.
The point-wise multiplicative updates are quite intuitive. Instead of making the differences as small as possible, we want to make the ratio of observed counts Xj and predicted
means λj (X\j ) as close to 1 as possible. Finally, we comment on the choice of the identity
link function. Using it, we make the assumption that the expected means are greater
than zero. This is sensible, since a count variable should be observable. Second, positive
and negative dependencies can still be expressed in single regression models induced
over the iterations. Following the same steps as in the proof of Corollary 1 but now using
Theorem 1, we arrive at the following multiplicative functional gradient ascent for the log
link function
[︂ x
EX\j ,Xj [Xj ]
̄j ]︂
[︂
]︂ = ψ t (X\j ) · EX\j ,Xj
ψ t+1 (X\j ) = ψ t (X\j ) ·
,
(3.9)
λj (X\j )
EX\j ,Xj λj (X\j )
since EX\j ,Xj [Xj ] is the empirical mean x
̄j of Xj . This multiplicative update, however, is not
valid for all cases. For example, in cases where the empirical mean of a variable is smaller
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one, we cannot initialize with this mean because we have ψj0 < 0 due to λ0j = exp(ψj0 ).
In such a setting, the direction of the gradient step is not correct anymore. Nevertheless,
since x
̄j is a constant for all iterations, we can move the expectation out of the ratio.
Approximating the expectation using the training samples now yields
EX\j ,Xj [̄
xj · λ−1
j (X\j )]
∑︁ (l)
(i) ]︂
1 ∑︂ [︂ x
̄ ]︂
1 ∑︂ [︂ l Xj ]︂
1 ∑︂ [︂ xj
≈
=
≥
(i)
(i)
(i)
m
m2
m2
λj (X\j )
λj (X\j )
λj (X\j )
j
j
j

(3.10)

̄ j is the empirical mean of non-negative values and, hence, it is always larger than
because X
any particular Xj . Since the number of training examples m that the multiplicative pointwise gradients for the identity link function establish a lower bound for a multiplicative
update for the log link function.

3.3 Making Predictions using Poisson Dependency Networks
In many applications, we obtain only partially observed instances and we want to use
probabilistic inference to predict the values of the missing variables. To be more precise,
assume that X = Y ∪ E, where Y and E are disjoint. Y amounts to the unobserved variables
and E describes the evidence. Then we want to answer queries of the form P (Y|E),
P (Yj |E), or arg maxy P (Y = y|E). The latter query corresponds to MAP inference and
finds the most likely assignment to the unobserved variables. In an univariate Poisson
model, MAP inference consists of just reading off the mode of the Poisson distribution
which is equal to ⌊λj ⌋. Other marginal probabilities, e.g. P (Xj = k), can also be read off
the distribution because the Poisson distribution is completely defined based on the mean.
The same holds for a variable Xj in a PDNs if all neighbors of this variable are observed.
However, PDNs with unobserved variables require an inference machinery to account for
the dependencies. We here resort to Gibbs sampling (Geman et al. 1984) to do so.
Since we do not know explicitly the underlying joint distribution, the Gibbs sampler
provides us only with pseudo samples, and hence it is called Pseudo Gibbs sampler (Heckerman, Chickering, et al. 2000) due to the potentially inconsistencies arising from conflicting
local and joint distributions. Specifically, the Pseudo Gibbs sampler starts with an arbitrary
initialization of the unobserved variables and then iterates over each variable for a previously defined number of sweeps. Each sweep produces a new sample by first calculating
the conditional probability distribution for every variable Xj . That is calculating the mean
λj based on the current states of its parent variables P aj . Based on the Poisson distribution
parameterized by λj , a new state for Xj is sampled. This procedure will sample from

34

the joint distribution after an adequate burn-in phase. In terms of computations, this
algorithm does not distinguish itself from a standard Gibbs sampler.
From the collected samples we can then compute an approximate marginal distribution
or MAP assignment. If we are interested in the MAP assignment, we simply select the
configuration occurring most often in our samples. Due to the nature of count variables,
the number of different configurations can be fairly large in several cases. We can then
also approximate the MAP assignment by looking at the marginal probabilities and picking
the most probable state for each variable individually.
We follow Bengio et al. 2014 and use an unordered Pseudo Gibbs sampler in which
in each step one randomly chooses a Xj . Bengio et al. showed that this unordered
Pseudo Gibbs sampler induces a so-called Generative Stochastic Network (GenSN) Markov
chain. As long as this GenSN Markov chain has a stationary distribution, the DN defines
a joint distribution, which, however, also does not have to be known in closed form.
This is for example the case, if the chain is ergodic. From this perspective, PDNs aim to
estimate the generating distribution of multivariate count data indirectly, by boosting the
transition operator of a Markov chain rather directly. Since all means are positive, and
hence P (X) > 0, the chain is ergodic and we will arrive at a consistent estimator of the
associated joint distribution.

3.4 Core Dependency Networks (CDNs)
Many applications infer the structure of a probabilistic graphical model from data to
elucidate the relationships between variables. But how can we train graphical models
on a massive data set? Here, we show how to construct coresets—compressed data sets
which can be used as proxy for the original data and have provable bounded worst case
error–for Gaussian Dependency Networks (GDNs), i.e., cyclic directed graphical models
over Gaussians, where the parents of each variable are its Markov blanket. Specifically,
GDNs admit coresets of size independent of the size of the data set. Unfortunately, this
does not extend to DNs over members of the exponential family in general. As PDNs do
not admit small coresets. Despite this, our coreset construction for DNs can still work well
in practice on count data. We then proceed to evaluated the resulting Core Dependency
Networks on real data sets. The results demonstrate significant gains over no or naive
sub-sampling, even in the case of count data.
Coresets are weighted subsets of the data, which guarantee that models fitting them will
also provide a good fit for the original data set. For more details on Coresets, see e.g. HarPeled et al. 2007; Har-Peled 2015; Reddi et al. 2015. For regression, see e.g. Drineas
et al. 2006; Drineas et al. 2008; A. Dasgupta et al. 2009; Geppert et al. 2017, and for the
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smallest enclosing ball problem, see e.g. Badoiu and Clarkson 2003; Badoiu and Clarkson
2008; Feldman et al. 2014; Agarwal et al. 2015. We also refer to Phillips 2017 for an
extensive literature overview. Our contribution continues this line of research with the
application of coresets to probabilistic graphical modeling.
Unfortunately, this result does not extend to Dependency Networks over members of the
exponential family in general. As shown in theorem 6 of Molina, Munteanu, et al. 2018
proven by Munteanu. Dependency Networks over Poisson random variables (Hadiji et al.
2015) do not admit (sublinear size) coresets. In other words, every single input point is
important for the model and needs to appear in the coreset. This is unfortunate when
modeling count data–the primary target of Poisson distributions–which is at the center
of many scientific endeavors such as citation counts, number of web page hits, counts
of procedures in medicine, etc. Nevertheless, the coreset construction for Dependency
Networks can still work well in practice on count data. To corroborate our theoretical
results, we empirically evaluated the resulting Core Dependency Networks (CDNs) on
several real data sets and demonstrate significant gains over no or naive sub-sampling,
even for count data.
As shown in Sec. 3.1, learning Dependency Networks (DNs) amounts to determining
the conditional probability distributions from a given set of m training instances x(i) ∈ Rd
representing the rows of the data matrix X ∈ Rn×d over d variables. Every measurement
is then denoted by Xi,j for a given instance x(i) at dimension j. Assuming that P (Xj | P aj )
is parameterized as a Generalized Linear Model (GLM), this amounts to estimating the
parameters θj of the GLM associated with each variable Xj , since this completely determines the local distributions, but P (Xj | P aj ) will possibly depend on all other variables in
the network, and these dependencies define the structure of the network. This view of
training DNs as fitting d GLMs to the data allows us to develop Core Dependency Networks
(CDNs): Sample a coreset and train a DN over certain members of the GLM family on the
sampled coreset. Similarly, we develop Uniform Dependency Networks (UDNs), where we
sample the training set without replacement assuming a uniform distribution over the
instances, and follow the same training procedure as before.
We now present the coreset definition by Badoiu, Har-Peled, et al. 2002 and show how to
obtain it from a dataset. A coreset is a (possibly) weighted and usually considerably smaller
subset of the input data that approximates a given objective function for all candidate
solutions.
Definition 3 (ε-coreset). Let X be a set of points from a universe U and let Θ be a set of
candidate solutions. Let f : U × Θ → R≥0 be a non-negative measurable function. Then a
set C ⊂ X is an ε-coreset of X for f , if
∀θ ∈ Θ : |f (X, Θ ) − f (C, Θ )| ≤ ε · f (X, Θ ).
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The proofs that coresets are applicable to DNs were developed by Munteanu in Molina,
Munteanu, et al. 2018. We now focus on how to obtain the coreset for learning dependency
networks. A very useful structural property for L2 based objective (or loss) functions is
the concept of an ε-subspace embedding (Drineas et al. 2006; Drineas et al. 2008).
Definition 4 (ε-subspace embedding). An ε-subspace embedding for the columnspace of X
is a matrix S such that
∀θ ∈ Rd : (1 − ε)||Xθ||2 ≤ ||SXθ||2 ≤ (1 + ε)||Xθ||2 .
We can construct a sampling matrix S which forms an ε-subspace embedding with constant
probability in the following way: Let U be any orthonormal basis for the columnspace of
ΣV T
X. This basis can be obtained from the singular value decomposition (SVD) X = UΣ
of the data matrix. Now let ρ = rank(U ) = rank(X) and define the leverage scores
lj = ||Ui ||2 /||U ||2F = ||Ui ||2 /ρ for i ∈ [n]. Now we fix a sampling size parameter k =
O(ρ log(ρ/ε)/ε2 ), sample the input points one-by-one with probability qj = min{1, k · lj }
and reweight their contribution to the loss function by wj = 1/qj . This proceedure allows
us to sub-sample the dataset and obtain weights for every instance. We then proceed
to optimize the GLMs for the Dependency Networks making the optimizer aware of the
instance weights. We now can proceed to the evaluation.

3.5 Experimental Evaluation
We investigate the usefulness of PDNs and to show its benefits in comparison to other
Poisson graphical models. To this aim, we investigated the following questions:
Q3.1 Can PDNs learn both positive and negative dependences?
Q3.2 Can Gibbs sampling predict good counts?
Q3.3 Are PDNs easy to interpret?
Q3.4 Is the strength of the learned dependencies robust to data perturbations?
Q3.5 Can gradient tree boosting improve the quality of an initial model?
Q3.6 How does the performance and training time of CDNs compare to DNs?
Q3.7 Do coresets affect the structure recovered by the DN?
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Figure 3.2: (top) A log-linear Poisson model. (left) Model without dependencies between
X1 and X2 . The data points (blue circles) are close to w0 = log(10). (center)
Model with positive dependencies. The data points (green triangles) are
now shifted towards the upper right corner. (right) Model with negative
dependencies. The data points (red triangles) are pushed to the lower corner.
(bottom) A boosted PDNs. We re-learned a boosted PDNs from the samples
generated by the log-linear model. One can see that all three groups are well
separated by the tree-based model as well. (Best viewed in color)
If all questions can be answered affirmatively, PDNs have the potential to be a valid
alternative to existing Poisson graphical models.
We implemented all the Dependency Networks using a combination of Python and R,
and conducted several experiments on synthetic and real-world datasets.

3.5.1 Dependencies Modeled by Poisson Dependency Networks
For completeness, this experiment which receives only a cursory treatment in this chapter,
is mostly the work of Hadiji and Kersting in Hadiji et al. 2015. In order to investigate
whether PDNs can model positive and negative dependences we used the simple PDNs
that was shown already earlier in Fig. 3.1. This PDNs consists of three variables where one
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variable, namely X0 , only acts as a dummy variable for the constant parameter. The means
of X1 and X2 are described by log-linear models, e.g., λ1 = exp(w1 + w12 X2 ). Because
X0 corresponds to the constant feature with value 1, we can omit it from the sum. We
chose wi = log(10), which means that we expect an average value of 10 in the completely
independent model. For different choices of the pairwise parameters, we use this PDNs to
sample 200 instances from the joint distribution after a burn-in phase. We consider three
different parameter choices of the PDNs in total: (i) the independent case (blue circles),
(ii) positive interactions (green triangles) (iii) negative interactions (red triangles). For
(ii) and (iii) we assumed w12 = w21 . The obtained samples are plotted in the top row
of Fig. 3.2 (top). As can be observed, the samples drawn with the different parameter
settings are well separated and all three types of dependences are captured well. Now we
estimated PDNs on this data using additive updates. We then used this model to generate
200 new samples. The results are summarized in the bottom row of Fig 3.2. Again, it can
be observed that the three groups are well separated, highlighting that boosted PDNs can
model both positive and negative dependencies. This clearly answers Q3.1 affirmatively.
In addition, this also highlights the fact that the (pseudo) Gibbs sampler does generate
good samples for boosted PDNs models.

3.5.2 Bag-of-Word Poisson Dependency Networks
To investigate whether PDNs are easy to interpreted, we trained a PDNs on a text corpus.
Specifically, we used the NIPS bag-of-words data set from the UCI repository4 containing
1, 500 documents with a vocabulary above 12k words. We considered the 100 most
frequent words in the corpus only and trained an additively boosted PDNs on this data,
i.e., PDN-Aconst,log . Fig. 3.3 shows the dependency structure among the words extracted
from the trained PDNs using the relative influence I 2 . The strength of an edge indicates
the value of the relative influence, and the size of a node is relative to the occurrence of
the word in the corpus. As one can see, the word dependencies are rather sparse and
reflect natural groupings of words. (Q3.3) Words such as “neural”, “net”, “network”,
“weight”, “input”, and “unit” respectively “learning”, “algorithm”, “loss” and “function”
are inter-related as indicated by the strength of the edges. Generally, the interactions are
asymmetric. Even if Xj is important for Xk , i.e., we have an arc from Xj to Xk , there must
not necessarily be an arc in the opposite direction. This is due to the fact that the trees
for Xj can possibly ignore Xk . For instance, the frequency of “training” has an impact on
how often we read “error”. However, words such as “model” and “data” are connected by
edges of similar weights in both directions. This suggest that they often co-occur.
4

https://archive.ics.uci.edu/ml/datasets/Bag+of+Words
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Figure 3.3: Dependencies among words of the NIPS corpus induced by the relative influence extracted from the learned PDNs. The network reflects natural groupings
of words as illustrated for some cases by the colors. (Best viewed in color)
To investigate the robustness of the relative influence among words extracted from the
PDNs (Q3.4), we shuffled the NIPS dataset randomly ten times and for each reordering
we removed 5%, 10%, and 15% of documents from the end. We learned PDNs for each
of the subsets of reduced size, and considered the mean and standard deviation of the
normalized relative influences among the words induced by the PDNs. The results are
depicted in Fig. 3.4. Here, the strength of the edges represent the mean, and the gray
shade is the standard deviation of the relative influence with darker tones indicating small
values. As one can see, strong dependencies are less affected by removing documents
from the corpus but the variance increases, mostly by deviation on the strong edges or
new small ones.
Overall, the extracted dependency structure in terms of relative influence shows that
PDNs can be easily interpreted and used to gain non-trivial insights; an affirmative answer
to question Q3.3. Furthermore, we can also see that the most important dependencies
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(a) PDN on NIPS corpus.

(b) PDNs on 95% of the corpus.

(c) PDNs on 90% of the corpus.

(d) PDNs on 85% of the corpus.

Figure 3.4: Relative influences among words extracted from PDNs learned on subsets of
the NIPS. For ease of comparison, (a) shows the same structure as in Fig. 3.3
without labels. The size of the edges in (b), (c), and (d) reflect the mean
relative influence, and the gray scale is the standard deviation with darker
tones indicating lower values. As one can see, the learned influences only vary
little as documents are removed. (Best viewed in color)
extracted are rather robust even when removing 15% of the documents; this answers
question Q3.4 affirmatively.

3.5.3 Training Stability
Finally, we investigated the robustness of the learned PDNs w.r.t. the numbers of iterations
of the stepwise optimization. To this end, we computed the gain in normalized relative
influence over the iterations for each fold in the Communities & Crime dataset.
Communities & Crime. This dataset from the UCI repository5 was obtained from
5

http://archive.ics.uci.edu/ml/datasets/Communities+and+Crime+Unnormalized
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Figure 3.5: The gain in normalized relative influence for PDNs over the number of learning
iterations. Each line represents one fold in the CnC-dataset. The decrease in
gain indicates that later iterations have a decreasing influence on the overall
model. (Best viewed in color)
2,215 communities in the United States, reporting different crime statistics. It contains
125 observational features presenting different demographics such as the population
of a community but also statistics such as the unemployment rate. There are also 8
different target statistics per community and we focus on the count values specifying
crimes such as the number of robberies, burglaries, and others. The dataset contains
missing values for some of the features and for some target variables. For our evaluation
we removed communities with incomplete data as well as features that are not available
for all communities6 . Our cleaned data dataset contains 1,902 communities with 101
features.
In Fig. 3.5 we can see that the gain in influence decreases with later iterations. That is,
the learner focuses on important dependencies first. Influences added at later iterations
are less important. The important influences are robust w.r.t. to the number of iterations
set. This agrees with the robustness results obtained in Sec. 3.5.2.

3.5.4 Performance of Core Dependency Networks (CDNs)
We now compare dependency networks for Gaussian and Poisson distributions trained on
different subsets of data. We want to compare the performance (RMSE) and training time
of the different methods. To this aim, we compare CDNs, which are dependency networks
6

As one further exception, we also removed New York City from the data as it presents an extreme outlier in
terms of size.
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Gaussian N-P-Log-Lieklihood

Log Root Mean Square Error

Training data (sample size in percentage)
Log Root Mean Square Error

Poisson N-P-Log-Lieklihood

Training data (sample size in percentage)

Training data (sample size in percentage)

Training data (sample size in percentage)

Figure 3.6: (Q3.6) Performance (the lower, the better) of Gaussian CDNs on MNIST
(upper row) and Poisson CDNs on the traffic dataset (lower row) 10-fold
cross-validated. Shown are the negative log pseudo-likelihood (left), and the
squared error loss (right, in log-space) on the y-axis for different proportions
of the sampled data (x axis). We can see that, CDNs (blue) quickly approach
the predictive performance of the full dataset (Full, black). Uniform sampling
(Uniform, red) does not perform as well as CDNs. The vertical lines denote
the mean performances (left is better) on the top axes. (Best viewed in color)
learned from coresets with Uniform Dependency Networks (UDNs), that sub-samples the
training set uniformly, to DNs learned on the complete training dataset.
Benchmarks on MNIST and Traffic Data (Q3.6): We considered two datasets. We
used the MNIST7 data set of handwritten labeled digits. We employed the training set
consisting of 55,000 images, each with 784 pixels, for a total of 43,120,000 measurements,
and trained Gaussian DNs on it. The second dataset contains traffic count measurements
on selected roads around the city of Cologne in Germany (Ide et al. 2015). It consists
of 7,994 time-stamped measurements taken by 184 sensors for a total of 1,470,896
measurements, and we trained Poisson DNs on it. For each dataset, we performed ten fold
7

http://yann.lecun.com/exdb/mnist/
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Figure 3.7: (Q3.6) Training time in log-space (the lower, the better) of Gaussian CDNs
on MNIST (left) and Poisson CDNs on the traffic dataset (right) 10-fold crossvalidated. CDNs can be orders of magnitude faster than DNs on the full dataset
and scale similar to uniform sampling. The vertical lines denote the mean
values (left is better) on the top axes. (Best viewed in color)

cross-validation for training a full DN (Full) using all the data, leverage score sampling
coresets (CDNs), and uniform samples (Uniform), for different sample sizes. We then
compared the predictions made by all the DNs and the time taken to train them. Although
the traffic dataset is easy to approximate by larger uniform sampling; due to the regularities
in daily traffic patterns (commuting people cause peaks in the morning and evening, little
traffic at night, more traffic at daytime). The challenging task is to be good at small sample
sizes, where Poisson CDNs are superior. It can also be seen that Poisson CDNs are better
in predictive performance (RMSE). For the predictions on the MNIST dataset, we clipped
the values to the range [0,1] for all the DNs. For the Traffic dataset, we computed the
predictions ⌊x⌋ of every measurement x rounded to the largest integer less than or equal
to x.
Fig. 3.6 summarizes the results. As one can see, CDNs outperform DNs trained on
full data and are orders of magnitude faster. Compared to uniform sampling, coresets
are competitive. As seen on the traffic dataset, CDNs can have more predictive power
than the “optimal” model using the full data. This is in line with Mahoney 2011, who
observed that coresets implicitly introduce regularization and lead to more robust output.
̃ − f (X, θ ∗ )|/f (X, θ ∗ ) between
Table 3.1 summarizes the empirical relative errors |f (X, θ)
∗
(C/U)DNs θ̃ and DNs θ trained on all the data. CDNs clearly recover the original model,
at a fraction of training data. Overall, this answers (Q3.6) affirmatively.
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Sample

portion
10%
20%
30%
40%

MNIST
GCDN
18.03%
0.57%
0.01%
0.01%

Traffic

GUDN
11162.01%
13.86%
13.33%
2.3%

PCDN
6.81%
2.9%
2.04%
1.59%

PUDN
9.6%
3.17%
1.68%
0.99%

Table 3.1: (Q3.6) Comparison of the empirical relative error (the lower, the better). Best
results per dataset are bold. Both Gaussian CDNs and Poisson CDNs recover
the model well, with a fraction of the training data. Uniformly sampled UDNs
lag behind as the sample size drops.

3.5.5 Structure Recovery with Core Dependency Networks (CDNs)
We investigate the performance of CDNs when recovering the graph structure of word
interactions from a text corpus. For this purpose, we used the NIPS8 bag-of-words dataset.
It contains 1,500 documents with a vocabulary above 12k words. We considered the 100
most frequent words. Fig. 3.8 illustrates the results qualitatively. It shows two CDNs of
sampling sizes 40% and 100% for Gaussians (top) after a log(x + 1) transformation and
for Poissons (bottom): CDNs capture well the gist of the NIPS corpus. Table 3.2 confirms
this quantitatively. It shows the Frobenius norms between the DNs: CDNs capture the gist
better than naive, i.e., uniform sampling. This answers (Q3.7) affirmatively.
Sample

portion
40%
70%

UDNs
Gaussian
9.0676
4.8487

Poisson
6.4042
1.6262

CDNs
Gaussian
3.9135
2.6327

Poisson
0.6497
0.3821

Table 3.2: (Q3.7) Frobenius norm of the difference of the adjacency matrices (the lower,
the better) recovered by DNs trained on the full data and trained on a Uniform
Dependency Networks (UDNs) resp. Core Dependency Networks (CDNs) of
the training data. The best results per statistical type (Gaussian/Poisson) are
bold. CDNs recover the structure better than UDNs.
To summarize our empirical results, the answers to questions (Q3.6) and (Q3.7) show
the benefits of CDNs. The experimental results demonstrate the resulting Core Dependency
8

https://archive.ics.uci.edu/ml/datasets/bag+of+words
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Figure 3.8: (Q3.7) Elucidating the relationships between random variables. Shown are
the (positive) dependency structures of Gaussian (top) and Poisson (bottom)
CDNs on NIPS and different learning sampling sizes: using 40% (left), and
100% (right). The edges show the 70 top thresholded positive coefficients
of the GLMs. As one can see, CDNs elucidate relationships among the words
that make semantical sense and approach the structure learned using the full
dataset. For a quantitative assessment, see Tab. 3.2. (Best viewed in color)
Networks (CDNs) can achieve significant gains over no or naive sub-sampling, even in the
case of count data, making it possible to learn models on much larger datasets using the
same hardware.
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To summarize this chapter, PDNs outperform their univariate counterpart, boosting
improves the initial model, and multiplicative updates outperform additive updates. Furthermore CDNs provide a path to handle larger datasets. These are affirmative answers to
our initial questions (Q3.1, Q3.7).
Now that we have shown that these DNs have the potential to be a valid alternative to
existing Poisson graphical models, let us reconsider their drawbacks. These Dependency
Networks do not compute probabilities, as they are not normalized. Furthermore, they
require sampling for inference. In the next chapter, we see how to develop models that
overcome these difficulties.
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4 Sum Product Networks: Tractable
Multivariate Distributions
As we have seen in the previous chapter, creating non-standard multivariate distributions
is feasible, but not trivial. Here, we denote by non-standard, distributions that do not
have analytical solutions, or that are from the family of graphical models. Although
we demonstrated that PDNs are a powerful class of models, we now investigate their
restrictions and how to improve them. As mentioned before, PDNs suffer from two main
weaknesses: the lack of normalization and the sampling-based inference mechanism.
The lack of normalization means that the model is only internally consistent, i.e., the
pseudo-likelihood values should not be compared to the likelihood values of a different
model. Furthermore, exact marginalization is not feasible and again we resort to sampling,
restricting the types of queries we can answer. Also, as we do not obtain probabilities,
a large set of measures can not be computed, such as Mutual Information, Entropy, and
KL-Divergence. The sampling-based inference also comes with a whole class of problems,
including issues with slow convergence (Justel et al. 1996).
We now focus our attention on Sum Product Networks (SPNs), a family of tractable
models that are normalized by construction and allows to compute a large range of
inference queries exactly.

4.1 Sum-Product Networks
Sum Product Networks (SPNs) by Poon and P. M. Domingos 2011, are instances of Arithmetic Circuits (ACs) introduced by Darwiche 2003. They are tractable Deep Probabilistic
Graphical Models (DPGMs) capable of representing multivariate distributions. Unlike
conventional graphical models, SPNs can represent high-treewidth models (Zhao, Melibari,
et al. 2015) and facilitate exact inference for a range of queries in time polynomial in
the network size (Poon and P. M. Domingos 2011; Bekker et al. 2015). In Probabilistic
Graphical Models (PGMs) (see Sec. 2.4.1), these tasks are known to be NP-hard in general.
The caveat is that SPNs can be exponentially larger than other PGMs.
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Figure 4.1: An SPN, encodes a joint distribution over the random variables P (X1 , X2 , X3 ).
sum nodes are mixtures with fixed normalized weights. Product decompose the
distributions via independencies. Leaf nodes (blue) are univariate distributions.
(Best viewed in color)
We now introduce SPNs, describe the different inference algorithms and their properties,
and give a brief recap on how to learn SPNs.
Definition of SPNs: An SPN is shown in Fig. 4.1. This Probabilistic Graphical Model
encodes a joint multivariate probability distribution over the set of random variables X,
i.e., P (X) = S(X). Let G = (N, E) be a rooted directed acyclic computational graph, with
sum, product and leaf nodes N. The edges E indicate the order in which the computations
are done, furthermore, they contain weights for the sum nodes. The scope of a node n is
the subset of random variables it works on and is given by s(n) ⊆ X. For simplicity, we
will denote the scope of a node n as Xn . The graph G, together with the scopes of all the
nodes and the inference algorithms give us an SPN S that computes probabilities over the
random variables X.
The three different types of nodes have probabilistic semantics:
1. Leaf nodes represent tractable univariate distributions P (X) (Sec. 2.2).
∑︁
2. Sum nodes encode a mixture of distributions P (X) = i wi Pi (X) (Sec. 2.3.5).
3. Product nodes factorize according
⋃︁ to the independencies (Sec. 2.3.4) encoded by
a partition (X∏︁
)
of
X,
where
i i∈I
i Xi = X, and, Xi ∩ Xj = ∅ for i, j ∈ I with i ̸= j.
Then P (X) = i∈I Pi (Xi ).
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For simplicity of notation, we write Xi to denote the partition Xi in product nodes.
Note that every node can be replaced by a multivariate distribution, and as long as the
tractability property is preserved, the SPN remains tractable. An example of this can be
found in Vergari, Di Mauro, et al. 2015, where they replace product nodes close to the
leaves by Chow-Liu trees (Chow
∑︁ et al. 1968). Here, we restrict the weights of the sum
nodes to be normalized, i.e., i wi = 1. However, this is not a strong requirement as any
SPN can be normalized following the algorithm in Peharz, Tschiatschek, Pernkopf, and P.
Domingos 2015. Recall that graphical models follow the the general form P (X) = Z1 Φ(X).
Unlike other graphical models, SPNs define Z = 1 by construction, obtaining directly a
normalized distribution.

4.2 Inference
Now that we have a definition, let’s look at an inference example using the SPN from
Fig. 4.1. Given a full evidence probability query, i.e., the case where we have assignments
to all the random variables, the computational graph calculates the probability:
P (X1 , X2 , X3 ) =
0.3(P1 (X3 )(0.6P3 (X1 )P4 (X2 ) + 0.4P5 (X1 )P6 (X2 ))+
0.7(P2 (X3 )(0.2P5 (X1 )P6 (X2 ) + 0.8P7 (X1 )P8 (X2 )).

Here, we can see that the joint probability is computed exactly without the need to resort
to sampling. Moreover, all the probability queries in SPNs are normalized. And to achieve
all of these computations, we just traversed the graph once. Therefore, the computational
complexity for basic inference is O(|G|), i.e., linear in the size of the graph. Note also that
we can share nodes as long as their scopes align, in this SPN, we share two univariate
distributions, namely the P5 (X1 ) and P6 (X2 ).
Let us now look into some of the properties of SPNs.
Theorem 5 (see also e.g. Poon
∑︁ and P. M. Domingos 2011). SPNs encode normalized
probability distributions, i.e., x P (X = x) = 1.
Proof. We prove by induction from the leaves to the root that SPNs are normalized. Starting
at the leaves, we encounter
the trivial case of the univariate distributions where for every
∑︁
leaf node l we have x Pl (X = x) = 1.
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Let us now consider the intermediate nodes. If a node s is a sum node, we obtain the
mixture:
∑︂
∑︂ ∑︂
P (Xs = xs ) =
wc Pc (Xs = xs ).
(4.1)
x

x

c

However, with the restriction that the weights are normalized and pushing the sum inside
the mixture sum, we obtain:
∑︂

P (Xp = xp ) =

x

∑︂

wc

⁓1



Pc 
(X
xc )
c =

,

(4.2)


x

c

=

∑︂

∑︂

wc = 1.

(4.3)

c

This means that as long as the children of the sum nodes are normalized, we obtain a
normalized distribution for every sum node.
Alternatively, we might find a product node p, thus we obtain the factorization:
∑︂
∑︂ ∏︂
P (Xp = xp ) =
P (Xi = xi ).
(4.4)
x

x

i

However, pushing the sum inside the product, we obtain:
∑︂
x

P (Xp = xp ) =

⁓1

P (X
=x
= 1.
i)
i


xi

∏︂ ∑︂
i

(4.5)

This means that as long as the children of the product nodes are normalized, we obtain a
normalized distribution for every product node.
Note that in both cases, the scope of the nodes is important. In the mixture, we have the
same scope for every child node. In the factorization, we have non-overlapping random
variables on the children, and the union forms the random variables of the product node.
So starting at the leaves, we obtain normalized distributions. The parents of the leaves
are also therefore normalized. And every node up to the root, builds on top of the
normalization of their children.

Marginalization
Theorem 5 is interesting, as it indicates another powerful property of SPNs, namely that
we can compute marginalization exactly (see Sec. 2.3.2).
Theorem 6. SPNs can marginalize exactly in tractable time.
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Proof. Let us now consider an SPN that encodes a multivariate distribution over two
subsets of random variables X and Y, and we
∑︁ are interested in marginalizing Y out. More
precisely, we are interested in computing y P (X, Y = y). We prove by induction from
the leaves to the root that SPNs can provide exact marginalization.
Starting at the leaves, we encounter the trivial case of the univariate
∑︁ distributions where
for every leaf node l whose scope is in Y we obtain the marginals y Pl (Yl = y) = 1. Let
us now consider the intermediate nodes. In the case of mixtures over ∑︁
any∑︁
subset of the
marginalized univariate leaf nodes, we obtain the same result, namely y i wi Pi (Yi =
y) = 1, by pushing the sum as we did in Thm. 5.
⋃︁
To maintain the scope consistency (i.e., i Xi = XP , and Xi ∩ Xj = ∅), we will always
have product nodes p as parents of these leaf nodes. Therefore we obtain the factorization:
∑︂

P (Xp , Yp = yp ) = P (Xp )

yp

∑︂

(4.6)

P (Yp = yp ),

yp

= P (Xp )

∏︂ ∑︂

⁓1



P (Yi 
=
yi )


= P (Xp ).

(4.7)

yi
i

So starting at the leaves, we marginalize by propagating up the constant value 1 instead
of the probability for a given leaf node in Y. Furthermore, as we are only doing operations
over the nodes of the graph, the marginalization complexity is linear in the size of the
graph, i.e., O(|G|).
Interestingly, we can also carry out the marginalization procedure by removing from the
graph all the nodes associated with the random variables Y, an example of marginalization
can be seen in Fig. 4.2.
In general, to compute probabilities in an SPN, we compute the values of the nodes
starting at the leaves. Since each leaf is an univariate distribution, we set the evidence
on those distributions, obtain the probabilities and evaluate bottom up. On product
nodes, we multiply the values of the children nodes. On sum nodes, we sum the weighted
values of the children nodes. The value at the root indicates the probability of the given
configuration. To compute marginals, i.e., the probability of partial configurations, we set
the probability at the leaves for those variables to 1 and then proceed as before.
Conditional Queries
Any conditional probability query can be computed as the ratio of partial configurations
(see Sec. 2.2.5). Given a query set of random variables Q and an evidence set of random
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Figure 4.2: SPN that encodes the joint distribution P (X1 , X3 ) obtained from the marginalization of the random variable X2 for the SPN shown in Fig. 4.1. We simply remove the leaf nodes for X2 , and prune the product nodes that contain only one∑︁children. This is equivalent to computing the marginalization
P (X1 , X3 ) = X2 P (X1 , X2 = x2 , X3 ). (Best viewed in color)
variables E, with Q ∩ E = ∅, and Q ∪ E = X, we can compute the conditional query:
P (Q, E)
.
q P (Q = q, E)

P (Q|E) = ∑︁

(4.8)

Furthermore, we can also compute conditional queries where Q ∪ E ̸= X. First we define
the set of random variables that are neither in the query set nor in the evidence set
Y = X \ (Q ∪ E), then we marginalize out the random variables in Y as part of the
computation:
∑︁
y P (Y = y, Q, E)
P (Q|E) = ∑︁
.
(4.9)
q,y P (Y = y, Q = q, E)
These operations can be computed on a single bottom-up pass over the graph, so the time
complexity is O(|G|), linear in the size of the graph. In case where we are interested in
computing multiple conditional probabilities that do not use all the random variables, i.e.,
|Y| > 0, we can always marginalize the random variables Y beforehand by editing and
pruning the tree as shown in Fig. 4.2.
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Maximum Assignments
Sometimes we are not interested in computing the probabilities of a particular assignment,
but rather, we are interested in finding which assignment values would have the highest
probability. This is commonly called, finding the Most Probable Explanation (MPE).
Consider the supervised setting of classification or regression, where we are interested in
finding the label or prediction given a particular input. More precisely, we are interested
in computing
arg max P (Q = q, E).

(4.10)

q

Note that this optimization produces the same assignments q as the conditional query
P (Q = q|E), the only difference being a scaling factor. If the query does not use all
the random variables in the model, i.e., Q ∪ E ̸= X, we can always marginalize out the
remaining variables in the graph leading to the base case Q ∪ E = X. The standard
algorithm for Most Probable Explanation (MPE) in SPNs (Poon and P. M. Domingos 2011),
simply replaces every sum node by a Max node and then evaluates the graph in a bottom
up pass, but instead of weighted sums we pass along the weighted maximum values.
Finally, in a top down pass, we select the paths that lead to the maximum assignment
value, finding the Most Probable Explanation (MPE) states. Alternatively, we can keep
track of the maximum assignments on the way up, by using more memory but traversing
the graph only once. All these operations traverse the tree at most twice and therefore
can be achieved in linear time with respect to the size of the SPN, i.e., O(|G|).
Unfortunately, this algorithm does not produce the maximum states, but only approximate maximum states.
Proof. Let us assume that the previously mentioned algorithm always finds the optimal
assignments. Consider a simple SPN composed of a mixture of two univariate distributions:
P (X) = 0.6P (X|p = 0.7) + 0.4P (X|p = 0.1).

(4.11)

If we follow the Most Probable Explanation (MPE) algorithm mentioned before, we
would obtain as maximum assignment, the value x = 1 with a probability P (X = 1) = 0.46.
However, the actual maximum is x = 0 with a probability P (X = 0) = 0.54. As we can
see, there are instances where the Most Probable Explanation (MPE) algorithm proposed
in Poon and P. M. Domingos 2011 does not produce the actual maximum assignments,
thus by contradiction we have that this is not an exact optimization algorithm. Therefore
we classify it as an approximate heuristic algorithm for maximization.
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Figure 4.3: Sampling without evidence, starting at the root, every sum node samples only
one path to the children, while product nodes propagate through all children.
A sample is obtained by sampling for each leaf node the corresponding random
variable. Edges in red, indicate a sampling trace. (Best viewed in color)

4.3 Sampling
One common operation in statistics is to obtain samples from a distribution, i.e., obtain
x ∼ P (X). More precisely, we denote as S the set of random variables we are interested
in sampling, and, as E the set of random variables containing evidence (observed). We
now consider the problem of sampling from SPNs. in two cases, sampling with and
without evidence. In both cases, we might encounter random variables that we are not
interested in sampling, nor are in the evidence, i.e., we might have random variables
Y = X \ (S ∪ E) ̸= ∅. Here, we can marginalize the graph, and therefore this case simplifies
into sampling from
∑︁ an SPN as if we are interested in all the random variables, i.e., we
obtain P (S, E) = y P (S, E, Y = y).

4.3.1 Sampling with evidence
To sample with evidence, i.e., |E| > 0, we first propagate the evidence from the leaves
to the root. We then adjust the weights of every sum node according to the probabilities
∑︁
obtained from the evidence. Finally, we re-normalize the weights such that i wi = 1
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for every sum node and then proceed to use ancestral sampling as we did in the case of
sampling without evidence.

4.3.2 Sampling without evidence
In the case of sampling without evidence, i.e., E = ∅, we use ancestral sampling and
proceed from the root to the leaves. At every sum node we sample a path to a child
according to the weights of the edges and proceed recursively. At every product node,
we distribute the sampling procedure to every one of the children, as this is necessary
to sample multiple different random variables. This process leads to sampling one leaf
node per random variable in S as shown in Fig. 4.3, this trace is also called an induced
tree (Zhao, Melibari, et al. 2015). The samples at the leaf nodes are computed according
to their distribution.

4.4 Learning
One way of learning SPNs is to consider a valid dense SPN and then optimize a loss function
to learn the weights (Poon and P. M. Domingos 2011; Peharz, Vergari, et al. 2019). On
convergence, zero weight edges are pruned. To overcome potential gradient diffusion
problems (Bengio 2009) one may train in a discriminative fashion or use “max product”
gradients (Gens and P. M. Domingos 2012). One may also learn a Bayesian resp. Markov
network and compile it into an SPN, see e.g. Rooshenas et al. 2013. Alternatively, one
can use a top-down approach that directly learns the structure of (tree) SPNs (Gens and
Pedro 2013) as described in Alg. 4.1. This algorithm works recursively in three steps:
(1) base case, (2) conditioning, and (3) decomposition. In the base case, if only one
variable remains, the algorithm learns an univariate distribution and terminates. In the
conditioning, we partition the training instances into clusters, inducing a sum node with
weights equal to the proportions of instances in the clusters, and recurse on each part.
Finally, in the decomposition step, we use Alg. 4.2. This algorithm tries to partition the
variables into independent components Xc ⊂ X. To do this, we obtain a pairwise measure
of independency I : x × x → R+ , and use it to create an undirected graph where every
edge between Xi and Xj has a weight I(Xi , Xj ). We then remove edges whose weight is
less than α, a threshold of significance. Finally, we search for connected components and
reject the feature partition if we find a single
∏︁ connected component in the graph. This
produces product nodes such that P (X) = j P (Xj ) and recurses on each component,
inducing a product node.
For multinomial and Gaussian distributions, standard approaches can be used for
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Algorithm 4.1 LearnSPN (X, ClusterRows, SplitColumns, LearnLeaf, η)
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

Input: An input matrix X ∈ Nm×n containing m instances of n dimensions. The
functions ClusterRows : X ∈ Nm×n → {Yk ∈ Nmk ×n }K
k=1 , that clusters instances,
m×n
m×n
K
k
SplitColumns : X ∈ N
→ {Zk ∈ N
}k=1 , that splits the random variables
(columns), and, LearnLeaf : x → S, that creates univariate leaf nodes. η: the
minimum number of instances to split.
Output: SPN S encoding a joint probability distribution over the random variables
P (X1 , . . . , Xn ) from X.
if n = 1 then
▷ The input data has 1 column
{Yk ∈ Nmk ×n }K
←
ClusterRows(X)
▷ Cluster input into K cluters
k=1
if K > 1 ∑︁
then
mk
S← K
▷ Create sum node from the clusters
k=1 m LearnSPN(Yk , · · · )
else
S ← LearnLeaf(X)
▷ Create leaf node
else if m∏︁
< η then
▷ Not enough instances
S ← nj=1 LearnLeaf(X:,j )
▷ Factorize into leaf nodes
else
{Zk ∈ Nm×nk }K
▷ Split random variables
k=1 ← SplitColumns(X)
if K > 1 ∏︁
then
S← K
▷ Create product node from factors
k=1 LearnSPN(Zk , · · · )
else
{Yk ∈ Nmk ×n }K
← ClusterRows(X)
▷ Cluster input into K cluters
∑︁K mk k=1
S ← k=1 m LearnSPN(Yk , · · · )
▷ Create sum node from the clusters
return S

conditioning and decomposition. For conditioning, Gens and Pedro 2013 proposed to use
hard EM. That is, we assume a naive ∑︁
Bayesian mixture
model of independent variables
∏︁
conditioned on the cluster: P (X) = c P (Cc ) j P (Xj |Cc ), for a given cluster Cc and
variable Xj . After obtaining the assignments to the clusters, the weights of the sum nodes
are given by the mixing proportions P (Cc ). For decomposition, they propose to use a test
based on ML scores, the G-test for independency.
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Algorithm 4.2 SplitColumns (X, Itest, α)
1:

2:
3:
4:
5:
6:
7:
8:
9:

Input: An input matrix X ∈ Nm×n containing m instances of n > 1 dimensions.
A threshold of significance α, and, a function Itest : x × x → R+ , that tests for
independency between two variables.
Output: a K partition {Zk ∈ Nm×nk }K
k=1 of the features in X.
G ← {}
▷ Build an empty graph
for each pair i, j ∈ {1, · · · , n} × {1, · · · , n} do
v ← Itest(X:,i , X:,j )
▷ Test random variables pair-wise
if v > α then
G ← G ∪ {(i, j)}
▷ Connect dependent random variables in G
CC ← ConnectedComponents(G)
▷ Split graph
return {X:,c | for every c ∈ CC}

4.5 SPFlow
We have implemented all the operations mentioned in this chapter in the python library
SPFlow1 (Molina, Vergari, Stelzner, et al. 2019). It is an open-source library that focuses
on extensibility and correctness. Along some other useful programming tools, it uses the
Log-Sum-Exp trick (Kevin P Murphy et al. 2006) for stable inference and the GumbelMax trick (Kool et al. 2019) for sampling. Furthermore, it has extensions to interact
with tensorflow (Abadi et al. 2016), PyTorch (Paszke, Gross, Chintala, et al. 2017), and
to compile SPNs to C so that they can be ported to other platforms and used in other
programming languages.

1

github.com/SPFlow/SPFlow
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5 Poisson Sum Product Networks: Tractable
Multivariate Poisson Distributions
As we saw on Chapter 3, multivariate count data is pervasive in scientific endeavours as
well as in many other everyday life situations. However, most of the models previously
developed focused on balancing the constraints of maintaining normalization while having
a powerful enough model. In PDNs, we lifted the normalization restriction and created
a more powerful model. However, the downside is that inference must now resort to
sampling with all the difficulties this entails.
The natural question that follows is, whether we can build a multivariate distribution
that also allows for fast and exact inference.
We now present a novel Poisson graphical model, the first based on sum product
networks, called PSPN, allowing for positive as well as negative dependencies. We present
algorithms for learning tree PSPNs from data as well as for tractable inference. With
these, information-theoretic measures such as entropy, mutual information, and distances
among count variables can be computed without resorting to approximations. Additionally,
we show a connection between PSPN and LDA, linking the structure of tree PSPNs to a
hierarchy of topics. The experimental results on several synthetic and real world data-sets
demonstrate that PSPN often outperform state-of-the-art while remaining tractable.
As we saw before, making the assumption of normality of count data poses difficulties.
For low counts, the lower tail of a Gaussian distribution can become negative allowing
for predicting counts with negative values. Also, if the mean λ of a Poisson is small, the
probability is markedly asymmetrical, making a Normal-approximation ill-suited. If we
model the data using a multinomial assumption, then there are two key issues. First is
the assumption of an upper bound on the count which may not be reasonable. Second,
we lose the order among the different counts, implying that two very close values can
have widely different probabilities. Poisson Graphical Models (PGMs) aim at overcoming
these limitations. The Poisson MRF distribution (PMRF) by E. Yang, Ravikumar, G. Allen,
et al. 2012 assumes that every conditional distribution is 1D Poisson. Unfortunately, the
original formulation allowed only for negative dependencies between count variables.
Consequently several modifications were proposed to allow for positive dependencies.
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Consider for instance, the Truncated PMRF by E. Yang, Ravikumar, G. I. Allen, et al. 2013
and the Fixed-Length PMRF by D. I. Inouye, Ravikumar, et al. 2015. However, they assume
an upper bound on the counts.
Nevertheless, none of the Poisson GMs naturally provide tractable inference. This also
holds for the more recent Square Root GMs (D. I. Inouye, Ravikumar, et al. 2016), the
recent deep models for count data such as the Deep Exponential Family (Ranganath, Tang,
et al. 2015), the Deep Poisson Factor Modeling (Henao et al. 2015), and the Poisson
Gamma Belief Networks (Zhou et al. 2015). The difficulties in achieving tractable inference
arise in modelling, as the number of parameters of log-linear models (Lauritzen 1996) in
the context of contingency tables grows exponentially with the number of variables. And
from the general problem of inference in graphical models, which is known to be #P even
for binary random variables. We, now propose the first tractable Poisson GM.
Inspired by the successes of deep models, we present Poisson Sum-Product Networks
(PSPNs)1 . They allow for tractable inference based on polynomials of univariate Poissons
and symbolic evaluation.
For learning, they require, however, novel decomposition and conditioning steps tailored
towards Poissons. Overall, we make a few notable contributions: (1) We present the first
tractable, deep multivariate Poisson model. (2) We derive an algorithm for learning tree
PSPNs efficiently that involves the first mixtures of PDNs and an independency test for
Poisson variables. (3) We show the connection between the popular LDA models with
PSPNs by showing that the conditionals of the LDA models are equivalent to the product
of independent Poissons. (4) Finally, we demonstrate the superiority of PSPNs against
standard machine learning models on real and synthetic data sets empirically. We begin
by introducing PSPNs and device a learning approach for tree PSPNs. Before concluding,
we present our experimental results.

5.1 Poisson Sum-Product Networks
Unfortunately, multivariate binomial, multinomial, and Gaussian distributions —the targets of regular SPNs so far (Poon and P. M. Domingos 2011; Vergari, Di Mauro, et al.
2015)— are not well suited for modeling count data. Also, learning a regular SPN on
transformed data using e.g. the element-wise log (x + 1) is likely to result in poor approximations, see e.g. O’Hara et al. 2010. As we have seen in Chapter 4, to build tree SPNs, we
need a function that creates univariate leaf nodes, a function that can cluster instances to
create sum nodes, and a function that can split features for the product nodes. With these
1

https://github.com/SPFlow/SPFlow
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Figure 5.1: A PSPN over random variables Y, Z (left) and the corresponding marginalized PSPN for random variable Y (right).
Tractable inference can
be performed using symbolic(︁ evaluation.
(left))︁ P (Y = y, Z = z) =
y −3
z −1
0.7((3
+ 0.3 (4y e−4 )/ y!(2z e−2 )/z! . (right) P (Y = y) =
(︁ ye −3)/y!..(1
)︁ e )/z!)
y
0.7 (3 e )/ y! + 0.3((4 e−4 )/y!). Univariate Poissons for Y are shown in
blue, and for Z in red.
operations, we can use the inference and sampling methods provided by SPNs to obtain a
multivariate Poisson SPN.
Let us first consider the function to create the leaf nodes as this is the simple case of
fitting a univariate Poisson distribution. That is, we fit the parameter λ to the mean of the
input data of the function. For inference, we simply compute the probability according
to the univariate Poisson as P (Xi = x; λ) = λx e−λ /x!. We now propose conditioning and
decomposition techniques tailored towards Poisson SPNs.

5.1.1 Multivariate Poisson Clustering for Conditioning
Clusters of multivariate count data may be found in a number
∑︁ of ways. Here, we propose
to cluster multivariate Poisson data by mixtures P (X) = c P (Cc )PDNc (X|Cc ) of PDNs
with X being the count variables and Cc being the assignment to PDNc representing the
c-th cluster as PDN. More precisely, for learning the mixtures, we follow a stochastic EM
approach2 . We fix the cluster PDNs and update the cluster assignments. This follows
standard formulas for mixtures. Then, we fix the cluster assignments and apply Gradient
Tree Boosting to improve the cluster PDNs. The boosting formulae are adaptions of the
2

The approach itself is a contribution and useful for clustering multivariate count data, independently of
PSPNs. Since it relies on GLM model trees only, it can be used for other data distributions beyond Poisson,
even hybrid ones, in contrast to Poisson-only alternatives such as admixtures of PMRFs (D. Inouye et al.
2014).
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ones for boosting PDNs presented in Chapter 3 and in Hadiji et al. 2015.
These PDNs can be built using regular regression trees, however, they just fit empirical
averages in each node, hence, tend to produce large trees and have a variable selection
bias (e.g., towards partitioning variables with many potential splits). To overcome this,
Houseman et al. 2008 introduced model trees for generalized linear models (GLMs,
McCullagh et al. 1989). They are unbiased and employ a parameter instability tests for
detecting differences in GLMs across terminal nodes. To learn them for P (Xi |X\i ), we
initially consider S = X\i as set of partitioning variables and cycle iteratively through
the following steps: (1) Fit an GLM to the data using maximum likelihood. (2) Test for
parameter instability over S: if the (possibly Bonferroni corrected) significance value
for any X ∈ X falls below some threshold α, choose the variable S ∈ S associated with
the smallest significance value for partitioning, otherwise stop. (3) Find the split in S
with highest improvement of the model fit. (4) Split the dataset correspondingly and
repeat the steps for each resulting subgroup. Here, step (2) employs parameter instability
tests (Zeileis et al. 2007). For the Gaussian case they include many well-established tests
from the literature as special cases (including tests based on ML scores, F statistics and
OLS residuals) but yielded novel tests for Poisson data.
They consider the gradients of the log-likelihood of P (Xi |X\i ) for each of the l training
examples, the so called scores. By definition, the empirical scores of all observations in a
dataset should sum to zero, and when the model is correctly specified, the expected value
of the score for each observation is also zero. Under the null hypothesis of parameter
stability, the scores do not deviate from the expected value of zero, when the observations
are ordered by the values of Xj ∈ X\i . To test whether the scores systematically deviate
from zero, the generalized M-fluctuation process epfj (k/l) is used (Zeileis et al. 2007):
(︂ ∑︂l
)︂−0.5 (︂ ∑︂⌊nt⌋
)︂
σ(kj)
σ(kj)
epfj (t) =
λi Xk\i Xk⊤
(X
−
λ
)X
i
\i
i
\i
⏞ k=1 ⏟⏟
⏞
⏞ k=1
⏟⏟
⏞
covariance matrix of scores

accumulated permuted scores

where t ∈ [0, 1], xui resp. xu\i are the u-th observed value of xi resp. x\i , σ(kj) is the
ordering permutation which gives the antirank of the observations of Xj , and λi the
estimated mean of Xi . Thus, epfj (t) is the partial sum process of the scores ordered by Xj ,
scaled by the number of observations and the covariance. To aggregate it into a scalar
test statistics, the “supLM” statistic (Andrews 1993) in the interval [k, k] is used, i.e.,
λsupLM (j) = max (
k=k,...,k

L2 -norm

k l − k −1
k
) ∥epfj ( )∥22 .
l l
l

It is the maximum of the squared
of the fluctuation process scaled by its variance
function. Its limiting distribution is given by the supremum of a squared, k-dimensional
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tied-down Bessel process from which significance values can be computed, see e.g., Hansen
1997.

5.1.2 Decomposition via Instability Tests
Independence may be found in a number of ways. Given that we have Poisson GLM model
trees at hand, one sensible idea is to estimate them for P (Xi |X\i ) and P (Xj |X\j ) and check
whether Xi resp. Xj is below a significance threshold p in corresponding trees. If in both
cases not, then Xi and Xj are independent (see Sec. 2.3.4).
Specifically, the model trees provide significance values pi|j of how much Xi depends on
Xj . We aggregate them into pij = min(pi|j , pj|i ) and create an undirected graph with an
edge between Xi and Xj if pij is below a given threshold p. On the graph, we proceed as
when learning regular SPNs.

5.1.3 Structure Learning Tree PSPNs
Using the Poisson conditioning and decomposition steps result in the structure learning
approach summarized in Alg. 4.1; it learns valid PSPNs with normalized weights on the
sum nodes. Since the clustering algorithm always splits the current set of instances, at
every iteration we reduce the amount of data left to work with and the algorithm always
converges. We stop growing the PSPN, if there are less than m instances left, so that the
univariate distributions have enough data to fit.

5.1.4 Tractable Inference via Symbolic Evaluation
By definition, PSPNs encode polynomials over univariate Poissons and we can encode it
in a symbolic equation to be evaluated by a symbolic solver for inference as illustrated
in Fig. 5.1. This is realized in Alg. 5.1. These resulting symbolic representation can be
optimized an then compiled to C or CUDA, for even faster inference. They can also be
composed under infinite sums to be evaluated by numerical solvers (Graves-Morris
et al.
∑︁
2000; Weniger 2003). This way one can e.g. compute expectations E[X] = ∞
x
P
(xi )
i
i
and information-theoretic measures.

5.1.5 Interpreting and understanding the gist of PSPNs
While the structure of an induced PSPN may provide interesting insights into the data,
the alternation of conditioning and decomposition is not easy to interpret for non-experts.
So, how can we best extract the gist of PSPNs? Using symbolic evaluation of tree PSPNs
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Algorithm 5.1 Inference via symbolic evaluation. For variables X it computes recursively
a symbolic equation for P (X) as encoded by the PSPN rooted by node N .
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

procedure MarginalizeToEq(X, N )
if N is SumNode then
eq ← 0
for all c ∈ children(N ), w ∈ weights(N ) do
eq ← eq + w ∗ MarginalizeToEq(X, c)
return eq
else if N is ProductNode then
eq ← 1
for all c ∈ children(N ) do
eq ← eq ∗ MarginalizeToEq(X, c)
return eq
else if N.variable ∈ X then return 1
else return (e−N.λ N.λN.variable )/N.variable!

this is easy. We can directly compute information-theoretic measures. This is difficult, if
not impossible, to compute them for previous Poisson GMs.

5.2 PSPNs are Hierarchical Topic Models
Product nodes provide part-based representations of the features, sum nodes provide
mixtures of these parts, and the base case typically consist of products of a large number
of independent Poissons. This is not easy to understand visually. Luckily, the product of
independent Poissons is equivalent to a Poisson-Multinomial (Y. M. Bishop et al. 2007),
̃

∏︂n λj
e−λ ̃ x̃
x
̃!
λ ∏︁n
( )xj ,
̃
j=1
j=1 λ
x
̃!
x
!
j
j=1
̃ Mult (x|θ = (λ1 , · · · , λn )/λ,
̃ N =x
= PPois (̃
x|λ)P
̃)

∏︂n

PPois (xi |λi ) =

∑︁
̃ = ∑︁n λi and x
where λ
̃ = nj=1 xi . Thus, we can compress any terminal product node
j=1
by a single Poisson-Multinomial distribution and, in turn, reduce their visual complexity.
More importantly, the Poisson-Multinomial is nothing else than the conditional distribution
of Latent Dirichlet Allocation (D. Inouye et al. 2014). In other words, PSPNs are essentially
hierarchical topic models with tractable inference: terminal product nodes are basic
topics; inner product nodes are together ”with” and sum nodes are mutual exclusive “or”
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combinations of more refined topics. The expected number of words per topic is given by
̃ associated with edges going out from mutual exclusive “or” nodes.
the corresponding λ
We refer to Fig. 5.6 for an illustration.

5.3 Experimental Evaluation
We aim to evaluate the benefits of PSPNs compared to other PGMs by answering the
following questions:
Q5.1 Is the PSPN distribution a flexible multivariate Poisson distribution?
Q5.2 Can PSPNs recover the network structure on count data?
Q5.3 Are there benefits in having tractable multivariate Poisson distributions?
Q5.4 Is there a benefit of having a deep architecture for learning these distributions?
Q5.5 Can PSPNs be used for other machine learning tasks?
We implemented PSPNs in Python for growing Poisson GLM model trees. All experiments
ran on a Linux machine with 56 cores, 4 GPUs and 512GB RAM. To speed up decomposition,
we grew Poisson GLM model trees of depth 1 and used the significance values of all the
considered potential tests.

5.3.1 Flexible Multivariate Poisson Distribution
PSPNs are motivated by the need for a flexible multivariate count distribution. While other
Poisson graphical models allow flexible dependencies between count variables, they do
not provide tractable inference. So, does the tractability constraints of PSPNs make them
less flexible? Fig. 5.2 shows that this is not the case. The PSPN distribution allows flexible
dependencies between multiple variables. They can even capture univariate mixtures of
Poissons and, hence, are more flexible than PMRFs. We can answer (Q5.1) affirmatively.

5.3.2 Network Discovery from Simulated Data
Do PSPNs recover the network structure well? To investigate this, we used the ”XMRF”
R-package for both, the data generation and comparison. It contains an implementation of the models described in E. Yang, Ravikumar, G. I. Allen, et al. 2013. The
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Figure 5.2: PSPNs are flexible multivariate Poisson distributions. Shown are the densities
and marginals of six 2D Poisson SPNs with different dependencies between
the two count variables. (a) Positive dependency suggests that two events
often co-occur, (b) negative dependency that two events rarely co-occur, (c)
zero dependency that events are not correlated, and (d) anti dependency that
if one event occurs the other one does not occur. Mixture with positive (e)
and anti (f) dependencies.
datasets were generated as follows: Using XMRF.SIM3 , multivariate count data with
100, 500, 1, 000, 2, 000, 4, 000 instances were sampled using LPGMs with n = 5, 10, 20, 50, 100
nodes; we created 50 graphs of mixed “hub” and “scale-free” structured models. We then
estimated LPGMS and shallow 1-level PSPNs. The adjacency matrix of the original LPGM
was used to measure the network discovery performance. As Fig. 5.3 shows, the PSPN
decomposition step recovers the networks well and is not very sensitive to the significance
parameter p. As there was no difference in performance among the significance thresholds
p, we fixed p = 0.001 in all remaining experiments, which are 5 and 10-fold cross-validated.
This answers (Q5.2) affirmatively.
3

https://cran.r-project.org/web/packages/XMRF/index.html
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Figure 5.3: (top) Comparison of network discovery performance (lower is better) between
PSPNs and LPGMs. Differences are measured by the number of different edges
against the original graph. (bottom) The corresponding running times in
seconds. n is the number of training instances and d is the number of nodes.

5.3.3 Predictive Power on Benchmark Datasets
We investigated the predictive performance on the previous synthetic datasets as well as on
the UCI datasets used in Hadiji et al. 2015. The Communities & Crime (C&C) dataset was
obtained from 2,215 communities in the United States, reporting different crime statistics.
We focus on instances with complete data and target count values specifying crimes such
as the number of robberies, burglaries, and others. Our cleaned dataset contains 1,902
communities with 8 features. The NIPS bag-of-words dataset contains 1, 500 documents
with a vocabulary above 12k words. We considered the 100 most frequent words. The
MSNBC is a count representation of MSNBC.com dataset from the UCI repository. The
data gives sequences corresponding to a user’s page views for an entire day, which are
grouped into 17 categories. We used the post-processed version from the SMPF library4 ,
which removed very short click sequences. In total, this dataset contains information
of about 31,790 users. We analyzed solely the frequencies of the visited categories. In
contrast to the C&C dataset, the means of the 17 categories have all low mean values. We
also note that the variance in this data is much lower than in the C&C-dataset.
The predictive performances are summarized in Fig. 5.4. For Poisson GMs, we compared
only to PDNs since Hadiji et al. 2015 showed empirically that they are competitive to
LPGMs, and in terms of likelihood, LPGMs are competitive to SPGMs and TPGMs (E. Yang,
Ravikumar, G. I. Allen, et al. 2013). PSPNs are competitive to GSPNs and comparable to
4

http://www.philippe-fournier-viger.com/spmf/index.php?link=datasets.php
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Figure 5.4: Predictive performance (the lower, the better) of PSPNs (with m = 80) on
several multivariate count data benchmarks. MaxP denotes max-product,
MaxM maximum-marginal inference, and GSPN, a Gaussian SPN. A Gaussian
treatmeant can result in an order of magnitude large predictive error. The
predictive performance of PSPNs is comparable with PDNs.
PDNs. This provides an affirmative answer to Q5.3. In contrast to PDNs, inference for
PSPNs is tractable, and hence more general queries can be answered more efficiently as
considered next.

5.3.4 Shallow versus Deep Architectures
Poisson trees are actually (2-levels) shallow learners. They can be written as a sumproduct network where each product (over the edges from the root to a leaf) selects a leaf.
Boosting them, as done in PDNs, adds one level of depth, which may explain the good
predication performance of PDNs; Moreover, a product of independent Poissons (a single
product node) encodes the conditional distribution of a Latent Dirichlet Allocation (LDA)
model. Thus, LDA is also a rather shallow learner, and hierarchical variants add some
depth. Since both are popular models for count data, we compared PSPNs to them in
order to gain further insights into having a benefit of a deep architecture. We computed
the predictive perplexity, which is a decreasing function of the log-likelihood of unseen
examples (the lower, the better). Unfortunately, the LDA likelihood of one document is
intractable, which makes the evaluation of the perplexity intractable, too, and one has to
resort to approximative inference. For PSPNs, this is tractable using symbolic evaluation.
Fig. 5.5 summarizes the results. As one can see, PSPNs outperform the shallow LDA
models, are competitive to PDNs, and in contrast to PDNs, provide naturally hierarchical
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Figure 5.5: Predictive perplexities (lower is better) of Hierarchical LDA, LDA, PDN, PSPN
and randomized PSPN (RPSPN). Models are getting deeper from left to right
as indicated by the numbers next to model names: (H)LDA numbers of topics; PDNs number of boosting iterations; (R)PSPNs m = (100 − number) ·
dataset size. As one can see, PSPNs outperform (Hierarchical) LDAs and are
competitive to PDNs. Learning PDNs is faster than learning PSPN. RPSPNs
are competitive in predictive performance and run time.
topics as illustrated in Fig. 5.6 (right). Only the run time is considerably higher for PSPNs.
Therefore we also evaluated a randomized PSPN learner (RPSPN): the decomposition
is performed on a subsample of 2000 examples and the conditioning is using a random
hyperplane after taking the square root of the sum-to-1 normalized examples. Fig. 5.5
shows that the performance drops slightly but training is significantly faster. Therefore
(Q5.3, Q5.4) can be answered affirmatively.

5.3.5 Poisson Mutual Information
In PDNs, Hadiji et al. 2015 suggested the use of relative influence to interpret the structure.
This is a measure based on the number of times a variable is selected for splitting in the
regression trees, weighted by the squared improvement to the model as a result of each
split, and averaged over all trees. Unfortunately, this has no clear information-theoretic
meaning. Since PSPNs provide tractable inference, we propose to use Mutual Information
(MI), as a way to interpret the PSPNs and to focus attention by considering relevant
variable associations only. Fig. 5.6 (left) shows the MI network induced over the NIPS
corpus. There are natural groupings of words. This provides an affirmative answer
to Q5.3.
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Figure 5.6: Understanding the NIPS PSPN. (left) Mutual Information (MI) between some
words (the darker, the higher). (right) Encoded hierarchical topics (only
top words shown). Papers spend many words on “learning” and less many on
what is learned such as “neural networks” or “motions”.

5.3.6 Graph classification
To further investigate (Q5.4), we considered the task of graph classification. The WeisfeilerLehman graph kernel (Shervashidze et al. 2011) proceeds in iterations. Starting e.g. with
the degree of a node as its label, it augments the node labels by the sorted set of node labels
of neighbouring nodes, and compresses these augmented labels into new, short labels.
Then, it computes the histogram of the new labels and repeats the steps for a pre-specified
number of iterations. Typically, these histograms are fed into a SVM for classification.
Here, we trained a PSPN per class and merged them with a Sum Node with weights as
priors on the classes. We compared both approaches on three graph data benchmarks.
Mutag (Debnath et al. 1991) is a dataset of 188 mutagenic aromatic and heteroaromatic
nitro compounds with 2 class labels. PTC is a dataset of 344 chemical compounds that
reports the carcinogenicity for male and female rats and it has 2 classes (Toivonen et al.
2003). Enzymes is a data set obtained from Borgwardt et al. 2005 consisting of 600
enzymes. The goal is to assign each enzyme to one of the 6 EC top-level classes. As we
can see in Fig. 5.7, PSPNs are comparable to SVMs, which answers Q5.5 affirmatively.
Poisson sum-product networks (PSPNs) can be viewed as a deep combination of multivariate Poisson mixture models and feature hierarchies. In contrast to other Poisson
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Figure 5.7: Deep graph classification accuracy using PSPNs (higher is better). Training a
PSPN using the explicit feature maps of the Weisfeiler-Lehman graph kernel is
comparable to feeding them into a SVM, the standard approach.
graphical models (GMs), inference in PSPNs is tractable. As our experimental results
demonstrate, the performance of the estimated PSPNs is competitive to other Poisson
GMs, also compared to LDA and graph classification via SVMs. We have seen that using
sum-product networks, allows us to build expressive and tractable models. However, a
natural follow up question is, can we build a universal distribution for any type of data
while keeping the tractability guarantees? In the next chapter, we investigate how to
achieve this.
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6 Mixed Sum Product Networks: Tractable
Non-parameteric Multivariate
Distributions for Hybrid Domains
We have seen now how to build tractable multivariate models from simpler univariate
distributions. However, we currently have access to all kinds of mixed data–from personal
and scientific data, to public and commercial data— that are increasingly being collected
and stored. Furthermore, Probabilistic Graphical Models (PGMs) for these hybrid domains
are difficult to build and their users spend significant amounts of time identifying the
parametric form of the random variables (Gaussian, Poisson, Logit, etc.) involved and
learning these mixed models.
Let us now consider what we need to build a more general multivariate model that
is tractable and able to handle any kind of data. Building on top of the sum-product
network infrastructure, and the learning algorithm presented in Alg. 4.1, we need three
things: 1) a decomposition algorithm to create product nodes, 2) a conditioning algorithm
to create sum nodes and, 3) a model for the leaf nodes. We now investigate suitable
alternatives for those algorithms, i.e., we use piece-wise polynomial leaf distributions
together with a novel non-parametric decomposition and conditioning steps using the
Hirschfeld-Gebelein-Rényi Maximum Correlation Coefficient. This relieves the user from
deciding a-priori the parametric form of the random variables but is still expressive enough
to effectively approximate any distribution and permits efficient learning and inference.
Our experiments show that this architecture, called Mixed SPN, can indeed capture
complex distributions across a wide range of hybrid domains.
To see why such a general distribution is desirable, consider the successes Machine
learning has achieved in recent years, and the ever-growing number of disciplines that
rely on it. Data is now ubiquitous, and there is great value in understanding the data,
building probabilistic models and making predictions with them. However, in most cases,
this success crucially relies on the data scientists to posit the right parametric form of the
probabilistic model underlying the data, to select a good algorithm to fit their data, and
finally to perform inference on it. These can be quite challenging even for experts and
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often go beyond non-experts’ capabilities, specifically in hybrid domains, consisting of
mixed–continuous, discrete and/or categorical–statistical types. Building a probabilistic
model that is both expressive enough to capture complex dependencies among random
variables of different types as well as allows for effective learning and efficient inference is
still an open problem.
More precisely, most existing graphical models for hybrid domains—also called mixed
models—are limited to particular combinations of variables of parametric forms such as the
Gaussian-Ising mixed model (Lauritzen and Wermuth 1989), where there are Gaussian
and multinomial random variables, and the continuous variables are conditioned on all
configurations of the discrete variables. Unfortunately, inference in this Gaussian-Ising
mixed graphical model scales exponentially with the number of discrete variables, and
only recently, 3-way dependencies have been realized (Cheng et al. 2014). Therefore it
is not surprising that Hybrid Bayesian networks (HBNs) have restricted their attention
to simpler parametric forms for the conditional distributions such as conditional linear
Gaussian models (Heckerman and D. Geiger 1995).
While extensions based on copulas aim to provide more flexibility (Elidan 2010),
selecting the best parametric copula distribution for each application requires significant
engineering effort. Probably the most recent approach is Manichean graphical models
by E. Yang, Baker, et al. 2014, and we refer to this paper for an excellent overview
of mixed graphical models. Manichean models specify that each of the conditional
distributions is a member of a possibly different univariate exponential family. Although
indeed more flexible than Gaussian-Ising mixed models, Manichean models are still
demanding, in particular when it comes to inference. Alternatively, one may make a
piece-wise approximation to continuous distributions (Shenoy et al. 2011). In their
purest form, piece-wise constant functions are often adopted in the form of histograms or
staircase functions, and more expressive approximations comprise mixtures of truncated
polynomials (Langseth et al. 2012) and exponentials (Moral et al. 2001). This has resulted
in a number of novel inference approaches for hybrid domains, see e.g., Sanner et al.
2012; Belle, Passerini, et al. 2015; Belle, Van den Broeck, et al. 2015; Morettin et al. 2017.
An independently discovered approach based on SPNs is presented in Bueff et al. 2018.
Although expressive, the learning algorithms of these non-parametric models do not scale.
To overcome the difficulty of mixed probabilistic graphical modeling and inspired by
the successes of deep models, we introduce Mixed Sum-Product Networks (MSPNs). They
are a general class of mixed probabilistic models that, by combining Sum-Product Networks (Poon and P. Domingos 2011) and piece-wise polynomials, allow for a broad range
of exact and tractable inference without making distributional assumptions. Learning
MSPNs from data, however, requires different decomposition and conditioning steps for
Sum-Product Networks (SPNs) tailored towards non-parametric distributions. Providing
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Figure 6.1: Mixed Sum-Product Networks (MSPNs). (top) An MSPN representing a
mixture over random variables X (discrete) and Y (continuous). Each leaf λi
approximates an univariate distribution as a piece-wise polynomial. (bottom)
Empirical distributions (histograms), piece-wise linear approximations using
isotonic regression (PWL) with different smoothing values (∆), and Gaussians
fitted on the UCI Australian dataset. Within an MSPN, Piece-wise polynomials
permit efficient learning and inference. (Best viewed in color)
them based on the Rényi Maximum Correlation Coefficient (Lopez-Paz et al. 2013)—the
first application of it to learning sum-product networks–via a series of variable transformations is our main technical contribution. This then naturally results in the first automated
tool for learning multivariate distributions over hybrid domains without requiring users
to decide the parametric form of random variables or their dependencies, yet enabling
them to answer complex probabilistic queries efficiently on tasks previously unfeasible by
classical mixed models.

6.1 Mixed Sum-Product Networks (MSPNs)
As we saw in Chapters 4, and 5, we can build SPNs by providing algorithms to learn the
sum, product, and, leaf nodes. Unfortunately, all previous decomposition and conditioning
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approaches for SPNs are only suitable for multivariate distributions of known parametric
forms: categorical, binomial, Gaussian, and Poisson distributions, see e.g. Poon and P.
Domingos 2011; Vergari, Di Mauro, et al. 2015; Molina, Natarajan, et al. 2017. To
model hybrid domains without making parametric assumptions, we have to introduce
new conditioning and decomposition approaches tailored towards mixed models.

6.1.1 Rényi Decomposition:
We approach the problem of seeking independent subsets of random variables of mixed
but unknown types as a dependency discovery problem. Albert Rényi 1959 argued that
a measure of maximum dependence ρ∗ : Xi × Xj → [0, 1] between random variables Xi
and Xj should satisfy several fundamental properties, such as symmetry, transformation
invariance, and it should also hold that ρ∗ (Xi , Xj ) = 0 iff Xi and Xj are statistically
independent. He also showed the Hirschfeld-Gebelein-Renyi (HGR) Maximum Correlation
Coefficient due to Gebelein 1941 to satisfy all these properties. Recently, Lopez-Paz
et al. 2013 provided a practical estimator for the HGR ρ∗ , the Dandomized Dependency
Coefficient (RDC). The RDC is appealing for hybrid domains because it can be applied
to both multivariate, continuous and discrete random variables. Also, its O(M log M )
running time, with M being the number of instances, makes it one of the fastest non-linear
dependency measures. The general idea behind the RDC is to look for linear correlations
between the representations of two random samples that have undergone a series of
non-linear transformations. The two samples are deemed statistically independent iff the
transformed samples are linearly uncorrelated. This is the same reasoning behind the
adoption of higher space projections for the kernel-trick in classification and the stacking
of representations in deep architectures.
m
M
Specifically, consider two random samples DXi = {xm
i |xi ∼ Xi }m=1 and DXj =
m
m
M
{xj |xj ∼ Xj }m=1 drawn from variables Xi and Xj , we decide that Xi and Xj are independent iff ρ(DXi , DXj ) = 0, where ρ is the RDC. Instead of operating directly on DXi
and DXj , and in order to achieve invariance against scaling and shifting data transformations, we first compute their empirical copula transformations (Póczos et al. 2012), CXi and
respectively CXj , in the following way:
⃓
{︃ ∑︂
}︃M
⃓
M
1
r
m ⃓ m
CXi =
1{xi ≤ xi }⃓xi ∈ DXi
.
(6.1)
r=1
M
m=1
Then, we apply a random linear projection on the obtained samples to a k-dimensional
space, finally passing them through a non-linear function σ. We compute:
φ(CXi ) = σ(w · CXTi + b), (w, b) ∼ N (0k , sIk×k )
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(6.2)

for the first sample, an equivalent transformation yields φ(CXj ). Note that w ∈ Rk×1 , b ∈ R
and that random sampling w from a zero-mean k-dimensional Gaussian is analogous to
the use of a Gaussian kernel (Rahimi et al. 2009). We choose k = 20, σ to be sine function
and s = 16 as both have proven to be reasonable empirical heuristics, see Lopez-Paz et al.
2013. Lastly, we compute the canonical correlations (CCA) ρ2 for φ(CXi ) and φ(CXj ) as the
solutions for the following eigenproblem:
(︃

0
Σ−1
ii Σij
−1
Σjj Σji
0

)︃ (︃ )︃
(︃ )︃
β
β
= ρ2
,
γ
γ

(6.3)

where the covariance block matrices involved are:
Σij = cov(φ(CXi ), φ(CXj )), Σji = cov(φ(CXj ), φ(CXi )),
Σii = cov(φ(CXi ), φ(CXi )), Σjj = cov(φ(CXj ), φ(CXj )).
In the end, the actual value for the RDC coefficient is the largest canonical correlation
coefficient:
RDC(Xi , Xj ) = supβ,γ ρ(β T φ(CXi ), γ T φ(CXj )).
(6.4)
This RDC pipeline goes through a series of data transformations, which constitutes the basis
of our decomposition procedure, cf. Alg. 6.1. We note that all the transformations presented
so far are easily generalizable to the multivariate case (Lopez-Paz et al. 2013). We are
applying these multivariate versions both when performing conditioning on multivariate
samples (see below) and when we deal with decomposing categorical random variables.
Since Eq. 6.1 is not well defined for categorical data, to treat them in the same way as
continuous and discrete data, we proceed as follows. First we perform a one hot encoding
transformation for each categorical random variables Xc , obtaining a multivariate binary
random variable bXc . Then, we apply Eq. 6.1 to each column bXc independently, obtaining
the matrix CbXc . This way we are preserving all the modalities of Xc . Finally, we apply the
generalized version of Eq. 6.2 and Eq. 6.3 to the multivariate case.
We are looking for the RDC to be zero in case of independent random variables and
apply thresholding approach on the adjacency graph induced by dependencies (see the
previous section).

6.1.2 Rényi Conditioning:
The task of clustering hybrid data samples depends on the choice of the metric space,
which in turn, typically depends on the parametric assumptions made for each variable.
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Algorithm 6.1 splitFeaturesRDC (D, α)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

m
m
M
Input: samples D = {vm = (xm
1 , . . . , xN )|v ∼ X}m=1 over a set of random variables
X = {X1 , . . . , XN }; α: threshold of significance
Output: a feature partition {PD }
for each X{︃i ∈ X do
⃓
}︃M
⃓
1 ∑︁M
r
m
CXi ← M r=1 1{xi ≤ xi }⃓⃓xm
∈
D
Xi
i
m=1
(wi , bi ) ∼ N (0k , sIk×k )
φ(CXi ) ← sin(wi · CXTi + bi )

G ← Graph({})
for each Xi , Xj ∈ X do
ci,j ← CCA(φ(CXi ), φ(CXj ))
if ci,j > α then
G ← G ∪ {(i, j)}
return ConnectedComponents(G)

Consider e.g. the popular choice of K-Means using the Euclidean metric. It makes a
Gaussian assumption and therefore is not principled for categorical data.
To eliminate the reliance on knowing the type, we propose to cluster multivariate hybrid
samples after the RDC pipeline has processed them. Not only does the series of non-linear
transformations produce a feature space in which clusters may be more easily separable,
but no distributional assumptions are required. More formally, given
⋃︁Ca set of samples
D over RVs X we split it into a sample partitioning PD = {Dc }C
,
c=1
c=1 DC = D, and
Dq ∩ Dr = ∅, ∀Dq , Dr ∈ PD . The weights for the convex combination on the sum nodes
c|
are estimated as the proportions of the data belonging to each cluster, i.e., wc = |D
|D| . The
procedure is sketched in Alg. 6.2. First, we transform every feature Xi in D using Eq 6.2:
E = {φ(DXn )|DXn }N
n=1 . Then, all our features are projected into a new k-dimensional
non-linear space. In this new space, we can safely apply now K-Means to obtain c clusters.
In Alg. 6.2, we set c = 2 as this generally leads to deeper networks (Vergari, Di Mauro,
et al. 2015).

6.1.3 Non-parametric Univariate Leave Distributions:
Finally, to be fully type agnostic, i.e., to realize MSPNs, we adopt piece-wise polynomial
approximations of the univariate leaf densities. The simplest and most straightforward
approximation we consider are piece-wise constant functions, i.e. histograms. More
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Algorithm 6.2 clusterSamplesRDC (D)
1:
2:
3:
4:
5:
6:
7:

m
m
M
Input: samples D = {vm = (xm
1 , . . . , xN )|v ∼ X}m=1 over a set of random variables
X = {X1 , . . . , XN }
Output: a data partition {PD }
⃓
{︃
}︃M
⃓ m
1 ∑︁M
r
m
CXi ← M r=1 1{xi ≤ xi }⃓⃓xi ∈ DXi
m=1
(w, b) ∼ N (0s , sIk×k )
φ(CXi ) ← sin(w · CXTi + b)
E ← {φ(CX1 ), . . . , φ(CXN )}
return KMeans(E, 2)

precisely, we adopt the scheme proposed in Rozenholc et al. 2010 offering an adaptive
binning, i.e. with irregular intervals, that is learned from data by optimizing a penalized
likelihood function. This allows MSPNs to model both multimodal and skewed univariate
distributions without further assumptions. We apply Laplacian smoothing by a factor ∆
to cope with unseen values and the natural overfitting of histograms.
Indeed, by increasing the degree of leaf polynomial approximations, one can favor more
expressive models. To balance between the complexity of learning resp. inference and
expressiveness, however, we restrain to piece-wise linear approximations. We reframe
the unsupervised task of estimating the density of univariate leaf distributions into a
supervised one by fitting a non-parametric unimodal distribution function through isotonic
regression (Frisen 1986), referred to as LearnIsotonicLeaf. Once we have collected a
set of pairs of points, e.g. from the previously estimated histogram, we employ them as
labeled instances to fit a monotonically increasing (resp. decreasing) piece-wise linear
function up to (resp. down from) the estimated distribution mode. To cope with this
unimodality assumption LearnSPN, cf. Alg. 4.1, grows a leaf only after no more clustering
steps are possible, i.e. it is difficult if not impossible to separate two modalities in the
observed data.
Note how isotonic regression acts as an additional regularizer: to preserve monotonicity,
it does not fit exactly the data points, resulting in a smoother piece-wise function.
Now we have everything together to evaluate MSPNs empirically. Before doing so,
we would like to stress that we here focused on a general setting. Instead of piece-wise
linear leaves, one can also employ existing hybrid densities as leave distributions such
as HBNs, mixtures of truncated exponential families, or other non-parametric density
estimators such as Kernel Density Estimators (KDEs) and even denoising and variational
autoencoders.
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6.2 Experimental Evaluation
To investigate the benefits of MSPNs, we compare to other mixed probabilistic models
concerning accuracy and flexibility of inference. However, as MSPNs are non-parametric
models that are readily applicable to a wide range of datasets, we are also interested
in evaluating them as a one-fits-all model. Furthermore, we are also interested in interpretability and therefore device some experiments to that aim. Specifically, we investigate
the following questions:
Q6.1 Is the MSPN distribution flexible for hybrid domains?
Q6.2 How do MSPNs compare to existing mixed models?
Q6.3 How do MSPNs compare to state-of-the-art parametric models in a single-type
domain?
Q6.4 Can MSPNs effectively answer several inference query types over hybrid domains?
Q6.5 Can we leverage MSPNs for interpretability over hybrid domains?
We implemented MSPNs in the python library SPFlow1 (Molina, Vergari, Stelzner, et al.
2019). All experiments ran on a Linux machine with 56 cores, 4 GPUs and 512GB RAM.

6.2.1 Hybrid UCI Benchmarks
We considered the 14 preprocessed UCI benchmarks from the MLC++ library2 listed in
Table 6.1. The domains span from survey data to medical and biological domains, and
they contain both continuous, discrete and categorical variables in different proportions.
As a baseline density estimator, we considered HBNs whose conditional dependencies are
modeled as conditional linear gaussians (Heckerman and D. Geiger 1995). To learn their
structure we explored both score-based and constrained-based approaches, finding the
Max-Min Hill-Climbing (MMHC) algorithm (Tsamardinos et al. 2006) to perform the best
on the holdout data. For weight learning, we optimized the BDeu score. As an additional
sanity check of our non-parametric RDC pipeline, we also trained MSPNs employing
K-Medoids using the Gower distance (GowerMSPNs). The Gower distance (Gower 1971)
defines a metric over hybrid domains, at the cost of making distributional
assumptions
∑︁
n of distances dn
for each variable involved: take the average d(i, j)=(1/N ) N
d
i,j
n=1 i,j
1
2

github.com/SPFlow/SPFlow
https://www.sgi.com/tech/mlc/download.html
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dataset
anneal-U
australian
auto
balance-scale
breast
breast-cancer
cars
cleave
crx
diabetes
german
german-org
heart
iris
wins over HBNMMHC
wins

HBNMMHC

hist

-42.647
-38.423
-71.530
-7.483
-30.572
-9.193
-28.596
-26.296
-34.563
-29.797
-34.356
-29.051
-28.519
-1.670

-63.553
-18.513
-72.998
-8.038
-34.027
-15.373
-30.467
-26.132
-22.422
-15.286
-40.828
-43.611
-20.691
-3.616

3/14

4/14

Gower
iso
-38.836
-30.379
-69.405
-7.045
-23.521
-9.500
-31.082
-25.869
-31.624
-26.968
-33.480
-26.852
-26.994
-2.892

hist

MSPN
RDC
iso

-60.314
-17.891
-73.378
-7.932
-34.272
-16.277
-29.132
-25.707
-24.036
-15.930
-38.829
-37.450
-20.376
-3.446

-38.312
-31.021
-70.066
-7.302
-24.035
-9.990
-30.516
-25.441
-31.727
-27.242
-32.361
-27.294
-25.906
-2.843

11/14
4/14
11/14

11/14

Table 6.1: Average test set log likelihoods for UCI hybrid datasets (the higher, the better).
The best results are bold. MSPNs win in 11 out of 14 cases, even without
information about the statistical types (RDC, iso). A Wilcoxon sign test shows
that this is significant (p = 0.05).

per feature n. We assumed continuous variables to be Gaussian and discrete ones to be
binomial.
The results are summarized in Table 6.1. MSPNs clearly outperform HBNs. Moreover,
the performance of MSPNs is comparable to GowerMSPNs, proving that using RDC is a
sensible idea and frees the user from making parametric assumptions. Using histogram
representations allows one to capture mixtures, which turns out to be beneficial for some
datasets, but also results in a higher variance in performance across datasets, showing the
benefit of isotonic regression. This answers (Q6.1, Q6.2) affirmatively.
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Dirichlet, train points

SPN, train points

13.18
11.54
9.90
8.26
6.62
4.97
3.33
1.69
0.05
1.59

13.18
11.54
9.90
8.26
6.62
4.97
3.33
1.69
0.05
1.59

Figure 6.2: Simplex Distributions: Density of the topics spanning a 2-simplex from the
NIPS dataset using (left) Dirichlet and (right) MSPN distributions. The more
flexible MSPN distribution fits the topic distribution well and the lower-left
topic better. (Best viewed in color).

6.2.2 Learning Simplex Distributions
We considered data common in text and chemistry domains: proportional data, i.e., data
lying on the probability simplex, the values are in [0, 1] and sum up to 1. The Dirichlet
distribution is arguably the most famous parametric distribution for this type of data.
Hence, we use it as a baseline.
First, we considered the NIPS corpus, containing 1,500 documents over the 100 most
frequent words. We ran Latent Dirichlet Allocation (LDA) (David M Blei 2012) with
different numbers of topics (3, 5, 10, 20, 50) generating different data representations.
Fig. 6.2 shows that the MSPN accurately fits the density, better than a Dirichlet. On NIPS,
we also compared MSPNS to Poisson SPNs (PSPNs) introduced in Chapter 5, learning both
models with η = 200. The average test log-likelihood of MSPNs was better than PSPNs:
-144.41 vs -227.74. This proves how MSPNs are competitive to domain-specific models.
Then, we investigated the Air Quality dataset3 containing 6,941 measurements for 12
features about air composition. We ran Archetypal Analysis (Cutler et al. 1994; Thurau
et al. 2012) for 3, 5, and 10 archetypes and extracted the convex reconstructions of
the original data. We also considered the hydro-chemical dataset of Tolosana-Delgado
et al. 2005, containing 485 observations of 14 chemical measurements of a river. We fit
3

https://archive.ics.uci.edu/ml/datasets/Air+Quality. We used only complete instances
and ignored the time feature and C6H6
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(a)

(b)

(c)

(d)

(e)

Figure 6.3: Towards symbol grounding using MSPN. (a) (top) The decoded sample predicted for the visual code {0, 0, 1, 0, 1, 1} (corresponding to a “3”), and, (bottom) its closest training sample. (b) Decoded conditional samples for the same
visual code. (c) Decoded conditional samples for codes in between classes “3”
and “5” ({0, 0, 1, 1, 1, 1}), and (d) for “1” and “5” ({1, 0, 1, 1, 1, 0}). (e) Some
test images on the left and their MSPN reconstructions (left, right, up, down)
on the right. The reconstructed parts are denoted by a red background. (Best
viewed in color)
MSPNs and the Dirichlet over relative concentrations. The 10-fold cross-validated mean
log-likelihoods for all models on the three datasets are summarized in Table 6.2. As one
can see, in all cases MSPNs can capture the distribution on the simplex better than the
Dirichlet. This is to be expected as MSPNs can capture more complex (in)dependencies,
whereas the Dirichlet makes stronger independence assumptions. All simplex experiments
together answer (Q6.3) affirmatively.

6.2.3 Leveraging symbolic-semantic information
This experiment was designed by Vergari and Kersting in Molina, Vergari, Di Mauro, et al.
2018, but we leave it here for completeness, as it demonstrates how flexible MSPNs are.
Symbol grounding is at the heart of AI, and we explored MSPNs as a step towards tackling
this classical AI problem. We considered the 28×28 MNIST digit images, represented as
16 continuous features extracted from an Autoencoder (AE) trained on the training split:
we trained two layers of 256 and 128 ReLU neurons for both the encoder and the decoder
for 200 epochs using adam (learning rate 0.002 with no decay, β1 and β2 coefficients
set to 0.9 resp. 0.999). We then augmented MNIST with symbolic semantic information
encoded as binary codes. Each bit of the code is 1 if a digit contains one of the following
visual features: (i) a vertical stroke (true for 1, 4 and 7), (ii) a circle (0, 6, 8 and 9), (iii)
a left curvy stroke (2, 3, 5, 8 and 9), (iv) a right curvy stroke (5 and 6), (v) a horizontal
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Dimension

Dirichlet

MSPN(RDC,iso)

MSPN(Grower,iso)

4.071 (± 0.66)
10.376 (± 0.671)
35.927 (± 1.755)
109.222 (± 4.179)
338.477 (± 6.976)

4.333 (± 0.627)
10.419 (± 0.711)
34.205 (± 1.716)
92.981 (± 4.245)
349.259 (± 9.916)

NIPS + LDA
3
5
10
20
50

2.045 (± 0.297)
7.311 (± 0.406)
25.047 (± 0.787)
69.668 (± 2.014)
245.008 (± 3.573)

Air Quality + Archetypes
3
5
10
20

2.939 (± 1.536)
14.625 (± 4.678)
61.317 (± 4.81)
174.171 (± 5.799)

5.852 (± 2.261)
16.494 (± 7.574)
84.124 (± 6.575)
232.075 (± 7.74)

7.114 (± 2.272)
15.099 (± 4.888)
85.645 (± 5.887)
242.482 (± 10.224)

71.013 (± 3.591)

82.377 (± 1.445)

Hydrochemicals
12
wins over Dir.
wins

59.546 (± 1.781)
0/10

10/10

10/10
10/10

Table 6.2: Average test set log likelihoods (the higher, the better) on proportional data; best
results bold. Clearly, MSPNs outperform the less flexible Dirichlet distribution,
even without information about the statistical type (RDC, iso). Positive values
are due to continuous random variables.
stroke (7, 2, 3, 4, and 5), (vi) a double curve stroke (3 and 8). For instance, images
representing a “3” are encoded as (0, 0, 1, 0, 1, 1) while (0, 0, 1, 1, 1, 0) corresponds to “5”.
We also added the class label C as a feature. Let X denote the continuous embedding
variables, Y the additional 6 binary symbolic features, and C the categorical class variable.
In a first experiment, we trained an MSPN on a 10000 subsample of the augmented
MNIST training data to model P (X, Y), setting η = 200 and ∆ = 1, k = 20. Then, we
evaluated on the augmented MNIST test split whether the learned MSPN had captured
the non-explicit dependencies between the three different feature domains. First, we
predict x∗ = arg maxx P (X = x|Y = yc ), for each visual code yc belonging to class c ∈ C.
Fig. 6.3 (a) visualizes the prediction x∗ as decoded by the autoencoder back in pixel
space. As one can see, the MSPN is not only able to recover the correct class but also
does not just memorize a training sample. Conditional sampling(see Sec. 4.3) provides
an additional visual proof: after propagating bottom-up the evidence for an observed
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Figure 6.4: Average relative improvement over ten trials (y axis) for (left) the marginal
test log-likelihood P (X) and (right) for the class accuracy based on P (C) of
MSPNs learned an autoencodings augmented with semantic class codes of
increasing length (x axis). (Best viewed in color)

code yc , we sample a configuration x (applying the top-down approach from Vergari, Di
Mauro, et al. 2018). Decoded samples clearly belong to the class c, cf. Fig. 6.3 (b). Then,
to evaluate how good the MSPN was able to glue the continuous and binary domains,
we performed conditional sampling starting from unseen visual codes. For instance,
for the code (0, 0, 1, 1, 1, 1), merging the visual codes for 3 and 5, we expect a digit in
between the two classes. Fig. 6.3 (c) confirms this: decoded samples belong to either
class or are closely in between them. Similarly, Fig. 6.3 (d) shows samples conditioned on
code {1, 0, 1, 1, 1, 0}, merging classes 5 and 1. Next, we investigated how much symbol
groundings can help density estimation and classification. On the MNIST test split, we
investigated the benefit of using visual codes Y of length 2, 4, 8, 16, 32, 64. We measured
the improvement of the marginal likelihood P (X) resp. the classification accuracy based
on P (C) of an MSPN B trained on (X, Y, C) over an MSPN A trained only over (X, C):
(ℓB − ℓA )/ℓA · 100 for both measures ℓ. The results are summarized in Fig. 6.4. As one
can see, increasing the number of symbolic features positively improves both the marginal
likelihood over X and the classification performance. Note that for computing P (X) and
to predict c∗ = arg maxc P (c|X), one has to marginalize over Y, which cannot be done
efficiently using classical mixed graphical models. Finally, we employed MSPNs for MNIST
reconstruction. We processed the original images as two halves–left (l) and right (r), up
(u) and down (d)—and encoded each half into 16 continuous features by learning one
Autoencoder independently for each one of them. Note that each variable set Xl , Xr , Xu ,
and Xd forms a domain with a different distribution. We learned MSPNs for P (Xl , Xr )
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No of unfinished Educations
Age
Satisfaction Work

Success selfrating
Age diagnosis

Satisfaction Treatment

IQ

Satisfaction Medication

Figure 6.5: Visualizing the Autism MSPN via normalized mutual information (the thicker,
the higher). The strong natural interactions between Age and Age of diagnosis
and between Satisfaction Work and No of unfinished Education are correctly
recovered as in the results of Haslbeck et al. 2020 using a pairwise mixed
graphical model with known parametric forms from the exponential family (E.
Yang, Baker, et al. 2014). Node colors encode different feature groups: Demographics (green), Psychological (blue), Social Environment (orange) and
Medical (red). (Best viewed in color)
and P (Xu , Xd ) and performed MPE inference to predict one half of a test image given the
other. Predicted samples are shown in Fig. 6.3 (e). As one can see, the reconstructions
are indeed very plausible. This suggests that MSPNs are a valuable tool to effectively
learn distributions and make predictions across different domains. The experiments on
leveraging symbolic-semantic information answer (Q6.4) affirmatively.

6.2.4 Mixed Mutual Information
Recall, an MSPN encodes a polynomial over leaf piece-wise polynomials. Consequently,
one can employ a symbolic solver to evaluate the overall network polynomial to efficiently
compute information-theoretic measures that would be difficult to calculate otherwise,
in particular for hybrid domains. To illustrate this for MSPNs, we consider computing
Mutual Information (MI) in hybrid domains. MI also provides a way to extract the gist of
MSPNs as it highlights relevant variable associations only. Fig. 6.5 shows the MI network
induced over the Autism Dataset of Deserno et al. 2016, which reflects natural semantic
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connections. This not only answers (Q6.4) affirmatively but also indicates that MSPNs
may pave the way to automated mixed statisticians: the MI together with the tree structure
of MSPNs can automatically be compiled into textual descriptions of the model.
To summarize our experimental results, all our questions (Q6.1)-(Q6.5) can be answered affirmatively.
We can therefore conclude that in contrast to classical shallow mixed graphical models,
Mixed Sum Product Networks (MSPNs), provide effective learning, tractable inference
and enhanced interpretability. Our experiments demonstrate that MSPNs are competitive
to parameterized distributions as well as mixed graphical models and make probabilistic
queries easier to compute. They allow users to train multivariate mixed distributions more
easily than previous approaches across a wide range of domains.
However, as powerful as MSPNs are, we might still be interested in understanding
the distributions of the random variables. The structure provided by the parametric
distributions, has the potential to fit the generative process better, as it is less sensitive to
noise compared to the free form non-parametric models used here. We investigate this
further in the next chapter.
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7 Automatic Bayesian Density Analysis
(ABDA): Multivariate Distributions via
Dictionaries of Parametric Distributions
In the previous chapters, we have seen how to build tractable probabilistic models that
can adapt to the data at hand. However, the dependence on non-parametric leaf nodes,
means that we can not use the advantages of having distributional assumptions. This
makes it necessary to have an expert on board when building the models.
The natural follow-up question is whether we can use parametric probability distributions while still preserving the flexibility of non-parametric models? Or in other words,
can we build models with distributional assumptions automatically without the need of
an expert? An affirmative answer to those questions, would indicate that non-experts can
have access to these powerful models, indeed helping in democratizing machine learning
tools. Luckily, the answer to those question is indeed yes, it is possible via dictionaries of
parametric distributions.
These dictionaries, are nothing more than mixtures of different parametric distributions
for every random variable. In Fig. 7.1 we can see an example of a dictionary for one single
random variable X. These dictionaries, are however tailored to the statistical type of the
data, i.e., we never mix continuous and discrete parametric distributions for the same
random variable.
The following chapter develops this idea of using dictionaries of distributions in a robust
way, and the implications it can have as a stepping stone with the goal of constructing the
“Automatic Statistician” (Duvenaud et al. 2013; Lloyd et al. 2014). This work is presented
in Vergari, Molina, et al. 2019.
Before we go into details, let us first consider why this is important. Making sense of a
dataset in an automatic and unsupervised fashion is a challenging problem in statistics
and AI. Classical approaches for exploratory data analysis are usually not flexible enough
to deal with the uncertainty inherent to real-world data: they are often restricted to fixed
latent interaction models and homogeneous likelihoods; they are sensitive to missing,
corrupt and anomalous data; moreover, their expressiveness generally comes at the price
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Figure 7.1: One single random variable X modeled as a mixture of Gaussian, Exponential,
and Gamma distributions. The mixture contains only parametric distributions
valid for the statistical type, in this case continuous. (Best viewed in color)
of intractable inference. As a result, supervision from statisticians is usually needed to
find the right model for the data. However, since domain experts are not necessarily also
experts in statistics, we propose Automatic Bayesian Density Analysis (ABDA) to make
exploratory data analysis accessible at large. Specifically, ABDA allows for automatic
and efficient missing value estimation, statistical data type and likelihood discovery,
anomaly detection and dependency structure mining, on top of providing accurate density
estimation. Extensive empirical evidence shows that ABDA is a suitable tool for automatic
exploratory analysis of mixed continuous and discrete tabular data.
“Making sense” of a dataset–a task often referred to as data understanding or exploratory
data analysis—is a fundamental step that precedes and guides a classical Machine Learning (ML) pipeline. Without domain experts’ background knowledge, a dataset might
remain nothing but a list of numbers and arbitrary symbols. On the other hand, without
statisticians’ supervision, processing the data and extracting useful models from it might
go beyond the ability of domain experts who might not be experts in ML or statistics.
Therefore, in times of abundant and growing data, but an insufficient number of statisticians, methods which can “understand” and “make sense” of a dataset with minimal or no
supervision are in high demand.
The idea of machine-assisted data analysis has been pioneered by The Automatic Statistician project (Duvenaud et al. 2013; Lloyd et al. 2014) which proposed to automate model
selection for regression and classification tasks via compositional kernel search. Analo-
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gously, but with a clear focus on performance optimization, AutoML frameworks (Guyon
et al. 2016) automate the choice of supervised ML models for a task-dependent loss.
In contrast, we address model selection for a fully unsupervised task, with the aim of
assisting domain experts in exploratory data analysis, providing them with a probabilistic
framework to perform efficient inference and gain useful insights from the data in an
automatic way.
In principle, a suitable unsupervised learning approach to find out what is in the data is
density estimation. In order to perform density estimation on data in a tabular format, a
practitioner would first try to heuristically infer the statistical types of the data features,
e.g., real, positive, numerical and nominal data types (Valera, Pradier, et al. 2020; Valera
and Ghahramani 2017). Based on this, one would need to make assumptions about
their distribution, i.e., selecting a parametric likelihood model suitable for each marginal,
e.g., Gaussian for real, Gamma for positive, Poisson for numerical and Categorical for
nominal data. Then, one could start investigating the global interactions among them,
i.e., determining the statistical dependencies across features. In this process, one would
also likely need to deal with missing values and reason whether the data may be corrupted
or contain anomalies.
Unfortunately, classical approaches to density estimation, even if ubiquitous in ML
applications, are still far from delivering automatic tools suitable for performing all these
steps on real-world data.
First, general-purpose density estimators usually assume the statistical data types and
the likelihood models to be known a priori and homogeneous across Random Variables
(RV) or mixture model components (Valera and Ghahramani 2017). Indeed, the standard
approach is still to generally treat all continuous data as (mixtures of) Gaussian RVs and
discrete data as categorical variables. Second, they either assume “shallow” dependency
structures that might be too simplistic to capture real-world statistical dependencies or use
“deeper” latent structures which cannot be easily learned. As a result, they lack enough
flexibility to deal with fine grain statistical dependencies, and to be robust to corrupt data
and outliers, especially when a maximum likelihood learning approach is used.
A Bayesian treatment of density estimation, on the other hand, often struggles to scale
up to high-dimensional data and approximate inference routines are needed (Ghahramani
et al. 2000). CrossCat Mansinghka et al. 2016 shows a clear example of this trade-off.
Even though CrossCat models sub-populations in the data with context-specific latent
variables, this latent structure is limited to a two-layer hierarchy, and even so inference
routines have to be approximated for efficiency. Moreover, it is still limited to fixed and
homogeneous statistical data types and therefore, likelihood models.
The latent variable matrix factorization model (ISLV) introduced in Valera and Ghahramani 2017 is the first attempt to overcome this limitation by modeling uncertainty over the
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(a)

(b)

(c)

(d)

(e)
Figure 7.2: (a) Automatic exploratory analysis with ABDA from continuous and discrete
features {X 1 , . . . , X 5 }. (b) ABDA induces a hierarchical partition over samples
and features. (c-d) Statistical data types and likelihood models are discovered
for each feature from suitable parametric models, and missing entries (“?”) are
imputed as the most probable values. Anomalous entries (“!”), are presented to
the user as low likelihood samples from micro-clusters (x3 ) or distribution tails
(x47 and x57 ). (e) ABDA discovers complex dependency patterns, by exploiting
the correlations over the induced hierarchical co-clustering.
statistical data types of the features. However, like CrossCat, it can only perform inference
natively in the transductive case, i.e., to data available during training. While ISLV allows
one to infer the data type of a feature, this approach still uses a single ad-hoc likelihood
function for each data type.
The Mixed Sum-Product Networks (MSPNs) from Chapter 6 have been proposed as deep
models for heterogeneous data able to perform tractable inference also in the inductive
scenario, i.e., on completely unobserved test data. Indeed, MSPNs can exploit context
specific independencies to learn latent variable hierarchies that are deeper than CrossCat.
However, MSPNs assume piece-wise linear approximations as likelihood models for both
continuous and discrete RV, which are not as interpretable as parametric distributions
and also require continuous RV to undergo a delicate discretization process. As a result,
MSPNs are prone to overfitting, and learning them via maximum likelihood can lead to a
lack of robustness.
In this chapter, we leverage the above models’ advantages while addressing their
shortcomings by proposing Automatic Bayesian Density Analysis (ABDA). Specifically,
ABDA relies on sum-product networks (SPNs) to capture statistical dependencies in the
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data at different granularity through a hierarchical co-clustering. This rich latent structure
is learned in an adaptive way, which automates the selection of adequate likelihood models
for each data partition, and thus extends ISLV uncertainty modeling over statistical types.
As a result, ABDA goes beyond standard density estimation approaches, qualifying as the
first approach to fully automate exploratory analysis for heterogeneous tabular data at large.
As illustrated in Fig. 7.2, ABDA allows for:
i) inference for both the statistical data types and (parametric) likelihood models;
ii) robust estimation of missing values;
iii) detection of corrupt or anomalous data;
iv) automatic discovery of the statistical dependencies and local correlation structures in
the data.
ABDA relies on Bayesian inference through Gibbs sampling, allowing us to robustly
measure uncertainties at performing all the above tasks. In our extensive experimental evaluation, we demonstrate that ABDA1 effectively assists domain experts in both
transductive and inductive settings.

7.1 Sum-Product Networks (SPNs)
As SPNs provide the hierarchical latent backbone of ABDA, we will now briefly provide
some notation and shortly review them. Please refer to Chapter 4, and Peharz, Gens,
Pernkopf, et al. 2017 for more details.

7.1.1 Representation
An SPN S over the set of random variables X = {X 1 , . . . , X D } is a probabilistic model
defined via a directed acyclic graph. Each leaf node L represents a probability distribution
function over a single RV X ∈ X, also called its scope. Inner nodes represent either weighted
sums (S) or products (P). For inner nodes, the scope is defined as the union of the scopes
of its children. The set of children of a node N is denoted by
∑︁ch(N).
A sum node S encodes a mixture model SS (X = x) = N∈ch(S) ωS,N SN (x) over subSPNs rooted at its children ch(S). We require that the all children of a sum node share the
same variable scope–this condition is referred to as completeness (Poon and P. Domingos
2011). The weights of a sum S are drawn from the standard simplex (i.e., ωS,N ≥ 0,
1

A reference implementation of ABDA is available at github.com/probabilistic-learning/abda.
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∑︁
S
∏︁ N∈ch(S) ωS,N = 1) and denoted as Ω . A product node P defines a factorization SP (x) =
N∈ch(P) SN (x) over its children distributions defined over disjoint scopes–this condition
is referred to as decomposability (Poon and P. Domingos 2011). The parameters of S
are the set of sum weights Ω = {ΩS }S∈S and the set of all leaf distribution parameters
{HL }L∈S .

7.1.2 Latent Variable Representation
Since each sum node defines a mixture over its children, one may associate a categorical
Latent Variable (LV) Z S to each sum S indicating a component. This results in a hierarchical
model over the set of all LVs Z = {Z S }S∈S . Specifically, an assignment to Z selects an
induced tree in S (Zhao, Poupart, et al. 2016; Peharz, Gens, Pernkopf, et al. 2017; Vergari,
Peharz, et al. 2018), i.e., a tree path T starting from the root and comprising exactly
one child for each visited sum node and all child branches for each visited product node
(in green in Fig. 7.3b). It follows from completeness and decomposability that T selects
a subset of D leaves, in a one-to-one correspondence
with X. When conditioned on a
∏︁
particular T , the SPN distribution factorizes as d Ldjd , where Ldk is the k th leaf for the
dth RV, and j = {j 1 , . . . , j D } are the indices of the leaves selected by T . The overall SPN
distribution can be written as a mixture of such factorized distributions, running over
all possible induced trees (Zhao, Poupart, et al. 2016). We will use this hierarchical LV
structure to develop an efficient Gibbs sampling scheme to perform Bayesian inference for
ABDA.

7.1.3 SPN learning
Existing SPN learning works focus on learning the SPN parameters given a structure (Gens
and P. M. Domingos 2012; Trapp, Madl, et al. 2017; Zhao, Poupart, et al. 2016) or jointly
learn both the structure and the parameters (A. Dennis et al. 2012; A. Dennis et al. 2015;
Peharz, B. Geiger, et al. 2013). A particular prominent approach is LearnSPN described in
section 4.1, which recursively partitions a data matrix using hierarchical co-clustering. In
particular, LearnSPN alternates between partitioning features into independent groups,
inducing a product node, and clustering the data instances, inducing a sum node. As the
base step, univariate likelihood models for single features are induced.
ABDA resorts to the SPN learning technique employed by MSPNs introduced in section 6.1, as it is the only available approach to build an SPN structure in a likelihoodagnostic way, therefore being suitable for our heterogeneous setting. It performs a partitioning over mixed continuous and discrete data by exploiting a randomized approximation of
the Hirschfeld-Gebelein-Rényi Maximum Correlation Coefficient (RDC), see e.g. Lopez-Paz
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(a) Graphical Model

(b) SPN

(c) LV Interpretation

(d) Type-augmented SPN

Figure 7.3: (a) Plate representation of ABDA, showing the global LV (pink) and local
(orange) levels. (b) The SPN representation with likelihood-modeling leaves
(d)
Lj over features d=1,2,3 selected by an induced tree (green), (c) and its
corresponding hierarchy over LVs Z. (d) A global mixture model over Gaussian (N ) and Gamma (Γ) likelihoods interpreted as sub-SPNs sharing global
auxiliary LVs T d across the local likelihood mixture models for feature d.
et al. 2013. ABDA employs it to automatically select an initial, global LV structure, which
is provided to its Bayesian inference routines.

7.2 Automatic Bayesian Density Analysis
For a general discussion, we extend X to a whole data matrix containing N samples (rows)
and D features (columns). RVs which are local to a row (column) receive now a sub-script
n (super-script d).
Our proposed Automatic Bayesian Density Analysis (ABDA) model can be thought as
being organized in two levels: a global level, capturing dependencies and correlations
among the features, and a level which is local w.r.t. each feature, consisting of dictionaries
of likelihood models for that feature. This model is illustrated Fig. 7.3, via its graphical
model representation, and corresponding SPN representations. In this hierarchy, the global
level captures context specific dependencies via recursive data partitioning, leveraging
the LV structure of an SPN. The local level represents context-specific uncertainties about
the variable types, conditioned on the global context.
In contrast to classical works on density estimation, where typically fixed likelihood
models are used as mixture components, e.g., see Poon and P. Domingos 2011; Vergari,
Di Mauro, et al. 2015, ABDA assumes a heterogeneous mixture model combining several
likelihood models from a user-provided likelihood dictionary. This dictionary may contain

97

likelihood models for diverse types of discrete (e.g. Poisson, Geometric, Categorical,…)
and continuous (e.g., Gaussian, Gamma, Exponential,…) data. It can be built in a generous
automatic way, incorporating arbitrary rich collections of domain-agnostic likelihood
functions. Alternatively, its construction can be limited to a sensible subset of likelihood
models reflecting domain knowledge, e.g. a Gompertz and Weibull distributions might be
suitable for demographics data.
In what follows, assume that for each feature d we have readily selected a dictionary
{pdℓ }ℓ∈Ld of likelihood models, indexed by some set Ld . We next describe the process
generating X, also depicted in Fig. 7.3a, in detail.

7.2.1 Generative Model
The global level of ABDA contains latent vectors Zn for each sample xn , associated with
the SPN sum nodes (see previous section). Each LV ZnS in Zn is drawn according to
the sum-weights ΩS ∈ Ω, which are associated a Dirichlet prior, parameterized with
hyper-parameters γ: ZnS ∼ Cat(ΩS ), ΩS ∼ Dir(γ).
As previously discussed, an assignment of Zn determines an induced tree through
the SPN, selecting a set of indices jn = (jn1 , . . . , jnD ), such that the joint distribution of
xn = (x1n , . . . , xD
n ) factorizes as
P (xn |jn , η) =

∏︂D
d=1

Ldjd (xdn |ηjdd ),
n

n

(7.1)

d }
where Ldj is the j th leaf for feature d and ηjd = {ηj,ℓ
ℓ∈Ld is the set of parameters belonging
to the likelihood models associated to it. More precisely, the j th leaf distribution Ldj is
modeled as a mixture over the likelihood dictionaries provided by the user, i.e.,

Ldj (xdn |ηjd ) =

∑︂
ℓ∈Ld

d
d
wj,ℓ
pdℓ (xdn |ηj,ℓ
).

(7.2)

Note that the likelihood models pdℓ are shared among all leaves with the same scope d,
d for it. Moreover, each η d is also equipped
but each leaf has its private parameter ηj,ℓ
j,ℓ
with a suitable prior distribution parameterized with hyper-parameters λdℓ . The likelihood
d are drawn from a Dirichlet distribution with hyper-parameters
mixture coefficients wj,ℓ
d
α, i.e., wj ∼ Dir(α). For each entry xdn , the likelihood model is selected by an additional
categorical LV sdj,n ∼ Cat(wdj ). Finally, the observation entry xdn is sampled from the
selected likelihood model: xdn ∼ pdsd .
j,n
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Algorithm 7.1 Gibbs sampling inference in ABDA
d
Require: N × D data matrix X, SPN S, Z = {Zn }, s = {sdj,n }, Ω = {ΩS }, w = {wdj }, η = {ηj,ℓ
},
max iters I, burn-in B
1: D ← ∅
2: Initialize Z, s, Ω, w, η
3: for i = 1, . . . , I do
4:
for n = 1, . . . , N do
5:
Sample Zn , s··,n |X, Ω, η

6:
7:
8:
9:
10:
11:
12:
13:

for d ∈ {1 . . . D} do
for j ∈ {j : Ldj ∈ S} do
Sample wdj |Z, s
for ℓ ∈ Ld do
d
Sample ηj,ℓ
|X, Z, s
Sample Ω|Z
if i > B then
D ← D ∪ {Z, s, Ω, w, η}
Output: D

7.2.2 Bayesian Inference
The hierarchical LV structure of SPNs allows ABDA to perform Bayesian inference via a
simple and effective Gibbs sampling scheme. To initialize the global structure, we use the
likelihood-agnostic SPN structure learning algorithm proposed for MSPNs presented in
Chapter 6. Specifically, we apply the RDC to split samples and features while extending it
to deal with missing data. The local level in ABDA is constructed by equipping each leaf
node in S with the dictionaries of likelihood models as described above. Additionally, one
can introduce global type-RVs, responsible for selecting a specific likelihood model (or
data type) for each feature d.
Furthermore note that, in contrast to MSPNs, ABDA is not constrained to the LV structure
provided by structure learning. Indeed, inference in ABDA accounts for uncertainty also
on the underlying latent structure.

7.2.3 Gibbs Sampling
To perform inference, we draw samples D from the posterior distribution P (Z, s, Ω, w, η|X)
via Gibbs sampling, where Z is the set of the SPN’s LVs, s is the set of all local LVs selecting
the likelihood models, Ω is the set of all sum-weights, w are the distributions of s, and η is
the set collecting all parameters of all likelihood models. Next, we describe each routine
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involved to sample from the conditionals for each of these RVs in turn. Algorithm 7.1
summarizes the full Gibbs sampling scheme.
Sampling LVs Z
Given the hierarchical LV structure of S, it is easy to produce a sample for Zn by ancestral
sampling, i.e. by sampling an induced tree Tn . To this end we condition on a sample xn ,
and current Ω, η, and w. Starting from the root of S, for each sum node S we encounter,
we sample a child branch c from
P (ZnS = c|, xn , Ω, η, w) ∝ ωS,c Sc (xn |Ω, η, w).

(7.3)

Note that we are effectively conditioning on the states of the ancestors of S. Moreover,
we have marginalized out all Z below S and all s, which just amounts to evaluating Sc
bottom-up, for given parameters Ω, η, and w (Poon and P. Domingos 2011). Sampling a
tree Tn does in general not reach all sum nodes. Since these sum nodes are “detached”
from the data, we need to sample their LVs from the prior (Peharz, Gens, Pernkopf, et al.
2017).
Sampling Likelihood Model Assignments s
Similarly as for LVs Zn , we sample sdj,n from the posterior distribution P (sdj,n = ℓ|w, j, η) ∝
d pd (xd |η) if j = j d .
wj,ℓ
n
ℓ n
Sampling Leaf Parameters η
Sampling Zn gives rise to the leaf indices jn , which assign samples to leaves. Within leaves,
d let Xd = {xd |∀n : j d =
s further assign samples to likelihood models. For parameters ηj,ℓ
n
n
j,ℓ
j ∧ sdj,n = ℓ}, i.e., the samples in the dth column of X which have been assigned to the ℓth
∏︁
d is updated according to η d ∼
d
d
d
d
model in leaf Ldj . Then, ηj,ℓ
x∈Xd pℓ (x|ηj,ℓ ) P (ηj,ℓ |λℓ ).
j,ℓ
j,ℓ

When the likelihood models pdℓ are equipped with conjugate priors, these updates are
straightforward. Moreover, also for non-conjugate priors they can easily be approximated
using numerical methods, since we are dealing with single-dimensional problems.
Sampling Weights Ω and w
S
N
For each sum node S we sample its associated weights from
∑︁Nthe posterior P (Ω |{Zn }n=1 ),
which is a Dirichlet distribution with parameters γ + n=1 1{(S, c) ∈ Tn }. Similarly,
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we can sample the likelihood weights wdj from a Dirichlet distribution with parameters
∑︁
d
d
α+[ N
n=1 1{jn = j ∧ sj,n = ℓ}]ℓ∈Ld .

7.3 Automating Exploratory Data Analysis
In this section, we discuss how inference in ABDA can be exploited to perform common
exploratory data analysis tasks in an automatic way. For all inference tasks (e.g., computing
log P (xn )), one can either condition on the model parameters, e.g., by using the maximum
likelihood parameters within posterior samples D, or perform a Monte Carlo estimate over
D. While the former allows for efficient computations, the latter allows for quantifying
the model uncertainty.
Missing Value Imputation
o
m
Given a sample xn = (xon , xm
n ) comprising observed xn and missing xn values, ABDA can
m
o
̃ n = arg maxxm
efficiently impute the latter as the most probable explanation x
S(xm
n |xn )
n
via efficient approximate SPN routines (Peharz, Gens, Pernkopf, et al. 2017).

Anomaly Detection
ABDA is robust to outliers and corrupted values since, during inference, it will tend to
assign anomalous samples into low-weighted mixture components, i.e., sub-networks of
the underlying SPN or leaf likelihood models. Outliers will tend to be either grouped into
anomalous micro-clusters (Chandola et al. 2009) or assigned to the tails of a likelihood
model. Therefore, log P (xn ) can be used as a strong signal to indicate xn is an outlier (in
the transductive case) or a novelty (in the inductive case), see e.g. Goldstein and Uchida
2016.
Data Type and Likelihood Discovery
ABDA automatically estimates local uncertainty over likelihood models and statistical
d for a leaf Ld .
types by inferring the dictionary coefficients wj,ℓ
j
However, we can extend ABDA to reason about data type also on a global level by
explicitly introducing a type variable T d for feature d. This type variable might either
represent a parametric type, e.g., Gaussian or Gamma, or a data type, e.g., real-valued
or positive-real-valued, in a similar way to ISLV (Valera and Ghahramani 2017). To this
end, we introduce state-indicators for each type variable T d , and connect them into each
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likelihood model in leaf Ldj , as shown in Fig. 7.3. In this example, we introduced the
state-indicators TNd and TΓd to represent a global type T d which distinguishes between
Gaussian and Gamma distribution. Note that this technique is akin to the augmentation of
SPNs (Peharz, Gens, Pernkopf, et al. 2017), i.e., explicitly introducing the LVs for sum
nodes. Here, however, the introduced {T d }D
d=1 have an explicit intended semantic as
global data type variables. Crucially, after introducing {T d }D
d=1 , the underlying SPN is still
complete and decomposable, i.e., we can easily perform inference over them. In particular,
we can estimate the posterior probability for a feature d to have a particular type as:
P (T d |X) ≈

1
|D|

∑︂

S(T d |Ω, w, η).

(7.4)

{Ω,w,η}∈D

The marginal terms S(T d |Ω, w, η) are easily obtained via SPN inference – we simply need
′
to set all leaves and all indicators for {T d }d′ ̸=d equal to 1 (Poon and P. Domingos 2011).
Dependency Pattern Mining
ABDA is able to retrieve global dependencies, e.g., by computing pairwise hybrid mutual
information, in a similar way to MSPNs.
Additionally, ABDA can provide users local patterns in the form of dependencies within
a data partition XN ⊆ X associated with any node N in S. In particular, let XN contain all
entries xdn such that d is in the scope of N and n such that Zn yield an induced tree from
the SPN’s root to N. Then, for each leaf Ldj and likelihood model ℓ ∈ Ld one can extract
a pattern of the form P : πld ≤ X d < πhd , where [πld , πhd ) is an interval in the domain of
X d . The pattern can be deemed as present, when its probability exceeds a user-defined
threshold θ: pLd (P) ≥ θ. A conjunction of patterns P N = P1 ∧ . . . ∧ P|sc(N)| represents
j

the correlation among features in XN , and its relevance can be quantified as pS (P N ). This
technique relates to the notion of support in association rule mining (Agrawal et al. 1994),
whose binary patterns are here generalized to also support continuous and (non-binary)
discrete RV.

7.4 Experimental Evaluation
We empirically evaluate ABDA on synthetic and real-world datasets both as a density
estimator and as a tool to perform several exploratory data analysis tasks. Specifically, we
investigate the following questions:
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(a)

(c)

(b)

(d)

Figure 7.4: (a) Mean test log-likelihood on synthetic data w.r.t. the ground truth. (b)
Distributions of the mean cosine similarity between true and retrieved uncertainty weights over likelihood models (top) and statistical types (bottom). (c)
Confusion matrices for the most likely likelihood model resp. statistical type.
(d) ABDA separates outliers (pink ‘O’) from inliers (green ‘I’) via hierarchical
partitioning on Shuttle data. (Best viewed in color)
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Transductive setting (10% mv) Transductive setting (50% mv)
ISLV
Abalone -1.15±0.12
Adult
Austral. -7.92±0.96
Autism -2.22±0.06
Breast -3.84±0.05
Chess -2.49±0.04
Crx -12.17±1.41
Dermat. -2.44±0.23
Diabetes -10.53±1.51
German -3.49±0.21
Student -2.83±0.27
Wine -1.19±0.02

ABDA MSPN
ISLV
-0.02±0.03 0.20 -0.89±0.36
-0.60±0.02 -3.46
-1.74±0.19 -3.85 -9.37±0.69
-1.23±0.02 -1.54 -2.67±0.16
-2.78±0.07 -2.69 -4.29±0.17
-1.87±0.01 -3.94 -2.58±0.04
-1.19±0.12 -3.28 -11.96±1.01
-0.96±0.02 -1.00 -3.57±0.32
-2.21±0.09 -3.88 -12.52±0.52
-1.54±0.01 -1.58 -4.06±0.28
-1.56±0.03 -1.57 -3.80±0.29
-0.90±0.02 -0.13 -1.34±0.01

Inductive setting

ABDA MSPN
ABDA
-0.05±0.02 0.14
2.22±0.02
-0.69±0.01 -5.83 -5.91±0.01
-1.63±0.04 -3.76 -16.44±0.04
-1.24±0.01 -1.57 -27.93±0.02
-2.85±0.01 -3.06 -25.48±0.05
-1.87±0.01 -3.92 -12.30±0.00
-1.20±0.04 -3.51 -12.82±0.07
-0.99±0.01 -1.01 -24.98±0.19
-2.37±0.09 -4.01 -17.48±0.05
-1.55±0.01 -1.60 -25.83±0.05
-1.57±0.01 -1.58 -28.73±0.10
-0.92±0.01 -0.41 -10.12±0.01

MSPN
9.73
-44.07
-36.14
-39.20
-28.01
-13.01
-36.26
-27.71
-31.22
-26.05
-30.18
-0.13

Table 7.1: Density estimation. Mean test log-likelihood on real-world benchmark datasets
for trans-/inductive scenarios. (Best values in bold)
Q7.1 How does ABDA estimate likelihoods and statistical data types when a ground truth
is available?
Q7.2 How accurately does ABDA perform density estimation and imputation over unseen
real-world data?
Q7.3 How robust is ABDA when dealing with anomalous data?
Q7.4 How can ABDA be exploited to unsupervisedly extract dependency patterns?

7.4.1 Experimental Setting
We implemented ABDA by leveraging the SPFlow library (Molina, Vergari, Stelzner, et al.
2019)2 . In all experiments, we use a symmetric Dirichlet prior with γ = 10 for sum
weights Ω and a sparse symmetric prior with α = 0.1 for the leaf likelihood weights wdj .
We consider the following likelihoods for continuous data: Gaussian distributions (N )
for REAL-valued data; Gammas (Γ) and exponential (Exp) for POSitive real-valued data;
and, for discrete data, we consider Poisson (Poi) and Geometric (Geo) distributions for
NUMerical data, and Categorical (Cat) for NOMinal data, while a Bernoulli for Binary
data.
2

https://github.com/SPFlow/SPFlow
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Outlier detection
Aloi
Thyroid
Breast
Kdd99
Letter
Pen-glo
Pen-loc
Satellite
Shuttle
Speech

1SVM
51.71±0.02
46.18±0.39
45.77±11.1
53.40±3.63
63.38±17.6
46.86±1.02
44.11±6.07
52.14±3.08
89.37±5.13
45.61±3.64

LOF
74.19±0.70
62.38±1.04
98.06±0.70
46.39±1.95
86.55±2.23
87.25±1.94
98.72±0.20
83.51±11.9
66.29±1.69
49.37±0.87

HBOS
52.86±0.53
62.77±3.69
94.47±0.79
87.59±4.70
60.47±1.80
71.93±1.68
64.30±2.70
90.92±0.16
98.47±0.24
47.47±0.10

ABDA
47.20±0.02
84.88±0.96
98.36±0.07
99.79±0.10
70.36±0.01
89.87±2.87
90.86±0.79
94.55±0.68
78.61±0.02
46.96±0.01

Table 7.2: Anomaly detection with ABDA. Mean AUC ROC for outlier detection. (Best
values in bold)

7.4.2 Likelihood and Statistical Type Uncertainty
We use synthetic data in order to have control over the ground-truth distribution of
the data. To this end, we generate 90 synthetic datasets with different combinations
of likelihood models and dependency structures with different numbers of samples
N ∈ {2, 000, 5, 000, 1, 0000} and numbers of features D ∈ {4, 8, 16}. For each possible combination of values, we create ten independent datasets of N samples (reserving
20% of them for testing), yielding 90 data partitionings randomly built by mimicking the
SPN learning process of Gens and Pedro 2013; Vergari, Di Mauro, et al. 2015. The leaf
distributions have been randomly drawn from the aforementioned likelihood dictionaries.
We then perform density estimation with ABDA on these datasets.
Fig. 7.4 summarizes our results. In (a) we see that ABDA’s likelihood matches the
true model closely in all settings, indicating that ABDA is an accurate density estimator.
Additionally, as shown in (b), ABDA is able to capture the uncertainty over data types,
as it achieves high average cosine similarity between the ground truth type distribution
and the inferred posterior over data type P (T d |X) (see Eq. (7.4)), both for i) likelihood
functions (using N , Γ and Exp for continuous and Pos, Geo and Cat for discrete features);
and ii) the corresponding statistical data types (using POS and REAL for continuous and
NUM and NOM for discrete features).
Furthermore, when forcing a hard decision on distributions and data types, ABDA
delivers accurate predictions. As shown in the confusion matrices in (c), selecting the
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most probable likelihood (data type) based on ABDA inference matches the ground
truth up to the expected indiscernibility due to finite sample size. Answering (Q7.1)
affirmatively. For further discussions, please refer to Valera and Ghahramani 2017.

7.4.3 Density Estimation and Imputation
We evaluate ABDA both in a transductive scenario, where we aim to estimate (or even
impute) the missing values in the data used for inference/training; and in an inductive
scenario, where we aim to estimate (impute) data that was not available during inference/training. We compare against ISLV (Valera and Ghahramani 2017), which directly
accounts for data type (but not likelihood model) uncertainty, and MSPNs (see Chapter 6),
to observe the effect of modeling uncertainty over the RV dependency structure via an
SPN LV hierarchy. From ISLV and MSPN original works we select 12 real-world datasets
differing w.r.t. size and feature heterogeneity.
Specifically, for the transductive setting, we randomly remove either 10% or 50% of the
data entries, reserving an additional 2% as a validation set for hyperparameter tuning
(when required), and repeating five times this process for robust evaluation. For the
inductive scenario, we split the data into train, validation, and test (70%, 10%, and 20%
splits).
For ABDA and ISLV, we run 5,000 iterations of Gibbs sampling3 , discarding the first
4,000 for burn-in. We set for ISLV the number of latent factors to ⌊D/2⌋. We learn MSPNs
with the same hyper-parameters as for ABDA structure learning, i.e., stopping to grow the
network when the data to be split is less than 10% of the dataset, while employing a grid
search in {0.3, 0.5, 0.7} for the RDC dependency test threshold. Tab. 7.1 reports the mean
test-log likelihoods–evaluated on missing values in the transductive or on completely
unseen test samples in the inductive cases–for all datasets. Here, we can see that ABDA
outperforms both ISLVs and MSPNs in most cases for both scenarios.
Here, we observe that ABDA is, in general, more accurate and robust across different
features and data types than competitors. Providing positive evidence to (Q7.2). We
finally remark that due to the piecewise approximation of the likelihood adopted by the
MSPN, evaluations of the likelihood provided by this approach might be boosted by the
fact that it renormalizes an infinite support distribution to a bounded one.

7.4.4 Anomaly Detection
We follow the unsupervised outlier detection experimental setting in Goldstein and Uchida
2016 to evaluate the ability of ABDA to detect anomalous samples on a set of standard
3

On the Adult dataset, ISLV did not converge in 72hr.
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Figure 7.5: Pattern discovery with ABDA. Densities belongs to a partition XN . Hierarchies
start at the root (e.g., 0 → 1 → 11 → 47 indicates that partition #11 is
responsible for the green densities and it decomposes into the partitions #52
(gray), #53 (yellow) and #47 (pink)). P1 : 0.08 ≤ Height < 0.22 ∧0.15 ≤
Weight < 0.42 (supp(P1 ) = 0.5) correlates the height and weight features.
benchmarks. As a qualitative example, we can observe in Fig 7.4d that ABDA either
clusters outliers together or relegates them to leaf distribution tails, assigning them low
probabilities. Tab. 7.2 compares, in terms of the mean AUC ROC, ABDA–for which we use
the negative log-likelihood as the outlier score–with staple outlier detection methods like
One-class Support Vector Machine (OSVM) (Schölkopf et al. 2001), Local Outlier Factor
(LOF) (Breunig et al. 2000) and Histogram-Based Outlier Score (HBOS) (Goldstein and
Dengel 2012).
It is clearly visible that ABDA perform as good as–or even better–in most cases than
methods tailored for outlier detection and not being usable for other data analysis tasks.
This answers (Q7.3) affirmatively.
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Figure 7.6: Data exploration and dependency discovery with ABDA on the Wine quality
dataset. ABDA identifies the two modalities in the data induced by red and
white wines, and extracts the following patterns: 5.8 ≤ FixAcid < 8.1 ∧ 0.2 ≤
CitAcid < 0.5 and 7.1 ≤ FixAcid < 12.0 ∧ 0.0 ≤ CitAcid < 0.3 (θ = 0.9). (Best
viewed in color)

7.4.5 Dependency Discovery
Finally, we illustrate how ABDA may be used to find the underlying dependency structure
in the data on the Wine and Abalone datasets as use cases. By performing marginal
inference for each feature, and by collapsing the resulting deep mixture distribution into
a shallow one, with ABDA we can recover the data modes and reason about the likelihood
distributions associated to them.
As an example, ABDA is able to discern the two modes in the Wine data which correspond
to the two types of wine, red and white wines, information not given as input to ABDA
(Fig 7.6). Moreover, ABDA is also able to assign to the two modes accurate and meaningful
likelihood models: Gamma and Exponential distributions are generally captured for
the features fixed and citric acidity, since they are a ratio and indeed follow a positive
distribution, while being more skewed and decaying than a Gaussian, employed for the
fixed acidity of red wines. Note that since ABDA partitions the data into white and red
wines sub-populations, it allows us to reason about statistical dependencies in the data
in the form of simple conjunctive patterns (see Fig 7.6), as discussed in the previous
Section. Here, we observe an anti-correlation between fixed and citric acidity: as the
former increases the latter tends to zero.
A more involved analysis is carried on the Abalone dataset and summarized in Fig 7.5.
There, retrieved data partitions clearly highlight correlations across features and samples of
the data. For instance, it is possible to see how abalone samples differing by weight, height
and diameters form neat sub-populations in the data. Answering (Q7.4) affirmatively.
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Towards the goal of fully automating exploratory data analysis via density estimation
and probabilistic inference, we introduced Automatic Bayesian Density Analysis (ABDA). It
automates both data modeling and selection of adequate likelihood models for estimating
densities via joint, robust and accurate Bayesian inference. We found that it is able
to accurately analyze complex data, discovering the data types, the likelihood models
and feature interactions. Overall, it outperformed state-of-the-art in different tasks and
scenarios in which domain experts would perform exploratory data analysis by hand.
In this chapter, we have created one of the most powerful graphical models for multivariate joint distributions. However, in some scenarios, we might want to decompose the joint
distributions into conditional ones via the chain rule. This would allow us to tackle larger
problems that would otherwise be too computationally intense to model directly. In other
cases, we do not necessarily care about modeling the full joint distribution directly, such
as when doing multi-target classification. In the next chapter, we focus on multivariate
conditional models, while preserving all the tractability and exactness properties.
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8 Conditional Sum-Product Networks:
Tractable Conditional Multivariate
Distributions from Neural Networks
Probabilistic graphical models are a central tool in AI; however, they are generally not as
expressive as deep neural models, and inference is notoriously hard and slow. In contrast,
probabilistic circuits such as sum-product networks (SPNs) capture joint distributions in a
tractable fashion, but still lack the expressive power of intractable models based on deep
neural networks. Therefore, we introduce deep conditional SPNs (CSPNs) as conditional
density estimators for multivariate and potentially hybrid domains which allow harnessing
the expressive power of neural networks while still maintaining tractability guarantees.
Furthermore, CSPNs allow for a wide range of conditional queries via exact and tractable
marginalization over any combination of labels, making it suitable also for imputation
tasks. This work is presented in Shao et al. 2020.
Let us now consider three desirable goals we want a model to incorporate: 1) have
enough expressiveness to capture the complexity of real-world distributions; 2) maintain—
at least on a high level–interpretable domain structure; and 3) permit a rich set of
tractable inference routines. Probabilistic Graphical Models (PGMs), for example, admit
an interpretable structure, but are known to achieve a bad trade-off between expressiveness,
inference capabilities and tractability (Koller et al. 2009). Probabilistic models based on
deep neural networks such as Variational Autoencoders (VAEs) by Kingma and Welling
2014 and Generative Adversarial Networks (GANs) by Goodfellow, Pouget-Abadie, et al.
2014 are highly expressive, but generally lack an interpretable structure and have limited
capabilities when it comes to inference. Meanwhile, advances in tractable models such as
arithmetic circuits (Darwiche 2003) and sum-product networks (Poon and P. Domingos
2011) have developed methods to provide a rich set of tractable inference routines.
Here, we combine these lines of research, looking for a sensible balance between
expressivity, structure, and tractable inference. Shen, Goyanka, et al. 2019 proposed
structured Bayesian networks, which impose structure among clusters of variables using
probabilistic circuits such as Probabilistic Sentential Decision Diagrams (PSDDs) to model
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Figure 8.1: Conditional image generation with ABCSPNs: bottom row images are sampled
while conditioning on the two classes to which individuals from the two upper
rows belong.
high-dimensional conditional distributions (Shen, A. Choi, et al. 2018). While this yields
well-structured models with a wide range of tractable inference scenarios, so far they are
restricted to binary data and do not leverage deep neural networks. Cutset Networks
(CNets) have been recently introduced in Rahman, Jin, et al. 2019. Analogously to PSDDs,
CNets are circuits subject to more restrictive structural properties such as determinism,
and hence are less expressive efficient than SPNs (A. Choi et al. 2017).
We introduce deep conditional sum-product networks (CSPNs), a probabilistic model
that harness the expressive power of neural networks, while maintaining a wide range of
inference routines. Moreover, we show how CSPNs can be naturally combined with other
(C)SPNs and how they can be used as building blocks for more complex auto-regressive
models. Such models can be used to capture high dimensional image distributions,
allowing us to generate images as shown in Fig. 8.1.
The following, are some of the advantages of CSPNs:
• They introduce a principled way to compose univariate conditional distributions,
including deep neural networks to create an expressive probabilistic model (CSPN).
• They provide exact and tractable inference routines over hybrid and multi label
data.
• They can be combined into other models such as an autoregressive image generator.
In the literature for models of conditional probability distributions of the form P (Y|X),
we find the naive approach of learning a univariate predictor for each variable Y ∈ Y
separately, this approach assumes complete independence among Y. This mean field
assumption is often violated but still frequently used. Gaussian Processes (GPs) from
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Carl Edward Rasmussen 2003 and Conditional Random Field (CRFs) from Lafferty et al.
2001 are more expressive alternatives. However, they have serious shortcomings when
inference has to scale to high-dimensional data or many samples. One approach to scale
GPs to larger datasets is using deep mixtures of GPs, introduced in Trapp, Peharz, Carl E.
Rasmussen, et al. 2018, which can be seen as a combination of GPs and SPNs. However,
while partially alleviating GP inference scalability issues, they are limited to continuous
domains, while CSPNs can learn conditional distributions over heterogeneous data, i.e.,
where Y might contain discrete or continuous random variables, or be of mixed data types.
As an alternative within the family of tractable probabilistic models, Logistic Circuits (LCs)
have been recently introduced as discriminative models (Liang et al. 2019), showing
classification accuracy competitive to neural nets on a series of benchmarks. However,
LCs and discriminative learning of SPNs (Gens and P. M. Domingos 2012) are limited
to single output prediction. Another approach from the deep learning community is the
Lightweight Probabilistic Deep Networks (LPDN) (Gast et al. 2018), they however assume
independencies at the last layer. This is equivalent to a product node at the last layer,
making partial inference over Y tractable but less expressive. Likewise, Discriminative
Arithmetic Circuit Learners (DACLs) also directly tackle modeling a conditional distribution
(Rooshenas et al. 2016). They are learned via compilation of CRFs, requiring sophisticated
and potentially slow structure learning routines. Also related are sum-product-quotient
networks (SPQNs) from Sharir and Shashua 2017, which extend SPNs by introducing
quotient nodes. This enables SPQNs to represent a conditional distribution P (Y|X) as the
ratio P (Y, X)/P (X) where the two terms are modeled by two SPNs. However, CSPNs can
include more complex conditional models allowing for a more compact representation.
Our CSPNs can compose neural networks to build probabilistic models. Generally,
this line of research faces the challenge of how to parameterize distributions as well as
limitations at inference time. Frequently, the mean field assumption is made, interpreting
the output of the network as the parameters of primitive univariate distributions, assuming independence among random variables. Modeling complex distributions must then
involve sampling as in VAEs (Kingma and Welling 2014) or hierarchical variational models
(Ranganath, Tran, et al. 2016), causing significant computational overhead and yielding
highly intractable models. Other approaches for conditional density estimation based on
neural networks include (conditional) normalizing flows, which yield tractable likelihoods,
but are limited to continuous distributions and come with significant computational costs
for computing the determinant of the Jacobian (Rezende and Mohamed 2015).
Generally, CSPNs are most closely related to two classic approaches, namely Mixture
Density Networks (MDNs) introduced in C. M. Bishop 1994 and Mixture of Experts
(MoEs), in particular their hierarchical variant by Jordan et al. 1994. These models use
the output of neural networks to parameterize a (typically Gaussian) mixture model.
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Shallow mixture models however are often inadequate in high dimensions, as the number
of components required to accurately model the data may grow exponentially with the
number of dimensions (Delalleau et al. 2011). SPNs address this by instead encoding
a hierarchy of mixtures, alternating between sums and products. For further details on
SPNs, see e.g. Darwiche 2003; Poon and P. Domingos 2011; Peharz, Gens, Pernkopf, et al.
2017. Neural CSPNs may consequently be seen as a deep, hierarchical version of MDNs
and MoEs.

8.1 Conditional Probabilistic Modeling
Conditional distributions are pervasive in machine learning (see Sec. 2.2.5). Any model
that attempts to capture the uncertainty of a given classification or regression task, has a
probabilistic foundation. However, they generally do not offer sound and principled ways
to perform complex probabilistic reasoning over the labels.
Indeed, if we are interested in data that has multiple labels Y or whose labels have
different distributional assumptions, we would have to resort to more complex methods
and potentially face different limitations at inference time.
Consider a conditional model for predicting multiple diseases Y based on a set of features
X such as height, weight and age. Note that such a model should be able to capture the
relations among the different labels, e.g., some diseases might be highly correlated, or
even dependent given only certain height and age configurations. Furthermore, one might
be interested in asking the model for a subset of the diseases
only, e.g., P (Y0 , Y3 |X). This
∑︁
query is just the marginal over all the other variables y1 ,y2 P (Y0 , Y1 = y1 , Y2 = y2 , Y3 |X).
However, computing this marginal (see Sec. 2.3.2) is usually not tractable. We now present
a model for general conditional probabilities (CSPN), that can encode correlations among
the labels, take into account their different distributional assumptions and compute a
wide range of inference queries over them tractably. As we will see, one can obtain a
CSPN by composing simple single-output deep neural networks in a principled way.

8.2 Deep Conditional Sum-Product Networks
Inspired by recent work on tractable probabilistic models and circuits (Darwiche 2003;
Poon and P. Domingos 2011; Peharz, Gens, Pernkopf, et al. 2017), we now present an
architecture that leverages the expressive power of deep neural networks as a tractable
probabilistic model. To this end, we employ Y ∈ Y to denote the label RVs, also called
labels, and the set of observed RVs, also called features, as X ∈ X.
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Analogous to SPNs from Chapter 4, We define a CSPN as a rooted DAG containing
three types of nodes, namely leaf, product, and gating nodes, that compute a normalized
multi-label conditional probability distribution P (Y|X). More precisely, evaluating the
graph in a bottom up fashion, computes P (Y|X) exactly.
The probabilistic semantics for the three different type of nodes in the graph are:
1. Leaf nodes represent an univariate conditional distribution P (Y|X). These leaf
models can be univariate distributions parameterized by Deep Neural Networks
(DNNs) or any other conditional model.
2. Product nodes factorize
⋃︁ according to the independencies encoded by a partition
(Yi )i∈I of ∏︁
Y, where i Yi = Y, and, Yi ∩ Yj = ∅ for i, j ∈ I with i ̸= j. Then
P (Y|X) = i∈I Pi (Yi |X).
3. Gating nodes, much like mixture of experts (Jacobs et al. 1991; Shazeer
∑︁ et al. 2017),
compute conditional mixture distributions of the form: P (Y|X) = i gi (X)Pi (Y|X).
For simplicity of notation, we write Yi to denote the partition ∑︁
Yi in product nodes. Furthermore, we restrict the gating nodes to be normalized, i.e., i gi (X) = 1. Every node
in a CSPN computes a conditional probability distribution over a subset of label random
variables. The composition via product and gating nodes combines smaller simpler distributions into more complex ones until finally computing P (Y|X) at the root. See Fig. 8.2
for an illustrative example of a CSPN.
Theorem 7. CSPNs compute normalized conditional probability distributions.
Proof. Following the proof of Theorem 5 in Chapter 4, we present the proof
∑︁ for the
conditional case. A CSPN is a normalized conditional distribution where Y P (Y =
Y|X) = 1 for every X.
We prove by induction from the leaves to the root that CSPNs are normalized. Starting at
the leaves, we encounter the trivial
∑︁ case of the univariate conditional distributions where
for every leaf node l we have y Pl (Y = y|X) = 1.
Let us now consider the intermediate nodes. If a node s is a gating node, we obtain the
mixture:
∑︂
∑︂ ∑︂
P (Ys = ys |X) =
gc (X)Pc (Ys = ys |X).
(8.1)
ys

ys

c

However, with the restriction that the weights gc (X) are normalized, i.e.,

∑︁

c gc (X)

=1
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Figure 8.2: Overview of the CSPN architecture encoding P (Y|X) (right). X is the set of
evidence variables or features and Y are the labels and consists of three RV
(Y1 , Y2 , Y3 ). The evidence X is used as input to one or multiple Deep Neural
Networks (DNNs) that produce the parameters for the computational graph
on the right. Evaluating the whole graph computes P (Y|X). (Best viewed in
color).
and pushing the sum inside the mixture sum, we obtain:
∑︂

P (Ys = ys |X) =

ys

∑︂
∑︂

⁓1


Pc 
(Y
ys
|X)

s =

,

(8.2)


ys


c

=

∑︂

gc (X)

(8.3)

gc (X) = 1.

c

This means that as long as the children of the sum nodes are normalized, we obtain a
normalized distribution for every sum node.
Alternatively, we might find a product node p, thus we obtain the factorization:
∑︂
∑︂ ∏︂
P (Ys = ys |X) =
Pi (Ysi = ysi |X).
(8.4)
ys

ys

i

However, pushing the sum inside the product, we obtain:
∑︂
ys

P (Ys = ys |X) =

∏︂ ∑︂
i

ys

⁓1


Pi
(Y
=ysi |X)
si 

= 1.

(8.5)



This means that as long as the children of the product nodes are normalized, we obtain a
normalized conditional distribution for every product node.
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Note that in both cases, the scope of the nodes is important. In the mixture, we have
the same scope for every child node. In the factorization, we have non-overlapping
random variables on the children, and the union forms the random variables of the product
node. So starting at the leaves, we obtain normalized distributions. The parents of the
leaves are also therefore normalized. And every node up to the root, builds on top of the
normalization of their children.
Theorem 8. CSPNs can compute any exact conditional marginals in polynomial time.
Proof. We prove by induction that this holds at every step of the network from the root to
the leaves. The marginalization of a subset of label random variables Ym = y, leaving the
label random
decomposes into the marginalization of its
∑︁ variables Ys for a gating
∑︁ node∑︁
children as y P (Ys , Ym = y|X) = i gi (X) Y Pi (Ys , Ym = y|X). Note that Ys ∪ Ym = Y
and Ys ∩ Ym = ∅ ∑︁
from Theorem 7. For product
∏︁ ∑︁ nodes, marginalization also factorizes into
the children as: y P (Ys , Ym = y|X) = c Y Pc (Yc ∩ Ys , ∑︁
Yc ∩ Ym = y|X), where Yc are
the label RV of the child nc . For leaf nodes, by definition y P (Ym = y|X) = 1. This is
significant, as the marginalization of the whole graph is equivalent to simply removing
the leaf nodes of the variables we want to marginalize. Therefore, we can have exact
marginalization in linear time with respect to the size of the CSPN graph.
Theorem 9. CSPNs are compact universal approximators.
Proof. As A. Choi et al. 2018 argue, a probabilistic model1 represents not only one function, but a function for each possible probabilistic query. Furthermore, the functions
corresponding to queries are, unlike neural networks, not universal approximators, as
they are restricted to multi-linear functions of primitive distributions or quotients thereof.
While complex distributions may still be fit using a large number of e.g. Gaussian leaf
distributions, this is wasteful if only a conditional distribution is required, and doesn’t
hold for the discrete cases. The gating nodes of CSPNs extend SPNs in a way that allows
them to also induce functions which are universal approximators.
The gating nodes
∑︁
facilitate modelling mixtures of experts models P (Y|X) = k gk (x; β)Pk (Y|X) in the form
of Nguyen et al. 2016. Therefore, the class of CSPNs query functions is dense in the class
of all continuous functions over arbitrary compact domains.
From theorems 7, 8, and 9, we see that we can answer any conditional query in linear
time over a compact model. Another consequence is that in order to have normalized
probabilities we have to follow some structural restrictions and therefore we now focus
our attention on how to obtain valid CSPN structures.
1

In their exposition, they focus on Bayesian networks and arithmetic circuits, but their arguments carry over
to SPNs as well.
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Algorithm 8.1 LearnCSPN (YX, η, . . .)
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Input: An input matrix YX ∈ Rm×(y+x) containing m instances of y + x dimensions, where y is the size of the labels and x is the size of the evidence. The
functions ClusterConditionalRows : YX ∈ Rm×(y+x) → {Wk ∈ Rmk ×(y+x) }K
k=1 ,
that clusters instances, SplitConditionalColumns : YX ∈ Rm×(y+x) → {Zk ∈
Rm×(y+x)k }K
k=1 , that splits the random variables of the labels (columns), and the
function LearnConditionalLeaf : y × X → S, that creates conditional univariate leaf
nodes. η: the minimum number of instances to split.
Output: CSPN S encoding the conditional probability distribution over the random
variables P (Y|X) from YX.
if y = 1 then
▷ The input data has 1 label
S ← LearnConditionalLeaf(YX)
▷ Create leaf node
else if m∏︁
< η then
▷ Not enough instances
S ← nj=1 LearnConditionalLeaf(YX :,xj y )
▷ Factorize into leaf nodes
else
{Zk ∈ Rm×(y+x)k }K
▷ Split label RVs
k=1 ← SplitConditionalColumns(YX)
if K > 1 ∏︁
then
S← K
▷ Create product node from factors
k=1 LearnCSPN(Zk , · · · )
else
{Wk ∈ Rmk ×(y+x) }K
k=1 ← ClusterConditionalRows(YX)
∑︁K
S ← k=1 gk (Wk:,x )LearnCSPN(Wk , · · · )
▷ Create gating
return S

8.3 On Structure Learning and Optimization
To obtain a valid CSPN structure that exploits the conditional independencies in the data,
we introduce a learning strategy based on the LearnSPN algorithm described in Alg. 4.1.
Our LearnCSPN routine builds a CSPN top-down by introducing nodes while partitioning
a data matrix whose rows represent samples and columns RV in a recursive and greedy
manner. LearnCSPN is sketched in Alg. 8.1. It creates one of the three node types at each
step: (1) a leaf, (2) a product, or (3) a gating node. If only one target RV Y is present,
one conditional probability distribution can be fit as a leaf. To generate product nodes,
conditional independencies over the label RV Y are found by means of a statistical test
and then applying a partitioning algorithm to obtain disjoint subsets of RV. However, if no
such partitioning is found, the training samples are split into clusters to induce a gating
node. We now review the three steps of LearnCSPN more in detail.
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Algorithm 8.2 SplitConditionalColumns(YX, α)
1:

2:
3:
4:
5:
6:
7:
8:
9:

Input: An input matrix YX ∈ Rm×(y+x) containing m instances of y + x dimensions,
where y is the size of the labels and x is the size of the evidence. A threshold of
significance α.
Output: a K partition {Zk ∈ Nm×(y+x)k }K
k=1 of the features in YX.
G ← {}
▷ Build an empty graph
for each pair i, j ∈ {1, · · · , y} × {1, · · · , y} do
∑︁
Si,j ← M ∥ ̂ Yi Yj ·X ∥2F
▷ Test random variables pair-wise
if LindsayPillaBasak(Si,j ) > α then
G ← G ∪ {(i, j)}
▷ Connect dependent random variables in G
CC ← ConnectedComponents(G)
▷ Split graph
return {X:,c | for every c ∈ CC}

8.3.1 Learning Leaf Nodes
In order to allow for tractable inference, we require conditional models at the leaves to
be normalized. Therefore, any univariate conditional model may be plugged in, such as
a neural network that provides the parametrization of known univariate distributions,
e.g., for a normal distribution, µ = DNN(X), for a Poisson distribution λ = eDNN(X) , etc.
Note that in the outputs of the DNNs must match the domain of the parameters of the
univariate distributions. We can consider this an extension of GLMs (see Sec. 2.2.5). This
constraints the choice of activation functions at the output of the DNNs, e.g., for the mean
of a normal distribution µ, the last activation function can not be a ReLU, as it would not
cover the whole domain R.

8.3.2 Learning Product Nodes
For product nodes, we are interested in decomposing the label RV Y into subsets via Conditional Independence (CI) test. More precisely, we are interested in finding the RV Yl that
are independent of Yr given X, i.e., Yl ⊥ Yr |X, such that P (Yl , Yr |X) ≃ P (Yl |X)P (Yr |X).
Since we aim to accommodate arbitrary leaf conditional distributions in CSPNs, regardless
of their parametric likelihood models or data types (i.e. discrete or continuous), we adopt
a non-parametric pairwise CI test procedure to decompose the labels Y.
We employ the Randomized Conditional Correlation Test (RCoT) introduced in Strobl
et al. 2019, which has been shown to deliver very good results, while scaling linearly
in the sample size. Briefly, Randomized Conditional Correlation Test (RCoT) computes
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the squared Hilbert-Schmidt norm of the partial cross-covariance operator but uses the
Lindsay-Pilla-Basak method to approximate the asymptotic distribution. In order to do
that, Randomized Conditional Correlation Test (RCoT) specifies conditional independence
using characteristic kernels (e.g. RBFs, Laplacian) kYi , kYj , kX for variables Yi , Yj , X
from domains Yi , Yj , X and denote their corresponding RKHS by HYi , HYj , HX . Then it
employs
∑︁ the cross-covariance operator on the RKHS from HYi to HYj which is defined
as ⟨f, Yi Yj g⟩ = EYi Yj [f (Yi )g(Yj )] − EYi [f (Yi )]EYj [g(Yj )] for all f ∈ HYi and g ∈ HYj .
∑︁
The partial cross-covariance operator Yi Yj ·X of (Yi , Yj ) given X can then be written as
∑︁
∑︁
∑︁ ∑︁−1 ∑︁
2 , it then holds: if Y ⊥ Y |X
i
j
Yi Yj ·X =
Yi Yj −
Yi X
XX
XYj . Under mild assumptions
∑︁
then EX [P (Yi Yj |X)] = EX [P (Yi |X)P (Yj |X)] and in turn Yi Yj ·X = 0 . We refer the reader
to Strobl et al. 2019 for further details. In the end, we create a graph where the nodes are
RVs in Y and put an edge between two nodes Yi , Yj if we cannot reject the null hypothesis
that Yi ⊥ Yj |X for a given threshold α. The conditional scopes of product children are
then given by connected components of this graph, akin to Alg. 4.2. We implement this
partitioning algorithm in Alg. 8.2.

8.3.3 Learning Gating Nodes
Gating nodes provide a mechanism to condition on X, allowing the children nodes to
specialize in a particular part of the space. To this end, one can exploit any clustering
scheme based on the available knowledge of the data distribution (e.g., k-Means for
Gaussians) or alternatively, leverage random splits, as in random projection trees (S.
Dasgupta et al. 2008). We perform clustering over the feature RVs X, and denote the
corresponding cluster assignment as a one-hot coded vector Z. We then choose a gating
function gk (X), ideally, a differentiable parametric one such as logistic
∑︁ regression or a
deep neural network with a softmax layer such that the constraint i gi (X) = 1 holds.
Finally, We proceed to fit the gating function to predict Zk = gk (X). At inference time, we
obtain the mixing weights by simply evaluating the gating functions.

8.3.4 Neural CSPNs with Random Structures
In high-dimensional domains, such as images, the structure learning procedure introduced
above may be too computationally intensive. In this case, CSPNs may still be applied
by starting from a random structure as proposed in Chapter 9, and conditioning every
parameter by a neural network, resulting in a flexible distribution P (Y|θ = DNN(X)).
2

Indeed, there are some special cases where Yi ⊥ Yj |X yet
encountered in practice.

120

∑︁

Yi Yj ·X

= 0, however, these cases are rarely

Figure 8.3: Comparing traffic flow predictions (RMSE, lower is better) of Poisson CSPNs
(top) and PSPNs (bottom). CSPNs are consistently more accurate than PSPNs
and, as expected, deeper CSPNs outperform shallow ones (center and right).
(Best viewed in color)

So, even if we can not use the independence information of the data, we still obtain a
highly expressive conditional density estimator that still can answer probabilistic queries
tractably.

8.3.5 End-to-End Parameter Optimization
Both structural versions of the CSPNs described above contain parameters for the gating
nodes and for the leaf distributions. LearnCSPN in Alg. 8.1 automatically sets initial
values to all parameters. However, those parameters are locally optimized and usually
not optimal for the global distribution. For the random structure, we initialize all the
parameters randomly as well. Fortunately, CSPNs are differentiable so we can maximize
the conditional likelihood in an end-to-end fashion using gradient-based optimization
techniques.
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8.4 Experimental Evaluation
Now we investigate CSPNs empirically and we aim to answer the following questions:
Q8.1 How accurate are CSPNs on multivariate discrete and unbounded datasets?
Q8.2 How do CSPNs perform as conditional density estimators?
Q8.3 How do CSPNs perform on larger datasets?
Q8.4 Can CSPNs be used as building blocks for more complex models?
To this end, we implemented CSPNs in Python and R. All experiments ran on a Linux
machine with 56 cores, 4 GPUs and 512GB RAM.

8.4.1 Multivariate Traffic Data Prediction
One of the advantages of CSPNs is that they can model conditional multi-label distributions
over random variables that follow different types of distributions. Here, we consider
temporal vehicular traffic flows from Ide et al. 2015, where the data represents the count
of vehicles reported by 39 stationary detectors within a fixed time interval with a total of
1,440 samples. We then compare a CSPN using Poisson leaf nodes to PSPNs introduced
in Chapter 5 and in Molina, Natarajan, et al. 2017 as both are appropriate models for
this type of data. The task of this experiment is to predict the next snapshot (|Y| = 39)
from a previous one (|X| = 39). We trained both CSPNs and SPNs controlling the depth
of the models. The CSPNs use GLMs with exponential link function as the parameter for
a Poisson univariate conditional leaf. Results are summarized in Fig. 8.3. We can see
that CSPNs are more accurate as the Root Mean Square Error (RMSE) is always lower.
As expected, deeper models have lower predictive error compared to shallow CSPNs.
Moreover smaller CSPNs perform equally well or even better than SPNs.
This answers (Q8.1) affirmatively and also provides evidence for the convenience of
directly modeling a conditional distribution and the expressive power of CSPNs.

8.4.2 Conditional Density Estimation
We present results on a subset of the standard binary benchmark datasets3 from Rooshenas
et al. 2016, where different percentages of evidence (|X|) are available. We compare to
DACL as it currently provides state-of-the-art conditional log-likelihoods (CLLs) on such
3

We adopted the data splits of Rooshenas et al. 2016.
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50% Evidence

80% Evidence

Dataset

DACL

CSPN

DACL

CSPN

Nltcs
Msnbc
KDD
Plants
Audio
Jester
Netflix
Accidents
Retail
Pumsb.
Dna
Kosarek
MSWeb
Book
EachMovie
WebKB
Reuters-52
20News
Bbc
Ad

-2.770
-2.918
-0.998
-4.655
-18.958
-24.830
-26.245
-9.718
-4.825
-6.363
-34.737
-5.053
-5.653
-16.801
-25.325
-72.072
-41.544
-76.063
-118.684
-4.893

-2.795
-3.165
-1.023
-4.720
-18.543
-24.543
-25.914
-11.587
-5.600
-7.383
-38.243
-5.527
-6.686
-10.653
-18.130
-18.542
-15.736
-35.900
-47.138
-6.290

-1.255
-1.557
-0.386
-1.812
-7.337
-9.998
-10.482
-3.493
-1.687
-2.594
-12.116
-2.549
-1.333
-6.817
-9.403
-28.087
-17.143
-27.918
-44.811
-1.370

-1.256
-1.684
-0.397
-1.683
-7.110
-9.830
-10.351
-4.045
-1.654
-2.618
-11.895
-2.397
-1.335
-3.191
-4.579
-2.623
-3.878
-4.984
-2.996
-1.030

W/D/L CSPN

7/5/8

10/8/2

Table 8.1: Average test conditional log-likelihood (CLL) of DACL and CSPN on 20 standard
density estimation benchmarks (lower is better). Significantly better results
(t-test,p < 0.05) are bold. As the number of wins, draws and losses (W/D/L) of
CSPNs shows, CSPNs are competitive to DACL.
data. To this end, we first perform structure learning on the train data split (stopping
learning when no more than 10% of samples are available), followed by end-to-end
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learning on the train and validation data. Note that the sophisticated structure learning in
DACL directly optimizes the CLL at each iteration. Tab. 8.1 reports statistically significant
results (best in bold), after a paired t-tests (p < 0.05) has been run. We can see how on
the 80% evidence scenario CSPNs are comparable with DACL on most benchmarks. On
the other hand, in case only 50% of X is observable, DACL tends to perform better than
CSPNs, even though by a slight margin in general. We note that CSPNs are faster to learn
than DACL and that, in practice, no real hyperparameter tuning was necessary to achieve
these scores, while DACL ones are the result of a fine-grained grid search (see Rooshenas
et al. 2016). This answers (Q8.2) affirmatively and shows that CSPNs are comparable to
state-of-the-art.

8.4.3 Neural CSPNs with Random Structures
We have seen that CSPNs learned using Alg. 8.1 perform well in different data-sets with
different distributional assumptions. However, for larger datasets such as images, learning
the structure takes too long. In this data regime, we recommend the use of the neural
CSPNs. To demonstrate the efficacy of this approach, we evaluate it on several multilabel
image classification tasks. The goal of each task is to predict the conditional distribution
of binary labels Y given an image X. Experiments were conducted on the CelebA dataset,
which features images of faces annotated with 40 binary attributes. In addition, we
constructed multilabel versions of the MNIST and Fashion-MNIST datasets, by adding
additional labels indicating symmetry, size, etc. to the existing class labels, yielding 16
binary labels total.
We compare our model to two different common ways of parameterizing conditional
distributions using neural networks. The first is the Mean Field (MF) approximation,
whereby the output of a neural network is interpreted as logits of independent univariate
Bernoulli distributions, assuming that the labels Y are conditionally independent given
X. Second, we compare to mixture density networks with 10 mixture components, each
itself a mean field distribution. For each of these models, including the CSPN, we use
the same standard convolutional neural network architecture up to the last two layers.
Those final two layers are customized to the different desired output formats: For the MF
and MDN models, all parameters are predicted using two dense layers. For the CSPN, we
instead use a dense layer followed by a 1d-convolution, in order to obtain the increased
number of SPN parameters without using drastically more neural network weights. The
resulting conditional log-likelihoods as well as accuracies are given in Table 8.2. On the
MNIST and Fashion dataset, estimates were counted as accurate only if all 16 labels were
correct, on the CelebA dataset, we report the average accuracy across all 40 labels. The
results indicate that the commonly used mean field approximation is inappropriate on the
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CLL

MNIST
Fashion
CelebA

Accuracy

MF

MDN

CSPN

MF

MDN

CSPN

-0.70
-0.95
-12.1

-0.61
-0.73
-11.6

-0.54
-0.70
-10.8

74.1%
73.4%
86.6%

76.4%
73.7%
85.3%

78.4%
75.5%
87.8%

Table 8.2: Average test conditional log-likelihood (CLL) and test accuracy of the mean
field (MF) model, mixture density network (MDN), and neural conditional SPN
(CSPN) on multilabel image classification tasks. Predictions on MNIST and
Fashion are counted as accurate only if all 16 labels are correct. For CelebA,
we report the average accuracy across all labels. The best results are marked in
bold. As one can see, the additional representational power of CSPNs yields
notable improvements.
considered datasets, as allowing the inclusion of conditional dependencies resulted in a
pronounced increase in both likelihood and accuracy. In addition, the improved model
capacity of the CSPN compared to the MDN yielded a further performance increase. On
CelebA, our CSPN outperforms a number of sophisticated neural network architectures
from the literature, despite being based on a standard convnet with only about 400k
parameters (Ehrlich et al. 2016). This answers (Q8.3) affirmatively.

8.4.4 Auto-Regressive Image Generation
To illustrate the flexibility of CSPNs as building blocks, we create an autoregressive model
chaining multiple CSPNs. By applying the chain rule of probabilities, we can decompose a
joint distribution as the product P (Y, X) = P (Y|X)P (X). Then, one could learn an SPN
to model P (X) and chain multiple CSPNs for P (Y|X) partitioning Y in a series of disjoint
sets Y1 , Y2 , . . . obtaining an autoregressive model representation.
We call this joint model Autoregressive Block-wise CSPN (ABCSPN) for conditional image
generation. Each CSPN accounts for a block of pixels that represents the distribution of
those pixels as conditioned on all previous blocks and on
The complete
∏︁the class labels.
⋂︁
generative model over image I encodes: P (I, C) = P (C) ni=1 P (Bi | i−1
B
, C) where Bi
j
j=1
denotes the pixel RVs of the i-th block and C the one-hot coded image class. Learning each
conditional block as a CSPN can be done by the structure learning routines introduced
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above. We investigate ABCSPNs on Olivetti faces by splitting each image into 64 blocks of
equal size. Then we trained a CSPN on Gaussian domain for each block conditioned on
all the blocks above and to the left of it and on the image class.
In Fig. 8.1, new faces are sampled from an ABCSPN by setting as evidence multiple
classes at the same, this generates samples that resemble both individuals belonging to
those classes, even though the ABCSPN never saw that class combination before during
training. This demonstrates how ABCSPNs are able to learn semantically meaningful and
accurate models over the image manifold, providing an affirmative answer to (Q8.4).
In this chapter, we have seen how to build conditional probabilistic models that can
compute exactly a series of probabilistic queries while offering some tractability guarantees. These CSPNs, are a multi-label mixed conditional probabilistic distributions, that
can combine simpler models in a hierarchical fashion to create more expressive deep
representations. They can also be used to orchestrate deep neural networks and other
models, under a probabilistic framework.
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9 Random Sum-Product Networks and
Einsum Networks: Scaling Probabilistic
Deep Learning
We have seen how to build tractable probabilistic models to represent the joint and
conditional distributions. However, these approaches extend from the greedy structural
search algorithm introduced in 4.1. Depending on the dataset, the learning step can be
time-consuming. We now focus on creating models that can be scaled to more parameters
and use GPU accelerators to speed up the computations. These contributions allow anyone
with access to GPUs to train large scale probabilistic models, further helping with our
democratization goals. This work is presented in Peharz, Vergari, et al. 2019, and Peharz,
Lang, et al. 2020.
As we have seen, Sum-product networks (SPNs) are expressive probabilistic models
with a rich set of exact and efficient inference routines. To guarantee exact inference, they
require specific structural constraints. Now, we follow a simple “deep learning” approach,
by generating unspecialized random structures, scalable to millions of parameters, and
subsequently applying GPU-based optimization. These new models often perform on par
with state-of-the-art SPN structure learners and deep neural networks on a diverse range
of generative and discriminative scenarios. At the same time, they yield well-calibrated
uncertainties, and stand out among most deep generative and discriminative models in
being robust to missing features and anomaly detection.
Probabilistic approaches have recently gained great momentum in deep learning,
which has led to a variety of probabilistic models such as Variational Autoencoders
(VAEs) (Rezende, Mohamed, and Wierstra 2014; Kingma and Welling 2014), Generative Adversarial Networks (GANs) (Goodfellow, Pouget-Abadie, et al. 2014), Neural
Auto-Regressive Density Estimators (NARDEs) (Larochelle et al. 2011; Oord, Kalchbrenner, and Kavukcuoglu 2016; Oord, Kalchbrenner, Espeholt, et al. 2016), and Normalizing
Flows (NFs) (Dinh et al. 2017; Kingma and Dhariwal 2018).
Most of these probabilistic deep learning systems have limited capabilities when it comes
to inference. They have to resort to approximate inference in most inference scenarios,
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e.g., marginalization and conditioning for NARDEs, NFs. Moreover, some models do
not allow to evaluate the likelihood, either because they lack of a probability density
(e.g. GANs) or evaluating it is intractable (e.g. VAEs). Furthermore, even when tractable
approximations can be carried out, there is no guarantee that these computations yield a
calibrated estimation of the underlying uncertainty in data, or even conform to human
expectations (H. Choi et al. 2018; Nalisnick et al. 2019).
As we have seen in Chapter 4, Sum Product Networks (SPNs) are a promising avenue, as
they are a class of deep probabilistic models permitting exact and efficient inference. They
can compute any marginalization and conditioning query in time linear of the model’s
representation size, unlike the probabilistic models mentioned above. However, despite
their attractive inference properties, SPNs have received comparatively limited attention in
part due to the structural constraints that facilitate tractable inference. SPNs require either
to carefully design the structure by hand or to learn it from data (A. Dennis et al. 2012;
Gens and Pedro 2013; Peharz, B. Geiger, et al. 2013; Rooshenas et al. 2014; Peharz, Gens,
and P. Domingos 2014; Vergari, Di Mauro, et al. 2015; Adel et al. 2015; A. Dennis et al.
2015; Trapp, Peharz, Skowron, et al. 2016; Rahman and Gogate 2016; A. W. Dennis et al.
2017; Molina, Vergari, Di Mauro, et al. 2018). The particular structural requirements of
SPNs are opposed to the usual homogeneous structures employed in deep-learning and
hinder a seamless integration into deep learning frameworks. Additionally, learning SPN
structures has proven hard to scale, precluding them from being used on e.g. large scale
image tasks.
While structure learning is indisputably a relevant topic in SPNs, the “antithesis” has
received surprisingly little attention: How important is detailed structure learning in SPNs
really? Akin to deep neural networks, can we get decent models by just scaling up a random
SPN structure and applying simple parameter estimation techniques? The current success of
deep learning makes this approach arguably worth exploring.
Here, we investigate how important structure learning in SPNs actually is. To this
end, we introduce a simple and scalable method to construct Random Sum Product
Networks (RSPNs), waiving the necessity for structure learning: we first construct a
random region graph (A. Dennis et al. 2012; Peharz, B. Geiger, et al. 2013), which we
subsequently populate with arrays of SPN nodes. This strategy essentially dictates a
random hierarchical tensorial decomposition (Sharir, Tamari, et al. 2016), leading to SPNs
with reduced sparsity. RSPNs map well onto deep learning frameworks like Tensorflow
(Abadi et al. 2016), scale to millions of parameters, and automatically taking advantage
of GPU-parallelization.
For density estimation, i.e. the generative case, we use the classical expectationmaximization (EM) algorithm (Dempster et al. 1977), which has recently been derived
for SPNs (Peharz, Gens, Pernkopf, et al. 2017). Since EM is free of tuning-parameters
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and rapidly increases the likelihood, it is a natural choice for this task. We show that
this simple strategy yields test-likelihoods surprisingly close to ID-SPN (Rooshenas et al.
2014), one of the most sophisticated SPN learners available.
In addition, we show that RSPNs, when trained discriminatively, yield classifiers competitive to deep neural nets. So far, no principled discriminative SPN structure learner is
available while discriminative parameter learning has been mainly applied to images –
relying either on powerful feature extraction (Gens and P. M. Domingos 2012) or specialized structures (Amer et al. 2016; Sharir, Tamari, et al. 2016; Rashwan, Poupart, et al.
2018).
Most importantly, we demonstrate that RSPNs deliver well-calibrated uncertainties: they
can be used to reliably detect anomalies and are robust under missing data. In contrast to
deep classifiers, hybrid discrete-generative RSPNs can explicitly quantify when they are
not confident about their predictions. Furthermore, generative RSPNs are not fooled by
certain out-of-domain image detection tests on which VAEs, NFs, and NARDEs consistently
fail (H. Choi et al. 2018; Nalisnick et al. 2019).

9.1 Random Sum-Product Networks
In order to construct our Random Sum Product Networks (RSPNs), we use the notion
of a region graph (A. Dennis et al. 2012; Peharz, B. Geiger, et al. 2013) as an abstract
representation of the network structure. Given a set of RVs X, a region R is defined as
any non-empty subset of X. Given any region R, a K-partition P of R is a collection of K
non-overlapping sub-regions R1 , .⋃︁
. . , RK , whose union is again R, i.e. P = {R1 , . . . , RK },
∀k : Rk ̸= ∅, ∀k ̸= l : Rk ∩ Rl = ∅, k Rk = R. Here, we consider only 2-partitions, which
causes all product nodes in our SPNs to have exactly two children. This assumption,
frequently made in the SPN literature, simplifies SPN design and seems not to impair
performance.
A region graph R over X is a connected DAG whose nodes are regions and partitions
such that i) there is exactly one region R = X without parents (i.e. X is the root region),
ii) all leaves of R are regions, iii) all children of regions are partitions and
⋃︁ all children of
partitions are regions (i.e. R is bipartite), iv) if P is a child of R, then R′ ∈P R′ = R and
v) if R is a child of P, then R ∈ P.
Given a region graph, we can easily construct a corresponding SPN as follows: Populate
each leaf-region with a collection of I input distributions, and all other regions with a
collection of sum nodes. For the root region we create C sum nodes, and for all internal
regions, we create S sum nodes. Finally, for all partitions, take all cross-products of nodes
contained in the child-regions, and connect these products as children of all sums in the
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Algorithm 9.1 Random Region Graph
procedure RandomRegionGraph(X, D, R)
Create an empty region graph R
3:
Insert X in R
4:
for r = 1 . . . R do
5:
Split(R, X, D)
1:
2:

1:
2:
3:
4:
5:
6:
7:

procedure Split(R, R, D)
Draw balanced partition P = {R1 , R2 } of R
Insert R1 , R2 in R
Insert P in R
if D > 1 then
if |R1 | > 1 then Split(R, R1 , D − 1)
if |R2 | > 1 then Split(R, R2 , D − 1)

parent region.
We denote the C sum nodes in the root region as Sc (X), c = 1, . . . , C. For density
estimation, we assume C = 1, in which case the single root readily represents a correctly
normalized density S(X) := S1 (X). For classification, the C > 1 roots represent classconditional distributions Sc (X) =: S(X|Y = y), y ∈ {1, . . . , C}. A sample X is classified
P (Y)
P (Y)
by applying Bayes’ rule: S(Y|X) = S(X|Y)
= ∑︁S(X|Y)
S(X)
S(X|Y) P (Y) . The class-prior P (Y ) can
y

be estimated from the empirical class-distribution,
or just be fixed to, e.g., uniform. The
∑︁
marginal data-likelihood S(X) = y S(X|Y) P (Y) is also a useful quantity, as it allows us
to detect outliers: In the case that a classifier is fed with a sample which is far from any
training data, we can expect S(X) to be low.
We construct random regions graphs and the RSPNs with the procedures described in
Alg. 9.2 and Alg. 9.1. We randomly divide the root region into two sub-regions of equal
size (possibly breaking ties) and proceed recursively until depth D, resulting in an SPN of
depth 2D. This recursive splitting mechanism is repeated R times. For an analysis of the
number of parameters of this type of models, we refer the reader to (Peharz, Vergari, et al.
2019). An example of a RSPN is illustrated in Fig. 9.1.
We implemented Alg. 9.2 and Alg. 9.1 in Python and the RSPNs in Tensorflow. The
code is available in SPFlow1 (Molina, Vergari, Stelzner, et al. 2019), and the experiments
in 2 .
1
2

github.com/SPFlow/SPFlow
github.com/cambridge-mlg/RAT-SPN
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Algorithm 9.2 RSPNs from Region Graphs
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

procedure ConstructSPN(R, C, S, I)
Make empty SPN
for R ∈ R do
if R is a leaf region then
Equip R with I distribution nodes
else if R is the root region then
Equip R with C sum nodes
else
Equip R with S sum nodes
for P = {R1 , R2 } ∈ R do
Let NR be the nodes for region R
for N1 ∈ NR1 , N2 ∈ NR2 do
Introduce product P = N1 × N2
Let P be a child for each N ∈ NR1 ∪R2
return SPN

The input distributions are Gaussians for real data and categorical for discrete data.
All computation are performed in the log-domain to avoid numerical underflow. Sumweights, which are required to be non-negative and normalized, are re-parameterized via
log-softmax layers. To perform summations in the log-domain, we use the log-sum-exp
trick.

9.1.1 Generative Learning
For generative learning, we assume that we have a training set X = {x(1) , . . . , x(N ) } of
i.i.d. samples drawn from an unknown distribution P ∗ (X), which we wish to approximate.
The canonical approach to generative learning is maximizing the log-likelihood
LL(w, θ) =

N
1 ∑︂
log S(Xn ),
N

(9.1)

n=1

where w, θ denotes all parameters of the SPN, i.e. sum-weights and parameters of the
input distributions. Note that by construction, S(X) is already a correctly normalized
distribution over X.
To optimize (9.1), we use the standard Expectation-Maximization (EM) algorithm
(Dempster et al. 1977), which has been derived for SPNs in (Peharz, Gens, Pernkopf, et al.
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Figure 9.1: An example of a RSPN. It represents the joint distribution for random variables
X = (X1 , X2 , X3 , X4 , X5 , X6 , X7 ). (Image from Peharz, Vergari, et al. 2019)
2017). EM rapidly and monotonically increases the likelihood, is free of tuning-parameters
and can be implemented via simple forward and backward evaluations to compute the
required expected sufficient statistics. Note that the concave-convex procedure proposed
in (Zhao, Adel, et al. 2016) coincides with EM updates for sum-weights, but is in general
distinct for input distributions.

9.1.2 Discriminative Learning
For discriminative learning, we focus on classification. Let X = {(x(1) , y1 ), . . . , (x(N ) , yN )}
be a training set of inputs xn and class labels yn . We train RSPN classifiers by minimizing
the cross-entropy
N
Sy (xn )
1 ∑︂
CE(w, θ) = −
log ∑︁ n
,
N
y ′ Sy ′ (xn )

(9.2)

n=1

∑︁
which is equivalent to maximizing the conditional log-likelihood n log S(yn |xn ), when
assuming a uniform class prior. Furthermore, we can readily combine (9.1) and (9.2) into
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a hybrid generative-discriminative (Bouchard et al. 2004) loss
H(w, θ) = λ CE(w, θ) − (1 − λ)

LL(w, θ)
,
|X|

(9.3)

which trades off cross-entropy and log-likelihood. For λ = 1, we retrieve pure discriminative learning, while for λ = 0, we retrieve pure generative learning. For 0 < λ < 1, we are
allowing our RSPN classifiers to also capture the distribution over X, a crucial feature to
deal with uncertainty over inputs, e.g., in presence of missing values. The likelihood LL is
obtained by marginalizing the class variable Y , as illustrated above. For discriminative
learning, we use Adam with default hyper-parameters and a fixed batch-size of 100.

9.1.3 Probabilistic Dropout
As usual in deep learning, we design RSPNs structures to be over-parameterized. In order
to prevent overfitting, we perform early stopping by monitoring the loss on a validation
set. We monitor the objective of interest on a validation set, i.e. the log-likelihood for the
generative case or the classification rate for the discriminative case, and save the current
model whenever we get an improvement over the previous best model. Furthermore, we
propose two variants of the dropout heuristic (Srivastava et al. 2014) for RSPNs: at inputs
and at sum nodes.
Dropout at inputs essentially marks input features as missing at random. Following
the probabilistic paradigm, we simply wish to marginalize over these missing features.
Fortunately, this is an easy task in SPNs, as we only need to set the input distributions
corresponding to a dropped-out features to value 1. A similar criterion was used in a
convolutional variant of SPNs (Sharir, Tamari, et al. 2016), which drops out small image
patches.
We introduce dropout at sum nodes, by setting their child-products to 0 (in fact −∞ in
log-domain) with a certain probability. This effectively introduces artificial information to
the latent variables associated to the mixtures represented by sum nodes (Peharz, Gens,
Pernkopf, et al. 2017) by setting the probability of a random subset of states to 0.

9.2 Experimental Evaluation of RSPNs
First, we investigate RSPNs capability as density estimators in the generative setting,
comparing them to state-of-the-art SPN learners, VAEs and Masked Autoencoders (MADEs)
(Germain et al. 2015a). Second, we compared RSPNs with deep neural networks in
the discriminative setting, over a diverse set of classification domains. Moreover, we
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analysed the uncertainties represented by RSPNs, as employed for anomaly detection and
classification under missing inputs, two scenarios on which current deep architectures fall
short (Nalisnick et al. 2019; H. Choi et al. 2018).

9.2.1 Generative Learning
For the generative setting, we evaluated RSPNs on 20 benchmark datasets, commonly used
to compare SPN learners (Gens and Pedro 2013). The main objective in this experiment
is to investigate to which extent sophisticated SPN learning schemes are actually able to
significantly improve over our simple approach, using random over-parametrized SPN.
To this end, we compared RSPNs; LearnSPN (Gens and Pedro 2013), the most prominent SPN structure learner; LearnSPN-RGVS (Di Mauro et al. 2018), an extension to
LearnSPN, which approximates the statistical tests for product nodes in a random fashion; and OBMM (Rashwan, Zhao, et al. 2016), using LearnSPN-like randomly generated
structures and Bayesian parameter learning.3 Consequently, we compared RSPNs against
full structure learning (LearnSPN), a randomly-flavored variant (LearnSPN-RGVS), and
random structure with sophisticated parameter learning (RandSPN+OBMM). Additionally,
we report state-of-the-art log-likelihood as achieved by ID-SPN (Rooshenas et al. 2014)
for structure learning, MADEs with 8 variable orderings (Germain et al. 2015a) and VAEs
with 5 importance weighted samples (Burda et al. 2016). ID-SPN additionally uses SPN
leaves with direct variable interactions, and MADEs and VAEs are more flexible density
representations which, however, facilitate only sampling and evaluating (a lower bound
of) the density.
We cross-validated the split-depth D ∈ {1, 2, 3, 4} and the number of sum-weights
WS ∈ {103 , 104 , 105 }. We used soft EM for 100 epochs and used early stopping for
regularization. No dropout was applied in the generative case.
Average test log-likelihoods are presented in Tab. 9.1. The largest log-likelihood among
direct competitors is in bold for each dataset. We furthermore tested for statistical
significance within the group RSPN, LearnSPN, and ID-SPN4 where we denote with ◦
results which are not significantly worse than the best one (according to a two-sample
t-test, p = 0.05).
The results in Tab. 9.1 are surprising, as the log-likelihoods of RSPN are often close
to the ones of ID-SPN. In fact, ID-SPN is significantly better than RSPN on only 7 out
of 20 datasets. Moreover, RSPNs are only on 5 datasets more than 5% worse, relative
3

OBMM is the only other approach, which also employs random structures. However, it does not compile to
computation graphs and does not make use of deep neural learning techniques.
4
For RGVS, CCCP, and OBMM, we unfortunately had no sample-wise results, so no significance test could be
conducted.
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nltcs
msnbc
kdd-2k
plants
jester
audio
netflix
accid.
retail
pumsb.
dna
kosarek
msweb
book
e.movie
web-kb
reut.52
20ng
bbc
ad

LearnSPN

RGVS

OBMM

RSPN

ID-SPN

MADE

VAE

-6.11
-6.11
◦-2.18
-12.99
-53.48
◦-40.50
-57.328
-30.04
◦-11.04
-24.78
-82.52
◦-10.99
-10.25
◦-35.89
◦-52.49
◦-158.204
◦-85.07
-155.93
◦-250.69
◦-19.73

-6.37
-6.11
–
-16.78
-54.97
-41.94
-59.84
-40.23
-11.34
-42.42
-99.27
-11.49
-11.00
-35.67
-64.46
-167.55
-97.27
–
-269.03
-57.55

-6.07
-6.03
-2.14
-15.14
-53.86
-40.70
-57.99
-42.66
-11.42
-45.27
-99.61
-11.22
-11.33
-35.55
-59.50
-165.57
-108.01
-158.01
-275.43
-63.81

◦-6.01
◦-6.04
◦-2.13
-13.44
◦-52.97
◦-39.96
-56.85
-35.49
◦-10.91
-32.53
-97.23
◦-10.89
-10.12
◦-34.68
-53.63
◦-157.53
◦-87.37
-152.06
◦-252.14
-48.47

◦-6.02
◦-6.04
◦-2.13
-12.54
◦-52.86
◦-39.79
-56.36
-26.98
◦-10.85
-22.41
-81.21
◦-10.6
-9.73
◦-34.14
◦-51.51
◦-151.84
◦-83.35
-151.47
◦-248.93
◦-19.05

-6.04
-6.06
-2.07
-12.32
-52.23
-38.95
-55.16
-26.42
-10.81
-22.3
-82.77
–
-9.59
-33.95
-48.7
-149.59
-82.80
-153.18
-242.40
-13.65

-5.99
-6.09
-2.12
-12.34
-51.54
-38.67
-54.73
-29.11
-10.83
-25.16
-94.56
-10.64
-9.727
-33.19
-47.43
-146.9
-81.33
-146.9
-240.94
-18.81

Table 9.1: Average test log-likelihoods on 20 datasets. Best results for each dataset are in
bold (within SPN learners using single-dimensional leaves). Within the group
LearnSPN/RSPN/ID-SPN, results which are not significantly worse than the
best, are marked with ◦.
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dataset

domain

C

#feat.

#train

#val.

#test

mnist
f-mnist
imdb
theorem
20ng
higgs
wine

image
image
text
logic
text
physics
chem.

10
10
2
6
20
2
2

784
784
200
51
50
28
11

54k
54k
20k
3670
13568
9M
3899

6k
6k
5k
1224
1508
1M
1299

10k
10k
25k
1224
3770
1M
1299

Table 9.2: Overview of classification datasets.
to ID-SPN. Given that RSPNs do not use any structure learning at all, while ID-SPN is a
highly sophisticated structure learner, the difference is indeed surprisingly small. On three
datasets RSPNs even perform better than ID-SPN, although not significantly. Moreover,
RSPNs almost consistently outperform OBMM, except on ’msnbc’. On 8 datasets, OBMM
performs more than 5% worse, relative to RSPNs. Given that OBMM is the only other
approach using random structures, we find that RSPNs establish state-of-the-art for SPNs
with random structures. However, our hypothesis is that over-parameterized SPNs with
simple parameter learning deliver satisfying results. We find that the results in Table 9.1
confirm this hypothesis.

9.2.2 Discriminative Learning
Next, we evaluated the discriminative performance of RSPNs. This time, the natural
competitors are deep neural networks.
Due to their random nature, RSPNs are domain agnostic, i.e. they do not have an
inductive bias tailored towards any particular type of data, as opposed to e.g. convolutional
neural networks for images. Clearly, incorporating convolutional structures in SPNs would
be advantageous for mnist and fashion-mnist, as demonstrated in (Sharir, Tamari, et al.
2016; Butz et al. 2019). However, the model-agnostic character of RSPNs allows their use
in a wider range of problems, and in particular their performance would not degrade if
the pixels of fashion-mnist were scrambled.
We compared RSPNs to multi-layer perceptrons (MLPs) with rectified linear units,
trained MLPs in two variants, namely a standard variant using only dropout (MLPd) – like
in RSPNs – and a variant (MLP+) also employing Xavier-initialization (Glorot and Bengio
2010) and batch normalization (Ioffe et al. 2015). The latter includes two additional
training techniques, which have evolved over decades, while similar techniques for RSPNs

136

dataset

GMM

RSPN

MLPd

MLP+

mnist
f-mnist
imdb
theorem
20ng
higgs
wine

97.37
88.08
◦75.65
◦55.64
47.61
74.14
◦77.21

◦98.29
89.43
◦75.90
◦55.47
◦48.49
73.82
◦77.14

98.05
89.89
◦75.72
◦57.76
◦48.49
76.36
◦77.83

◦98.52
90.63
◦75.83
◦56.21
◦48.97
76.45
◦79.45

Table 9.3: Test classification accuracy, best values among GMM, RSPN, and MLPd in bold.
Results which are not significantly different (according to McNemar’s test) from
the best are denoted by ◦.
are not yet available. Thus, MLPd might serve as a fairer comparison to RSPNs.
For both RSPNs and MLPs, we cross-validated the “depth” (number of hidden layers for
MLPs, and split-depth D for RSPNs), and the “width” (number of hidden units for MLPs,
and parameters R, S and I for RSPNs). Thereby, we first selected suitable ranges for the
MLP’s hyper-parameters and then matched the sizes of the RSPN. Thus, the comparison
is fair in terms of considered depth and number of model parameters.
All models were trained for 200 epochs, optimizing cross-entropy using Adam in its
default setting and a batch-size of 100. For regularization, we applied early stopping
and dropout-rates {0.25, 0.5, 0.75, 1.0}, independently for inputs and hidden layers/sum
layers. For ’higgs’, we only trained one epoch due to the large number of samples, i.e. we
effectively considered an online setting. We further compared to Gaussian mixture models
(GMMs) with a massive number of components, namely 1, 000, 2, 000, 4, 000, and 8, 000.
In this way, GMMs provide a “shallow” classification baseline for SPNs. The number of
components was cross-validated as well as the dropout-rates at the inputs – dropout was
applied in similar fashion as for RSPNs. For the covariance matrices, we used the unity
matrix.
Tab. 9.3 summarizes the classification performances on the test sets. We see that RSPNs
compare well to MLPd. Out of the 7 dataset, RSPNs win 2 times against MLPd and
have one draw (the number of correct examples for 20ng was indeed exactly the same).
Moreover, RSPNs are only twice significantly worse than MLP+. We see that GMMs tend
to perform slightly better than RSPNs on datasets with few variables. On the datasets with
many variables, however, RSPNs perform considerably better. This is consistent with the
well-known fact that GMMs do not scale well to high-dimensional spaces. Overall, we see
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λ = 0.01
λ = 0.2
λ = 0.5
λ = 1.0

mnist

RAT-SPN
RAT-SPN
RAT-SPN
RAT-SPN
RAT-SPN
MLP+

fashion-mnist
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0.2
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Percentage of missing inputs
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1.0

Figure 9.2: Classification accuracy of hybrid RSPNs and MLP+ over percentage p of missing
inputs, on mnist (top) and fashion-mnist (bottom). For better readability, only
the accuracy range 50%-100% (resp. 60%-100%) is shown for mnist (resp.
fashion-mnist).

that RSPNs deliver decent classifiers when trained discriminatively. So far, most works on
discriminative parameter estimation for SPNs were tailored to images, exploiting either
powerful pre-extracted features (Gens and P. M. Domingos 2012) or using specialized
structures (Sharir, Tamari, et al. 2016; Amer et al. 2016). Our results are the first, which
investigate the effectiveness of SPNs when trained end-to-end using entirely random
structures. We do not only scale SPN training to the regime of deep neural learning, but
also demonstrate it to be competitive with deep networks.
However, as shown next, RSPNs have several advantages over deep neural networks,
due to the fact that they represent a tractable full joint distribution over both inputs X
and class Y . Since a purely discriminative model, i.e. optimized only for cross-entropy,
is not encouraged to capture the distribution over inputs X well, we performed hybrid
generative-discriminative post-training on our RSPN classifiers. Specifically, we applied
Adam for 20 additional epochs, optimizing the hybrid objective (9.3) for various setting
of 0 ≤ λ ≤ 1. For λ close to 0, we get higher test-likelihoods and lower classification
accuracies (generative flavor) than for λ close to 1 (discriminative flavor). This tradeoff is consistent with literature on hybrid generative-discriminative learning (Peharz,
Tschiatschek, and Pernkopf 2013; Roth et al. 2018).
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9.2.3 Robustness Under Missing Features
When input features in X are missing at random, we ideally want to marginalize them
(Little et al. 2014). As SPNs allow efficient marginalization, they should be robust under
missing features, especially for smaller λ (more generative character). To this end, we
discard pixels with probability p in the test samples for mnist and fashion mnist and classify
them using RSPNs. Note that marginalizing missing features amounts to probabilistic
dropout used during training, i.e. simply setting corresponding input distributions to 1.
Similarly, we might expect MLPs to perform robustly under missing features, by applying
(classical) dropout during test time. Alternatively, missing data can be treated with e.g. knearest neighbor imputation. This, however, requires one to store the whole training set
and to solve an expensive nearest neighbor search for each test sample.
Fig. 9.2 summarizes the classification results when varying the fraction of missing
features p between 0.0 and 0.99. As one can see, RSPNs are more robust than MLP+ using
dropout. This effect becomes stronger with smaller λ, i.e. for models with a “more generative flavor”. A particularly interesting choice is λ = 0.2: here the corresponding RSPN
starts with an accuracy of 97.61% for no missing features and degrades very gracefully:
for a large fraction of missing features (> 60%) the advantage over MLP+ is dramatic.

9.2.4 RSPNs Know What They Don’t Know
Besides being robust under missing features, an important feature of (hybrid) generative
models is that they are naturally able to detect outliers and peculiarities by monitoring the
marginal likelihood over inputs X. Our aim in this section is to demonstrate that RSPNs
readily provide well-calibrated uncertainties for this purpose.
We use a variant of transfer testing proposed by (Bradshaw et al. 2017). This technique
is quite simple: we feed a classifier trained on one domain (e.g. mnist) with examples
from a related but different domain, e.g. street view house numbers (svhn) (Netzer et al.
2011) or the handwritten digits of semeion (Buscema 1998), converted to mnist format
(28 × 28 pixels, grey scale). While we would expect that most classifiers perform poorly
in such setting, an AI system should be aware that it is confronted with out-of-domain
data. While Bradshaw et al. applied this technique to output uncertainties, it is clearly
also applicable to input uncertainties, i.e. the marginal probability of features X.
Fig. 9.3(top) shows histograms of the log-probabilities over inputs for the RSPN posttrained with λ = 0.2, when fed with mnist test data (in-domain), svhn test data (out-ofdomain) and semeion (out-of-domain). The likelihood histograms provide a strong signal
whether a sample comes from in-domain or out-of-domain. In fact, the samples from
mnist and semeion can be perfectly discriminated, i.e. the highest input probability in
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Figure 9.3: Histograms of test log-likelihoods for mnist, svhn and semeion data for
RSPN (top) and corresponding computations performed for MLP+ (“mocklikelihood”) (bottom). Both models were trained on mnist. The likelihoods of
RSPNs yield a strong signal whether a sample is in-domain or out-of-domain.
semeion is smaller than the lowest input probability in mnist. The samples of mnist and
svhn overlap by less than 1%. Consequently, RSPNs – and other tractable joint probability
models – have an extra communication channel to inform us whether we ought to trust
their predictions.
However, a potential caveat might be: Does this result indeed stem from the fact that
we model a full joint distribution, or merely from the fact that we average outputs of a
classifier?5 Thus, as a sanity check, we performed the likewise computations in the trained
MLP+. One might suspect that the result, although not interpretable as log-probability,
still yields a decent signal to detect outliers. In need of a name for this exotic quantity,
we name it mock-likelihood. Fig. 9.3(bottom) shows histograms of this mock-likelihood:
although more spread, histograms for out-of-domain data are highly overlapping and do
not yield a clear signal for out-of-domain vs. in-domain.
We apply a similar line of reasoning for outlier detection in the generative case, and
investigated if RSPNs are susceptible to the “likelihood mirage” affecting several deep
generative models such as VAEs, ARDEs and NFs: In (H. Choi et al. 2018; Nalisnick et al.
2019), it has recently been noted that samples from certain test image datasets are not
only hard to be recognized as out-of-domain, but are consistently deemed to be even more
5

Assuming uniform class prior, marginalizing the class variable from the RSPN corresponds to averaging its
outputs.
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Figure 9.4: Histograms the log-likelihoods of RSPNs on the native data set (blue: train,
orange: test) and out-of-domain (ood) data set (green). Top: Native data
fashion-mnist, out-of-domain data mnist. Bottom: Native data cifar10, outof-domain data svhn. Cf. Fig. 2 in (Nalisnick et al. 2019) for results for VAEs
and GLOW.

likely than in-domain samples. In (Nalisnick et al. 2019) this effect has been reported
for VAEs, PixelCNNs (Oord, Kalchbrenner, and Kavukcuoglu 2016), GLOW (Kingma and
Dhariwal 2018) for image data that is clearly – at least for humans – very different from
the target test. This behavior is quite unexpected, since VAEs, PixelCNNs and GLOW – in
contrast to MLP classifiers – are generative models and trained to maximise the likelihood
over features X. Note that likelihood has classically been considered a proper score for
anomaly detection (Chandola et al. 2009; Goldstein and Uchida 2016).
We replicate the experimental setting of (Nalisnick et al. 2019) by training a generative
RSPN on the training sets of fashion-mnist and cifar10. We then evaluate the likelihood
of in-domain test samples (belonging to the same dataset) and of out-of-domain samples
coming from mnist and svhn, respectively. Fig. 9.4 reports the histogram of the loglikelihoods RSPNs used to score train and test in-domain and out-of-domain samples for
fashion-mnist → mnist (top) and cifar10 → svhn (bottom).
In contrast to VAE, PixelCNN and GLOW (cf. Nalisnick et al. 2019 for corresponding
plots), RSPNs are not assigning higher likelihoods to out-of-domain samples and clearly
discriminate among inliers and outliers. This is evident for mnist against fashion-mnist
and slightly less prominent in the other case where svhn likelihood histogram overlaps
slightly more with cifar10 ones. In any case, this clearly highlights the ability of RSPNs to
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properly calibrate uncertainties when compared to current deep generative models based
on neural networks, which fall prey to the “likelihood mirage”.

9.3 Einsum Networks
We have seen how a simple approach to create tractable models like SPNs can work surprisingly well. Specifically, our scalable and straightforward approach to construct random
SPN structures, tensorize them, and combine them with simple training mechanisms like
soft EM or Adam delivers results comparable to state-of-the-art.
To increase the speed even further, we can compute all product and sum operations
on the same topological layer using a single monolithic einsum operation6 . In that way,
the main computational work is carried out by a parallel operation for which efficient
implementations are readily available in most numerical frameworks. Such a model
constructs SPNs via a hierarchy of large einsum layers. Therefore, we call this model
Einsum Network (EiNet). This work is presented in (Peharz, Lang, et al. 2020).
We now show how these einsum layers work and how the Expectation-Maximization
(EM) (Peharz, Tschiatschek, Pernkopf, and P. Domingos 2015; Desana et al. 2016; Peharz,
Gens, Pernkopf, et al. 2017), can be implemented via automatic differentiation. We then
show empirically that EiNets can rapidly learn generative models for street view house
numbers (SVHN) and CelebA. To the best of our knowledge, this is the first time that SPNs
have been successfully trained on datasets of this size. EiNets are capable of producing
high-quality image samples, while maintaining tractable inference, e.g. for conditional
densities

9.3.1 Vectorization And The Basic Einsum Operation
Let us now use the symbols S, P, L for vectorized layers, and refer to them as sum nodes,
product nodes, and leaf nodes, respectively, or also simply as sums, products, and leaves.
To any single entry in these vectors we explicitly refer to as entry, or operation. In principle,
the number of entries K could be different for each leaf or sum, which would, however,
lead to a less homogeneous SPN design. Therefore, we assume for simplicity the same
K for all leaves and sums. Furthermore, we make some simplifying assumptions about
the structure of the SPN graph G. First, we assume a structure alternating between
sums/leaves and products, i.e. children of sums can only be products, and children of
products can only be sums or leaves. Second, we assume that the root of the SPN is a
6

The einsum operation implements the Einstein notation of tensor-product contraction, and unifies standard
linear algebra operations like dot product, outer product, and matrix multiplication.
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Figure 9.5: Basic einsum operation in EiNets: A sum node S, with a single child P, which
itself has 2 children. All nodes are vectorized, as described in Section 9.3.1,
and here illustrated for K = 5.
sum node. Furthermore, we also assume that each product node has at most one parent
(which must be a sum due to alternating structure). This is also not a severe structural
assumption: If a product has two or more sums as parents, then, by smoothness, these
sum nodes have all the same scope. Consequently, they could be simply concatenated to a
single sum vector. Of course, since we assume a constant length K for all sum and leaf
vectors, this assumption requires a large enough K.
The core computational unit in EiNets is the vectorized SPN block shown in Fig. 9.5.
It presents a sum node S with a single product child P, which itself has two children
N and N′ (shown here as sum nodes, but they could also be leaves). Nodes N and N′
compute each a vector of K densities, the product node P computes the outer product of
N and N′ , and the sum node S computes a matrix-vector product W vec(P). Here, W is an
element-wise non-negative K × K 2 matrix, whose rows sum to one, and vec(P) unrolls P
to a vector of K 2 elements. Previous SPN implementations (Pronobis et al. 2017; Peharz,
Vergari, et al. 2019), including RSPNs, are also based on this core computational unit.
For numerical stability, however, they use a computational workaround in the log-domain:
The outer product is transformed into an “outer sum” of log-densities (realized with
broadcasting), the matrix multiplication is implemented using a broadcasted sum of log W
and vec(log P), to which then a log-sum-exp operation is applied, yielding log S. This
workaround introduces significant overhead and needs to allocate the products explicitly.
Mathematically, the SPN excerpt in Fig. 9.5 is a simple multi-linear form, naturally
expressed in Einstein notation:
Sk = Wkij Ni N′j .
(9.4)
Here, we have re-shaped ∑︁
W into a K × K × K tensor, normalized over its last two
dimensions, i.e. Wkij ≥ 0, i,j Wkij = 1. The signature in (9.4) mentions three indices
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i, j and k labeling the axes of N, N′ , and W. Axes with the same index get multiplied.
Furthermore, any indices not mentioned on the left hand side get summed out. Generalpurpose Einstein summations are readily implemented in most numerical frameworks,
and usually denoted as einsum operation.
However, applying (9.4) in a naive way would quickly lead to numerical underflow and
unstable training. In order to ensure numerical stability, we develop a technique similar
to the classical “log-sum-exp” trick. We keep all probabilistic values in the log-domain, but
the weight-tensor W is kept in the linear domain. Consequently, we need a numerically
stable computation for
log Sk = log

∑︂

Wkij exp(log Ni ) exp(log N′j ).

(9.5)

i,j

Let us define a = maxi log Ni and a′ = maxj log N′j . Then, it is easy to see that (9.5) can
also be computed as
a + a′ + log

∑︂

Wkij exp(log Ni − a) exp(log N′j − a′ ).

(9.6)

i,j

A sufficient condition for numerical stability of (9.6) is that all sum-weights Wkij > 0,
since the maximal values in vectors exp(log N − a) and exp(log N′ − a′ ) are guaranteed
to be 1, leading to a positive argument for the log. This is not a severe requirement, as
positive sum-weights are commonly enforced in SPNs, e.g. by using Laplace smoothing or
imposing a positive lower bound on the weights.
Given two K-dimensional vectors N, N′ and the K × K × K weight-tensor W, our basic
einsum operation (9.6) requires 2K exp-operations, K log-operations, O(K 3 ) multiplications and O(K 3 ) additions. We need to store 3K values for N, N′ , S, while the product
operations are not stored explicitly. In contrast, the indirect implementations of the same
operation in (Pronobis et al. 2017; Peharz, Vergari, et al. 2019) need O(K 3 ) additions,
K 3 exp-operations and K log-operations. These implementations also store 3K values
for N, N′ , S, and additional K 2 values for the explicitly computed products. While our
implementation is cubic in the number of multiplications, the previous implementations
need a cubic number of exp-operations. This partially explains the speedup of EiNets in
our experiments in Section 9.4. However, the main reasons for the observed speedups
are i) an optimized implementation of the einsum operation, ii) avoiding the overhead of
allocating product nodes, and iii) a higher degree of parallelism, as discussed in the next
section.
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Algorithm 9.3 Topological Layers
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Input: SPN graph G = (V, E)
Let L, S, P be the set of all leaves, sum nodes, product nodes in V , respectively
M ← {}
layers = [ ]
while M ̸= S ∪ P do
:S∈
/ M ∧ ∀P ∈
lS = {S ∈ S : S ∈
/ M ∧ ∀P ∈ P a(S) : P ∈ M }
layers ← concatenate([lS ], layers)
M ← M ∪ lS
lP = {P ∈ P : P ∈
/ M ∧ ∀S ∈ P a(P) : S ∈ M }
layers ← concatenate([lP ], layers)
M ← M ∪ lP
layers ← concatenate([L], layers)
Return layers

9.3.2 The Einsum Layer
Rather than computing single vectorized sums, we can do better by computing whole
layers in parallel. To this end, we organize the SPN graph G in layers using Algorithm 9.3,
which is essentially a top-down breadth-first search. We first partition the set of nodes
V into sets L, S, and P, containing all leaves, all sums and all products, respectively. We
initialize an empty set M , which stores the “marked” nodes during the execution of the
algorithm. We also initialize an empty list layers which will contain the result of the
algorithm, a topologically ordered list of sets of nodes.
In line 6, we construct the set lS of unmarked sum nodes (i.e. S ∈
/ M ), but whose
parents (denoted as P a(S)), have already been marked. Note that in the first iteration
of the while-loop, lS will only contain the root of the EiNet. The set lS is then inserted
as head of the list layers and all nodes in lS are marked as visited. A similar procedure,
but for product nodes, is performed in lines 9–11, yielding the set of nodes lP . Note that,
since we assume that each product node has only one parent (cf. Section 9.3.1), lP will be
exactly the set of children of the sum nodes in lS (constructed in line 6 within the same
while-iteration). If we assume for the moment that all sum nodes in lS have exactly one
child, then lP and lS form a consecutive pair of product and sum layers, as illustrated in
Fig. 9.6. The central technique here is an efficient and parallel computation of these two
layers.
The last step of Algorithm 9.3, line 13, is to insert the set of all leaf nodes as head of
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Figure 9.6: Example of an einsum layer, parallelizing the basic einsum operation.
the list layers. It is easy to check that layers will be a topologically ordered list of layers,
ordered from leaves to root.
Let us now consider an excerpt as in Fig. 9.6, consisting of L sum nodes, where each
of the sum nodes has a single child. We first collect all the vectors of the “left” product
children in an L × K matrix N and similarly all the “right” product children in an L × K
matrix N′ , where “left” and “right” are arbitrary but fixed assignments.
We further extend the 3-dimensional weight-tensor W from (9.4) to a 4-dimensional
L × K × K × K tensor, where the slice Wl : : : contains the weights for the lth vectorized
sum node. The result of all L sums, i.e. in total L × K sum operations, can be performed
with a single einsum operation: Slk = Wlkij Nli N′lj . Note the similarity to (9.4), and the
additional parallelism by simply introducing an additional index l. It is straight-forward
to extend the log-einsum-exp trick (see Section (9.3.1)) to this operation, in order to
ensure numerical stability. Constructing the two matrices N and N′ requires some bookkeeping and introduces some computational overhead stemming from extracting and
concatenating slices from the log-probability tensors below. This overhead is essentially
the symptom of the sparse and cluttered layout of SPNs. The main computational work,
however, is then performed by a highly parallel einsum operation. In order to allow sum
nodes with multiple children we use a simple technique explained next.

9.3.3 The Mixing Layer
To compute sum nodes with multiple children, we express any sum node with several
children as a cascade of 2 vectorized sum operations. In particular, for a sum node S
with C children, we introduce C new sum nodes S1 , . . . , SC , each adopting one of the
children as a single child. These C sum nodes are computed with a single einsum layer,
see Section 9.3.2. Subsequently, the results of Sc , c ∈ {1, . . . , C}, are mixed in an element-
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Figure 9.7: Decomposing a layer of sum nodes with multiple children (left) into two
consecutive sum layers (right).
∑︁
c c
wise manner, i.e. Sk = C
c=1 w Sk . This principle is illustrated in Fig. 9.7, where a sum
node S1 with 3 children and a sum node S2 with 2 children, are expressed using 5 sum
nodes, each with a single child, followed by element-wise mixtures (drawn as sum nodes
in boxes).
These element-wise mixtures can also be implemented with a single einsum operation,
which we denote as mixing layer. To this end, let M be the number of sum nodes having
more than one child, and D the maximal number of children (e.g. D = 3 in Fig. 9.7).
We collect the K-dimensional probability vectors computed by the first sum layer in a
D × M × K tensor, where the first axis is zero-padded for sum nodes with less than D
children. The mixing layer computes then a convex combination over the first dimension
of this tensor. Constructing this tensor unfortunately involves some copy overhead, and
wastes also some computation due to zero padding. However, sum nodes with multiple
children allow us to express a much wider range of structures than e.g. random binary
trees, which is the only structure considered by RSPNs (Peharz, Vergari, et al. 2019).

9.3.4 Exponential Families as Input Layer
For the leaves of EiNets we use log-densities of exponential families (EFs), which have the
form
log p = log h(X) + T (X)T θ − A(θ),
(9.7)
where θ are the natural parameters, h is the so-called base measure, T is the sufficient
statistic and A is the log-normalizer. This is another form of the Eq. (2.9), presented in
Sec. 2.2.5. Many parametric distributions can be expressed as EFs, e.g. Gaussian, Binomial,
Categorical, Beta, etc. In order to facilitate learning using EM, we keep the parameters
in their expectation form φ (Sato 1999). The natural parameters θ and expectation
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parameters φ are one-to-one, and connected via φ = ∂A(θ)/∂θ and θ = ∂H(φ)/∂φ, where
H denotes entropy. This dual parameterization allows us to implement EM on the abstract
level of EFs, while particular instances of EFs are easily implemented by providing h, T , A,
and the conversion θ(φ). All EF densities can be computed in parallel with a handful of
operations, e.g. inner product T (X)T θ, evaluating A(θ), etc. After having computed EFs
for single variables,
the leaves are modeled as fully factorized, i.e. each leaf is of the form
∑︁
log L(X) = X log pL (X), where log pL (X) is the log EF density belonging to L and X, for
each X in the scope of L.

9.3.5 Expectation-Maximization (EM)
A natural way to learn SPNs is the EM algorithm, which is known to rapidly increase the
likelihood, especially in early iterations (Salakhutdinov et al. 2003). EM for SPNs was
derived in (Peharz, Tschiatschek, Pernkopf, and P. Domingos 2015; Desana et al. 2016;
Peharz, Gens, Pernkopf, et al. 2017), leading to the following update rules for sum-weights
and leaves:
1 ∂P
1 ∂P
nS,N (X) =
N(X), pL (X) =
L(X),
(9.8)
P(X) ∂S
P(X) ∂L
∑︁
∑︁
pL(X) T (X)
wS,N X nS,N (X)
∑︁
wS,N ← ∑︁
, φL ← X∑︁
,
(9.9)
N wS,N
X nS,N (X)
X pL(X)
where the sums in (9.9) range over all training examples x. In (Peharz, Gens, Pernkopf,
∂P
et al. 2017) and (Peharz, Vergari, et al. 2019), the derivatives ∂P
∂S and ∂L required for the
expected statistics nS,N and pL were computed with an explicitly implemented backwardspass, performed in the log-domain for robustness. Here, we show that this implementation
overhead can be avoided by leveraging automatic differentiation.
Recall that EiNets represent all probability values in the log-domain, thus the SPN output
is actually log P(X), rather than P(X). Calling auto-diff on log P(X) yields the following
P
∂S
1 ∂P
derivative for each sum-weight wS,N (omitting argument X): ∂wlog
= P1 ∂P
∂S ∂wS,N = P ∂S N,
S,N
which is exactly nS,N in (9.8), i.e. auto-diff provides the required expected statistics for
sum nodes. In many frameworks, auto-diff also accumulates the gradient by default, as
required in (9.9), leading to a simple implementation of the E-step. For the M-step, we
multiply the result of the accumulator with the current weights, and re-normalize.
Furthermore, recall that the leaves are implemented as log-densities of an EF. Taking
P
1 ∂P
1 ∂P
the gradient yields: ∂∂ log
log L = P ∂ log L = P ∂L L, which is pL in (9.8). Thus, auto-diff also
computes most of the EM update for the leaves. We need only to accumulate both pL and
pL T over the whole dataset, and use (9.9) to update the expectation parameters φ. Note,
that both sum nodes and leaves can be updated using the same calls to auto-diff.
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The classical EM algorithm uses a whole pass over the training set for a single update,
which is computationally wasteful due to redundancies in the training data (Léon 1998).
Similar to stochastic gradient descent (SGD), it is possible to devise a stochastic version for
EM (Sato 1999). To this end, one replaces the sums over the entire dataset in (9.9) with
mini and φmini . The full EM update is then replaced
sums over mini-batches, yielding wS,N
L
with averages
mini
wS,N ← (1 − λ) wS,N + λ wS,N
,

φL ← (1 − λ) φL +

λ φmini
,
L

(9.10)
(9.11)

where λ ∈ [0, 1] is a step-size parameter. This stochastic version of EM introduces two
hyper-parameters, step-size λ and the batch-size, which need to be set appropriately.
Furthermore, unlike full-batch EM, stochastic EM does not guarantee that the training
likelihood increases in each iteration. However, stochastic EM updates the parameters
after each mini-batch and typically leads to faster training.

9.4 Experimental Evaluation of Einsum Networks
We implemented EiNets in PyTorch (Paszke, Gross, Massa, et al. 2019). Code accompanying this work can be found in a stand-alone repository7 . However, the code will be
incorporated and further developed in SPFlow (Molina, Vergari, Stelzner, et al. 2019)8 .

9.4.1 Efficiency Comparison
In order to demonstrate the efficiency of EiNets, we compare with the two most prominent
deep-learning implementations of SPNs, namely LibSPN (Pronobis et al. 2017) and SPFlow
(Molina, Vergari, Stelzner, et al. 2019). LibSPN is natively based on Tensorflow (Abadi
et al. 2016), while SPFlow supports multiple backends. For our experiments, we used
SPFlow with the Tensorflow backend. We use Random Sum Product Networks (RSPNs)
as a common benchmark. As we saw before, these SPN structures are governed by two
structural parameters, the split-depth D and number of replica R. Starting from the root
sum node, they split the whole scope X into two randomized balanced parts, recursively
until depth D, yielding a binary tree with 2D leaves. This construction is repeated R times,
yielding R random binary trees, which are mixed at the root.
7
8

https://github.com/cambridge-mlg/EinsumNetworks
https://github.com/SPFlow/SPFlow
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dataset
nltcs
msnbc
kdd-2k
plants
jester
audio
netflix
accidents
retail
pbstar
dna
kosarek
msweb
book
movie
web-kb
r52
20ng
bbc
ad

oBMM

CCCP

-6.07 -6.03
-6.03 -6.04
-2.14 -2.13
-15.14 -12.87
-53.86 -52.88
-40.70 -40.02
-57.99 -56.78
-42.66 -27.70
-11.42 -10.92
-45.27 -24.23
-99.61 -84.92
-11.22 -10.88
-11.33 -9.97
-35.55 -35.01
-59.50 -52.56
-165.57 -157.49
-108.01 -84.63
-158.01 -153.21
-275.43 -248.60
-63.81 -27.20

LSPN ID-SPN

RSPN

sEM

EiNet
Adam

SGD

-6.11 -6.02 -6.01 -6.02 -6.04 -6.17
-6.11 -6.04 -6.04
-6.12 -6.03 -6.41
-2.18 -2.13 -2.13 -2.18 -2.15 -2.16
-12.98 -12.54 -13.44 -13.68 -13.74 -17.90
-53.48 -52.86 -52.97 -52.56 -53.10 -54.34
-40.50 -39.79 -39.96 -39.88 -40.22 -42.09
-57.33 -56.36 -56.85 -56.54 -57.10 -59.19
-30.04 -26.98 -35.49 -35.59 -37.45 -42.10
-11.04 -10.85 -10.91 -10.92 -10.97 -11.40
-24.78 -22.40 -32.53 -31.95 -39.23 -48.33
-82.52 -81.21 -97.23 -96.09 -97.68 -100.38
-10.99 -10.60 -10.89 -11.03 -10.92 -11.36
-10.25 -9.73 -10.12 -10.03 -10.26 -11.30
-35.89 -34.14 -34.68 -34.74 -35.15 -36.10
-52.49 -51.51 -53.63 -51.70 -55.49 -65.17
-158.20 -151.84 -157.53 -157.28 -160.51 -173.21
-85.07 -83.35 -87.37 -87.37 -92.76 -103.45
-155.93 -151.47 -152.06 -153.94 -154.41 -160.05
-250.69 -248.93 -252.14 -248.33 -267.86 -275.72
-19.73 -19.05 -48.47 -26.27 -63.82 -64.31

Table 9.4: Test log-likelihoods of various baselines and EiNets, on 20 binarized datasets.
For each dataset, the best performing method is underlined. Results which
are not statistically different from the best method (using a one sided t-test,
p = 0.05) are in boldface. For oBMM and CCCP, no detailed results were
available, so no significance testing was done with these methods.

As a sanity check, we first reproduce the density estimation results of RSPNs shown in
Table 9.1. Now, we add the results comparing EiNets in Table 9.4. For EiNets we crossvalidated D ∈ {1, 2, 3, 4, 5}, R ∈ {5, 10, 20}, and K ∈ {10, 20, 40}. We see that EiNets,
when learned with stochastic EM (sEM) largely achieve the same performance as RSPNs,
except on ’ad’ where EiNets even outperform RSPNs with a large margin. We conjecture
that this difference stems from sEM which might help EiNets to escape from local optima
of the likelihood. We report several baselines, namely online Bayesian moment matching
(oBMM)(Rashwan, Zhao, et al. 2016), concave-convex procedure (CCCP) (Zhao, Poupart,
et al. 2016), LearnSPN(Gens and Pedro 2013), and ID-SPN (Rooshenas et al. 2014). Note
that these baseline methods are SPNs learned with custom code and are not easily scalable
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to bigger datasets. Also, note that Learn-SPN, CCCP and ID-SPN learn the SPN structure
from data, while the other methods use randomized structures.
To demonstrate the benefit of sEM, we compare to EiNets optimzed with Adam (Kingma
and Ba 2015) and standard SGD, for which we also cross-validated the step size in
{0.1, 0.01, 0.001} (for sEM it was fixed to 0.05). We see that sEM often achieves considerably better results than Adam or SGD, underpinning sEM’s benefit as a natural gradient
method.
We compare EiNets with two other deep-learning SPN implementations9 LibSPN and
SPFlow in terms of i) training time, ii) memory consumption, and iii) inference time.
To this end, we trained and tested them on synthetic data (Gaussian noise) with
N = 2000 samples and D = 512 dimensions. As leaves we used single-dimensional
Gaussians. We varied each structural hyper-parameter in the following ranges: depth
D ∈ {1, . . . , 9}, replica R ∈ {1, . . . , 40}, and vector length of sums/leaves K ∈ {1, . . . , 40};
When varying one hyper-parameter, we left the others at default values D = 4, R = 10,
and K = 10. We ran this set of experiments on a GeForce RTX 2080 Ti, using a batch size
of 100 samples.
In Figure 9.8, we see a comparison of the three implementations in terms of train time
and GPU-memory peak consumption, where the circle radii represent the magnitude
of the varied hyper-parameter. We see that EiNets tend to be one or two orders of
magnitude faster (note the log-scale) than the competitors, especially for large models.
EiNets also scale gracefully in terms of memory consumption. In particular, for large K,
memory consumption is an order of magnitude lower than for LibSPN or SPFLow. This
can be explained by the fact that our einsum operations do not generate product nodes
explicitly in memory, while the other frameworks do. Moreover, EiNets are superior in
terms of inference time. In particular for large models, again they run one or two orders
of magnitude faster than the other implementations.

9.4.2 Einsum Networks as Generative Image Models
While SPNs are an actively researched topic, their scalability issues have restricted them
so far to rather small datasets like MNIST (LeCun et al. 1998). Here, we use SPNs as
generative models for street-view house numbers (SVHN) (Netzer et al. 2011), containing
32 × 32 RGB images of digits, and center-cropped CelebA (Z. Liu et al. 2015), containing
128×128 RGB face images. For SVHN, we used the first 50k train images and concatenated
them with the extra set, yielding a train set 581k images. We reserved the rest of the core
9

There are further deep-learning implementations of SPNs, which are, however, tailored to images (Sharir,
Tamari, et al. 2016; Butz et al. 2019), and are not general-purpose.
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Figure 9.8: Time and peak memory consumption for EiNets, SPFlow and LibSPN. The
blob size indicates the varying hyper-parameters K (number of densities per
sum/leaf), depth D, and number of replicas R. The total number of parameters
ranged within 10k − 9.4M for varying K, 100k − 5.2M for varying D, and,
24k − 973k for varying R. (Best viewed in color)

train set, 23k images, as validation set. The test set comprises 26k images. For CelebA, we
used the standard train, validation and test splits, containing 183k, 10k, and 10k images,
respectively. The data was normalized before training (division by 255), but otherwise no
preprocessing was applied. To the best or our knowledge, SPNs have not been successfully
trained on datasets of this size before.
We first clustered both datasets into 100 clusters using the sklearn implementation
of k-means, and learned an EiNet for each of these clusters. We then used these 100
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(a) SVHN images

(b) EiNet samples

(c) Original, masked, and EiNet reconstruction

(d) CelebA images

(e) EiNet samples

(f) Original, masked, and EiNet reconstructions

Figure 9.9: Qualitative results of sampling and image completion by EiNets on RGB data.
Top row are experiments on SVHN images (32 × 32). Bottom row are experiments on CelebA images (128 × 128). (Best viewed in color)
EiNets as mixture components of a mixture model, using the cluster proportions as mixture
coefficients. Note that a mixture of SPNs yields again a SPN, and that this step is essentially
the first step of LearnSPN (Gens and Pedro 2013).
We trained EiNets using the image-tailored structure proposed in (Poon and P. Domingos
2011), to which we refer as PD structure. The PD structure recursively decomposes the
image into sub-rectangles using axis-aligned splits, displaced by a certain step-size ∆.
Here, ∆ serves as a structural hyperparameter, which governs the number of sum nodes
according to O( ∆13 ) (Peharz, Tschiatschek, Pernkopf, and P. Domingos 2015). ∆ can also
be a set of step-sizes; in this case the largest value in ∆ which fits in the longer side of a
sub-rectangle is applied. The recursive splitting process stops, when a rectangle cannot
be split by any value in ∆.
For the PD structure of each EiNet component, we used a step-size ∆ = 8 for SVHN
and ∆ = 32 for CelebaA, i.e. we applied 4 axis-aligned splits. We only applied vertical
splits, in order to reduce artifacts stemming from the PD structure. As leaves, we used
factorized Gaussians, i.e. Gaussians with diagonal covariance matrix, which were further
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Figure 9.10: Histograms of sample-wise log-probabilities of the test sets of MNIST, SEMEION and SVHN, under EiNet trained on MNIST training data. Note that
the histograms do not overlap.
factorized over the RGB channels. The vector length for sums and leaves was set to K = 40.
After each EM update, we projected the Gaussian variances to the interval [10−6 , 10−2 ],
corresponding to a maximal standard deviation of 0.1. Each component was trained for 25
epochs, using a batch size of 500 and EM stepsize of 0.5. In total, training lasted 5 hours
for SVHN and 3 hours for CelebA, on an NVidia P100.
Original samples and samples from the EiNet mixture are shown in Figure 9.9, (a,b) for
SVHN and (d,e) for CelebA, respectively. The quality of the SVHN samples is high, and
could be mistaken for real data samples. The CelebA samples are over-smoothed, which is
a typical effect for likelihood-based approaches, but capture the main quality of faces well.
The images have artifacts, typical of the PD architecture. Although the image quality is
not comparable to e.g. GAN models (Goodfellow, Pouget-Abadie, et al. 2014), we want
to stress that EiNets permit tractable inference, while GANs and most other generative
models are restricted to sampling. In particular, tractable inference can be immediately
used for image inpainting, as demonstrated in Figure 9.9, (c) for SVHN and (f) for CelebA.
Here, we marked parts of test images as missing (top or left half) and reconstructed it by
drawing a sample from the conditional distribution, conditioned on the visible image part.
We see that the reconstructions are plausible, in particular for SVHN.

9.4.3 Einsum Networks for Outlier Detection
A natural application of generative models is outlier detection, by monitoring the sample
probability. For example, if we have trained an EiNet over the feature space of a classifier,
an atypically low value of the density P (X) might indicate outlier data. In this case, we
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can trigger a reject option, rather than feeding the sample to the classifier. We have seen
that RSPNs deliver very good outlier signals, even for (semi-)discriminative models. We
ran a similar experiment, and trained an EiNet on the training set of MNIST. Unlike RSPNs,
where we used Gaussian leaves, we trained our model on discrete pixel data and used
Categorical distributions with 256 states. We used a PD structure (Poon and P. Domingos
2011) with ∆ = [7, 28], such that the 28 × 28 images are first split into 4 × 4 super-pixels,
which are then further split into single pixels. We used distribution vectors of length
K = 40. This structure yields are rather large model (107M parameters) which we trained
for 10 hours on a single NVidia P100, cross-validating over epochs (early stopping). The
final test log-likelihood of this model was −686.20 nats per sample.
In Fig. 9.10 we see histograms over sample-wise log-probabilities for the MNIST test
set, SEMEION (Buscema 1998) and SVHN. We see that, in this experiment, the EiNet
does a perfect job of discriminating inliers (MNIST) from outliers (SEMEION and SVHN).
In fact, the smallest log-probability of an MNIST test sample was −1362.91 nats, while the
largest log-probabilities for SEMEION and SVHN were −1796.84 nats and −8327.78 nats,
respectively.
In this chapter, we have kept the philosophy of tractable modeling pushing the expressivity boundaries, and maintaining a defined set of exact inference routines. Here, we
addressed a major obstacle for SPNs, namely their scalability in comparison to other
deep generative models. Our improvements in terms of training speed and memory
consumption, favors our democratization efforts lowering the entry barrier, making them
much more accessible.
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10 Conclusion
Probabilistic Graphical Models (PGMs) are some of the most prominent tools in Machine
Learning and AI. They allow us to quantify and reason under uncertainty, make informed
predictions, and also help us understand phenomena via information theory measures,
structure recovery, pattern mining, and interactive querying. This thesis contributed in
a variety of ways to make PGMs and, in particular, Deep Probabilistic Graphical Models
(DPGMs), more flexible, more robust, and more understandable. Furthermore, we also
made DPGMs more accessible, extensible, and easier to use. Starting from non-standard
count models, we address different alternatives, from non-parametric to dictionaries
of parametric distributions. It proposes useful new models, such as the “Automated
Statistician,” that can be used by domain experts to help them discover interesting patterns
and outliers. Additionally, it can help them answer probabilistic queries about the data
quickly and accurately. We now summarize these contributions again in more detail,
highlight the lessons learned during the thesis and present possible future research areas.

10.1 Summary
After a brief review of the basics in statistics and probabilistic models in Chapter 2, we
introduced a model for count data in Chapter 3 called PDNs. In a sense, we extend the
univariate Poisson distribution to the multivariate case, creating a general count data
distribution. Unlike previous models, they are more expressive and can handle different
types of dependencies, while also achieving greater accuracy and faster training times.
We accomplished this by extending gradient boosting methods for conditional models
tailored to count data. In particular, we introduced additive and multiplicative boosting
methods that learn quickly compared to other methods. We then developed methods
that can recover the interaction structure among different features, as well as inference
routines based on Gibbs sampling.
To conclude Chapter 3, we introduced Core Dependency Networks (CDNs), which
allow us to learn the conditional models much faster by sub-sampling the training dataset.
Fortunately, even by training on a smaller dataset, we obtain guarantees on the bounds of
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the errors compared to the models trained on the full dataset. This approach allows us to
train faster, or train on much larger datasets, while still obtaining accurate models.
Despite PDNs being quick to learn and achieving high accuracy for count data, the
inference step remains challenging as it has to resort to sampling-based methods. The
natural follow up question is whether we can create models that compute probabilities
directly without resorting to sampling.
Indeed, the family of Deep Probabilistic Graphical Models (DPGMs) presents the Sum
Product Networks (SPNs) as a viable candidate that offers both tractable and exact
inference. In Chapter 4 we give a brief introduction to SPNs, and how we can perform
inference and marginalization exactly in linear time with respect to the size of the model.
We then implemented all the SPN related algorithms in an extensible framework called
SPFlow (Molina, Vergari, Stelzner, et al. 2019). This framework is open-source, easy to
use and offers different computational back-ends such as Tensorflow, PyTorch and Numpy
making it easy to integrate in other pipelines.
Continuing with our research, in Chapter 5 we extend SPNs to the count data case
and name them Poisson Sum Product Networks (PSPNs). To make this work, we need
to introduce conditioning and decomposition steps. In other words, we need methods to
cluster instances and find independencies on the features while considering the data’s
count nature. We achieve this with the help of PDNs and stable conditional Poisson models.
We then provide an interpretation of PSPNs as hierarchical topic models. Now that we
have a tractable model, we can then use it to answer a variety of probabilistic queries. We
can also compute measures such as Mutual Information (MI) to extract knowledge about
the relations among the features in the data at hand.
Creating these multivariate distributions from simpler univariate ones leads us to
consider whether it is possible to construct a more general class of distributions. In
Chapter 6, we put together the Mixed Sum Product Networks (MSPNs), a class of SPNs
that uses non-parametric leaf nodes, conditioning, and decomposition methods. These
SPNs are an extremely flexible DPGMs that can work even on complex hybrid domains,
i.e., where the data contains both continuous and discrete features. Furthermore, they
are competitive to models designed for particular distributions, while still carrying all the
tractability benefits.
The extreme flexibility of MSPNs can cause them to overfit on particular datasets.
We could introduce regularization techniques to ameliorate this. However, we consider
another alternative solution in Chapter 7, i.e., using dictionaries of distributions. More
precisely, we pre-defined a set of univariate parametric distributions for different statistical
data types, e.g., continuous, discrete, and binary. We then model every feature as a
mixture of the parametric distributions that are compatible with the statistical type of the
feature. Having the parametric distributions allow us to detect outliers and micro-clusters
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of interesting samples that we can use for pattern mining. We call this approach Automatic
Bayesian Density Analysis (ABDA), and it is capable of reliably modeling the data while
maintaining all the advantages of expressivity, flexibility, and tractability.
So far, our attention has focused on joint probability distributions. However, we can
use the chain rule to factorize the joint distribution into products of conditionals. This
decomposition can help reduce the complexity of learning the joint model at the expense
of fixing an order to maintain tractable marginalization. Furthermore, we might still be
interested in a multivariate conditional distribution that efficiently computes probabilities
and marginalization. This is the focus of Chapter 8, where we introduce Conditional Sum
Product Networks (CSPNs), a family of normalized tractable multivariate conditional
distributions. We show the structural rules they must follow to remain tractable, present
learning algorithms, and an extension of the mixture models into more flexible gating
nodes. Moreover, we can use Deep Neural Networks (DNNs) as the building blocks and use
CSPNs to orchestrate them. This delivers powerful models that have inference guarantees
for any conditional query and marginal.
Inspired by deep learning methods, we create random over-parameterized SPN models
that are then trained using deep learning frameworks with hardware acceleration. This is
discussed in Chapter 9. We introduced random layers, then the einsum operation allows us
to quickly compute forward and backward passes required for inference and learning. We
show how we can use standard back-propagation and auto-differentiation to train these
models using EM. Finally, we compare them to state-of-the art and show that they are
competitive against DNNs and other tractable probabilistic models and implementations.

10.2 Lessons Learned
During these years of research, the different challenges we have faced transcend particular
cases to form lessons that could apply to scenarios beyond this work.
Most of the work we have done so far is about dealing with independencies one way or
another. In this research, we spent some time finding and tweaking algorithms to detect
independencies among sets of random variables and samples. Indeed, the partitions that
we see in SPNs, are just a reformulation of the traditional divide-and-conquer approach
of splitting a complex problem into smaller ones. The lesson here is while we might
not know how to perform the “divide” step, we might not need to. Given the increasing
computational capacity, it could suffice that we only need to provide the machine with
a large pool of options and a loss function that serves as a guide for an optimizer to
find the right solution. We can see different examples of this throughout this thesis. In
PDNs, the machine is automatically finding independencies with the help of conditional
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models, deciding whether a variable in the evidence is helpful or not. This approach
was later found to be beneficial for high-dimensions (Chalupka et al. 2018). We see the
same idea of giving the machine a large pool of options in MSPNs, where we use nonparametric models that are extremely flexible and let the computer optimize accordingly.
In this instance, however, we gave an excessively large pool of options, which could cause
overfitting. We improved upon this with ABDA, where we provide the machine a reduced
pool of alternatives, in the form of dictionaries of parametric distributions. From this
point, we let the optimizer find which distributions to use and their parameters. With
PAUs we see the same approach at play, we give the computer a large pool of options, i.e.,
all the activation functions that can be approximated by a rational polynomial, and the
experimental results confirm that the optimizer can indeed find better alternatives. We
have also examined other approaches for SPNs such as Peharz, Vergari, et al. 2019; Peharz,
Lang, et al. 2020. In this approach we build high-capacity models and let the machine
distill them in the optimization process with great success. This meta-approach that we
could call divide-optimize-and-conquer could prove valuable as technology progresses and
we gain access to even more powerful machines. We still have to provide a meaningful
search hypothesis space and question the assumptions embedded there, but this could be
a lesson that transcends the particular ideas presented in this work.

10.3 Outlook
In this thesis, we focused on different aspects of probabilistic circuits, from extending
them to hybrid domains, to making them more accessible in the form of automatic analysis
(ABDA) and ready to use libraries (SPFlow). However, there are plenty of exciting
avenues for future work. One interesting research avenue is in the field of large data
and databases. Initial results applying MSPNs to approximate queries on databases,
show impressive accuracy results (Hilprecht et al. 2020), while still maintaining low
response latencies thanks to the tractability guarantees. Extending this work to improve
the learning algorithm’s speed and accuracy to fit larger datasets would prove beneficial in
the database community. This has the potential to replace data cubes with approximate yet
accurate online answers to many questions that can be translated into probabilistic queries.
Furthermore, these models can be included directly in database engines, making them
accessible to a larger audience. This could be built on top of the compiling capabilities of
SPFlow, which allow exporting SPN models in the C language.
Loosely connected to the previous two topics, is the work on inference and sampling
under constraints. As we saw in Chapter 6, we can have probabilistic circuits that fit the
data well. However, for distributions such as the Dirichlet, general inference and sampling
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do not consider the distribution constraints. Supporting inference and sampling under
different constraints could open new application possibilities. This might also prove useful
for the database community and “what-if” type queries.
Initial research (Sommer et al. 2018) on probabilistic circuits implemented directly on
chips, such as FPGAs, showed a proof of concept that we could build models that support
inference in the order of nanoseconds. With that level of performance, we could even
consider brute-force to compute exact MPE queries and still have predictable inference
time. Other potential alternatives include running optimization of the models directly in
the FPGA and packing larger models on the same chip. These “probabilistic chips” could
be useful in control devices where high-speed sensing and inference could help with early
detection of failures and faster response to anomalous events.
In their current form, probabilistic circuits still are no match when it comes to sampling
compared to GANs (Goodfellow, Pouget-Abadie, et al. 2014). However, we know that
SPNs are universal density approximators, which means a sufficiently complex model
could achieve the same fit over the distribution of a dataset of images. More research
into the learning algorithms, loss functions, optimization, and sampling procedures could
pave the way to enhance these probabilistic circuits’ capabilities. Furthermore, we could
also consider the case of CSPNs as a path to construct the equivalent of conditional
GANs (Isola et al. 2017), while retaining the inference capabilities instead of just sampling.
Together with the benefits of exact marginalization and imputation, our models could
prove to be both robust and versatile. Regarding CSPNs, we could also consider a deeper
integration between the Deep Neural Network (DNN) world, including attention models,
convolutions, and transformers into the models that provide us the parameters for the
conditional distributions given the evidence. These significant ideas from the DNN field of
research could provide another boost in performance for CSPNs. However, the converse is
true as well, i.e., bringing the ideas of independencies and deep mixture modeling to DNNs
could prove beneficial. Sparsity (Glorot, Bordes, et al. 2011; B. Liu et al. 2015) introduce
independencies and reduce complexity while improving performance, thus proving that
bringing more structure into the DNNs has advantages. This idea of orchestrating machine
learning models via tractable probabilistic circuits should be explored more.
The research in ABDA regarding automatic analysis can be extended with the automatic
generation of reports as demonstrated in (Völcker et al. 2019). Furthermore, the online
querying capabilities allow us to use our probabilistic models as a central engine for the
“what-if” type of queries as described in Binnig et al. 2018. This could help in general scientific endeavors, or clinical studies, etc. Another simple yet potentially useful improvement
for ABDA is, extending the dictionary of parametric distributions significantly. Currently,
every statistical data type has just a handful of parametric distributions. Nevertheless,
we can significantly increase that list to be more flexible, yet still more constrained than
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general non-parametric approaches. Another simplification to gain speed would be to use
likelihood estimation methods instead of the Bayesian approach presented in Chapter 7.
In the process we would lose robustness, but an empirical evaluation could show whether
that is necessary, or whether simpler, but easier, methods based on likelihood maximization
could also provide benefits at a fraction of the learning time.
In general, a tighter integration between the deep learning world and probabilistic
models with guarantees could help boost machine learning in general. Moreover, making
tools that are easily accessible, understandable, and simple to use, could help practitioners
explore, and develop creative ideas that would benefit the whole community.
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11 Selected Papers and Contributions
• Fabian Hadiji, Alejandro Molina, Sriraam Natarajan, and Kristian Kersting. “Poisson
Dependency Networks: Gradient Boosted Models for Multivariate Count Data”. In:
Machine Learning Journal (MLJ), 2015, pp. 477–507.
I have contributed to the ideas of the paper, and introduced the additive gradient
boosting. The ideas and the content have been discussed amongst all authors.
Together with Fabian Hadiji, we developed the code for learning and inference in
this new class of probabilistic graphical model for count data.
• Alejandro Molina, Alexander Munteanu, and Kristian Kersting. “Core dependency
networks”. In: Proceedings of the 32nd Conference on Artificial Intelligence (AAAI),
New Orleans, Louisiana, USA. Ed. by Sheila A. McIlraith and Kilian Q. Weinberger.
2018, pp. 3820–3827.
I was involved in developing the ideas and writing this paper. The ideas and content
of the paper were discussed among all authors. I implemented the algorithms used
in this paper and also ran the experiments.
• Alejandro Molina, Antonio Vergari, Karl Stelzner, Robert Peharz, Pranav Sub- ramani, Nicola Di Mauro, Pascal Poupart, and Kristian Kersting. “Spflow: An Easy and
Extensible Library for Deep Probabilistic Learning Using Sum-Product Networks”.
In: ArXiv:1901.03704. 2019.
I developed the library and made it public. Important contributions were pushed by
the co-authors of the paper and other developers around the world.
• Alejandro Molina, Sriraam Natarajan, and Kristian Kersting. “Poisson Sum-Product
Networks: A Deep Architecture for Tractable Multivariate Poisson Distributions”.
In: Proceedings of the 31st Conference on Artificial Intelligence (AAAI), San Francisco,
California, USA. Ed. by Satinder P. Singh and Shaul Markovitch. 2017, pp. 2357–
2363.
I was involved in developing the ideas and writing this paper. The ideas and content
of the paper were discussed among all authors. I implemented the algorithms used
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in this paper and also ran the experiments.
• Alejandro Molina, Antonio Vergari, Nicola Di Mauro, Sriraam Natarajan, Floriana
Esposito, and Kristian Kersting. “Mixed Sum-Product Networks: A Deep Architecture
for Hybrid Domains”. In: Proceedings of the 32nd Conference on Artificial Intelligence
(AAAI), New Orleans, Louisiana, USA. Ed. by Sheila A. McIlraith and Kilian Q.
Weinberger. 2018, pp. 3828–3835.
I was involved in developing the ideas and writing this paper. The ideas and content
of the paper were discussed among all authors. Together with Antonio Vergari, we
implemented the algorithms used in this paper. I introduced the computation for the
Mutual Information and ran the experiments on the Dirichlet and Autism Dataset.
Together we ran the experiments comparing the MSPN.
• Antonio Vergari, Alejandro Molina, Robert Peharz, Zoubin Ghahramani, Kristian
Kersting, and Isabel Valera. “Automatic Bayesian density analysis”. In: Proceedings
of the 33rd Conference on Artificial Intelligence (AAAI), Honolulu, Hawaii, USA. 2019,
pp. 5207–5215.
I was involved in developing the ideas and writing this paper. The ideas and content
of the paper were discussed among all authors. Together with Antonio Vergari, we
implemented the algorithms used in this paper and ran the experiments.
• Xiaoting Shao, Alejandro Molina, Antonio Vergari, Karl Stelzner, Robert Peharz,
Thomas Liebig, and Kristian Kersting. “Conditional Sum-Product Networks: Imposing Structure On Deep Probabilistic Architectures”. In: Proceedings of the 10th
International Conference on Probabilistic Graphical Models (PGM), Aalborg, Denmark.
Proceedings of Machine Learning Research. 2020.
I was involved in developing the ideas and writing this paper. The ideas and content
of the paper were discussed among all authors. Together with Xiaoting Shao, we
implemented the algorithms used in this paper and ran the experiments. I also
contributed the idea of the tractable multivariate conditional distribution, the gating
node, and the experiments on the Olivetti Faces.
• Robert Peharz, Antonio Vergari, Karl Stelzner, Alejandro Molina, Martin Trapp,
Xiaoting Shao, Kristian Kersting, and Zoubin Ghahramani. “Random Sum-Product
Networks: A Simple and Effective Approach to Probabilistic Deep Learning”. In:
Proceedings of the 35th Conference on Uncertainty in Artificial Intelligence (UAI), Tel
Aviv, Israel. Ed. by Amir Globerson and Ricardo Silva. 2019, pp. 334–344.
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I was involved in the discussions and realization of the paper. The main idea of the
paper came from Robert Peharz.
• Robert Peharz, Steven Lang, Antonio Vergari, Karl Stelzner, Alejandro Molina,
Martin Trapp, Guy Van den Broeck, Kristian Kersting, and Zoubin Ghahramani.
“Einsum Networks: Fast and Scalable Learning of Tractable Probabilistic Circuits”.
In: Proceedings of the 37th International Conference on Machine Learning (ICML),
Virtual Event. Ed. by Hal Daum’e III and Aarti Singh. 2020, pp. 7563–7574.
I was involved in the discussions and realization of the paper. The main idea of the
paper came from Robert Peharz.
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