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A B S T R AC T

In recent years, learning-based methods have become the dominant approach
to solving computer vision tasks. A major reason for this development is
their automatic adaptation to the particularities of the task at hand by learning a model of the problem from (training) data. This approach assumes that
the training data closely resemble the data encountered during testing. Successfully applying a learning-based algorithm in a wide range of real-world
scenarios thus requires collecting a large set of training data, which models
the complex phenomena encountered in the real world and covers rare, but
critical edge cases. For many tasks in computer vision, however, the human
effort required severely limits the scale and diversity of datasets. A promising
approach to reducing the human effort involved is data synthesis, by which
considerable parts of the collection and annotation process can be automated.
Employing synthetic data, however, poses unique challenges: first, synthesis
is only as useful as methods are able to capitalize on virtually infinite amounts
of data and arbitrary precision. Second, synthetic data must be sufficiently realistic for being useful in real-world scenarios. However, modeling real world
phenomena within the synthesis can be even more laborious than collection
and annotation of real datasets in the first place.
In this dissertation, we address these challenges in two ways: first, we propose to adapt data-driven methods to take advantage of the unique features
of synthetic data. Specifically, we develop a method that reconstructs the surface of objects from a single view in uncalibrated illumination conditions.
The method estimates illumination conditions and synthesizes suitable training data at test time, enabling reconstructions at unprecedented detail. Furthermore, we develop a memory-efficient approach for the reconstruction of
complete 3D shapes from a single view. This way, we leverage the high precision available through 3D CAD models and obtain more accurate and detailed
reconstructions than previous approaches.
Second, we propose to tap into computer games for creating ground truth
for a variety of visual perception tasks. Open world computer games mimic
the real world and feature a large diversity paired with high realism. Since
source code is not available for commercial games, we devise a technique
to intercept the rendering pipeline during game play and use the rendering
resources for identifying objects in rendered images. As there is only limited semantic information available at the level of interception and manual
association of resources with semantic classes is still necessary, we develop
a method to speed up the annotation dramatically by recognizing shared resources and automatically propagating annotations across the dataset. Leveraging the geometric information available through the rendering process, we
further collect ground truth for optical flow, visual odometry, and 3D scene
layout.
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The synthesis of data from computer games reduces the human annotation
effort significantly and allows creating synthetic datasets that model the real
world at unprecedented scale. The ground truth for multiple visual perception tasks enables deeper analysis of current methods and the development of
novel approaches that reason about multiple tasks holistically. For both the
adaptation of data-driven methods as well as the datasets derived from computer games, we demonstrate significant performance improvements through
quantitative and qualitative evaluations.
Z U S A M M E N FA S S U N G

In den vergangenen Jahren sind lernbasierte Methoden zum vorherrschenden
Ansatz zur Lösung von Aufgaben im Bereich des maschinellen Sehens geworden. Ein wesentlicher Grund für diese Entwicklung ist ihre automatische
Anpassungsfähigkeit an die Eigenheiten der jeweiligen Aufgabe durch Lernen eines Problemmodells aus (Trainings-)Daten. Dieser Ansatz setzt voraus,
dass die Trainingsdaten den später auftretenden Testdaten ähneln. Um lernbasierte Algorithmen erfolgreich in einer Vielzahl von realen Szenarien anzuwenden, ist es erforderlich, große Mengen on Trainingsdaten zu sammeln,
die komplexe Phänomene der realen Welt modellieren und seltene, jedoch
kritische Grenzfälle abdecken. Ein vielversprechender Ansatz um den erforderlichen manuellen Aufwand zu reduzieren, ist die Datensynthese, durch die
beträchtliche Teile des Erhebungs- und Annotationsprozesses automatisiert
werden können. Die Verwendung synthetischer Daten bringt jedoch eigene
Herausforderungen mit sich: Die Synthese theoretisch unendlich großer Datenmengen beliebiger Präzision stellt nur einen Vorteil dar, insofern Methoden in der Lage sind, diese auch gewinnbringend zu nutzen. Zudem bleiben
Anforderungen bezüglich der realistischen Abbildung realer Testfälle auch
für synthetische Daten bestehen. Die Modellierung reeller Phänomene innerhalb der Synthese ist jedoch möglicherweise aufwendiger als die ursprüngliche Erhebung reeller Daten.
In dieser Dissertation werden die beschriebenen Herausforderungen auf
zwei Arten adressiert: im ersten Teil schlagen wir vor, datengetriebene Methoden zu adaptieren, sodass sie die Besonderheiten synthetischer Daten bestmöglich nutzen. Dabei entwickeln wir eine Methode, die Objektoberflächen
aus Einzelbildern ohne vorherige Kenntnis der Beleuchtungsbedingungen rekonstruiert. Die Methode schätzt die Beleuchtungsbedingungen und synthetisiert Trainingsdaten im Testfall, was Rekonstruktionen mit ungekanntem Detailreichtum ermöglicht. Des weiteren entwickeln wir einen speichereffizienten Ansatz zur Rekonstruktion vollständiger 3D-Modelle aus Einzelbildern.
Dadurch nutzen wir die hohe verfügbare Präzision von 3D-CAD-Modellen
und erhalten akkuratere und detailliertere Rekonstruktionen als bisherige Ansätze.
Im zweiten Teil schlagen wir vor, Computerspielen für die Erzeugung von
Ground Truth für eine Vielzahl von Aufgaben der maschinellen Wahrnehmung zu nutzen. Der Fokus liegt dabei auf Open-World-Computerspielen,
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da sie vielfältige Szenarien realistisch nachbilden. Aufgrund der Nichtverfügbarkeit von Quellcode kommerzieller Spiele entwickeln wir ein Verfahren, welches Funktionsaufrufe der Rendering-Pipeline aufzeichnet, verwendete Ressourcen erkennt und sie zur Identifizierung von auf dem Bildschirm
dargestellten Objekten verwendet. Da die verwendeten Ressourcen nur bedingt semantische Informationen enthalten, ist zwar eine manuelle Annotation von Objekten weiterhin erforderlich. Jedoch entwickeln wir des weiteren
eine Methode, die zu einer deutlichen Beschleunigung des Annotationsprozesses führt, indem Ressourcen bei wiederholter Verwendung im Spiel automatisch wiedererkannt werden und so Annotationen über mehrere Aufnahmen hinweg propagiert werden können. Geometrische Informationen, die im
Renderingprozess Verwendung finden, werden genutzt, um Ground Truth für
optischen Fluss, visuelle Odometrie und die Schätzung von dreidimensionalem Szenenlayout zu erzeugen.
Die Synthese von Daten basierend auf Computerspielen ermöglicht es, den
manuellen Aufwand bei der Erstellung von Datensätzen signifikant zu reduzieren und realistische Datensätze bislang ungekannter Größe zu erzeugen.
Sie ermöglicht weiterhin, Ground Truth für mehrere Aufgaben der maschinellen Wahrnehmung zu erzeugen, was sowohl eine tiefgreifendere Analyse
bestehender Methoden als auch die Entwicklung neuartiger Algorithmen erlaubt, die die Lösung mehrerer Aufgaben der maschinellen Wahrnehmung
ganzheitlich integrieren. Sowohl für die Anpassung datengetriebener Methoden als auch für die aus Computerspielen abgeleiteten Datensätze demonstrieren quantitative und qualitative Evaluierungen deutliche Verbesserungen
im Vergleich zu bisherigen Ansätzen.
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1.1

M O T I VAT I O N

As manufacturing costs have come down in recent years, cameras have become ubiquitous. Virtually every smartphone shipped today has a camera of
decent quality built in, allowing users to capture and share images and videos
at a breeze. At the same time, ever more devices and locations are equipped
with cameras that autonomously record their surroundings.1 With more cameras in use comes the rising amount of visual data that is captured and processed every day. Companies are dealing with millions of new images and
videos per day on a regular basis,2 and even researchers are trying to gather
larger and larger collections of images and videos (Sun et al. 2017).
However, it is not the storage and transmission of large troves of raw data
that motivates companies and researchers to collect ever growing piles of
visual information. What makes visual data important to many applications
is the richness of information they can contain at multiple perceptual levels (Palmer 1999), often captured within fractions of a second.
Consider for example an image of a street scene like Figure 1.1.
At a very low perceptual level, we can identify properties like colors that
are present in the scene. We can perceive surfaces and their orientation, such
as the road, which is oriented upwards. We further combine surfaces to more
1 British Security Industry Association. The picture is not clear – How many CCTV surveillance
cameras in the UK?, bsia.co.uk
2 Chasey Chan. What Facebook Deals with Everyday: 2.7 Billion Likes, 300 Million Photos
Uploaded and 500 Terabytes of Data, gizmodo.com
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Figure 1.1: Images like this street scene can be analyzed at multiple perceptual levels.

complex shapes, which make up complete objects. Capitalizing on our previous knowledge of traffic scenes, we may identify the objects as cars, pedestrians, a bus, and houses. Knowing about traffic rules may further allow us to
interpret the position and intent of individual traffic participants. Building on
our travel experience, we may also recognize the city in which the depicted
image was recorded.3
In contrast, if we now examine the same image via its digital raw representation, all of the conclusions we were able to draw disappear as we are
left with a collection of numbers that seemingly make no sense. In order to
interpret an image, we need to be capable of visual perception (Palmer 1999).
This is the same for any technical approach to analyzing and understanding
visual data. Developing these kinds of approaches, which perceive the world
through visual data, constitutes the field of computer vision (Prince 2012).
Deploying these developments to the real world makes it possible to learn
from the vast amounts of images and videos recorded and uploaded around
the world every day at scale and it also contributes to the growing interest in
the field 4 .
Another reason for the growing interest is the enormous amount of progress
computer vision has witnessed in recent years. The advent of high-capacity
learning-based models has led to a number of breakthroughs in a wide range
of subfields. The benefit of these models is two-fold: First, by learning representations of the data being presented to the algorithm instead of specifying
them manually, the methods can adapt to peculiarities of its input data much
better while being easier to develop (Jordan and Mitchell 2015). Second, the
ability to leverage large collections of training data allows for learning more
3 Havanna, Cuba.
4 CVPR 2018 Opening Keynote, cvpr2018.thecvf.com
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robust representations that perform much better on unseen data than many
previous methods (Sun et al. 2017). In addition to these benefits, a growing
number of open source frameworks allow fast development and easy deployment of these algorithms into the wild (Chen et al. 2015b; Jia et al. 2014;
Niitani et al. 2017; Paszke et al. 2017).
In the following paragraphs, we look at three areas that attracted attention
in recent years and examine which problems in these areas are solved with
computer vision and visual perception in particular.
An area of large interest is the development of autonomously navigating agents, be it Unmanned Aerial Vehicles (UAVs) or autonomous cars. Market research firm Gartner picked autonomous things (involving vehicles, drones, and robots) as one of the top
technology trends in 2019.5 Underlying any of these technologies is the need
for an agent to map (i.e., reconstruct) its environment, track its position, and
identify obstacles and objects of interest. Casting these requirements as visual perception tasks that we investigate in this dissertation, an agent needs
to reconstruct 3D scenes, determine its position via visual odometry, relate it
to the environment by inferring the 3D scene layout of a scene, and segment
object instances from a stream of images. Support for this ambitious view on
the capabilities of modern computer vision technology comes from electric
car company Tesla, which announced to build its autonomous driving stack
mostly on camera-based systems.6
A U T O N O M O U S N AV I G AT I O N

M E D I C A L I M A G E A N A LY S E S
Medical image analysis encompasses a
multitude of imaging modalities, for which specialized methods have been
developed. While the tasks of interest are akin to general visual perception,
modalities and objects of interest differ, and the availability of annotated data
for training learning-based algorithms may be more limited. Nevertheless, recent algorithmic trends like Convolutional Neural Networks (CNNs) have been
applied to tasks such as segmentation of cells, detection of organs, registration of images, and 3D reconstruction of volumetric densities as well (Litjens
et al. 2017).
VISION FOR AR/VR

While Virtual Reality (VR) aims for creating a complete immersive virtual environment for users, Augmented Reality (AR) enhances the perception of a user of her surroundings by displaying virtual elements that seemingly blend into the real environment. In order to augment
an environment with useful information, it is necessary to understand what
things are visible at what location. A compelling AR system should be able
to segment object instances from a video stream, and determine the 3D scene
layout of the environment the user is operating in. To provide rich and diverse experiences in the virtual environments, digital content is needed. The

5 Kasey Panetta. Gartner Top 10 Strategic Technology Trends for 2019, gartner.com
6 Elon Musk. The future we’re building – and boring, youtube.com
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creation of large collections of virtual objects can be aided by the 3D reconstruction of real-world objects.
Although all of the previously presented areas and many other fields of
computer vision have witnessed impressive achievements through the application of high capacity learning-based methods, many challenging problems
remain unsolved (and more ambitious goals are being formulated). While one
challenge is to efficiently represent the ever-growing amounts of data in the
models, another, and probably more demanding, is the transfer of the success
of these methods to areas were labeled data are scarce. A compelling strategy that has been pursued again and again in the computer vision community
when real images with annotations have been scarce, is the use of synthetic
data. This approach comes with its own set of challenges as the synthetic data
should resemble the real world as much as possible while requiring less effort for modeling and synthesizing in comparison to simply collecting and
annotating more real-world examples. This brings us to the topic of this dissertation, in which we investigate how visual perception can be improved
through the utilization of synthetic data and develop new ways for efficiently
synthesizing ground truth for visual perception tasks.
1.2

A N A LY S I S B Y S Y N T H E S I S

The term Analysis-by-Synthesis was coined by Halle and Stevens (1959) in
the context of speech recognition. It refers to the observation that humans are
able to understand (analyze) and produce (synthesize) speech and the analysis
of overheard speech can be guided by internally generating a hypothesis of
valid expressions and comparing the heard sounds against it. It is inspired by
the general theory that humans form hypotheses about the world in order to
interpret their observations (Mackay 1956).
In the context of interpreting visual scenes, the term has been used in two
ways: First, it has been used with the original notion of interpreting visual
observations by forming high-level hypotheses and using these to resolve
ambiguities. In other words, resolving low-level ambiguities by integrating
top-down knowledge. A commonly cited example is Figure 1.2 from Gregory (1970); it is hard to make out the Dalmatian from low-level cues like
edges or corners, but starting with the expectation of seeing a dog, it can be
easily spotted. The second notion of the term refers to the duality of computer
vision and computer graphics in general, namely that computer vision can be
seen as inverse to computer graphics (Kulkarni et al. 2015a; Kulkarni et al.
2015b). In this view computer graphics is concerned with the synthesis of
images, i.e., their formation from a description of a visual scene. In contrast,
computer vision pursues the analysis of images, i.e., it derives a description
of a visual scene from images. It is this latter notion that we adopt in this
dissertation and which we will further elaborate on in the next section.
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5

Figure 1.2: Analysis-by-Synthesis. It is hard to analyze the image from low-level
elements like blobs or edges alone. By synthesizing a high-level hypothesis of a dog, the dalmatian quickly emerges. Image from Gregory (1970)
(Photographer Richard C. James).

1.2.1

Computer vision as inverse computer graphics

For decades computer graphics, or more precisely the subfield of rendering, has been concerned with the formation of shaded images from objects
(Marschner and Shirley 2016). In order to illuminate how this image formation in computer graphics relates to tasks in computer vision, we will now
briefly walk through the image formation pipeline (Szeliski 2010).
Consider the toy example in Figure 1.3, consisting of a building, pedestrians, a truck, a light illuminating the scene and a camera observing it. We start
with the light source, which emits light in all directions. The emitted light
can be thought of rays traveling away from the light source. Some of the light
rays hit the surface of the building and get reflected. Some of the light will get
reflected towards the camera, hitting its sensor. The sensor turns the incident
light into electric current. The amount of light hitting the sensor at a specific
position corresponds to the brightness of a pixel in the produced image. We
can now relate the computer vision tasks considered in this thesis to reversing
parts of the image formation, always starting with an image if not specified
otherwise:
• Shape from shading attempts to recover the surface of objects, possibly
by also recovering information about the light source (the colors in
Figure 1.3 visualize different surface directions).

We deliberately
ignore more complex
phenomena like
shadows,
interreflections or
scattering in this toy
example. For a more
comprehensive
treatise we refer to
(Pharr, Jakob, and
Humphreys 2016).
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• 3D shape reconstruction also reasons about hidden parts of objects and
tries to recover a complete 3D model.
• Semantic segmentation tries to group objects of the same semantic category.
• Semantic instance segmentation also groups objects by their semantic
category, but additionally distinguishes between individual object instances.
• Where these object instances are positioned in the world is captured by
the 3D scene layout.
• If we move the camera and record more picture during this motion,
visual odometry tries to estimate the trajectory of the camera from the
pictures (here depicted as blue balls).
• Finally, optical flow attempts to estimate the correspondences between
individual pixels in two of the images recorded (the colors encode 2D
motion per pixel).

Image formation

Rendered image

Shape from shading

3D shape

Semantic segmentation

Sem. instance segmentation

3D scene layout

Visual odometry

Optical flow

Figure 1.3: Computer vision as inverse computer graphics. Rendering a visual scene
to produce an image is a core task in computer graphics. Recovering
various properties of the scene from the image constitutes to several tasks
of computer vision.

1.2 A N A LY S I S B Y S Y N T H E S I S

1.2.2

Analysis

Understanding tasks of computer vision as inversion of the image formation pipeline suggests a model-based view for solving the tasks. This is in
fact an approach that has dominated computer vision research for a long
time (Forsyth and Ponce 2012; Szeliski 2010). Many of the problems however
are ill-posed due to ambiguities arising in the inversion. A popular attempt to
cope with these ambiguities is to constrain the problem at hand via simplifying assumptions. In shape from shading for example, seminal work by Horn
(1970) assumed a known point light source emitting only monochrome light
and a specific reflection model for the surface to be recovered. Unfortunately,
simplifying assumptions like these often induce a new set of problems; often constraints are chosen too strong, limiting the diversity of solutions to
be recovered or ignoring important visual phenomena that may significantly
influence the appearance of objects. Sticking with the shape-from-shading
example, surfaces have long been assumed to be smooth (Barron and Malik 2012b) and light sources to be monochrome (Horn 1970; Durou, Falcone,
and Sagona 2008; Barron and Malik 2012b; Xiong et al. 2015). However, the
smoothness constraint prevents algorithms from recovering sharp creases and
monochrome lighting does not appropriately approximate natural illumination (Ramamoorthi and Hanrahan 2001; Johnson and Adelson 2011).
1.2.2.1

The rise of data-driven methods

An alternative to the model-based view is a data-driven or learning-based approach, where a substantial part of the model parameters (or even the whole
model) is fit to training data. Taken the learning-based approach to the extreme, we are left with non-parametric methods, which are able to fit arbitrary
data distributions arbitrarily well given enough labeled data (Hastie, Tibshirani, and Friedman 2009). For problems where sufficient amounts of such
data are available, data-driven approaches such as random forests (Breiman
2001) or Convolutional Neural Networks (LeCun, Bengio, and Hinton 2015)
have demonstrated impressive performance, e.g., for the classification of images (Krizhevsky, Sutskever, and Hinton 2012; He et al. 2016), optical flow
(Dosovitskiy et al. 2015), 3D reconstruction (Eigen, Puhrsch, and Fergus
2014), object detection (Girshick et al. 2014), human pose estimation (Shotton et al. 2013), semantic segmentation (Shelhamer, Long, and Darrell 2017),
or semantic instance segmentation (Hariharan et al. 2014; He et al. 2017).
However, in areas where few suitably labeled data are available, data-driven
methods often perform much worse and training them effectively on small
datasets remains an open research problem.
An obvious answer to this problem is the collection of more data, but this
is often burdensome as we will reveal in the next section.
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1.2.2.2

Challenges in acquiring real-world datasets

The large interest in CNNs, even by popular media,7 can be attributed to their
impressive performance in confined tasks for which copious quantities of labeled training samples are available. One of the first tasks at which they outperformed existing methods was image classification (Krizhevsky, Sutskever,
and Hinton 2012). In image classification, the goal is to assign a single label to an image. The nature of this task makes it comparably easy to collect
and annotate thousands of images. Images can be scraped from the web and
crowd platforms like Mechanical Turk can be used to label and remove ambiguous images. Deng et al. (2009) carried out this strategy to grow their
ImageNet dataset with 1000 semantic categories to a million sample images.
Although the same strategy has been executed to gather datasets for intrinsic
images (Bell, Bala, and Snavely 2014) or instance segmentation (Lin et al.
2014), it has been less effective for other tasks than for image classification.
We will now explore why.
The acquisition of a dataset can be roughly divided into the collection of
raw samples, their annotation, and optionally a purification (or quality control).
COLLECTION
To aid algorithms in generalization to unknown samples,
it is important that a dataset exhibits a large diversity and covers as much
relevant samples as possible. This may require recording in different environmental conditions, different objects, at different places, or different situations.
For example, to record the Cityscapes dataset, Cordts et al. (2016) visited 50
cities to capture 25000 images. Although this required enormous effort, the
dataset does not feature scenes in a broad set of ambient conditions such as
night or rain. It is also limited to cities in Germany and neighboring countries, potentially resulting in limited generalization for algorithms trained on
it (Ros and Alvarez 2015).
A N N O TAT I O N
The annotation of a dataset is the association of images
or parts of images with some label. Some types of labels can be easily generated automatically by additional sensors. For the task of depth estimation
for example, the distance to the camera can be recorded with a depth sensor
like the Kinect (Silberman et al. 2012; Janoch et al. 2011; Choi et al. 2016),
or, achieving higher accuracy, with laser scanners (Knapitsch et al. 2017).
Notable challenges for this approach however are the limited range and robustness of the Kinect in bright environments (Andersen et al. 2012) and the
prohibitively high price of laser scanners.
For some vision tasks, no sensor exists that could automatically produce
the desired ground truth. This is the case for e.g., optical flow and semantic
segmentation. One way to automatically produce ground truth for optical flow
was proposed by Janai et al. (2017). They recorded video sequences at a high
frame rate in order to create ground truth optical flow for low frame rates, but

7 John Markoff. Scientists See Promise in Deep-Learning Programs, nytimes.com
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assumed linear motion and required brightly lit scenes that could be captured
well with a high-speed camera.
The previous strategies fail completely in the case of semantic segmentation. Here, tedious manual annotation is the dominant mode of creating
ground truth. For the CamVid dataset, Brostow, Fauqueur, and Cipolla (2009)
reported one hour of labeling time per image. Dense, fine-grained annotations even took 90 minutes per image for a subset of Cityscapes (Cordts et
al. 2016), which is why Cordts et al. added a larger, but coarsely annotated
dataset for which they limited the labeling time to 7 minutes per image. The
large human effort of dense labeling prohibits scaling this kind of dataset, although some institutions have tried (Mobileye reportedly employs over 800
annotators (Shashua 2016)). This has been referred to as the curse of dataset
annotation (Xie et al. 2016).
Employing non-experts for annotation poses another challenge. Very often the quality of labels varies significantly between annotators
and additional measures to prevent ambiguous or plainly wrong labels have
to be considered (Russell et al. 2008). Projects using crowd-working platforms commonly include sentinel tasks for which the right labels are already
known to validate the quality of labels by individual annotators (Bell, Bala,
and Snavely 2014; Lin et al. 2014).
P U R I F I C AT I O N

1.2.3

Synthesis

In our discussion about the duality between computer vision and computer
graphics, we observed that many inputs for rendering a visual scene are the
output we are trying to predict in some computer vision task. This naturally
leads to the idea of using computer graphics rendering to produce ground
truth data for computer vision tasks. Given the objects in a scene and their
environment (e.g., the building model, the light source and the camera parameters in Figure 1.3), we assign output labels for the respective vision task,
render the image and make it the input for the task(s).
1.2.3.1

Challenges of using synthetic data

Of course, training or evaluating algorithms with synthetic ground truth comes
with its own set of challenges.
COMPLEXITY
By definition, synthesized data can be arbitrarily complex.
In the context of 3D shapes this translates to arbitrarily high resolutions or
arbitrarily high precision, respectively. Although high resolution is mostly
beneficial or wanted, its representation can quickly become a challenge. An
increasing variation requires more samples to represent it and potentially a
higher model capacity to learn it as well. In the latter case, hardware limits
an arbitrary scaling of the model complexity. To cope with higher precision
for the task of 3D shape reconstruction, we develop a model that predicts
compressed shapes in Chapter 4.
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An inherent challenge of images generated by computer graphics is their realistic appearance. In the context of visual perception tasks and
the analysis of visual data at different perceptual levels, the realism of synthetic imagery also becomes an important property at multiple levels. Hence,
care must be taken not only in the rendering of individual images, but also in
the selection of objects, their distribution, appearance, and possibly behavior,
if dynamic scenes are of interest to the task at hand. We address these issues
in the development of new synthetic datasets for urban scene understanding
in Chapters 5 and 6.
REALISM

1.3

CONTRIBUTIONS AND OUTLOOK

The goal of this dissertation is to advance the state-of-the-art in visual perception via synthetic data. Specifically, we employ synthetic imagery to tackle
the problems of reconstructing 3D surfaces, recovering illumination, and reconstructing complete 3D meshes from a single photograph. Furthermore, we
put forward computer games as a source for semi-automatically annotated
ground truth data. We demonstrate the efficacy of such synthetic ground truth
data in two ways; First, we employ it to advance the state-of-the-art in semantic segmentation for urban environments. Second, we use it to benchmark
state-of-the-art algorithms for several visual perception tasks. In particular,
we make the following scientific contributions:
• We propose a simple, robust method to estimate the diffuse illumination of an object.
• We derive an algorithm that is discriminatively trained on the estimated
illumination to infer the 3D surface of an object. To make this approach
practical, we optimize the synthesis of training data for speed and employ random forests, which can be trained at high speed.
• We put forward an adaptation of random forests for the task of estimating surface normals. Specifically, we employ von-Mises-Fisher
distributions in the leaf nodes to account for the spherical domain of
unit-normalized surface normal vectors.
• Our proposed models for reconstructing surfaces, illumination, and complete 3D shapes set a new state of the art for their respective tasks.
• We present a memory-efficient representation for 3D shapes, which allows to train CNNs for reconstructing 3D shapes at high resolution and
high accuracy given a limited amount of memory.
• We develop a method for extracting rendering resources from computer
games and demonstrate how these resources can be used to synthesize
large amounts of ground truth data for several visual perception tasks.
Targeting games whose source code is not publicly available makes our
approach widely applicable.

1.3 C O N T R I B U T I O N S A N D O U T L O O K

• To obtain synthetic ground truth for semantic segmentation, we propose a semi-automatic approach that allows for annotating images densely
in seconds. Compared to classical approaches, this reduces the human
effort for labeling by 3 orders of magnitude.
• We demonstrate that the ground truth we synthesize helps in training
learning-based approaches to semantic segmentation of road scenes
through significant performance improvements on two real world datasets.
• We further optimize our extraction approach to capture data at video
rates, which equates to a speed up of 30×. The speed up is realized
by automatically modifying the (closed source) game at the byte-code
level.
• We extend the extraction approach to generate ground truth for several other visual perception tasks. The availability of ground truth for
multiple tasks and a large number of images allows for new ways of analyzing algorithms and opens up the possibility to effectively develop
algorithms that jointly reason about a subset of these tasks.
OUTLINE

The remainder of this dissertation is structured in the following

way:
• Chapter 2 provides the background for later parts and summarizes work
related to this thesis.
• We then go on to investigate the reconstruction of 3D surfaces and
illumination from single photographs in Chapter 3, which is largely
based on Richter and Roth (2015b). We also discuss its extension to
perspective projection, which appeared in Richter and Roth (2015a).
• In Chapter 4 we explore a new representation for 3D geometry to make
effective use of large amounts of (possibly synthetic) data. This chapter
is based on Richter and Roth (2018).
• While Chapters 3 and 4 focus on effective methods that employ synthetic data for learning, the subsequent chapters concentrate on the synthesis of ground truth data itself. Chapter 5, which appeared in Richter
et al. (2016), puts forward a new method for extracting ground truth
data for semantic segmentation from computer games.
• Chapter 6 extends this method to several other visual perception tasks
and employs the synthesized data for benchmarking state-of-the-art
algorithms developed for the respective tasks. It is largely based on
Richter, Hayder, and Koltun (2017).
• Finally, Chapter 7 concludes the thesis and suggests future research
directions based on the methods developed in this dissertation.
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2.1

2.4

As we have discussed in Chapter 1, synthetic data has multiple applications
in computer vision and in particular in visual perception. Especially for tasks
where the acquisition or annotation of ground truth data is challenging or
even impossible, synthesis has proven to be incredibly helpful and a viable
alternative to classical modes such as recording and annotating data manually.
The efficacy of synthetic data has not been limited to just providing data for
training algorithms to analyze scenes. It has been shown to be an important
tool for analyzing the algorithms as well.
In this chapter, we review the use of synthetic data in computer vision from
two perspectives. We begin in Section 2.1 by surveying the use of synthetic
data for the analysis of scenes and as reference data for learning-based algorithms. We will also introduce the different visual perception tasks that
are addressed in this thesis. Section 2.2 reviews the application of synthetic
data to benchmark algorithms. As a considerable portion of the examined algorithms is data-driven, benchmarking these algorithms often involves prior
training on synthetic data as well. Hence, in order to avoid redundancy in discussing works that rely on synthetic data for training, but also employ it for
benchmarking, we jointly cover both aspects in this section.
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Synthetic data in computer vision has by now been employed for decades,
and different ways of generating it have emerged. The approaches reach from
simple, randomized shapes (Johnson and Adelson 2011) to complex simulated worlds (Dosovitskiy et al. 2017b) and will be discussed in Section 2.3.
Although sophisticated pipelines have been developed for generating lifelike ground truth, small deficiencies often remain in the apparent realism of
most synthesized data. This shortcoming has motivated a separate line of
work. Section 2.4 reviews approaches that attempt to bridge the gap between
real and synthetic data.
Note that this chapter presents the literature that poses a common background for this dissertation and the remaining chapters in particular. It is
however not to be understood as comprehensively covering all works that are
related to this thesis. Work that is relevant to only some parts will be covered
in the respective chapters.
2.1

S Y N T H E T I C G RO U N D T RU T H I N V I S UA L P E R C E P T I O N

In order to provide a foundation for the review of ground truth synthesis and
its application to learning and analysis, we first define a set of tasks and terms
that will be used commonly throughout this thesis. In this thesis, we consider
tasks of visual perception. Intuitively, a visual perception task assigns some
label y to a visual input x. A visual input can be a single image or a collection of images. If it refers to a collection of images, the images need not
necessarily be recorded in order or even depict the same scene. The label to
be inferred from the visual input depends, or rather defines, the task. Let us
now define a visual scene and its content before we return to different tasks.
In this thesis, we define a scene as a tuple (O, I, c), consisting of a set of
objects O, a camera c observing the objects, and an illumination model I. An
object is a tuple o = (s, c, p), consisting of a shape s ∈ S, a semantic label l ∈ L, and a pose p ∈ R6 , which positions and orients the object in the
world. It is intentional that this definition does not specify a representation for
shapes or labels as even for a single task there may not be a clear advantage
for a specific representation. Methods for reconstructing shapes, for example,
have resorted to point clouds (Fan, Su, and Guibas 2017), surfaces (Richter
and Roth 2018; Sinha et al. 2017; Tatarchenko, Dosovitskiy, and Brox 2016),
or volumes (Choy et al. 2016; Tatarchenko, Dosovitskiy, and Brox 2017) to
represent object shapes. The most suitable representation is commonly determined by the requirements of the application that further processes the reconstructed shapes. If an application e.g., , requires watertight meshes, the reconstructions by a volumetric method can readily be used, while point clouds and
surfaces require additional processing. Similarly, datasets often define their
label space L differently, making them incompatible across benchmarks. For
example, in most datasets commonly used in semantic segmentation, people
are annotated with a single label (Everingham et al. 2015; Brostow, Fauqueur,
and Cipolla 2009; Lin et al. 2014). Cordts et al. (2016), in contrast, distinguish between persons on cycles, pedestrians, and drivers of other vehicles;
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The first are riders, the second persons, and the third inherit the label from
their vehicle.
We will now return to individual visual perception tasks and address each
in a separate section. The tasks reviewed in the following sections are ordered by two properties; First, they are sorted by the amount of input they
require, starting with a single image and ending with a video sequence. Second, they are sorted by the perceptual level in ascending order, starting with
the low-level problem of shape from shading.
2.1.1

Shape from shading

Shape from shading (SfS) is the task of estimating the visible surface of an
object from a single image depicting the object. The key assumption underlying SfS is that the object is lit by some light source producing a shaded projection of the object, where different shades correspond to different surface
orientations. This assumption implicates that SfS focuses on visible surfaces
and ignores occluded parts completely. Considering only surfaces that are
visible further implies that they can be parameterized via correspondences
to pixels in the input image. Hence, commonly used surface parameterizations are depth maps or surface normal maps, which associate each pixel
with a distance to the camera or a 3-dimensional surface orientation (normalized to unit length), respectively. When the task was introduced by Horn
(1970), he assumed the illumination to be given and of a certain type. Specifically, shapes were assumed to be lit solely by a single point light source
emitting monochrome light. The reason for this strong assumption is the simplified mathematical formulation of the shape-from-shading problem it lends
to. However, it is also one of the strong assumptions that made Shape from
Shading (SfS) impractical in real world settings for decades. In recent years
however, the task has been addressed more generally by also estimating the
illumination. Furthermore, the illumination has been represented as up to 9
coefficients of spherical harmonics per color channel, allowing to model natural lighting and extend the applicability of SfS to more scenarios (Barron and
Malik 2012b; Barron and Malik 2012a; Huang and Smith 2011a; Johnson and
Adelson 2011).
We follow this line of work in Chapter 3 by also estimating natural illumination in order to predict the apparent shape. In contrast to previous work,
however, we do not require a calibration sphere in the scene (Johnson and
Adelson 2011), restrict the illumination to a coarser resolution (Huang and
Smith 2011a), or place strong smoothness priors upon the reconstructed surfaces, limiting the level of detail (Barron and Malik 2012b; Barron and Malik
2012a). Our work is enabled by training a discriminative learning algorithm
on synthetic data. The use of synthetic ground truth shapes has a long tradition in SfS. To investigate how a neural representation for shape perception
could arise, Lehky and Sejnowski (1988) trained a neural network on synthesized patches of curved surfaces to recover shape. Knill and Kersten (1990)
foresaw the benefits of a learning-based approach to computational surface

We delve deeper into
the assumptions
underlying SfS in
Chapter 3
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reconstruction and proposed to learn a linear mapping from images to surfaces from a set of samples. The samples they used to train their mapping
were synthesized fractals. In similar spirit, Ben-Arie and Nandy (1998) proposed a more complex neural network, but still limited their investigation to
simple geometric shapes and fractals. Khan, Tran, and Tappen (2009) proposed to learn the parameters of their SfS method for each encountered illumination. To demonstrate the improvements from specializing the parameters
for each encountered illumination, they synthesized a set of smooth surfaces.
For many decades, shape from shading was deemed impractical due to its
limited handling of complex natural illumination. To reduce the complexity of the problem in the first place, many approaches assumed impractically
limited illumination models, often consisting of only one point light source.
In that context the work of Johnson and Adelson (2011) can be considered
a breakthrough as they realized that colorful natural illumination poses additional constraints, which can be used to resolve many ambiguities that arise in
monochrome (point light) illumination. To develop their algorithm and quantify its performance, Johnson and Adelson (2011) synthesized a collection
of blobby shapes and illuminated them via image-based rendering using real-world environment maps. In contrast to the procedurally generated shapes
of previous work, we train our algorithm on a set of 3D shapes created by
artists.1 Hence, our dataset exhibits a richer and more natural set of shapes,
allowing to learn more accurate surface prediction.
2.1.2

Single view 3D reconstruction

Estimating shape from shading ignores all hidden parts of an object, i.e., parts
that are not visible to the observing camera. These hidden parts are addressed
in single view 3D reconstruction. In this task, we understand by a 3D reconstruction all volumes that belong to an object. Looking at a projection of
one or more volumes from an arbitrary direction, multiple surface points can
correspond to a single pixel. This breaks the assumption underlying depth
and normal maps used in shape from shading, and calls for a parameterization that naturally handles multiple correspondences. Multiple volumes can
be represented by a volumetric density distribution. This representation is
commonly used in medical contexts as it allows to model different materials as well. Many applications in non-medical shape reconstruction, however,
ignore the composition of materials and approximate the density distribution with a binary occupancy map (Choy et al. 2016; Girdhar et al. 2016;
Häne, Tulsiani, and Malik 2017; Tatarchenko, Dosovitskiy, and Brox 2017).
Given the challenges already faced at reconstructing visible surfaces (Section 2.1.1), reconstructing invisible surfaces seems impossible. As a more
practical approach, early work, e.g., by Lowe (1987), tried to align 2D images with 3D Computer-Aided Design (CAD) models. Since in this line of

1 DOSCH 3D: Comic Characters V2 2015
https://novedge.com/dosch-design/products/2490
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work object shapes are assumed to be known a priori, we will review it in the
context of object recognition and pose estimation (Section 2.1.3).
A major reason for the long standing impracticality of reconstructing 3D
shapes of previously unseen objects from a single view is that hidden parts
are not observed at all and effectively need to be hallucinated. This hallucination requires a strong prior for general 3D shapes, which is next to impossible to manually specify. Learning a statistical prior on the other hand
is limited by the data at hand. Early collections of CAD models (Chen et al.
2003; Funkhouser et al. 2003; Hilaga et al. 2001; Leifman et al. 2003; Osada
et al. 2001; Tangelder and Veltkamp 2003; Vranic 2003; Zaharia and Prêteux
2001; Zaharia and Prêteux 2002) mostly targeted 3D shape retrieval and contained only small sets of 3D shapes, often biased towards specific semantic
categories, which precludes learning a more general shape prior.
This changed with the Princeton Shape Benchmark (Shilane et al. 2004).
While also being positioned as a shape matching benchmark, it contained
1814 models spanning 161 semantic categories. It was created by crawling
the web for 3D models, a method which was later used to gather the ModelNet (Wu et al. 2015b) and ShapeNet (Chang et al. 2015) databases. Those two
databases in particular marked an inflection point for research addressing the
recognition and reconstruction of 3-dimensional objects as their sheer size allowed to learn strong priors with statistical models. Containing over 220,000
3D models spanning 3135 semantic categories (ShapeNet; 151,128 shapes
of 660 categories for ModelNet, repectively), they paved the way for applying high-capacity learning-based approaches such as CNNs to pose estimation
(Su et al. 2015b; Li et al. 2015; Papon and Schoeler 2015), 3D reconstruction
(Choy et al. 2016; Fan, Su, and Guibas 2017; Girdhar et al. 2016; Häne, Tulsiani, and Malik 2017; Lun et al. 2017; Yan et al. 2016; Tatarchenko, Dosovitskiy, and Brox 2016; Tatarchenko, Dosovitskiy, and Brox 2017; Tulsiani et al.
2017; Zou et al. 2017) or 3D recognition (Bai et al. 2016; Johns, Leutenegger,
and Davison 2016; Li et al. 2016; Massa, Russell, and Aubry 2016; Maturana
and Scherer 2015; Papon and Schoeler 2015; Peng et al. 2015; Qi et al. 2016;
Qi et al. 2017; Su et al. 2015a; Wu et al. 2016).
Both ModelNet and ShapeNet are collections of 3D models scraped from
the web. Hence, both do not feature aligned photographs depicting any of the
shapes in the respective dataset. In the context of 3D reconstruction, shapes
from both datasets are commonly paired with rendered images. That does not
necessarily prevent methods, however, from generalizing to real world images
for the estimation of the distance to the camera or even complete shapes. Su
et al. (2014) emulated a RGB-D sensor by estimating the depth channel for
images of single objects by analyzing a collection of synthetic shapes of the
same category. Pushing this idea further, Huang, Wang, and Koltun (2015)
reconstructed 3D models from a collection of 2D images by jointly analyzing
the images and a set of pre-segmented 3D models collected from the web.
In Chapter 4 of this dissertation we develop a method for single view 3D
reconstruction and demonstrate its generalization capabilities to real-world
photographs, despite being trained only on synthetic data. Different to other
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shape reconstruction algorithms (Choy et al. 2016; Girdhar et al. 2016; Fan,
Su, and Guibas 2017; Tatarchenko, Dosovitskiy, and Brox 2017), our approach can leverage recent advances of image-based network architectures
and accurately reconstructs shapes even at high-resolution.
2.1.3

Scene understanding

Visual scene understanding tries to parse the semantic components of a scene
from visual input. Scene understanding comprises pedestrian detection, more
general object detection, semantic segmentation, and semantic instance segmentation, among others. Object detection is the task of delineating object
instances of some semantic class in visual input. In this dissertation, we further distinguish between 2D object detection, which predicts an image axis-aligned bounding box per object instance, and 3D object detection, which
predicts an arbitrarily oriented 3D bounding cuboid per object instance. The
latter is considerably more challenging as more degrees of freedom need to be
resolved and predicting a 3D bounding cuboid involves reasoning about hidden parts of an object whereas 2D object detection only considers the visible
parts of an object.
To make object recognition methods practical, datasets used for training
need to be diverse and capture a large variety of appearances. As the task is
both difficult and of high interest to a larger community, many works have focused on subsets or even single semantic category and sometimes produced
highly specialized solutions. Focusing on a single category of objects, the use
of synthetic data becomes easier as it is more feasible to collect a large set
of e.g., 3D models for a single class than for a broader set of categories. The
distribution of CAD models in most collections of 3D shapes potentially supports this specialization as often a strong bias towards a small set of classes
like chairs or cars can be found (cf. Section 2.1.2).
HUMANS
It is difficult to collect a large and diverse set of images for
any class of objects. For humans, however, the variety of possible poses
makes the collection even more challenging. To circumvent this problem,
Shakhnarovich, Viola, and Darrell (2003) rendered virtual humans to gather
training data for human pose estimation.
The collection of a large set of images can be even more tedious if the
images need to come from special sensors. It can be easier to create a rendering system that outputs images resembling real sensor outputs. To train a
pedestrian detector for use in an Advanced Driver Assistance System (ADAS),
Broggi et al. (2005) synthesized infrared images of humans. Similarly, Shotton et al. (2013) rendered millions of synthetic depth maps to train the human pose estimation algorithm that was later incorporated into the Microsoft
Kinect. Since the seminal work of Shakhnarovich, Viola, and Darrell (2003),
many other approaches have used virtual humans to train pedestrian detectors (Marín et al. 2010; Xu et al. 2014a; Hattori et al. 2015), estimators for
human poses (Varol et al. 2017), or even human shape (Chen et al. 2016).
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CARS, CHAIRS, AND BEYOND

We presume that the bias of 3D shape
collections towards certain classes has propelled the development of specialized methods for the recognition of single object categories. Stark, Goesele,
and Schiele (2010) and Pepik et al. (2015a) used CAD models of cars to train
specialized detectors. As with synthetic humans, CAD models from arbitrary
categories provide an easy way of generating data for pose estimation. Aubry
et al. (2014) aligned CAD models of chairs to real images for estimating
their pose. Later, Su et al. (2015b) estimated the pose of a broader set of
object classes by training a CNN on rendered images of CAD models from the
ShapeNet dataset (Chang et al. 2015). Methods for multi-class object detection building on CAD models have been proposed by Sun and Saenko (2014)
and Rozantsev, Lepetit, and Fua (2015). Song and Xiao (2014) rendered 3D
CAD models as point clouds to train a 3D object detector for RGB and RGB-D images. Extending this idea to complete scenes, Zhang et al. (2017) generated a large set of augmented depth maps of indoor scenes by replacing
objects in real depth maps with rendered objects from ShapeNet. Zhou et al.
(2016) learned dense correspondences between different objects of the same
category (again, cars) by establishing a 3D-guided cycle consistency between
images of real and synthetic objects. Recently, Kundu, Li, and Rehg (2018)
combined the tasks of 3D object detection, pose estimation, and shape reconstruction by learning a 3D shape prior from CAD models.
Semantic class segmentation is
the task of grouping an image into sets of pixels that depict a common semantic class. Note that this definition permits disconnected regions sharing
the same class. Figure 2.1 shows an exemplary image (left) and its ground
truth semantic segmentation (right) from the CamVid dataset for road scene
understanding (Brostow, Fauqueur, and Cipolla 2009).
S E M A N T I C C L A S S S E G M E N TAT I O N

Figure 2.1: An example from the CamVid dataset shows an image (left) with its
ground truth semantic segmentation (right), color-coded for visualization.

Since semantic segmentation attempts to assign a label to every pixel in
an image, the ground truth provided for training or validating an algorithm is
ideally also available densely at the pixel level. This fine granularity makes
the annotation and thus the acquisition of large datasets extremely laborious and expensive. Although objects are commonly annotated by delineating their outlines with reasonably tight polygons (Russell et al. 2008), which
yields faster annotation than labeling every pixel, the time for annotating a
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single high resolution image can easily range from 60 to 90 minutes (Brostow, Fauqueur, and Cipolla 2009; Cordts et al. 2016).
It may therefore be natural to consider synthetic ground truth as a cheap
and accurate alternative. In comparison to other visual perception tasks however, semantic class segmentation has witnessed relatively few works that
leveraged synthetic data.
Taking inspiration from the use of game engines to synthesize ground truth
for object detection (cf. Marín et al. (2010)), Haltakov, Unger, and Ilic (2013)
modified an open source racing game to produce renderings paired with semantic segmentation maps of road scenes. Instead of modifying an existing
game, Ros et al. (2016) built their own virtual world, which provided more
freedom in the environments they could create. This allowed them to release
a large-scale dataset, which mimicked structural properties of the real-world
Cityscapes dataset (Cordts et al. 2016).
In this thesis, we also take inspiration from the seminal work of Marín et al.
(2010) and build on high-quality game engines to synthesize ground truth for
visual scene understanding tasks, including semantic segmentation of classes
and instances. In contrast to previous work, we avoid creating our own virtual worlds, since achieving sufficient realism can be even more laborious
than manually annotating real-world images. Instead, we re-purpose the open
world game Grand Theft Auto V (GTA V) as our learning environment and
minimize the annotation effort by several orders of magnitude compared to
classical methods. A more detailed explanation will be provided in Chapters 5
and 6.
As we hinted already and will dicuss in more detail later, the lack of realism
in synthetic training data can severely limit an algorithm’s performance in real-world environments. To avoid potential challenges in rendering sufficiently
realistic images, Handa et al. (2016b) only used synthetic depth images, for
which a realistic appearance is much easier to achieve. They showed that a
system provided with only depth input can perform on par with the state of the
art, additionally using regular images for semantic segmentation, by training
their model on a large collection of synthesized depth maps.
Another approach of coping with realism was pursued by McCormac et al.
(2017). They created a large-scale dataset for scene understanding, consisting
of 5 million rendered RGB-D images with annotated ground truth for semantic segmentation, semantic instance segmentation, and optical flow. Furthermore, they went on to demonstrate that the predominant mode of initializing
CNNs to new tasks with small datasets via pre-training the networks on ImageNet can be omitted in favor of pre-training on their synthetic imagery,
yielding superior results.
Predictions by methods for
object detection and semantic segmentation exhibit inherent shortcomings
that can be substantial in practice. These shortcomings stem from the definitions of the two tasks. For object detection, we want to distinguish between
instances of the same semantic class, but any prediction per instance is limS E M A N T I C I N S TA N C E S E G M E N TAT I O N
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ited to a simple axis-aligned bounding box. Contrarily, semantic segmentation tries to precisely delineate the boundaries between regions of the same
semantic class, but does not distinguish between any instances. Semantic instance segmentation addresses both problems by trying to precisely delineate
the boundaries of each object instance. This idea gives rise to the following
definition:
Semantic instance segmentation is the task of grouping an image into sets
of pixels that depict a common semantic instance. Here, each instance also
belongs to a semantic class.
Although it may seem natural to ask for solving semantic instance segmentation, the task has been addressed by the computer vision community
only recently, starting with the seminal work of Hariharan et al. (2014). Recent works have approached the problem from either a semantic segmentation (Bai and Urtasun 2017) or an object detection background (Hayder, He,
and Salzmann 2017; He et al. 2017).
Since the task only recently gained attention, few works have explored the
use of synthetic data. As many approaches for generating ground truth for
semantic class segmentation are based on rendering engines, there should be,
in principle, no limitation or additional challenge in the extension to semantic instance segmentation. If CAD models of individual objects are available,
rendering a distinct constant color per object is trivial. Hence, most recent
synthetic datasets (Handa et al. 2016a; Song et al. 2017) also include annotations for semantic instances.
The benchmark we present in Chapter 6 features annotations for scenes
recorded in challenging urban environments. We use it to train and evaluate
recent approaches for instance segmentation (Dai, He, and Sun 2016; Hayder,
He, and Salzmann 2017).
2.1.4

Optical flow

As the first of two tasks addressed in this thesis that take multiple images as
input, we begin with the optical flow between two images.
Optical flow is the per-pixel correspondence between two images xt and
xt+1 . It associates a vector ~u ∈ R2 to every pixel in xt , specifying the change
in pixel coordinates of the image content between xt and xt+1 .
The apparent motion of a pixel between two frames cannot simply be
recorded with a device. In order to evaluate methods for optical flow nevertheless, early work resorted to comparing prominent points for which descriptors could be extracted (Dreschler and Nagel 1982). As probably one of
the first efforts to use virtual worlds for benchmarking computer vision algorithms, Heeger (1988) created the famous Yosemite sequence (shown in
Fig. 2.2, left), which was famously used by Barron, Fleet, and Beauchemin
(1994) to evaluate optical flow algorithms. Baker et al. (2011) built on this
seminal work and included the sequence in the Middlebury benchmark, along
with two other synthesized sequences (a frame from the grove tree sequence
is shown Fig. 2.2, right).
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Figure 2.2: Virtual worlds for evaluating optical flow. The first virtual world synthesized for evaluating optical flow depicted the Yosemite valley (left,
(Heeger 1988)). It was later used in the Middlebury benchmark along
other synthetic sequences like the grove tree (right, (Baker et al. 2011)).

Of course, synthetic
optical flow
sequences can be
simply created by
transforming images
in the image
plane (Fleet and
Jepson 1990) or
moving geometric
primitives (Heeger
1988). However, we
are interested in
more challenging
motions.

These early synthetic videos encompassed only a few frames and had been
specifically created to serve as ground truth for optical flow. Although synthesizing sequences specifically for these benchmarks was a major step forward
compared to the measuring process employed before, the small number of
synthesized videos already indicates a major challenge with this approach,
the limited scalability. Butler et al. (2012) evaded the targeted synthesis of
scenes and leveraged the open source movie Sintel (Barton et al. 2010) to
create the first large-scale dataset for optical flow, encompassing 1628 frames.
Although the resulting benchmark was a leap forward in terms of available
training data, it was not yet sufficient for training CNNs (Dosovitskiy et al.
2015).
The first CNN-based method to estimate optical flow, termed FlowNet, was
introduced by Dosovitskiy et al. (2015). The development was aided by the
accompanying FlyingChairs dataset, which consists of chair models rendered
in random positions onto arbitrary backgrounds from Flickr.2 Although its visual appearance is far from photo-realistic, the sheer size and diversity present
in the dataset allows for effective training of CNNs. Building on the insight
that photorealism can be trumped by diversity and size of the dataset as most
important factors for training high-capacity models, Mayer et al. (2016) presented FlyingThings3D, which contains objects of more categories moving
in 3D in order to train CNNs for optical flow and stereo estimation.
The work we present in Chapter 6 differs from previous optical flow datasets
in a number of ways. Being recorded in a photo-realistic virtual city, it resembles real-world scenes more closely than random flying objects (Dosovitskiy
et al. 2015; Mayer et al. 2016) or the fantasy world of Sintel (Butler et al.
2012). Furthermore, it is recorded in different challenging ambient conditions and paired with ground truth for other visual perception tasks, enabling
an advanced analysis of the shortcomings of current optical flow algorithms
and allowing to train methods that estimate optical flow jointly with other
tasks.
2 http://ww.flickr.com
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2.1.5

Visual odometry

The second multi-image task we consider in this dissertation is visual odometry. Intuitively, the goal of this task is to recover the path and viewing directions the camera has taken while recording a video sequence. The trajectory
of the camera consists of a 6 degree-of-freedom pose per frame.
Visual odometry naturally lends itself to synthesizing ground truth data because rendering a virtual scene requires specifying a camera trajectory, which
can be readily recorded to serve as ground truth. As for other visual perception tasks, diversity and realism of the scenes are important factors to keep
in mind nevertheless. Handa et al. (2012) conducted controlled studies of
camera tracking performance in indoor scenes rendered via computationally
expensive ray-tracing. Their work led to the ICL-NUIM benchmark for RGB-D camera tracking and Simultaneous Localization And Mapping (SLAM),
created using two synthetic indoor scenes (Handa et al. 2014). Zhang et al.
(2016) used virtual environments to study the impact of camera optics on the
accuracy of a visual odometry system in indoor and outdoor scenes.
Skinner et al. (2016) advocate using simulated environments for evaluating
robotic vision performance. They construct a small virtual environment and
use it to evaluate place recognition and visual SLAM algorithms. Mueller,
Smith, and Ghanem (2016) develop a benchmark for low-altitude UAV target
tracking using aerial video sequences recorded in virtual environments.
2.1.6

Simulation environments

Enhancing virtual scenes with ways to interact – commonly also involving
some simulation of physics – brings us to the complete simulation of virtual
environments.
Gibson (1979) postulated that one has to move in order to perceive. Acknowledging this more active view on perception, work on intelligent agents
that simultaneously learn to act and perceive has gained attention in recent
years (e.g., , (Dosovitskiy and Koltun 2017)). This coincides with vision systems achieving or surpassing human-level performance on arguably narrow
tasks (Ioffe and Szegedy 2015; Weyand, Kostrikov, and Philbin 2016) and
allowing the pursuit of more ambitious goals. Complementary to the need
for large amounts of training data, teaching agents to act requires encapsulated environments where misbehaving agents cannot cause any harm. This
demand for data and sandboxes has given rise to a number of simulators; focusing on autonomous aircrafts, Müller et al. (2018) developed a dedicated
simulator. The wide interest in research on autonomously driving vehicles
has also lead to several simulators for (urban) road scene understanding, for
example CARLA (Dosovitskiy et al. 2017a), DeepDrive.io 3 , and Udacity’s
self driving car simulator4 . For navigation in home environments, Savva et
al. (2017) developed the MINOS simulator and Brodeur et al. (2017) the
3 http://deepdrive.io
4 https://github.com/udacity/self-driving-car-sim

23

24

BAC K G RO U N D

HoME environment. Targeting interaction in (more) general environments
are DeepMind Lab (Beattie et al. 2016), Gibson Env (Xia et al. 2018), and
A2I-Thor (Zhu et al. 2017c).
2.2

BENCHMARKING ALGORITHMS

Although use of synthetic data for training and evaluating algorithms can
be traced back a couple of decades (cf. (Heeger 1988)), significant benefits
for training have been demonstrated only in recent years. This has been paralleled by a growing confidence in obtaining meaningful conclusions from
synthetic data in benchmarks as well. While earlier investigations rather opposed the use of synthetic ground truth for evaluation, recent advances in
computer graphics and machine learning have led to a change of opinion in
the community.
Durou, Falcone, and Sagona (2008) evaluated algorithms for SfS and found
that the performance obtained on synthetic images is not necessarily a good
indicator for the performance under real-world conditions. Similar observations were made by Vaudrey et al. (2008) for estimating stereo on synthetic
and real world sequences. They hypothesized that blur and varying brightness
of real-world scenes violated the assumptions built into the tested algorithms.
However, the increasingly realistic appearance of renderings has led to different conclusions in more recent studies.
C O M PA R I N G R E A L A N D S Y N T H E T I C B E N C H M A R K S .
Gaidon et al.
(2016) investigated if conclusions drawn from a real world dataset for training
an object tracker can be transferred to a synthetic dataset and found the performance drop by the tracker trained on real data to be minimal when applied
on virtual data. Alhaija et al. (2018a) compared several setups for training
an object detector on synthetic data, including the dataset from Gaidon et al.
(2016), and evaluated the performance on real-world test scenes. They found
that training on purely synthetic data decreases performance slightly, while
combining synthetic and real data can significantly improve the detection
performance. In their experiments, they also varied the number of virtual cars
rendered into real images and found that a similar number of cars as in the real
dataset that is used for testing provides the largest benefits. Movshovitz-Attias, Kanade, and Sheikh (2016) varied the realism as well as the number of
synthetic images for training a method for viewpoint estimation. They concluded that generally higher levels of realism and a larger number of images
used for training result in better performance. A similar conclusion has been
drawn for the estimation of optical flow. Meister and Kondermann (2011)
synthesized an image sequence at varying levels of realism, mimicking a previously recorded sequence of real images. They evaluated the method of Zach,
Pock, and Bischof (2007) on both sequences in order to assess the suitability
of synthetic scenes for evaluating optical flow methods and concluded that
more realistic scenes lead to flow estimates closer to ones estimated in real
world sequences.

2.3 S Y N T H E S I Z I N G G R O U N D T R U T H

SYNTHETIC BENCHMARKS.

While synthetic benchmarks have been
accepted in the optical flow community from early on (Barron, Fleet, and
Beauchemin 1994; Butler et al. 2012), other areas of computer vision were
more reluctant.
However, advances in rendering and easy accessibility of rendering engines
enabled the creation of ground truth targeting special cases and allow in-depth
investigations of failure cases for more algorithms. Aubry and Russell (2015)
rendered various synthetic shapes to understand the contribution of individual
CNN layers for object detection and pose estimation. Qi et al. (2016) compared
the performance of CNN architectures for 3D object classification by creating
different representations of the same objects. Similarly, Shin, Fowlkes, and
Hoiem (2018) compared representations for 3D object reconstruction.
Biedermann, Ochs, and Mester (2016) argued that the realism of light
transport simulation has advanced sufficiently for synthetic video sequences
to be used for systematic evaluation of vision algorithms. They conducted
preliminary tests on two simulated highway sequences.
Taylor, Chosak, and Brewer (2007) proposed using virtual environments
for testing visual surveillance systems and discussed simulated camera models and scenarios.
Gaidon et al. (2016) advocate using virtual worlds to assess the performance of video analysis algorithms, propose manually creating virtual models of real-world scenes for this purpose, and evaluate multi-object tracking
models on videos recorded in these virtual environments.
Zendel et al. (2017) defined a list of hazardous scenarios that should be
covered by a test dataset to adequately evaluate stereo vision algorithms. Although multi-frame reconstruction is beyond the scope of this thesis, their
list is of some interest to us. Supporting the argument that a good benchmark
should cover a wide range of critical scenarios that are of importance in realworld situations, we collect data from an open world simulation in different
environmental conditions and cover a large number of scenes to develop our
synthetic benchmark.
2.3

S Y N T H E S I Z I N G G RO U N D T RU T H

Many tasks in computer vision can be viewed as mapping an (input) image to a high-level prediction. Starting off with images captured in the wild,
i.e., without any restrictions regarding the camera, captured scene, or environmental conditions, the annotation of ground truth is often costly as no constraints of the capturing setup can be exploited (Cordts et al. 2016), cf. (Xie
et al. 2016).
An interesting paradigm arises by turning this approach upside-down and
starting off with the annotation. Instead of annotating images, we are now left
with the task of generating images that explain the annotation. An example
for this idea is the rendering of a scene given high-level semantic information.
By first constructing a scene graph containing a set of objects, and then rendering the scene, we start with some high-level information, which can act
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as annotation, and obtain an image, which in turn can be regarded as input
a computer vision task. As we (largely) control the way each bit of the annotation and each pixel of the image is created, we effectively synthesize the
ground truth.
Synthesizing ground truth, however, comes with its own set of challenges.
The arguably most important challenge is realism of the synthesized data,
which affects nearly every aspect of the synthesis process. In order to replace
expensively acquired real data, we need the synthetic data to resemble the
real data in both low-level appearance and high-level structure.
Arguably one of the simplest ways of obtaining synthetic data is by modeling it manually. Since one of the main goals is a reduction in effort for
creating the ground truth, the work necessary for generating should be offset by gains that can be achieved through some atomization at later stages.
For example, it can be highly efficient to manually create a set of 3D shapes,
which later are rendered to generate a virtually infinite dataset for some specific problem. Kaneva, Torralba, and Freeman (2011) rendered a virtual city
designed by artists to evaluate feature descriptors.
A cheaper and more accessible source can be models that are freely available on the web. The ModelNet (Wu et al. 2015b) and ShapeNet (Chang et al.
2015) databases, for example, consist of thousands of 3D shapes that were
collected from various websites. Similarly, the recent SUN-CG dataset (Song
et al. 2017) features 3D rooms and houses that users composed for a modeling
website.
Besides utilizing large-scale model collections from the web (Chapter 4),
we also employ a set of 3D shapes modeled by artists to develop a discriminative approach to shape from shading (Chapter 3).
In the following sections, we group the different approaches of synthetic
datasets for computer vision into three dominant themes: procedurally generation, extraction from (existing) virtual worlds, and learning to synthesize.
2.3.1

Procedural generation

We start our review with procedural generation. By procedural generation we
understand the combination of some basic elements following a set of rules.
For the purpose of this review, we consider the basic elements to be given and
the rules to be defined by the researcher. As a more concrete example, basic
elements could be CAD models scraped from the web and a researcher would
define a set of rules for arranging them in a scene.
In recent years, procedural methods have been used for generating relatively simple organic shapes (Johnson and Adelson 2011; Cole et al. 2012),
placing furniture (Handa et al. 2016a; Jiang et al. 2017; McCormac et al.
2017), or generating video sequences for action recognition (Souza et al.
2017).
A compelling argument for procedurally generating ground truth is the
fairly complex structure and appearance that can be achieved from fairly simple rules for creating or combining basic elements. Using advanced render-
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ing techniques via open source physically-based ray-tracers like pbrt (Pharr,
Jakob, and Humphreys 2016) or Mitsuba (Jakob 2010) further improves the
realistic appearance. Hence, even random placement of objects may produce
complex and challenging examples (Dosovitskiy et al. 2015; Mayer et al.
2016; McCormac et al. 2017). Simple measures such as biasing the distribution of objects and safeguarding that objects do not intersect can further a
realistic appearance (Papon and Schoeler 2015).
More realistic scenes can be created by sophisticated rules guiding the sampling of scene layouts. Integrating higher level knowledge manually, Merrell
et al. (2011) incorporated guidelines for interior design to arrange furniture
in indoor scenes and Tsirikoglou et al. (2017) defined rules for placing objects in urban environments. Besides providing a rich source of diverse 3D
models of single objects, large 3D model collections can be used for learning
the configurations of objects in a scenes. Priors of this sort have been used
in a number of recent works. Handa et al. (2016a) first collected a set of virtual indoor scenes and then learned the co-occurrence statistics of objects to
generate additional scenes. Jiang et al. (2017) annotated indoor scene layouts
from the SUN-CG dataset (Song et al. 2017) in order to learn a probabilistic
grammar, which they used to sample new layouts. In a similar spirit, Wang
et al. (2018a) trained a CNN on floor plans of SUN-CG to iteratively place
furniture in a room.
It remains however an open challenge to extend the procedural approach to
dynamic scenes and simulating complex environments including (intelligent)
agents. Possible solutions emerge when we turn to another mode of collecting
large-scale synthetic data in the next section.
2.3.2

Re-purposing virtual worlds

As an alternative to modeling virtual worlds by researchers for the specific use
in a computer vision application, re-purposing existing virtual worlds created
for different use-cases has gained growing interest. Although the models utilized this way are again created by artists, this way of collecting data differs
considerably from harvesting separate models from the web.
Virtual worlds are built for a specific purpose, such as being part of a video
game or movie. Hence, the resources that are part of the same virtual world
are naturally compatible to each other. They share a similar level of complexity, realism, and style. Being part of a video game or a movie implies another
characteristic that distinguishes virtual worlds from large-scale 3D models;
they offer dynamic environments with animated or even interactive content.
To create a large-scale benchmark for optical flow, Butler et al. (2012)
and Wulff et al. (2012) leveraged the open source movie Sintel (Barton et
al. 2010). The movie features a wide variety of conditions and is completely
animated, making it possible to compute ground truth correspondences between pixels at sub-pixel accuracy. The accessibility of all resources needed
to recreate the movie posed a challenge to the use as a ground truth benchmark, however. To prevent any cheating related to tuning an algorithm to the
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test set, it is common practice to withhold the ground truth labels for the test
set. Butler et al. addressed this problem by adding noise to the original motions, creating a unique version of the movie sequences for the benchmarks.
Movie scenes are Potemkin villages. As such they are designed to exhibit
lots of detail and visual fidelity from the viewing direction of the camera.
Parts that are not visible by the camera (following a fixed trajectory) are not
modeled. Hence, the potential for movie scenes for generating virtually infinite amounts of data for training or benchmarking is severely limited. A far
greater potential lies in open worlds. Here, arbitrary viewing positions can
be specified to create a diverse set of samples. To our knowledge, Marín et
al. (2010) were the first to build a virtual city employing a computer game
engine to synthesize training samples for pedestrian detection. (They further
showed that an algorithm trained on these samples even outperformed a detector trained on just realistic images.) Following this approach, Bochinski,
Eiselein, and Sikora (2016) trained a detector for multiple classes. Akin to
an open source movie, open source games allow for modifying the source
code in order to generate a wide range of annotations automatically. This was
demonstrated by Haltakov, Unger, and Ilic (2013), who modified the racing
game VDrift 5 to obtain ground truth semantic segmentations, optical flow,
and depth maps. Another benefit is the possibility to specify custom scenarios, which can be used to further adapt the virtual world to real scenes.
It can be seen as a great benefit to the computer vision community that
many high-profile game engines have lately adopted rather liberal licensing models. The easy and affordable access to high-quality game engines
allows to build custom scenarios and datasets with photorealistic appearance (Bochinski, Eiselein, and Sikora 2016; Dosovitskiy et al. 2017a; Gaidon
et al. 2016; Müller et al. 2018; Ros et al. 2016; Qiu and Yuille 2016). A major
drawback, however, is the lack of (freely) available assets for these game engines. Although there exist many websites that offer 3D models and textures,
and most game engines feature a marketplace where game assets can be purchased, an enormous amount of work remains in order to create a compelling
environment (Ros et al. 2016; Dosovitskiy et al. 2017a).
One reason is that simply combining separately bought sets of 3D models
is often insufficient. For a convincing appearance, the 3D models need to be
somewhat compatible. Furthermore, dynamic environments often require the
integration of animations, game logic, and a physics engine.
A compelling way to reduce the manual work in creating virtual worlds is
a semi-automatic approach where artifacts from real-world datasets are leveraged. Gaidon et al. (2016) initialized their scenes with ground truth from the
KITTI dataset (Geiger et al. 2013) (Figure 2.3, top), which allowed them to
create roads, place and track objects, and move the camera realistically with
minimal effort. By varying parameters of their scenes, they could easily synthesize additional video sequences with automatic annotations for a couple
of tasks (Figure 2.3, middle). Alhaija et al. (2018a) also built on the KITTI
dataset. They first identified roads and ground planes in the KITTI images and
5 http://vdrift.net
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Figure 2.3: The rich annotations for multiple tasks made it possible to build synthetic
datasets on top of the real-world KITTI dataset (Geiger et al. 2013) (top).
Gaidon et al. (2016) recreated the scenes by initializing with ground truth
annotations (middle). Alhaija et al. (2018a) rendered virtual cars on top
of real background images (bottom).

then augmented the images with rendered cars. Their sophisticated post-processing in combination with the real backgrounds from the original dataset
produced semi-synthetic images (Figure 2.3, bottom) with a much more realistic appearance than previous work.
An alternative to creating complex environments is the re-use of existing worlds for a different purpose. While artistic skills and resources of researchers for crafting compelling virtual worlds are often limited, game companies employ tens to hundreds of artists dedicated for exactly this purpose:
creating realistic virtual worlds for immersive experiences. Resting on the
realistic appearance of soccer games, Calagari et al. (2015) extracted depth
maps from the commercial game FIFA for a 2D-to-3D conversion of soccer
videos. The same idea was recently used by Rematas et al. (2018) to show 3D
soccer videos in augmented reality.
In the context of computer vision research, commercial games can, however, be used for more than sources of depth data. Going beyond the obvious re-use of the depth buffer, Shafaei, Little, and Schmidt (2016) and Johnson-Roberson et al. (2017) extracted the stencil buffer of the open world game
GTA V to obtain automatic segmentation maps for up to 4 semantic classes.
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In our work (Chapters 5 & 6), we use the stencil buffer for accelerating the
annotation process by developing a semi-automatic annotation method for a
subset of classes.
2.3.3

Learning to synthesize

An exciting new research direction in the context of using synthetic data is the
synthesis of images and other modalities from high-level information such as
identifiers within the dataset or simply noise. We refrain from providing a
comprehensive survey of this area of research, but point to exemplary work
for completeness.
Seminal work by Dosovitskiy, Springenberg, and Brox (2015) generated
images of chairs from high-level identifiers and was later extended to other
categories (Dosovitskiy et al. 2017b). Instead of directly supervising the synthesis via regression-based losses (Dosovitskiy, Springenberg, and Brox 2015),
many recent approaches are based on Generative Adversarial Networks (GANs)
(Goodfellow et al. 2014), which place two CNNs as adversaries. The competing networks have been demonstrated to create highly realistic images (Isola
et al. 2017), even despite missing pairings between source and target images (Zhu et al. 2017a). They have also been used to generate 3D point
clouds (Soltani et al. 2017) or textured 3D models (Zhu et al. 2018).
Alternative approaches circumventing the common difficulties of training
GANs have demonstrated promising results; Chen and Koltun (2017) and Qi
et al. (2018) synthesized photorealistic images at high resolution using feedforward CNNs.
Learning to synthesize data from high-level IDs or noise poses a couple
of questions that so far remain unsolved; it is, for example, quite challenging
to compare examples generated by different approaches or to quantitatively
evaluate those approaches in general.
2.4

BRIDGING THE GAP BETWEEN SYNTHETIC AND REAL IMA G E RY

In the previous sections we have seen a considerable number of works that
employed synthetic data for training or analyzing algorithms that ought to
perform in the real world. Hence, for many of the presented methods, the
domain in which an algorithm is trained, differs from the one it is tested
in. This domain gap can significantly impede the performance of algorithms
in the real world (Durou, Falcone, and Sagona 2008; Nowruzi et al. 2019;
Richter et al. 2016). In the computer vision literature, this problem has been
addressed from two orthogonal directions.
First, since most methods employing synthetic imagery have more or less
direct control over the synthesis, they can be modified to output images that
are either more realistic or better suited for learning a more domain-invariant
estimator (Section 2.4.1).
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Second, the problem of overfitting to the training set (or a particular dataset)
is not limited to synthetic ground truth, but has been recognized in the broader
computer vision community (Torralba and Efros 2011). As a more general
way of addressing an arbitrary domain gap – between images recorded by different devices, for example – methods for domain adaptation (Section 2.4.2)
have gained attraction in recent years.
2.4.1

Adapting the synthesis

To generate more realistic images of virtual humans, Chen et al. (2016) transferred textures from real images. In their analysis of a method trained with
the modified images, they concluded that the diversity of textures and large
distribution of poses were beneficial. Besides minimizing the effort required
for annotation, semi-automatic approaches also lead to increased realism in
different aspects; initializing scenes with real-world annotations (Gaidon et al.
2016) increases the realism of high-level structure. Rendering objects on top
of real backgrounds, ensuring a plausible composition (Alhaija et al. 2018a),
leads to more realistic images.
Alhaija et al. (2018b) hypothesized that rendering scenes with off-the-shelf
rendering engines leads to decreased realism and proposed a CNN that mimics
deferred shading from a set of input buffers. In order to increase the realism
of images produced by the network, they applied an adversarial loss during
training, which led the network to learn blending and post-processing effects
from real images.
2.4.2

Adapting the learning

Orthogonally to refining synthetic images to appear more realistic, the latent
representations learned by a data-driven method can be adapted as well to
bridge the gap between synthetic and real images used for input. Since this
topic is less closely related to the work presented in this thesis, we highlight
exemplary work in this area for completeness.
Earlier approaches focused on improving object detectors. For example,
Khosla et al. (2012) adapted a classifier to learn dataset-specific and dataset-agnostic weights whereas Vázquez, López, and Ponsa (2012), Vazquez et al.
(2014), and Xu et al. (2014a) adapted pedestrian detectors trained on virtual
data to real world data. Sun and Saenko (2014) decorrelated learned features
using statistics from the target domain.
As for the synthesis of images and shapes (Section 2.3.3), GANs have been
applied heavily in the area of domain adaptation (Bousmalis et al. 2017;
Ganin and Lempitsky 2015; Hoffman et al. 2018; Shrivastava et al. 2017;
Tzeng et al. 2017; Yoo et al. 2016). For an excellent survey of domain adaptation in the context of road scene understanding we refer to López et al.
(2017).
The adaptation of synthetic data in order to improve the generalization of
an algorithm trained on it towards real data is a field of growing interest. It
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has, e.g., spun the Visual Domain Adaptation Challenge held at CVPR (Peng
et al. 2017). As part of the challenge, participants were asked to train their
algorithms on our synthetic data from GTA V (Chapter. 5) and test their algorithms on the Cityscapes (Cordts et al. 2016) dataset.
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Figure 3.1: Shape and reflectance estimation from a single internet image (from left to right):
input image (© Daniel Stockman), estimated normals and reflectance map from
our method, and rendering from a novel view.
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I N T RO D U C T I O N

Shape from Shading (SfS) – the problem of estimating surface normals from
just a single image – is a heavily ill-posed problem.
Since the seminal work of Horn (1970), which introduced the problem,
SfS has been approached largely by modeling it analytically. The complexity
of real-world scenes, however, makes it hard to address and disentangle all
phenomena that contribute to the shading of an object.
In this chapter, we approach the problem differently. Specifically, we leverage synthetic ground truth and develop a data-driven method. An important
benefit of data-driven methods is that they can learn strong priors, which constrain the space of possible solutions. A key challenge with synthetic data,
however, is the resemblance of real data and if real-world phenomena important to the task at hand are represented in the synthetic data.
For this reason, many simplifying assumptions have been made, such as assuming smooth surfaces, uniform albedo, a known reflectance map, or even
light coming from a single directional light source in known direction. Such
strong assumptions severely limit the applicability in practice, however. Outside of controlled lab settings, less restrictive assumptions are needed. In this
work, we estimate the surface of a diffuse object with uniform albedo together
with its reflectance map in uncontrolled illumination, given only a single image. To recover fine surface detail, our goal is to avoid strong spatial regularization. To that end, we generalize shading cues to more realistic lighting,
as well as combine them owing to their complementary strengths. While this
affects the model and computational complexity, and leads to an increased
number of parameters, we show how to address these challenges with a discriminative learning approach to shape from shading.
A key property of our approach is that it allows to combine several shading cues. We consider (1) the color of the pixel itself, which is a strong cue
in hued illumination (Johnson and Adelson 2011), and is often exploited by
using a second order approximation of Lambertian shading (Ramamoorthi
and Hanrahan 2001). Our experiments (Section 3.9.2) show, however, that
the cue becomes less reliable in the presence of correlated color channels
(e.g., in near white light) or noise. We aid disambiguation by adding (2) local context (Xiong et al. 2015), which to date has been limited to the case
of directional lighting. Instead of using the colors in the neighborhood of a
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pixel directly, we capture the local appearance context with a texton filter
bank (Shotton et al. 2009). Through cue combination in our learning framework, we achieve automatic adaptation to uncontrolled lighting and reconstruct fine surface detail. Finally, we introduce novel (3) silhouette features.
While the use of silhouette information in shape from shading dates back to
foundational work by Ikeuchi and Horn (1981) and Koenderink (1984), previous work has only constrained surface normals at the occluding contour
and employed global reasoning to propagate the information to the interior
(Oxholm and Nishino 2012). In this chapter, we show how to generalize the
occluding contour constraint to the surface interior. This generalization yields
(spatial) contour information at every pixel and is furthermore invariant to the
local scale of the object. These silhouette features are applicable to both orthographic and perspective cameras. Moreover, our novel silhouette features
also give a coarse estimate of the surface by themselves, which allows us to
estimate the unknown reflectance map.
A number of challenges arise in discriminative learning for uncalibrated
shape from shading: First, we require a training database of surfaces captured
in the same conditions as the object to be reconstructed. Capturing all possible combinations of surfaces and lighting conditions seems however infeasible. Similarly, inserting known reference objects in the scene (Hertzmann
and Seitz 2003) is typically impractical. For this reason, some learning approaches (Cole et al. 2012; Khan, Tran, and Tappen 2009) create databases
on-the-fly by rendering synthetic shapes once the lighting condition is known.
Our approach adopts this strategy, but relies on a significantly larger database
of 3D models than previous work in order to capture the variation of realistic surfaces. Second, and in contrast to (Cole et al. 2012; Khan, Tran, and
Tappen 2009), we cope with unknown illumination at test time. To that end
we estimate the reflectance map from our silhouette features and train the
discriminative approach once the reflectance has been estimated. Third, (re-)
training for the specific lighting condition at test time requires efficient learning and inference. Enabled by the diverse cues discussed above, we adopt
regression forests for efficient pixel-independent surface normal prediction
by storing von Mises-Fisher distributions in the leaves. Finally, an optional
refinement step enforces integrability of the predicted surface normals.
After introducing our approach, we assess the contribution of the different
cues using a statistical evaluation and as components of our pipeline. Moreover, we evaluate our method both qualitatively and quantitatively on synthetic data as well as on a novel real-world dataset, where it outperforms
several state-of-the art algorithms.
3.2

R E L AT E D W O R K

As shape from shading has an extensive literature, we only review the most
relevant, recent work here and refer the reader to the excellent surveys by
Durou, Falcone, and Sagona (2008) and Zhang et al. (1999). Lambertian
shape from shading has historically assumed a single white point light source,
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presuming this to simplify the problem. Recently, it became apparent (Huang
and Smith 2011b; Johnson and Adelson 2011), however, that chromatic illumination not only resembles real-world environments more closely, but also
yields additional constraints on shape estimation, thus substantially increasing accuracy. Nevertheless, these methods focus on the case of favorable illumination and do not address nearly monochromatic lighting. Moreover, assuming the illumination to be known limits their practical applicability.
Recent work also aimed to infer material properties or illumination alongside the shape. Oxholm and Nishino (2012) exploit orientation cues present
in the lighting environment to estimate the object’s Bidirectional Reflectance
Distribution Function (BRDF) together with its shape. They require a high-quality environment map to be captured, however. Barron and Malik (2012a)
and Barron and Malik (2012b) integrate shape estimation into the decomposition of a single image into its intrinsic components. Training and inference in
their generative model takes significant time; moreover, extending the model
with additional cues is not necessarily straightforward. Since their formulation requires strong regularity assumptions, the amount of fine surface detail
recovered is quite limited.
Only a comparably small fraction of work addresses the more general perspective projection case (Prados and Faugeras 2003; Tankus, Sochen, and
Yeshurun 2005; Vogel, Breuß, and Weickert 2008). Recent methods dealing with more complex lighting (Barron and Malik 2012a; Barron and Malik
2012b; Huang and Smith 2011b; Johnson and Adelson 2011) are often limited to the simpler orthographic projection case.
While learning approaches to shape from shading have been investigated
and often outperform their hand-tuned counterparts, they have been limited
by simple shape priors and the lack of adequate training data. Relying on
range images or synthetic data (Ben-Arie and Nandy 1998; Khan, Tran, and
Tappen 2009; Wei and Hirzinger 1996) can be problematic: While the noise
of range images is a limiting factor in predicting fine-grained surface variations, synthetic datasets often fail to capture real-world environments with
their variability. Khan, Tran, and Tappen (2009), for example, used synthetic
data and a database of laser scans to train a Gaussian mixture model on the
isophotes. Barron and Malik (2012a) trained their shape model on one half
the MIT intrinsic image dataset (Grosse et al. 2009). Example-based methods (Cole et al. 2012; Panagopoulos, Hadap, and Samaras 2012) have also
shown reasonable qualitative results, but their quantitative performance remains unclear.
Hertzmann and Seitz (2003) used objects of known geometry imaged under
the same illumination to perform a photometric stereo reconstruction. Multiple images need to be captured, each of which contains a known reference
object. Our approach, in contrast, only requires a single image of an unknown
object and uses “example geometry” only to synthesize our training data.
Our approach relates to Geodesic Forests (Kontschieder et al. 2013), as
both use a regression tree-based predictor. Both enable pixel-independent
predictions by incorporating spatial information directly into the tree-based
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approach. Kontschieder et al. (2013) address discrete labeling tasks, such as
semantic segmentation, have a complex entanglement, and use generalized
geodesic distances as spatial features. We instead predict the normal direction, i.e., a two-dimensional continuous variable, employ newly proposed silhouette features, and rely on only a single stage.
After publication of the papers that formed the basis for this chapter, recent work has addressed more challenging settings. As indicated by our experiments using a synthetic shape collection, large-scale shape databases are
highly beneficial for the estimation of surfaces as they provide strong shape
priors, especially if the semantic category of objects being reconstructed can
be constrained. Besides higher accuracy on a limited setting, stronger priors
allow for tackling more challenging setups; training on a new large-scale 3D
face database (Booth et al. 2016) allowed Trigeorgis et al. (2017) to estimated
surface normals for less constrained face images from the web. Leveraging
car models from the ShapeNet database (Chang et al. 2015), Rematas et al.
(2016) applied CNNs to estimate surface normals and to recover reflectance
maps involving specular reflections. Reflectance maps model the surface appearance under a fixed illumination and a fixed viewing position. To decouple
the illumination and allow for relighting under novel illumination conditions,
Georgoulis et al. (2018) proposed to estimate material parameters and an environment map from a reflectance map using CNNs. Class-specific shape priors are less helpful for reconstructing objects from unseen classes. Yang and
Deng (2018) removed the dependence on class-specific priors by evolving a
shape database while training a CNN, thus modifying the shape database to
account for previously unseen and more challenging shapes during learning.
3.3

O V E RV I E W

Figure 3.2 shows an overview of our approach. Given an input image of a diffuse object with uniform albedo, taken under orthographic or perspective projection, we estimate a reflectance map (Section 3.5). We use the reflectance
map and a database of CAD models (Section 3.8) to synthesize a new training
dataset on the fly, adapted to the input image.
With this dataset, we train a regression forest to estimate surface normals
from image patches (Section 3.6). The regression forest leverages color, texton and newly proposed silhouette features (Section 3.6.2) for predicting surface normals independently for each pixel and applying it to the input image
yields a surface normal field. Optionally, we enforce integrability of the normal field.
In the case of perspective projection, the prediction can be further refined
by rotating each normal according to the corresponding in pixel position in
the image (Section 3.7).
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CAD models
estimate
render

light

image
infer

regression
forest

train

adapted
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shape
Figure 3.2: Pipeline for both training and testing. For each test image, we estimate a
reflectance map to train the regression forest on synthetically generated
data. Pixel-independent surface normal predictions are made using the
trained regression forest. Integrability of the normal field can be enforced
optionally.

3.4

BAC K G RO U N D

The appearance of an object as observed by the camera can be modeled via
the reflectance equation
Z
Li (c, −v) =
f(l, v)Li (xv , l)(nv · l)dl,
(3.1)
l∈Ω(nv )

which relates the incoming radiance Li at the camera center c along a viewing ray −v with the incoming radiance and the BRDF f at each point of
the object surface (Möller et al. 2018). For each viewing ray, the closest
point on the object surface is at xv with the surface normal nv . As common
for shape-from-shading approaches, we assume a uniform Lambertian BRDF,
i.e., the same diffuse material for the whole object. This simplifies the BRDF
to
f(l, v) =

ρ
,
π

(3.2)

where ρ is the albedo.
Furthermore, for a diffuse material, the incoming radiance can be well approximated by an irradiance map E(n) (Ramamoorthi and Hanrahan 2001),
such that
Li (c, −v) = ρE(nv ).

(3.3)

As we are assuming a diffuse material, E here also represents the reflectance
map. Intuitively, Equation 3.3 states that all observable reflectance values of
an object with uniform albedo can be mapped one-to-one onto a hemisphere,
assuming distant light sources and no self-reflections or occlusions.
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map to sphere
re-rendered ground truth surfaces

input image

approximate

ground truth
reflectance

diffuse
estimate

final
estimate

Figure 3.3: We estimate the reflectance map by mapping the input image to a hemisphere and approximate it by 9 spherical harmonics coefficients per color
channel. Matching brightness and contrast to the input image yields our
final estimate. Above we show re-rendered ground truth surfaces for
comparison.

3.5

R E F L E C TA N C E M A P E S T I M AT I O N

We now turn to estimating the reflectance map as well as a surface normal
for each observed point on the object surface. We begin with the estimation
of the reflectance map and exploit that a Lambertian reflectance map can
be well approximated by only 9 spherical harmonics coefficients per color
channel (Ramamoorthi and Hanrahan 2001).
Johnson and Adelson (2011) used this insight to calibrate against a reflectance map by providing each object of interest with a calibration sphere
of the same BRDF. Barron and Malik (2012a) obviated the sphere and jointly
recovered the reflectance map and the surface with a generative model.
Our discriminative approach reconstructs the reflectance map directly from
an initial surface estimate that we derive solely from the object silhouette. In
particular, we map the input image to a sphere according to our silhouette
features (Figure 3.3, left). The features define a mapping from a pixel p to
polar coordinates on a unit sphere:

0
σ(p) : Ω → S2 , σ(p) = cos−1 drel
(p), β(p)
(3.4)
However, since the mapping from pixels to polar coordinates is many-to-one,
we average the colors of points with similar distance and direction to the
silhouette. In particular, the color at a polar coordinate (i.e., normal or lighting
direction) nv ∈ S2 is obtained by averaging the colors of those input pixels
p, whose mapping is a k-nearest neighbor of s:
1X
C(s) =
I(Pi ),
k
k

P = {p | σ(p) ∈ k-NN(s)},

(3.5)

i=1

where I(Pi ) is the observed color. The number of neighbors k considered is
adjusted for the size of the object. This acts as a low-pass filter, effectively
reducing estimation errors from incorrectly mapped points.

39

40

D I S C R I M I N AT I V E S H A P E F R O M S H A D I N G I N U N C A L I B R AT E D I L L U M I N AT I O N

We thus obtain a robust approximation of a calibration sphere without actually having one. While the silhouette features alone yield only a coarse
estimate of the surface normals, we only need to recover a small number
of spherical harmonics coefficients of the reflectance (Figure 3.3, second to
right column), which can be done in closed form. We found that adjusting
the mean and standard deviation of the reflectance map to match the input
image (effectively matching brightness and contrast) improves the final estimate (Figure 3.3, right column).
Note that certain objects do not fulfill our assumption of being composed
of convex parts. A bowl seen from above will cause problems, for example,
but likely also for other algorithms that estimate shape and reflectance. Most
objects, however, contain limited concavities whose effect on the estimated
reflectance map is generally compensated by other convexities.
3.6

D I S C R I M I N AT I V E P R E D I C T I O N O F N O R M A L S

Building on the success of decision and regression tree-based methods in
various applications, including human pose estimation (Shotton et al. 2011),
image restoration (Jancsary, Nowozin, and Rother 2012), semantic labeling
(Kontschieder et al. 2013) and others, we here use regression forests for discriminative SfS. For now we only outline the basic learning approach; the
features that serve as input will be discussed later. Regression forests are
very useful for our purposes as both learning and prediction are computationally efficient. This is crucial, since learning and prediction are carried out
at test time once the reflectance map has been estimated (Figure 3.2). Training the different trees of the forest can proceed in parallel. As the prediction
of surface normals of objects is done independently for each pixel, this step is
efficient as well as parallelizable. Since the predicted normal field is not necessarily integrable, we optionally enforce integrability in a post-processing
step.
3.6.1

Basic regression forest model

Regression forests average the output of several regression trees to improve
robustness. Each tree yields a prediction of an output variable by traversing
a path that depends on the input features (Breiman 2001). A split criterion at
each (non-leaf) node guides the traversal into either the left or right branch,
until a leaf node is reached. As is most common, thresholds on the input features are used as split criteria. Each leaf node stores a probability distribution
over the output variable, which ultimately enables the prediction.
3.6.2

(Spatial) features

Shape from shading, like other pixel labeling / prediction problems, benefits
from taking the spatial regularity of the output into account, in other words
modeling the expected smoothness of the recovered surface. That is, neigh-
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boring predictions should account for the fact that their normals are often very
similar. Regression forests (Breiman 2001), which we use here, perform pixelwise independent predictions and thus do not necessarily model such regularities well. The recent regression tree fields (Jancsary, Nowozin, and Rother
2012) address this by estimating the parameters of a Gaussian random field
instead of the output variables; using Maximum A-Posteriori (MAP) estimation in the resulting conditional random field yields the final prediction. Unfortunately, the MAP estimation step creates a computational overhead, which
also renders training inefficient. Our method is inspired by geodesic forests
(Kontschieder et al. 2013) instead, which include a geodesic distance feature
to circumvent explicit modeling of more global dependencies of the output;
we introduce spatial features that enable encouraging spatial consistency despite pixel-independent prediction.
3.6.2.1

Basic color feature

Regression trees excel when the desired output strongly correlates with the
input features (Breiman 2001), because this allows for splits that reduce the
entropy well. It is in turn a fundamental assumption of shape from shading that strong correlations between surface normals and color exist, as their
relation can be described by the reflectance equation (Equation 3.1), a special case of the rendering equation (Kajiya 1986). The common Lambertian
case is well described by a second order approximation (Ramamoorthi and
Hanrahan 2001): Ec (n) = n̂> Mc n̂ at each point on the surface, where Ec
represents color channel c of the reflectance map, n̂ is the surface normal
in homogeneous coordinates, and Mc is a symmetric 4 × 4 matrix.A single
input image thus puts three nonlinear constraints onto the two unknowns of
the surface normal at each pixel. Under ideal circumstances, the reflectance
maps of the individual color channels are independent from each other. In that
case, they produce small isophotes (areas with the same luminance), which
turns the shape from shading problem into photometric stereo such that a surface can be recovered very well with just the color (Johnson and Adelson
2011). However, if the reflectance maps and corresponding constraints are
more correlated, e.g., in nearly white light, large isophotes cause many surface patches to explain the same color. Moreover, image noise weakens the
correlation significantly. Hence, to avoid making strong assumptions about
the type of lighting present, we not only consider the color, but look for spatial features that depend on a neighborhood of pixels as well as the object
contour, and are able to reduce the remaining ambiguity, even in the absence
of an explicit spatial model.
3.6.2.2

Texton features

To capture how the local variation of the input image correlates with the output, we first compute features from a texton filter bank (Shotton et al. 2009).
The filter bank contains Gaussians, their derivatives, as well as Laplacians at
multiple scales, and has been used in many areas, such as material classifica-
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tion, segmentation, and recognition. While having been used in shape from
texture (White and Forsyth 2006), to our knowledge they have not been considered in shape from shading. Before filtering, we convert the image to the
L*a*b* opponent color space. Gaussian filters are computed on all channels,
while the remaining filters are applied only to the luminance channel.
As we will see below, texton features provide local context that strongly
boosts accuracy compared to using color alone. Embedding them in a discriminative learning framework allows for adaptation to various types of surface discontinuities instead of simply assuming smoothness as has been common in shape from shading. Magnifying the local context by enlarging the
filters can lead to better adaptation to various surface types and also faster
convergence to an integrable surface later. It, however, requires a much larger
dataset to capture fine detail and achieve similar generalization. In our experiments, we used filters that match the normal patches in size (5 × 5).
3.6.2.3

Silhouette features

Projected onto the image plane, normals are not distributed equally across the
object. Most objects are roughly convex, or composed of convex parts. Thus,
normals at the center of an object tend to face the viewer and normals at the
occlusion boundary are perpendicular to the viewing direction (Ikeuchi and
Horn 1981; Koenderink 1984). Consequently, the probability of a normal facing a certain direction given its position within the projection is non-uniform.
Previous work has exploited this fact only by placing priors on the normals
at the occlusion boundary and propagating information to the interior with a
smoothness prior (Oxholm and Nishino 2012). As both priors do not consider
scale, balancing them can be challenging. This becomes especially problematic if different scales are present within the same object (e.g., the tail vs. head
of the dinosaur in Figure 3.4). Here, we consider a more explicit relation between the silhouette and the normal, which automatically adapts to scale.

a

b

c

d

e

Figure 3.4: Objects that are convex or composed of convex parts (a) exhibit a strong
correlation between silhouette-based features like relative distance (b) or
direction to the silhouette (c) and out-of-plane (d) and in-plane components (e) of their surface normals.

To that end, let us first examine the correlation between a point’s surface
orientation and its position within the object’s projection onto the image plane.
Consider the object in Figure 3.4. As expected (Ikeuchi and Horn 1981; Koenderink 1984) and can be seen in the visualization of the out-of-plane component (d) (white – toward the viewer, black – away), normals are orthogonal
to the viewing direction starting at the silhouette. Moving inwards, the nor-
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mals change until they finally face the viewer. If we now look further at the
distance of an interior point to the silhouette (b), we observe some apparent
correlation. Similarly, we observe an apparent correlation between the direction to the nearest point on the silhouette (c) and the image-plane component
of the normal (e). We now formalize and analyze this relationship.
We define the absolute distance of an interior point p to the contour as
dabs (p) = min kp − bk ,

(3.6)

b∈B

where B denotes the set of points on the occlusion boundary. The absolute
distance, however, depends on the scale of the object. Normalizing it by the
length of the shortest line segment that passes through p and connects boundary and the medial axis of the object makes it scale-invariant. The medial axis
is the set of all points that have two closest points on the boundary (Blum
1967). If M denotes the medial axis and pb the (infinite) line that passes
through p and b, we define the relative distance to the silhouette as
drel (p) = min

min

b∈B m∈M∩pb

kp − bk
,
km − bk

(3.7)

i.e., the relative distance is normalized by the minimal line that passes through
p and connects medial axis and contour. In practice, we approximate Equation (3.7) using two distance transforms, dB for the contour set and dM for
the medial axis. We thus define the scale-invariant boundary distance
0
drel
(p) =

dB (p)
.
dB (p) + dM (p)

(3.8)

Finally, we define the direction to the contour as
β(p) = −

3.6.3

0 (p)
∇drel
.
0 (p)
∇drel

(3.9)

Normal vectors as output

Predicting normal vectors using regression trees incurs some additional challenges. First, the output variable is continuous, which is typically achieved
by storing the average output of all training samples that fall in that particular leaf. This is equivalent to storing the mean of a multivariate Gaussian in
each leaf, which is a reasonable assumption when the posterior is sufficiently
close to a Gaussian distribution in Rd . Second, surface normals are actually
distributed on a 3-dimensional unit hemisphere, which means that a Gaussian
assumption does not appear appropriate. In our approach, we address this by
modeling the output distribution in each leaf as a von Mises-Fisher distribution (Fisher 1953); we store the mean and dispersion parameters.
The von Mises-Fisher distribution models unit vectors on a d-dimensional
hypersphere. For our case of d = 3, the probability density function of a
normal n ∈ S2 is given as
p(n; µ, κ) =

2π(eκ

κ
exp(κµ> n),
− e−κ )

(3.10)
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where µ, kµk = 1 is the mean vector and κ ∈ R the dispersion (analogous to
the precision of a Gaussian).
3.6.4

Learning

For the most part, learning proceeds as usual for regression forests. To train
each tree of the forest, a randomly chosen 90% subset of the training data
is used. The split criterion for each node is chosen from a random subset of
features. In particular, we choose the feature that minimizes the aggregated
entropy of the new child nodes compared to the entropy of their parent node.
We estimate the von Mises-Fisher parameters using the approach of Dhillon
and Sra (2003). They show that the maximum likelihood estimate can be approximated well by
µ̂ =

r
krk

and

κ̂ =

3R̄ − R̄3
.
1 − R̄2

(3.11)

P
krk
Here, r = N
i=1 ni is the resultant vector and R̄ = N is the average resultant
length.
Most previous learning approaches to shape from shading require re-training the model on each unseen reflectance map (Cole et al. 2012; Khan, Tran,
and Tappen 2009); our approach does so as well. To carry this out efficiently,
we randomly sample 5 × 5 normal patches from our geometry dataset (Section 3.8), precompute the silhouette features ahead of time, as they are independent from the lighting condition, and store them alongside the normals.
When a new illumination condition occurs, we render training images from
the normals, compute the remaining features, and train the forests. Rendering
and feature extraction are efficient and take below one second for the entire
dataset; training the forest takes approximately 90 seconds, and inference below a second. It is important to note that unlike previous learning approaches
(Cole et al. 2012; Khan, Tran, and Tappen 2009), we do not require the lighting at test time to be known, but instead estimate it as well (Section 3.5).
For each of the 100 models in our training dataset, we obtain 10 training
images by placing an orthographic camera looking at the model center from
random positions. We evaluated how many training patches are needed on a
validation set (different from the models used at test time) and found that 100
– 200 samples per image yield the best trade-off between performance and
computational effort for training.
3.6.5

Integrability

The regression forests independently predict the surface normals of each pixel,
without considering neighboring predictions. In the absence of any spatial
regularization, the surface predictions are susceptible to image noise; on the
other hand penalizing discontinuities usually results in oversmoothed surfaces and a loss of detail. For this reason we fuse pixel-independent predic-
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tions only by enforcing integrability, as this is a necessity for obtaining a valid
surface. Integrability requires the derivatives of the surface normal to fulfill
∂2 z
∂2 z
=
,
∂u∂v
∂v∂u

(3.12)

where the depth z depends on the image coordinates u, v. Several approaches
have been proposed to penalize violations of Equation (3.12), e.g., Papadhimitri and Favaro (2013) and Reddy, Agrawal, and Chellappa (2009); we
consider and evaluate different choices in Section 3.9.3.
3.7

A DA P T I O N TO P E R S P E C T I V E P RO J E C T I O N

To adapt both the estimation of surface normals and the reflectance map to the
perspective case, we re-visit the idea of occluding contours: At an occluding
contour, surface normals are perpendicular to the direction d to the camera
center. Thus, at an object’s center, we expect surface normals to be parallel
to d. For orthographic projection, the camera center is thought to be at an
infinite distance, resulting in the same vector d = (0, 0, 1)T for each pixel.
For perspective projection, however, the direction to the camera depends on
the position (u(p), v(p)) on the image plane and on the focal length f.
To adapt the whole surface estimate to perspective projection, we rotate
each normal by a rotation matrix Rd that maps the vector (0, 0, 1)T to d and
keeps the up-direction. This is equivalent to subsequently rotating around the
y-axis by Rφ (p) and the x-axis by Rθ (p), where


cos φ(p) 0 sin φ(p)


,
Rφ (p) = 
0
1
0


− sin φ(p) 0 cos φ(p)


1

0

0




sin θ(p) 

0 − sin θ(p) cos θ(p)


Rθ (p) = 
 0

cos θ(p)

and
φ(p) = tan−1

u(p)
,
f

θ(p) = tan−1

v(p)
.
f

Analogously we adapt the reflectance map estimate. If the object is not
centered at the principal point, the calibration sphere we construct from it is
neither. Hence, instead of mapping the input image to a hemisphere as in the
orthographic case, we map it to a rotated hemisphere. However, instead of
rotating each point on the hemisphere differently, we consider a single rotation matrix for the whole hemisphere. We obtain the rotation matrix for the
centroid of the object on the image plane, as this averages the pixel positions. From the rotated hemisphere we again recover the spherical harmonics
coefficients.
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3.8

D ATA F O R A N A LY S I S A N D T R A I N I N G

High-quality data for training models of surface variation has been scarce.
The situation has somewhat improved with the advent of low-cost depth sensors, but range images are typically too noisy to exhibit and allow learning fine-grained structures. Synthetic data have been generated for shape
from shading as an alternative, often resembling simple geometric shapes like
cylinders or blobs (Ben-Arie and Nandy 1998; Cole et al. 2012; Johnson and
Adelson 2011; Wei and Hirzinger 1996). However, the underlying parametric
models often do not capture real-world surface variations like self-occlusions
or fine detail, such as in wrinkles of clothing.
We instead leverage a dataset of shapes from artists,2 which yields the
advantages of both range maps and synthetic data: having been created by
modeling experts, the shapes resemble real-world objects with parts of varying size and complex phenomena, e.g., self-occlusions. Moreover, rendering
many 3D models in different orientations allows to obtain very large training sets. The 3D models cover a range of categories, mainly with an organic
shape, such as humans and animals (Figure 3.5).
Consisting of 100 objects, our dataset is much larger and more varied than
those considered in other learning approaches to shape from shading. For
example, only 6 realistic surfaces of the same object class (faces) were used
by Khan, Tran, and Tappen (2009), and 10 objects obtained by taking half
of the MIT intrinsic image dataset were used for training (the other half for
testing) by Barron and Malik (2012b). Although the dataset on which we
train is qualitatively rather different from any of the test datasets, we obtain
state-of-the-art performance across a variety of settings (Section 3.9).
3.9
3.9.1

EXPERIMENTS

Statistical analysis of silhouette features.

We analyze the correlation of our silhouette features and surface orientation
on three different datasets as shown in Figure 3.6: synthetic data (“blobby
shapes”) (Johnson and Adelson 2011) in the first column, real world data from
the MIT intrinsic image dataset (Grosse et al. 2009) in the second column, and
the set of artist-crafted 3D models used for training in the third column. For
all datasets, we calculated the relative distance and direction to the silhouette
and graphed them against the out-of-plane and the image-plane component of
the surface normals. We consistently observe a strong correlation between the
plotted variables. While the relation between direction to the silhouette and
image-plane component is strongly linear, the relative distance relates roughly
quadratically to the out-of-plane component. The strong correlation clearly
suggests the proposed silhouette features to be helpful for reconstructing a

2 DOSCH 3D: Comic Characters V2 2015
https://novedge.com/dosch-design/products/2490
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Figure 3.5: Sample objects from the artist-created dataset. We pre-render the surface
normals of all objects from several viewing positions (top row). For training we render the normal maps using our estimated reflectance map. The
bottom row shows re-renderings with an exemplary illumination from
Johnson and Adelson (2011).

surface from a single image. We investigate the importance of all our input
features for surface prediction in Section 3.9.2.
3.9.2

Feature evaluation

To gain insight into the importance of the proposed input features, we analyze
their qualitative (Figure 3.7) and quantitative (Table 3.1) effects on surface
normal prediction.
Specifically, we investigate the unary features using surfaces from the training set of the MIT intrinsic image dataset, rendered under all illuminations
provided by Johnson and Adelson (2011). In contrast to the illuminations
used by Barron and Malik (2012a), the ones we employ here are not sampled
from a learned prior, but were captured in natural environments and include
nearly white illumination. To simulate image noise, we added Gaussian noise
(σ = 0.001) to the rendered images and thresholded values below 0 and above
1. The training dataset is the same as described in Section 3.8. In Table 3.1
we show the results evaluated using the Median Angular Error (MAE) and the
mean-squared error of the normal (nMSE, see Barron and Malik (2012a)).
The basic color feature (RGB) acts as our baseline. We find that the silhouette-based features (+Silh) increase the overall performance. In particular,
they excel at round objects or those that are composed of convex parts with
a curved surface. Consequently, they boost performance on objects fulfilling
these assumptions, but only marginally on planar objects or in presence of
self-occlusions. In colorful illuminations (Figure 3.7, bottom) the silhouette
features can be partially deceptive. Adding the Texton filters (+Tex) partic-

Captured
illuminations are
non-parametric,
i.e., they exhibit
higher degree of
freedom. Nearly
white illumination
makes reconstruction
potentially more
difficult as color
channels correlate.
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Figure 3.6: The correlation between pixel position and surface orientation on multiple datasets. We plot the direction to the contour vs. image-plane component of the surface normal and the relative distance vs. out-of-plane component of the normal for three datasets each (from left to right): Blobby
shapes (Johnson and Adelson 2011), MIT intrinsic images (Grosse et al.
2009), and our training dataset from Section 3.8.

90°

RGB, 25.4°

RGB+Silh, 16.9°

RGB+Tex, 18.1°

RGB+Silh+Tex, 15.4°

ortho-l2, 14.9°

RGB, 13.8°

RGB+Silh, 15.8°

RGB+Tex, 5.8°

RGB+Silh+Tex, 6.1°

ortho-l2, 6.1°

0°

Figure 3.7: Importance of unary features. For the images in the first column (white
illumination – top, colored – bottom), we estimate surfaces using only
subsets of features; see text for details. The remaining columns depict
the angular error per pixel and its median below.

Features

MAE

[in ◦ ]

nMSE

RGB

13.77

0.179

RGB+Silh

10.90

0.130

RGB+Tex

7.92

0.097

RGB+Silh+Tex

7.09

0.069

Table 3.1: Results for unary features.
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ularly improves estimates under chromatic illumination, indicating that the
captured spatial information eliminates many ambiguities; yet even in white
illumination they ameliorate. The combination of all features (+Silh+Tex)
yields the best overall performance and is robust w.r.t. the illumination conditions.
3.9.3

Integrability

We investigate four variants of enforcing the integrability constraint upon the
estimated surface in Table 3.2.
Method

MAE

[in ◦ ]

nMSE

run-time [in s]

no integrability

7.09

0.069

89.0

L2 , orthographic

7.33

0.057

98.5

L2 , orthographic, conv.

6.46

0.056

1172.8

L1 , orthographic

7.34

0.058

98.0

L2 , perspective

7.42

0.059

97.2

Table 3.2: Results for enforcing integrability. The run-times includes training, inference, and post-processing.

We start with an L2 -penalty on violations of Equation (3.12). Next, we
restrict the method to form surface normals from a convex combination of
samples drawn from the leaf distributions at each pixel. We further enforce
integrability with an L1 -penalty (Reddy, Agrawal, and Chellappa 2009), and
finally an L2 -penalty under perspective projection following (Papadhimitri
and Favaro 2013). The unary predictions are a reasonable baseline as the surface normals can be reconstructed already with good accuracy without any
post-processing. The performance may even decrease after post-processing
under synthetic illumination. For real images, which potentially violate the
Lambertian assumptions, however, we observed significant improvements.
For the objects in the MIT dataset, which were presumably imaged with a
long focal length, the benefits of a perspective approach are negligible. Although the convex combination of samples (conv) clearly outperformed all
other approaches, we rely on the simple L2 -penalty in further experiments
due to the much lower run-time.
3.9.4

Comparison to prior work

We quantitatively compare to two state-of-the-art methods on three different
datasets, two of which are contributed by the respective methods, and one is
recorded by ourselves.
First, we compare to the shape-from-shading component of the Shape, Illumination, and Reflectance from Shading (SIRFS) method of Barron and Malik
(2012a) (termed “Cross scale”). We evaluate using the source code provided
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by the authors both under unknown and given illumination. In unknown illumination, we additionally record the accuracy of the estimated reflectance
map (lMSE, see (Barron and Malik 2012a)). In Table 3.3 we present results
on the dataset of Barron and Malik (2012a), a variant of the MIT intrinsic
image dataset (Grosse et al. 2009) re-rendered under chromatic illumination.
The method of Xiong et al. (2015) (termed “Local context”) is our second
baseline. It exploits local shading context to predict shape from shading under known illumination. Xiong et al. provide a dataset of 10 objects captured
under white directional illumination and also evaluated the shape-from-shading component from Barron and Malik.Thus, we simply restate their results
(Table 3.4, first column) and run our algorithm on their dataset.
Method

nMSE*

nMSE

lMSE

Cross scale

0.058

0.471

0.039

Ours

0.034

0.196

0.013

Table 3.3: Results on synthetic images (MIT intrinsic (Barron and Malik 2012a)).
See text for further explanation.
* indicates that the illumination was given.

As with all experiments, we use our own separate set of artist-created models (Section 3.8) as sole training data. To set the hyperparameters (number of
trees, maximum tree depth, etc.) of our method, we once used Bayesian optimization (Snoek, Larochelle, and Adams 2012) on the training split of the
MIT intrinsic images and fixed the parameters for all of our experiments.
R E A L - W O R L D E X P E R I M E N T.

The performance on synthetic data can
be misleading and may not necessarily translate to realistic settings (Durou,
Falcone, and Sagona 2008). To demonstrate the accuracy and robustness of
our method quantitatively in a real-world setting, we recorded a new dataset
for shape from shading in natural illumination, since no dataset captured under natural illumination exists so far; methods considering natural illumination were instead evaluated only qualitatively or on synthetic data (Barron
and Malik 2012a; Johnson and Adelson 2011).
To record highly accurate ground truth in laboratory illumination, photometric stereo methods are well established (Xiong et al. 2015). They require a
carefully designed lighting environment, however, and produce only a normal
map. Hence, capturing data in natural illumination would require either synthesizing illumination in the lab, which violates the real-world assumption, or
re-building a controlled setup at each scene, which is next to impossible for
many realistic scenes.
Instead, we used a multi-view stereo approach (Fuhrmann, Langguth, and
Goesele 2014; Fuhrmann and Goesele 2014) to reconstruct surface meshes
from ∼ 200 images we took for each of four objects. That enabled us to take
test images under real illumination in different environments and later align
the test images to the meshes by mutual information (Corsini et al. 2009).

3.9 E X P E R I M E N T S

For the test images, we painted the objects with a white diffuse paint. To recover the ground truth illumination for each scene, we recorded a calibration
sphere of the same BRDF as the objects. Images and ground truth are publicly
available on our website.
We give quantitative results on the dataset in the three right-most columns
of Table 3.4; the reconstructed surfaces are shown in Figure 3.8. As before,
our method was not specifically adapted to the dataset. The shape prior used
by Barron and Malik (2012a) is neither; the shapes used for training (MIT
dataset) are still representative (i.e., of similar kind). We show additional results in Figure 3.1.
Illumination
Method

lab
MAE

[in

natural
◦]

MAE*

[in

◦]

MAE

[in ◦ ]

lMSE

Local context

17.27

–

–

–

Cross scale

19.30

20.29

29.29

0.013

Ours

15.96

20.51

23.07

0.002

Table 3.4: Results on real images. See text for further explanation.
* indicates that the illumination was given.

3.9.5

Projection experiment

To evaluate the performance of our approach under perspective projection, we
recorded three new test images depicting objects from our orthographic experiments. In contrast to the orthographic setting, where we used a telephoto
lens to approximate the presumably infinite focal length for all images, we
here chose different focal lengths ranging from 35mm to 128mm (full frame
35mm equivalent). Again, the images were taken in different environments
featuring natural illumination. We compare our perspective extension to the
orthographic version from the experiments above. As baseline we include a
coarse normal estimate derived from the silhouette features and its perspective adaption following Section 3.7. By exploiting the silhouette features as
polar coordinates, we directly compute a coarse surface normal n as


c(p) cos β(p)


n(p) = 
(3.13)
sin β(p) 
 c(p)
 , c(p) = 1 − drel (p)
p
1 − c(p)2
The focal length was given to the perspective variants. We report quantitative
results in Table 3.5 and show a qualitative example in Figure 3.9.
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input image

local context

ours

15.3°

11.5°

28.1°

22.3°

cross scale

lMSE = 0.0052

input image

14.0°

29.9°

ours

lMSE = 0.0011

16.1°

ground truth

17.2°

Figure 3.8: Comparison on real images with median angular errors. For laboratory
illumination (monochromatic, top two rows), we show a novel view of
our best and worst result of a reconstructed surface. The input image
and the view of “local context” are taken from Xiong et al. (2015). For
natural illumination (chromatic, bottom rows), we show the surface normal estimates for known (left) and unknown illumination (right), and the
estimated reflectance map for the latter case. Across all conditions, our
method reconstructs fine surface detail better than previous approaches.

Illumination
Method

synthetic
MAE

[in

◦]

real

lMSE

MAE

[in ◦ ]

lMSE

Baseline ortho

25.40

–

25.40

–

Baseline persp

25.00

–

25.00

–

Ours ortho

15.60

0.001

23.80

0.002

Ours persp

14.00

0.001

23.10

0.002

Table 3.5: Comparison of projection models.
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10
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10 We reconstruct
10
Figure 3.9: Experiment with wide angle and complex10 illumination.
0
0
0
the surface normals (top row) from the wide
angle image
(focal length
35mm) captured in complex real illumination (left column, top row) and
synthetic illumination (left column, bottom row). Below the surface normal maps we show the median angular error and the angular error plot.
Each method/image is evaluated assuming orthographic (left) and perspective projection (right). As expected, estimation under synthetic illumination gives the best results. The performance difference stems from
the highly complex natural illumination with multiple light sources of
the same color casting shadows. Note that factoring in the perspective
distortion improves results in all cases.

3.9.6

Discussion

The quantitative and qualitative results show that our method robustly recovers surfaces and reflectance maps in synthetic, laboratory, and natural illumination.
We clearly outperform the cross-scale approach (Barron and Malik 2012a)
in all metrics; the only exception are the real images with known illumination, where we perform about the same. In the more challenging setting of unknown illumination, we perform significantly better, however. As can be seen
in the bottom row of Figure 3.8, correctly estimating the reflectance map is
crucial to the performance of surface reconstruction. The silhouette features
allow for a robust estimate, which is leveraged by our discriminative learning
approach. The results in Figure 3.8 further highlight that our approach is able
to recover fine surface detail on real data, since it does not need to rely on
strong spatial regularizers.
We also outperform the local context approach of Xiong et al. (2015). One
point to note is that our approach can deal with images of different scale
(the images of Figure 3.8, top are approximately twice the size of those in
Figure 3.8, bottom). This is due to the scale-invariant nature of our silhouette
features.
It may seem surprising that the performance of all methods decreases in
realistic settings, since the illumination is more colorful. However, this can
be explained by observing that the real data exhibits shadows and inter-reflections, which the synthetic datasets do not. Furthermore, the Lambertian
model is only an approximation to the real-world BRDFs. Despite these chal-
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lenges, our discriminative approach is able to provide high-quality surface
estimates in uncalibrated illumination.
Adapting the algorithm to perspective projection improves its performance
slightly, but consistently. As can be seen in Figure 3.9, the improvement is
noticeable in all conditions, as well as for the estimation of the reflectance
map. We observed the improvement to increase with bigger fields of view,
consistent with the increasing difference between the projection models. In
Figure 3.9 the effects are more prominent in the baseline examples as there
are no other features that compensate for perspective errors by local or global
context.
3.10

CONCLUSION

In this chapter, we demonstrated a discriminative learning approach to the
shape-from-shading problem in uncontrolled illumination, assuming only a
single image of an unknown diffuse object with uniform albedo is given. To
this end, we tailored regression forests to output surface normals. These pixel-independent estimates are processed spatially only by constraining the reconstructed surface to be integrable. We introduced and analyzed suitable
input features that capture context on a local and scale-invariant global level.
Besides removing the need for explicit spatial regularization, the proposed silhouette features allow for estimating the unknown reflectance map. Both the
reflectance map estimation and the surface reconstruction can be easily generalized to perspective projection. Our model needs to be trained for each illumination condition, similar to other learning approaches. Owing to its computational efficiency, our approach can be trained and tested within the time
other recent methods need for just testing. We used a novel, large scale dataset
to train our model and evaluated it on various challenging datasets, where it
outperforms recent approaches from the literature. Finally, we demonstrated
its ability to reconstruct fine surface detail outside of the laboratory on a new
real-world dataset.
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R E C O N S T R U C T I N G 3 D G E O M E T RY W I T H N E S T E D
S H A P E L AY E R S 1

Figure 4.1: Exemplary shape reconstructions from a single image by our Matryoshka
network based on nested shape layers.
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3 D G E O M E T RY W I T H N E S T E D S H A P E L AY E R S

I N T RO D U C T I O N

Being able to reason about the 3D shape of objects, even when presented
with only a single monocular image, is one of the remarkable abilities of the
human visual system. In the absence of geometric cues from stereopsis or
motion, our visual system is still able to infer detailed surfaces or plausibly
complete hidden parts.
The advent of large-scale shape collections (Chang et al. 2015; Shilane
et al. 2004) and advances in data-driven algorithms, especially convolutional
neural networks (CNNs), have sparked new interest in developing algorithms
that mimic the human visual system in its ability to reconstruct 3D shapes
from a single image, e.g., (Choy et al. 2016; Kar et al. 2015; Riegler, Ulusoy,
and Geiger 2017; Tatarchenko, Dosovitskiy, and Brox 2017; Wu et al. 2015b).
The predominant structure of CNNs employed for this task is an hourglass
shape with an encoder, which transforms a single image into a shape code,
and a decoder finally producing a 3D shape (Choy et al. 2016; Girdhar et al.
2016). Interpreting the shape code as a multi-dimensional tensor with spatial
and feature dimensions, the decoder successively increases the spatial resolution of the shape code while reducing the number of feature dimensions.
The output of the decoder is then a volumetric binary occupancy map. The
overall down-sampling and up-sampling of representations in this hourglass
architecture facilitates the accumulation of shape information from the whole
image and propagating it to all parts of the reconstructed shape. Higher resolutions of the input and/or output require more levels of scaling, which results
in deeper networks. The network depth is in turn bound by the available GPU
memory, impeding CNNs with volumetric decoders in their ability to reconstruct shapes at high resolution (Häne, Tulsiani, and Malik 2017; Riegler,
Ulusoy, and Geiger 2017; Tatarchenko, Dosovitskiy, and Brox 2017).
More efficient encodings, for example based on octrees (Häne, Tulsiani,
and Malik 2017; Riegler, Ulusoy, and Geiger 2017; Tatarchenko, Dosovitskiy, and Brox 2017), alleviate this problem, but require sophisticated structures and mechanisms for feature propagation through the decoder, impeding portability across deep leaning frameworks and exploration of alternative architectures. Alternatively, view-based reconstructions (Lun et al. 2017;
Soltani et al. 2017) can encode highly detailed shape information, but cannot
represent shapes with an arbitrary level of self-occlusion.
In this chapter, we develop a novel, efficient 2D encoding for 3D geometry, which enables reconstructing full 3D shapes from a single image at high
resolution. We begin by developing a new architecture for dense 3D shape
reconstruction at low resolutions. Its key feature is that we pose reconstructing 3D voxel occupancy as a 2D prediction problem by directly predicting
whole voxel tubes at every pixel of a reference view. This allows us to use a
wide range of standard networks for 2D pixel-prediction tasks, which enables
this simple baseline to attain state-of-the-art accuracy, clearly outperforming
previous purely voxel-based approaches. Another factor in reaching these impressive accuracy levels is using a structured loss function.

4.2 R E L AT E D W O R K

Figure 4.2: The proposed network estimates shapes via nested shape layers, akin to
the layers of a Matryoshka doll.

We then scale this baseline to higher resolutions by proposing an efficient
shape encoding based on the idea of nested shape layers. That is, the object
shape is recursively decomposed into nested layers, similar to the pieces of a
Matryoshka doll, see Figure 4.2. This has several key advantages: (1) it allows
for a highly detailed reconstruction of shapes with complex topology, including self-occlusions; (2) each shape layer can be represented through a set of
six depth maps, which is memory efficient and allows the use of standard network architectures; (3) nested shape layers lead to more detailed reconstructions than octree-based architectures despite being much simpler. We further
demonstrate the capabilities of the proposed encoding and decoder architecture in reconstructing shapes from silhouettes and from shape similarity, as
well as in shape sampling.
4.2

R E L AT E D W O R K

With the advent of large-scale shape collections (Chang et al. 2015), datadriven methods, and especially CNNs, have become the method of choice for
predicting 3D shapes. Insprired by the success of CNNs for image-based prediction tasks, Wu et al. (2015b) adapted CNNs to volumetric outputs. Yan et
al. (2016) and Zhu et al. (2017b) showed that optimizing projections of the
predicted shape benefits the reconstruction. Choy et al. (2016) developed a
joint approach for shape reconstruction from one or multiple views. Girdhar
et al. (2016) combined an autoencoder and a convolutional network to learn
an embedding of images and 3D shapes. Wu et al. (2016) trained a generative
adversarial network to synthesize 3D shapes. Tulsiani et al. (2017) learned a
shape decoder from 2D supervision. All have in common that they model 3D
shapes as binary occupancy maps. This allows for casting shape estimation
as a classification problem at the voxel level and benefitting from the extraordinary performance of CNNs in classification tasks. Representing each voxel
separately to facilitate the classification task comes at a price, however, as
the space requirements scale cubically with the resolution of shapes. Consequently, the output resolution is usually limited to 32 voxels along each side.
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Riegler, Ulusoy, and Geiger (2017) addressed the space requirements of
predicting high-resolution occupancy maps by adapting CNNs to operate on
octrees. However, their method requires the tree structure to be known ahead
of time, which limits its applicability for 3D reconstruction. The works of
Tatarchenko, Dosovitskiy, and Brox (2017) and Häne, Tulsiani, and Malik
(2017) alleviate this problem by also predicting the tree structure. Besides
requiring custom network layers, which impedes porting the approaches to
other deep learning libraries, the sparse structure of octrees complicates feature propagation to neighboring cells. This is in contrast to the proposed
method, which only requires network layers that are standard in all common
deep learning frameworks and, by building on 2D convolutions, facilitates the
easy exploration of recent advances in network architectures.
Fan, Su, and Guibas (2017) addressed the sparse structure of shapes within
a 3D volume by explicitly predicting a point cloud. Their method demonstrated impressive results at low resolution, but it has yet to be seen if and
how well this approach scales to higher resolutions.
As an alternative to a volumetric representation, Tatarchenko, Dosovitskiy,
and Brox (2016) trained a CNN to generate RGB-D images from arbitrary
views of an object. In a post-processing step, the different views are merged
into a consistent shape. Following this approach for the generation of shapes,
Soltani et al. (2017) predicted pairs of silhouettes and depth images for a
fixed set of views, and Lun et al. (2017) additionally predicted surface normal maps. The final fusion of views has been addressed by merging views
into a point cloud and pruning outliers using the predicted silhouettes (Soltani
et al. 2017), registering views and solving an optimization problem (Lun et
al. 2017), as well as learning a differentiable depth map renderer to produce
consistent projections (Lin, Kong, and Lucey 2017). In general, view-based
methods are able to generate shapes at high resolutions, but occasionally
suffer from noisy estimates, which need to be addressed in the fusion step.
Furthermore, view-based methods cannot handle large self-occlusions. Our
proposed method addresses the fusion step and handling of occlusions in a
simple, but efficient formulation.
Sinha et al. (2017) projected object surfaces to geometry images in order to
build on image-based CNN architectures. This shape representation allows for
a very memory-efficient encoding, but requires additional care for handling
different mesh topologies and projective distortions produce a non-uniformly
distributed level of detail. Zou et al. (2017) assembled 3D shapes from volumetric primitives. Our work, in contrast, is inspired by depth peeling (Everitt
2001) and constructive solid geometry (Hofmann 1989).
In concurrent work, Delanoy et al. (2018) explored the prediction of multi-channel depth maps in the context of reconstructing aligned shapes from
sketches, which allows for exploiting additional projective constraints.
Another set of efficient representations for learning to predict 3D shapes
with CNNs where presented concurrently as well as after the publication of the
work forming the basis of this chapter. Groueix et al. (2018) and Yang et al.
(2018) proposed to fold planes such that their aggregation resembles a target

4.3 I M P L E M E N TAT I O N

shape. Going one step further and connecting image observation with the generation of meshes more directly, several researchers proposed differentiable
renderers, which backpropagate image information all the way to the reconstructed 3D shape during learning (Kato, Ushiku, and Harada 2018; Wang et
al. 2018b). This line of research is promising as it allows to train reconstruction models without 3D shape ground truth. Current approaches, however, are
limited to a sphere topology or keypoint annotations (Kanazawa et al. 2018).
In terms of reconstructing shapes at high-resolution, implicit representations
have recently demonstrated impressively detailed results (Mescheder et al.
2019; Park et al. 2019).
Further, Shin, Fowlkes, and Hoiem (2018) and Tatarchenko et al. (2019)
seeked to explain the performance of recent methods and investigated training
and evaluation setup for single-view 3D reconstruction. While Shin, Fowlkes,
and Hoiem (2018) found that the alignment of shape poses with input views
during training affects the generalization capabilities of a method, Tatarchenko
et al. (2019) found that recent approaches resort to recognition instead of performing reconstruction and that they can be outperformed by simple retrieval
methods at the common ShapeNet benchmark using an object-centered coordinate frame. By requiring predicted shapes to be aligned with the input view,
however, the advantage of recognition approaches vanishes and CNN-based
methods tend to rely more on reconstruction again.
4.3

I M P L E M E N TAT I O N

We develop a framework for memory-efficient prediction of 3D shapes in two
stages. First, we encode 3D shapes as n-channel images, where each pixel
represents a tube of n voxels in a 3-dimensional tensor (a fiber along the
z-axis). This leads to a more memory-efficient intermediate representation,
since features are shared across entire fibers instead of a single voxel (cell).
To that end, we adapt network architectures for dense pixel-prediction tasks
to predicting voxel tubes. This reduces the memory footprint of the proposed
network in comparison to a standard dense voxel decoder, but still produces
a dense binary occupancy map in the last network layer. Second, we further
compress the output by predicting nested shape layers that can encode shapes
with arbitrary amounts of self-occlusion. Each shape layer consists of 6 depth
maps as shown in Figure 4.6. Through careful alignment of the depth maps
and an appropriate loss function, we avoid noisy estimates, a costly fusion via
optimization, and minimize the dimensionality of the final network layer.
4.3.1

Standard voxel decoder

To ground our discussions, let us begin by describing a simple standard architecture for predicting volumetric binary occupancy maps, as it is common to a
wide range of previous work (Choy et al. 2016; Girdhar et al. 2016; Yan et al.
2016). We here focus our discussion on the decoder and assume that its input, a shape code S with a spatial resolution of ns ×ns ×ns and nf features,
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is provided by an image encoder. Each layer of the voxel decoder then up-samples the shape code, i.e., it increases the spatial resolution while decreasing the number of features, until the full spatial resolution no ×no ×no has
been reached and only one feature dimension is left. The resulting 4-dimensional tensor is then interpreted as a 3D binary occupancy map. Intuitively,
the voxel decoder transforms a 4-dimensional tensor into a 3-dimensional
tensor by iteratively lowering the feature resolution. Figure 4.3 (left) shows
an illustration of this process. At the bottom, an image (violet) is fed into the
image encoder (yellow), and the resulting shape code is decoded by the voxel
decoder (green) to predict a volumetric binary occupancy map (orange). As
indicated by the square frustums, linearly increasing the spatial resolution of
the decoder leads to a cubic growth of its memory footprint.
3D shape

input
image

voxel tube
image

shape layers

voxel
decoder

voxel tube
decoder

shape layer
decoder

image
encoder

image
encoder

image
encoder

input
image

input
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Figure 4.3: Memory-efficient geometry decoders. Encoding features jointly per
voxel tube turns a standard voxel decoder (left) into a voxel tube image
decoder (middle). Compressing the output to shape layers (right) allows
for reconstructing shapes at higher resolutions.

4.3.2

Predicting voxel tubes

To address the memory inefficiency of such a standard voxel decoder, we
here propose to predict entire voxel tubes. The key idea is that we interpret
the shape code as a 3-dimensional tensor with spatial dimensions nt ×nt and
one feature dimension. Analogously to the voxel decoder, we up-sample the
spatial resolution while down-sampling the number of features. Different to
the voxel decoder, however, we reduce the number of features until it equals
no . Hence, the output of our decoder is a 3-dimensional tensor with resolution of no ×no ×no . With this change in representation a fiber of features no
longer encodes a single voxel, but a complete tube of voxels jointly. Therefore, we term the resulting tensor a voxel tube image. Figure 4.3 (middle)
illustrates the architecture. As the proposed decoder now operates on images
instead of voxel grids, we can employ standard 2D network components for
designing the decoder and take full advantage of recent advances in architectures for 2D prediction tasks (He et al. 2016; Huang et al. 2017; Ronneberger,
Fischer, and Brox 2015; Xie et al. 2017).
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4.3.3

Shape layers: Learning to compress voxel tubes

Although sharing features across voxel tubes reduces the space requirements
of the decoder, it is insufficient for scaling the output resolution by multiple
octaves with currently available GPU architectures. To scale our approach to
higher resolutions, we compress shapes by constructing them from multiple
shape layers, each of which requires only no ×no ×6 activations in the network output. Each shape layer S ∈ S is the product of fusing 6 depth maps
d = (d−x , d+x , d−y , d+y , d−z , d+z ) ∈ D, which represent a shape as depicted in Figure 4.4.

y

d+y

d -x

d -z

d+z

z

d+x

x

d -y

Figure 4.4: Nested shape layer representation. We interpret pairs of depth maps taken
along three view axes as run-length encoding of geometry.

Specifically, each depth map di is an orthogonal projection imaged from
view position vi , which is located at the center of side i of an axis-aligned
unit cube. We assume the cube to be at the origin, and all views to face the
origin.
S H A P E F RO M D E P T H M A P S .

For each of the three axes, we now define

shapes as
Sx ≡ {(i, j, k) | d−x (j, k) 6 i 6 no − d+x (j, k)}

(4.1a)

Sy ≡ {(i, j, k) | d−y (i, k) 6 j 6 no − d+y (i, k)}

(4.1b)

Sz ≡ {(i, j, k) | d−z (i, j) 6 k 6 no − d+z (i, j)} ,

(4.1c)

where the tuple (i, j, k) indexes a cell in a binary occupancy map of size
no ×no ×no . That is, the shape Sx , for example, can be thought of as being
represented by sending x-axis-aligned rays through it and recording where
the rays enter the shape and where they exit again. Put differently, the pairs
(d−x , d+x ), (d−y , d+y ), and (d−z , d+z ) are effectively run-length encodings of the shapes Sx , Sy , and Sz . The colored car shapes in Figure 4.5 illustrate this representation. Note how a single shape, say Sz , is not sufficient to
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represent the car (shown in yellow), since the geometry of the wheels cannot
be recovered correctly from this view due to self-occlusion.
SHAPE FUSION.

We address this by fusing the three shapes via their

intersection as
S = φ(d) ≡ Sx ∩ Sy ∩ Sz

with φ : D → S.

(4.2)

The result is shown as the white car shape in Figure 4.5. This fusion process and the placement of the three orthogonal views vi is motivated by the
following observation: We empirically found that depth map predictions are
often less accurate near the silhouette of an object. This is intuitive as the
decision whether to assign a pixel to foreground or background is less certain
close to the silhouette. If we cast the prediction of occupancies as a classification problem (cf. Section 4.3.2), we can assess the uncertainty through the
softmax predictions. When cast as a regression problem, however, as is done
here, the network tends to average multiple plausible predictions. This has
been observed also for point clouds (Fan, Su, and Guibas 2017). In regions
around the silhouette, this averaging causes noisy estimates and a smearing
of the shape as can be seen in the colored shapes in Figure 4.5. By placing

Figure 4.5: Fusing pairs of depth maps produces shapes Sx (green), Sy (red), and
Sz (yellow). Generally, noisy predictions cause a smearing at the shape
silhouettes. By intersecting Sx , Sy , and Sz , we obtain a shape S (white)
with outliers removed.

orthogonal views vi at the sides of a unit cube, we ensure that regions of
high uncertainty in one view are complemented by regions of low uncertainty
in another. Fusing the shapes Sx , Sy , and Sz through their intersection thus
allows to remove outliers reliably.
4.3.4

Nested shape layers: Recovering occluded parts

Representing shapes through a single set of 6 depth maps cannot possibly
recover parts that are occluded from all three view axes. We address this by

4.3 I M P L E M E N TAT I O N

S1:5 =

(((S1

\S2 )

∪S3 )

\S4 )

∪S5 .

Figure 4.6: Composing shapes from nested shape layers. The proposed method reconstructs a shape S1:5 by iteratively adding (S1 ,S3 ,S5 ) and subtracting
(S2 ,S4 ) shape layers built from fused depth maps.

building up a shape S1:L from L nested shape layers by iteratively adding
and subtracting shapes φ(di ). This process is inspired by constructive solid
geometry (Hofmann 1989). Let φ : D → S be the fusion of a shape from the
set of depth maps as defined in Equation (4.2). We then compose shapes via
the recursion
S1 ≡ φ(d1 )
S1:2n ≡ S1:2n−1 \ φ(d2n )
S1:2n+1 ≡ S1:2n ∪ φ(d2n+1 ),

(4.3a)
(4.3b)
(4.3c)

where n ∈ N+ . We begin the recursion by only fusing depth maps in the
first layer (Equation 4.3a), then we subtract shapes in even layers (Equation 4.3b), and add shapes in odd layers (Equation 4.3c). This process allows
us to encode complex geometries; Figure 4.6 shows an exemplary encoding
of a shape into multiple nested shape layers. Note that the nesting of the shape
layers is akin to Matryoshka dolls (Figure 4.2), i.e., the first two shape layers encode the outermost doll, the next two layers describe the second doll
contained inside the first, and so on.
LEARNING.
To learn to predict nested shape layers, we need to define
the appropriate ground truth depth maps. To that end, let T1:L ∈ S be the
(true) target shape and π : S → φ(D) be the projection from an arbitrary
shape to the space of shapes that can be represented by the depth map fusion
process φ from Equation (4.2). To compute the projection, we apply a simple
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ray casting and store the depth of the first intersection with the shape. The
ground truth is then given by the recursion
T1 ≡ π(T1:L )

(4.4a)

T1:2n ≡ π(T1:2n−1 \ T1:L )

(4.4b)

T1:2n+1 ≡ π(T1:L \ T1:2n ).

(4.4c)

H O W M A N Y S H A P E L AY E R S D O W E N E E D ?
To answer this question,
we encode shapes from the ShapeNet-core dataset (Chang et al. 2015) with a
varying number L of layers and compute the Intersection over Union (IoU) between shapes before encoding (T1:L ) and after decoding (S1:L ). We report results in Table 4.1. We find that 94.8% of shapes at a low resolution (323 , provided by Choy et al. (2016)) can be completely encoded with a single shape
layer and only 4 shapes require more than 2 layers. Evaluating shapes from
ShapeNet-cars at 1283 (from Tatarchenko, Dosovitskiy, and Brox (2017)), we
find that only 2.6% of shapes can be completely encoded with just a single
shape layer. This demonstrates the need for a layered representation to accurately represent shapes at high resolution.

Number of shape layers

1

2

3

4

5

ShapeNet-core 323
Completely reconstruced (%)

94.8 100.0 100.0 100.0 100.0

Mean IoU of reconstruction

99.9 100.0 100.0 100.0 100.0

ShapeNet-cars 1283
Completely reconstruced (%)
Mean IoU of reconstruction

2.6
97.8

35.2

94.3

99.9 100.0

99.9 100.0 100.0 100.0

Table 4.1: Modeling power of nested shape layers. We compute the number of shape
layers required to completely reconstruct shapes for ShapeNet-core and
ShapeNet-cars. Higher resolutions require more shape layers.

4.3.5

Loss functions for dense and sparse prediction

As a voxel can either be occupied or empty, the prediction of occupancies
within a voxel grid is often cast as binary classification, minimizing the binary
cross entropy (Choy et al. 2016; Girdhar et al. 2016; Riegler, Ulusoy, and
Geiger 2017; Tatarchenko, Dosovitskiy, and Brox 2017). This is in contrast to
the metrics commonly used for evaluating predictions (Berman and Blaschko
2017). Most common is the IoU, or Jaccard index
IoU(A, B) =

|A ∩ B|
.
|A ∪ B|

(4.5)

The IoU divides the number of true positives (the intersection) by the sum of
true positives, false positives, and false negatives (the union). In the context
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of segmenting a 3D object, correct foreground predictions are thus effectively
weighted by the size of the true object and the prediction. Consequently, the
contribution of a single voxel toward the overall loss depends on the remaining predictions within the voxel grid. This is in contrast to the binary cross
entropy or typical regression losses, e.g., L1 or L2 , which decompose into
losses of individual voxels (or pixels).
As an alternative to the IoU itself, we also consider the cosine similarity
C(A, B) =

A·B
,
kAk2 kBk2

(4.6)

which has been used for learning embeddings, e.g., (Bromley et al. 1994),
but, as far as we are, aware not in a reconstruction setting. To adapt cosine
similarity and IoU to our setting (cf. (Ahmed, Tarlow, and Batra 2015; Berman
and Blaschko 2017)), we define
LC (x̄, ȳ) = 1 − hx̄, ȳi
LIoU (x̄, ȳ) = 1 − P

hx̄, ȳi
,
i x̄i + ȳi − x̄i ȳi

(4.7)
(4.8)

where x̄, ȳ are predicted and ground truth shape each stacked into a vector
and normalized to unit norm. Note that x̄ is based directly on the softmax
outputs.
L O S S F U N C T I O N S F O R S H A P E L AY E R S .
Employing LC and LIoU
(Equations 4.7 and 4.8) for predicting (nested) shape layers would require
decoding the representation into a voxel grid during training, thus counteracting the efficiency gains from the compact representation. We hence opt
for a different loss function for training the prediction of (nested) shape layers. Estimating depth (or run-lengths) is naturally a regression task, which
we address via a robust L1 -penalty. Applying a regression loss naïvely to
the full depth map, however, will bias the network toward background pixels.
This has been addressed in the literature by predicting separate foreground
masks (Lun et al. 2017; Soltani et al. 2017), requiring an additional channel
per depth map. Avoiding auxiliary outputs, we modify the employed loss to
adaptively weigh foreground and background regions by computing the average loss separately for foreground and background regions. We further refrain
from forcing background pixels to equal any specific value, as this would unnecessarily bind model capacity. Thus, we require background pixels to take
on values less than a margin m, instead. Our modified loss for each pixel then
becomes


|x − y| , if y > 0
L10 (x, y) =
(4.9)

max(0, x + m), otherwise,

where x and y are prediction and label for an individual pixel. We also experimented with the L2 -norm as basis for our modification, but observed significantly worse reconstructions.
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Implementation details

Our networks can be structured into an encoder and a decoder with a bottleneck in the middle (see Figure 4.3 middle & right). The encoder starts off
with 2 convolution layers with intermediate batch normalization and rectified
linear unit layers to produce 8 initial feature channels while keeping the input resolution. It is further composed of residual modules that down-sample
the input image to a resolution of 4×4 while linearly increasing the number
of feature channels to 512 (257 for experiments on shapes of a single category and small resolution, i.e., our ablation studies). The decoder up-samples
again until reaching the desired output resolution. Mirroring the encoder, the
decoder is also composed of residual modules and decreases the number of
feature channels linearly. Each residual module contains two 3×3 2D-convolutions, with batch normalization and a rectifying linear unit before each
convolution. For down-sampling, we decrease the spatial resolution while
increasing the number of feature channels in the first convolution layer of
each residual module. For up-sampling we replace the first convolution with
a transposed convolution. Modules altering the spatial resolution alternate
with modules operating at the same resolution.
Our networks consist of multiple residual modules (cf. (He et al. 2016))
as shown in Figure 4.7. Across all modules, we keep the kernel size k and
the stride s constant as depicted. For all convolutions with a kernel size k >
1, we use reflective padding of size 1. Altering the spatial resolution and
number of feature channels requires special handling of the identity pathway
of the residual modules. For down-sampling (Figure 4.7, middle), we simply
drop every other pixel and initialize the added feature channels as zero using
zero-padding. For up-sampling (Figure 4.7, right), we use nearest neighbor
interpolation and a 1×1 convolution to project the feature dimension. We
experimented with more sophisticated up- and down-sampling alternatives,
but found no significant benefits.
Constant size

Down-sampling

BN, ReLU
Conv2D f, k=3, s=1
BN, ReLU
Conv2D f, k=3, s=1

BN, ReLU
Conv2D f, k=3, s=2
BN, ReLU
Conv2D f, k=3, s=1

+

+

Downsample s=2
Pad 0

Up-sampling
BN, ReLU
Conv2DT f, k=4, s=2
Upsample s=2
Conv2D f, k=1, s=1
BN, ReLU
Conv2D f, k=3, s=1
+

Figure 4.7: Residual modules. Each residual module consists of Batch Normalization (BN) and Rectified Linear Unit (ReLU) layers followed by a 2D
convolution, except for the up-sampling module where we replace the
first convolution with a transposed convolution. The number of feature
channels is denoted as f. Moreover, k denotes the filter size and s the
stride.

In all experiments with images as inputs, processing in our networks begins
with a feature generation module, which produces an initial representation
with fin feature channels. This module is equivalent to the residual module
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operating at constant resolution (Figure 4.7, left), but with the first rectified
linear unit and identity pathway removed. Each module is only parametrized
by the number of feature channels added during down-sampling ∆f↓ or removed during up-sampling ∆f↑ , and we pair each up-sampling and down-sampling module with a subsequent module of same resolution to form one residual block. Thus, we specify network architectures by a desired number of initial features f̂in , output features f̂out , features at the bottleneck finner , number of desired down-sampling blocks d in the decoder, and residual blocks at
the bottleneck b. We match the number of down-sampling blocks in the encoder with the number of up-sampling blocks in the decoder. We set it to
3 for an output resolution sout = 32 and increase it by 1 for every doubling of sout . If input and output resolutions are different, we add di =
log2 sin − log2 sout down-sampling blocks or do = log2 sout − log2 sin
up-sampling blocks accordingly. For all networks, we scale input images to
powers of 2. We compute the number of feature channels to add for each
down-sampling block as
$
%
finner − f̂in
∆f↓ =
,
(4.10)
di + d
and adjust the number of initially generated features as
fin = f̂in + (finner − f̂in ) mod ∆f↓

(4.11)

to obtain integral numbers for the number of feature channels. Analogously,
we compute the number of feature channels added per up-sampling block as
$
%
finner − f̂out
∆f↑ =
.
(4.12)
do + d
To obtain predictions with the desired number of output channels (equaling
sout for voxel tube networks and the number of shape layers ×6 for Matryoshka networks) we simply add a 2D convolution with kernel size 1 as final
layer to our networks. We summarize the architectures and training schedules
used in the individual experiments in Table 4.2.
For a batch size of 128, we start with a learning rate of 0.001 and reduce it
by a factor of 10 after drop epochs. For any different batch size, we scale the
learning rate accordingly. All models were trained on a single GPU.
For the ablation studies (Section 4.4.2), we used a voxel tube network as
summarized in the penultimate row of Table 4.2. Since the networks for the
shape-from-silhouette task and the ablation studies were trained on renderings of smaller resolution and on a single category, we roughly halved the
number of feature channels at the bottleneck (setting it to 257 for an integer
∆f↑ ).
In all our experiments, we train using Adam (Kingma and Ba 2015) using
an initial learning rate of 0.001 and β1 = 0.9, β2 = 0.999.
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epochs

drop

f̂in

d

finner

b

Voxel tube

128

32

128

45

15

8

3

512

1

32

Matryoshka

128

32

128

40

20

8

3

512

2

128

Matryoshka

128

32

128

30

20

8

3

512

0

128

Matryoshka

128

64

128

30

20

8

4

512

3

128

Matryoshka

128

128

32

30

20

8

5

512

1

128

Matryoshka

128

256

8

30

20

8

6

512

0

128

64

32

128

40

15

8

3

257

2

32

64

32

128

40

15

8

3

257

2

32

1

128

8

60

25

-

7

2424

0

128

Network

f̂out

batch size
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ShapeNet-all

High resolution

Shape from Silhouette
Matryoshka
Ablation studies
Voxel tube
Shape from Similarity
Matryoshka

Table 4.2: Network architectures for individual experiments. See text for a description of the network parameters.

4.4

EXPERIMENTS

To assess the performance of our geometry prediction approaches at different tasks, compare them to prior work, and study the influence of loss
functions and network architectures, we a use a common subset (Choy et al.
2016; Fan, Su, and Guibas 2017; Tatarchenko, Dosovitskiy, and Brox 2017)
of ShapeNet-core (Chang et al. 2015). The subset consists of nearly 50000
3D shapes divided into 13 major categories. For all experiments, we report
the Intersection over Union (IoU) in %.
4.4.1
4.4.1.1

Reconstruction from a single view
Comparison to prior work

For evaluating the performance of our networks in reconstructing 3D shape
from a single RGB image, we compare them to 3 recent approaches on the
ShapeNet-core dataset using the renderings, dataset split, and ground truth
voxel representations provided by Choy et al. (2016). The renderings feature
images of size 137×137 and a uniform sampling of viewpoints. The voxel
representations are of size 32×32×32. As preprocessing step, we crop input images to 128×128 and shuffle color channels randomly during training.
We compare to different representative approaches for generating 3D shapes:
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69

all

watercraft

table

speaker

monitor

lamp

firearm

couch

chair

cellphone

car

cabinet

Method

bench

airplane

(1) The 3D-R2N2 by Choy et al. (2016) features a dense 3D voxel decoder
and a Long Short-Term Memory (LSTM) to enable reconstruction from one or
multiple views; (2) The Octree Generating Network (OGN) by Tatarchenko,
Dosovitskiy, and Brox (2017) operates on octrees to exploit sparsity of occupancy maps; (3) The Point Set Generation Network (PSGN) by Fan, Su, and
Guibas (2017) predicts a point cloud using a stacked hourglass network, a
volume prediction network, and a voxel-based post-processing network.

3D-R2N2

51.3 42.1 71.6 79.8 66.1 46.6 62.8 54.4 38.1 46.8 66.2 51.3 51.3

56.0

OGN

58.7 48.1 72.9 81.6 70.2 48.3 64.6 59.3 39.8 50.2 63.7 53.6 63.2

59.6

PSGN

60.1 55.0 77.1 83.1 74.9 54.4 70.8 60.4 46.2 55.2 73.7 60.6 61.1

64.0

Ours (voxel tube)

67.1 63.7 76.7 82.1 74.2 55.0 69.0 62.6 43.6 53.4 68.1 57.3 59.9

64.1

Ours (Matryoshka)

64.7 57.7 77.6 85.0 75.6 54.7 68.1 61.6 40.8 53.2 70.1 57.3 59.1

63.5

Table 4.3: Single image 3D shape reconstruction on ShapeNet-core at 323 resolution.
We report the mean IoU (%) per category, and the average IoU over all
categories. Our networks outperform all voxel decoder baselines and are
competitive with the more complex PSGN.

We show results in Table 4.3. Although conceptually simpler, the dense
voxel tube image version of our network outperforms all voxel decoder-based
approaches and is on par with PSGN, which uses a more complicated multi-stage (multi-network) architecture. Moreover, it is not clear if PSGNs scale to
higher resolutions, whereas this is easily possibly for our networks (see below). Interestingly, the sparse Matryoshka version of our network, which predicts nested shape layers, performs only slightly worse than its dense counterpart and clearly outperforms all voxel decoder baselines. This demonstrates
the power of our compact image-based representation for 3D shape.
4.4.1.2

Reconstructing higher resolutions

Low-resolution occupancy maps are naturally limited to a low level of detail
they can represent. To assess the performance of our Matryoshka network at
reconstructing shapes at high resolution, we compared it to Octree Generating Networks (Tatarchenko, Dosovitskiy, and Brox 2017), which are representative for Octree-based approaches. We follow the experimental setup
of Tatarchenko, Dosovitskiy, and Brox (2017) and predict 3D shapes from
ShapeNet-cars at resolutions of 323 , 643 , 1283 , and 2563 given a single RGB
input image. We then up-sample the predictions to a resolution of 2563 voxels and compute the intersection over union with the ground truth shapes at
that resolution. For fair comparison, we use dataset split and ground truth
shapes provided by Tatarchenko, Dosovitskiy, and Brox (2017). Furthermore,
we provide results for 2 additional classes from ShapeNet-core, which pose
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different challenges; while the airplane class consists of shapes with intricate
structure, the table class contains the most samples.
category

323

643

1283

2563

OGN

car

64.1

77.1

78.2

76.6

Ours (Matryoshka)

car

68.3

78.4

79.4

79.6

airplane

36.7

48.8

58.0

59.6

table

38.6

42.3

43.5

41.3

Method

Table 4.4: Single image 3D shape reconstruction on ShapeNet-cars for high resolutions. We report IoU (in %) between predictions at several resolutions and
ground truth shapes at 2563 . Predictions at lower resolution are up-sampled to 2563 .

We report quantitative results in Table 4.4 and show qualitative examples
in Figure 4.8. We find that both methods predict more accurate shapes at
higher resolutions. However, OGN’s performance saturates at 1283 due to the
high complexity of the car class with 7496 samples. For our method we only
observe this effect in the even more complex table category (8509 samples).
For all resolutions, the proposed method clearly outperforms the octree-based
approach despite being based on standard 2D networks, which can be easily
implemented in all popular frameworks. The benefits of higher resolutions
are observed best for the airplane class, which shows the biggest relative improvements.
4.4.2

Controlled experiments

To better understand the contribution of individual components to the overall
performance of our networks, we examine different base architectures and
loss functions. For these experiments, we use the dataset split and renderings
(64×64 pixels) from Yan et al. (2016), taken from the same 24 viewpoints
for each object. For the study of loss functions, we train one network per
class and for the study of network architectures, we train one network for all
classes.
4.4.2.1

Network architectures

We investigate several network architectures that are known to perform well
for dense 2D prediction tasks. As memory consumption is a dominating factor in the choice of a suitable architecture, we modified all architectures to
fit within 3 GB of GPU memory when predicting shapes at a resolution of 323
with a mini-batch size of 128. This leaves sufficient memory budget for scaling up any architecture to higher output resolutions on a single GPU. Since
some of the base architectures (ResNet (He et al. 2016), DenseNet (Huang
et al. 2017)) are designed to operate on images but to produce a single class
label, they require adaption to generate dense output.

Ground truth

2563

1283

643

323

Input

4.4 E X P E R I M E N T S

Figure 4.8: Qualitative results at varying resolution. We train Matryoshka networks
to reconstruct 3D shapes from a single image rendered from ShapeNet
models (top row) for output resolutions 323 , 643 , 1283 , and 2563 . The
last row shows the ground truth shapes at 2563 .
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As the ResNet-inspired baseline we employ our voxel-tube network. We
remove the identity pathways from all residual modules to obtain an Encoder/Decoder or Deconvolution Network (Noh, Hong, and Han 2015) and
add skip connections between layers of same spatial resolution to obtain
a U-Net, cf. (Ronneberger, Fischer, and Brox 2015). To adapt the number
of feature channels for the skip connections, we use a 1×1 2D convolution akin to the identity path of the up-sampling module in Figure 4.7. The
DenseNet-inspired version (cf. (Huang et al. 2017)) of our voxel-tube network consists of 7 dense blocks (B), 2 up-transitions (U) and 3 down-transitions (D), arranged as BDBDBDBBUBUB. Each dense block contains 2
dense layers with an expansion factor of 16. For the down-transitions, we
halve the spatial resolution while keeping the number of feature channels
constant. For the up-transitions, we double the spatial resolution and halve
the number of feature channels.
We report results in Table 4.5. Across all categories, the ResNet-inspired
architecture outperforms all other networks with a significant margin. Note
that, e.g., octree-based decoders, in contrast to our approach, cannot take advantage of this as easily.
Base architecture

car

chair

table

mean

Encoder/decoder

73.0

52.5

57.0

60.8

U-Net

74.2

54.8

58.8

62.6

ResNet

75.6

56.8

59.1

63.8

DenseNet

72.3

49.4

55.8

59.2

Table 4.5: Evaluation of base architectures, trained jointly. Across all categories, the
ResNet-inspired architecture outperforms all other networks with a significant margin.

4.4.2.2

Loss functions

To assess how specific loss functions affect the reconstruction quality for
our voxel tube networks, we evaluate the binary cross entropy, L1 -norm,
L2 -norm, the negative cosine similarity (Equation 4.7), and the negative intersection over union (Equation 4.8). We report results in Table 4.6. We find
that the binary cross entropy is a strong baseline, but performs worse than
all other evaluated loss functions except for the L1 -norm, which consistently
performs worst. Since the evaluated architecture constrains activations in the
final layer between 0 and 1, a robust loss is less important. For all categories,
the two proposed losses perform best.
4.4.3

Other applications

As the proposed voxel-tube networks and Matryoshka networks are modifications for the decoder part of CNN architectures, they can be easily combined
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Loss function

car

chair

table

mean

Binary cross-entropy

75.9

57.8

58.2

64.0

L1

73.6

57.2

57.4

62.7

L2

76.4

58.0

58.7

64.4

Cosine similarity LC

75.7

58.4

59.3

64.5

Approx. IoU LIoU

76.3

58.3

59.5

64.7

Table 4.6: Influence of loss functions. We report the IoU for our voxel tube network
trained with several loss functions on the car, chair, and table categories.

with other encoders. We demonstrate possible applications in the following
sections.
4.4.3.1

Shape from ID

To assess the ability of our method to represent highly complex datasets, we
follow Tatarchenko, Dosovitskiy, and Brox (2017) and predict shapes from
their Blendswap dataset at 5123 voxels from a high-level shape ID. Their
Blendswap dataset only consists of 4 models, but fitting the dataset nevertheless poses a challenge due to the sheer size of the models. Representing
the models densely in a voxel-based CNN would require over 500 MB each,
ignoring intermediate representations of lower layers and gradients that have
to be computed for the backpropagation. The high-level shape ID in this experiment is simply a unique identifier for the respective sample in the dataset.
We find that our method is able to reconstruct the dataset at an IoU of 97.8%,
which is more accurate than OGN (Tatarchenko, Dosovitskiy, and Brox 2017)
despite using a 2D representation alone.
4.4.3.2

Shape from silhouette

We investigate the performance of our Matryoshka network on the task of
reconstructing a 3D shape from a single silhouette image. To that end, we
reconstruct the shapes of the 3 categories with the most examples (chair, car,
table) from ShapeNet-core with the dataset split and shapes from Choy et al.
(2016). We obtain silhouettes from the alpha-channels of the renderings of
Choy et al. As can be seen in Table 4.7, the network performs much better
on cars than on tables or chairs. This can be attributed to the approximately
convex shape of cars, which makes their silhouette a very effective cue for
the overall shape. Compared to the easier setting of reconstructing shapes
from a color image, the network performs remarkably well. Note, however,
that the network for predicting shapes from color images was trained in a
category-agnostic way, making the prediction considerably harder.
4.4.3.3

Shape from shape similarity and shape generation

We aim to assess our model’s ability to reconstruct shapes from high-level
information without relying on a specific image encoder architecture. To that
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Category

car

chair

table

mean

Shape from silhouette

86.7

53.2

58.8

66.2

Table 4.7: Results for predicting Shape from silhouette.

Figure 4.9: Shape interpolation. Linearly interpolating the descriptors we feed to the
SfSS-decoder produces plausible interpolations of the generated shapes.

end, we train our network to generate shapes from a high-dimensional descriptor that captures shape similarities within a semantic category. We construct the descriptor by computing a pairwise similarity matrix of 3D models,
such that an entry at (i, j) represents the intersection over union between models i and j of resolution 323 in the ShapeNet-cars dataset. Reducing the dimensionality of the matrix with PCA while retaining 95% of the variance and
removing duplicates yields 2424-dimensional descriptors for 7426 remaining
shapes. Trained on 80% of the descriptors to generate shapes at 1283 voxels
resolution, our Matryoshka network reaches a mean intersection over union
of 81.1% on the held out shapes. This Shape from Shape Similarity (SfSS)
decoder can also be used for interpolating between shapes (Figure 4.9) and
to synthesize new shapes by supplying a random noise vector. As shown in
Figure 4.10, samples drawn from the model are quite diverse (cf. Figure 5 of
(Soltani et al. 2017) in contrast).

Figure 4.10: Sampling shapes. By supplying the SfSS-decoder with Gaussian noise,
we can draw varied samples from the car distribution.

4.4.3.4

Reconstruction from real images.

To assess the performance of our proposed network for real world examples, we tested it on images from the Stanford Products Dataset (Song et al.
2016) (chairs) and the web (cars). Qualitative examples are shown in Figure 4.11 (chairs) and Figure 4.12 (cars). In both cases, we trained a category-specific Matryoshka network to predict 3D shapes at 1283 resolution from
a single image. For predicting chairs, we took the renderings of Choy et al.
(2016) and created ground truth shapes of higher resolution from the corresponding ShapeNet (Chang et al. 2015) models using binvox.2 Since most
2 Patrick Min. binvox, http://www.patrickmin.com/binvox
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images of cars found on the web are recorded from different camera positions than the renderings of Choy et al., we re-rendered the car shapes from
ShapeNet with random camera positions (focal length ∈ [40mm, 90mm), azimuth ∈ [0◦ , 360◦ ), elevation ∈ [0◦ , 25◦ ]) and environment maps collected
from the web.3,4 We find that Matryoshka networks generalize well to realworld imagery even when only trained on synthetic images. They are able to
reconstruct thin structures (e.g., the legs of the right-most chair in Figure 4.11)
and a wide variety of shapes (both Figures 4.11 and 4.12).

Figure 4.11: Qualitative results at high resolution (1283 ) for real-world images of
chairs. For a given input image (top row), our Matryoshka network predicts a 3D shape (bottom row).

Figure 4.12: Qualitative results at high resolution (1283 ) for real-world images of
cars. For a given input image (top row), our Matryoshka network predicts a 3D shape (bottom row).

4.5

DISCUSSION

In this paper, we posed 3D shape reconstruction as a 2D prediction problem,
allowing us to leverage well-proven architectures for 2D pixel-prediction.
Both proposed networks clearly outperform dense voxel-based approaches
at low resolutions. Our novel efficient encoding based on nested shape layers,
furthermore, allows to scale our Matryoshka networks to handle reconstruc3 http://www.hdrlabs.com/sibl/archive.html
4 https://hdrihaven.com/
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tion of shapes at a high resolution, while outperforming octree-based decoder
architectures with a considerable margin, despite being based only on standard network layers. Applications to shape from silhouette and similarity, as
well as shape sampling demonstrated the broad applicability of our approach.
The proposed shape layer encoding requires fewer than 5 layers to encode
shapes even at high resolution. We consequently fix the maximum number
of components in our experiments. To encode arbitrarily complex objects
without requiring re-training, the required number of components could be
predicted per individual object in a recursive formulation. We leave this for
future work.
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E X T R AC T I N G G RO U N D T RU T H F RO M C O M P U T E R
GAMES1

Figure 5.1: Images and ground-truth semantic label maps produced by the presented
approach. Left: images extracted from the game Grand Theft Auto V.
Right: semantic label maps. The color coding is defined in Figure 5.10.
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I N T RO D U C T I O N

Recent progress in computer vision has been driven by high-capacity models trained on large datasets. Image classification datasets with millions of
labeled images (Deng et al. 2009; Russakovsky et al. 2015) support training
deep and highly expressive models (He et al. 2016; Krizhevsky, Sutskever,
and Hinton 2012; Simonyan and Zisserman 2014). Following their success
in image classification, these models have recently been adapted for detailed
scene understanding tasks such as semantic segmentation (Chen et al. 2015a;
Shelhamer, Long, and Darrell 2017; Yu and Koltun 2016). These semantic
segmentation models are initially trained for image classification, for which
large datasets are available, and then fine-tuned on semantic segmentation
datasets, which have much fewer images (Brostow, Fauqueur, and Cipolla
2009; Everingham et al. 2015).
We are therefore interested in creating very large datasets with pixel-accurate semantic labels. Such datasets may enable the design of more diverse
model architectures that are not constrained by mandatory pre-training on
image classification. They may also substantially increase the accuracy of semantic segmentation models, which at present appear to be limited by data
rather than capacity. (For example, the top-performing semantic segmentation
models on the PASCAL VOC leaderboard all use additional external sources
of pixelwise labeled data (Hariharan et al. 2011; Lin et al. 2014) for training.)
Creating large datasets with pixelwise semantic labels is known to be very
challenging due to the amount of human effort required to trace accurate object boundaries. High-quality semantic labeling was reported to require 60
minutes per image for the CamVid dataset (Brostow, Fauqueur, and Cipolla
2009) and 90 minutes per image for the Cityscapes dataset (Cordts et al.
2016). Due to the substantial manual effort involved in producing pixel-accurate annotations, semantic segmentation datasets with precise and comprehensive label maps are orders of magnitude smaller than image classification
datasets, which only require image-level annotation. This has been referred
to as the “curse of dataset annotation" (Xie et al. 2016): the more detailed the
semantic labeling, the smaller the datasets.
A number of works have explored ways to reduce the amount of human
effort involved in semantic annotation. Semantic labels can be propagated
across frames in video sequences (Badrinarayanan, Budvytis, and Cipolla
2014; Vijayanarasimhan and Grauman 2012; Yuen et al. 2009). If the environment is static and an accurate 3D model of it is available, labeling can be
done in 3D and projected onto the images (Xie et al. 2016). However, these

5.1 I N T R O D U C T I O N

approaches have limitations. Label propagation in video has limited accuracy in practice and very substantial human annotation effort is still required
to produce large-scale datasets with pixel-level accuracy. Transferring labels
from 3D to 2D as proposed by Xie et al. (2016) is limited to static scenes and
requires an accurate 3D model of the environment.
In this work, we explore the use of AAA video games for creating large-scale pixel-accurate ground truth data for training semantic segmentation systems. Modern open-world games such as Grand Theft Auto, Watch Dogs,
and Hitman feature extensive and highly realistic worlds. Their realism is not
only in the high fidelity of material appearance and light transport simulation. It is also in the content of the game worlds: the layout of objects and
environments, the realistic textures, the motion of vehicles and autonomous
characters, the presence of small objects that add detail, and the interaction
between the player and the environment.
The scale, detail, appearance, and dynamic behavior of these game worlds
is a significant advantage over open-source sandboxes that lack this extensive
content (Chen et al. 2015a; Haltakov, Unger, and Ilic 2013). However, detailed semantic annotation of images from off-the-shelf games is a significant
challenge because the internal operation and content of the game are largely
opaque to us. We show that this can be overcome by a technique known as
detouring (Hunt and Brubacher 1999). We inject a wrapper between the game
and the operating system, allowing us to record, modify, and reproduce rendering commands. By hashing distinct rendering resources communicated by
the game to the graphics hardware – such as geometry, textures, and shaders –
we generate object signatures that persist across scenes and across gameplay
sessions. This allows us to create pixel-accurate object labels without tracing
boundaries. Crucially, it also enables propagating object labels across time
and across instances that share distinctive resources.
Using the presented approach, we have created pixel-level semantic segmentation ground truth for 25 thousand images extracted from the game
GTA V. The labeling process was completed in only 49 hours. Our labeling
speed was thus roughly three orders of magnitude faster than for other semantic segmentation datasets with similar accuracy and annotation density.
The pixel-accurate propagation of label assignments through time and across
instances led to a rapid acceleration of the labeling process: average annotation time per image decreased sharply during the process because new object
labels were propagated across images. This is in contrast with prior labeling interfaces, in which annotation speed does not change significantly during the annotation process, and total labeling costs scale linearly with dataset
size. Annotating the presented dataset by the same approach used for CamVid
(Brostow, Fauqueur, and Cipolla 2009) or the upcoming Cityscapes dataset
(Cordts et al. 2016) would have taken at least 12 person-years. Three of the
images we have labeled are shown in Figure 5.1.
To evaluate the utility of using the presented approach for training semantic
segmentation systems that operate on real-world data, we used label definitions compatible with other datasets for urban scene understanding (Brostow,
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Fauqueur, and Cipolla 2009; Geiger, Lenz, and Urtasun 2012; Cordts et al.
2016; Xie et al. 2016; Neuhold et al. 2017). We conducted extensive experiments to evaluate the effective-ness of models trained with the acquired data.
The experimental results show that using the acquired data to supplement the
CamVid and KITTI training sets significantly increases accuracy on the respective datasets. In addition, the experiments demonstrate that the acquired
data can reduce the need for expensive labeling of real-world images: models trained with game data and just 31 of the CamVid training set outperform
models trained on the complete CamVid training set.
5.2

R E L AT E D W O R K

Synthetic data have been used for decades to benchmark the performance
of computer vision algorithms. The use of synthetic data has been particularly significant in evaluating optical flow estimation due to the difficulty
of obtaining accurate ground-truth flow measurements for real-world scenes
(Horn and Schunck 1981; Barron, Fleet, and Beauchemin 1994; McCane et al.
2001; Baker et al. 2011). Most recently, the MPI-Sintel dataset has become a
standard benchmark for optical flow algorithms (Butler et al. 2012) and has
additionally yielded ground-truth data for depth estimation and bottom-up
segmentation. Synthetic scenes have been used for evaluating the robustness
of image features (Kaneva, Torralba, and Freeman 2011) and for benchmarking the accuracy of visual odometry (Handa et al. 2014). Renderings of object
models have been used to analyze the sensitivity of convolutional network
features (Aubry and Russell 2015). In contrast to this line of work, we use
synthetic data not for benchmarking but for training a vision system, and
tackle the challenging problem of semantic segmentation.
Rendered depth maps of parametric models have been used prominently in
training leading systems for human pose estimation and hand tracking (Shotton et al. 2013; Sharp et al. 2015). 3D object models are also increasingly used
for training representations for object detection and object pose estimation
(Aubry et al. 2014; Gupta et al. 2015; Liebelt, Schmid, and Schertler 2008;
Massa, Russell, and Aubry 2016; Stark, Goesele, and Schiele 2010; Song
and Xiao 2014; Sun and Saenko 2014; Pepik et al. 2015b; Pepik et al. 2015a;
Peng et al. 2015; Su et al. 2015b). Renderings of 3D object models have been
used to train shape-from-shading algorithms (Richter and Roth 2015b) and
convolutional networks for optical flow estimation (Dosovitskiy et al. 2015).
Renderings of entire synthetic environments have been proposed for training
convolutional networks for stereo disparity and scene flow estimation (Mayer
et al. 2016). Our work is different in two significant ways: First, we tackle the
challenging problem of semantic segmentation, which involves both recognition and perceptual grouping (He, Zemel, and Carreira-Perpiñán 2004; Shotton et al. 2009; Krähenbühl and Koltun 2011; Shelhamer, Long, and Darrell
2017). Second, we obtain data not by rendering 3D object models or stylized environments, but by extracting photorealistic imagery from a modern
open-world computer game with realistic rendering and content.

5.2 R E L AT E D W O R K

Computer games – and associated tools such as game engines and level
editors – have been used a number of times in computer vision research. Development tools accompanying the game Half Life 2 were used for evaluating
visual surveillance systems (Taylor, Chosak, and Brewer 2007). These tools
were subsequently used for creating an environment for training high-performing pedestrian detectors (Marín et al. 2010; Xu et al. 2014b; Vazquez
et al. 2014). (Scene-specific pedestrian detectors were also trained on synthetic data created using traditional modeling tools (Hattori et al. 2015).) A
physics simulation engine commonly used in games was applied to estimating
physical properties of objects from visual inputs (Wu et al. 2015a). An opensource driving simulator was used to learn mid-level cues for autonomous
driving (Chen et al. 2015a). And a number of recent works use computer
games to train visuomotor control policies (Mnih et al. 2015; Lillicrap et al.
2016; Mnih et al. 2016). In contrast to these works, we deal with the problem
of semantic image segmentation and demonstrate that data extracted from an
unmodified off-the-shelf computer game with no access to the source code or
the content can be used to substantially improve the performance of semantic
segmentation systems.
Somewhat orthogonal to our work is the use of indoor scene models to train
deep networks for semantic understanding of indoor environment from depth
images (Papon and Schoeler 2015; Handa et al. 2016b). These approaches
compose synthetic indoor scenes from object models and synthesize depth
maps with associated semantic labels. The training data synthesized in these
works provides depth information but no appearance cues. The trained models are thus limited to analyzing depth maps. In contrast, we show that modern computer games can be used to train semantic segmentation models that
outperform the state of the art on challenging real-world benchmarks given
regular color images only.
One motivation for this work has been the lack of large-scale training for
semantic segmentation. After publication, this shortage has been mitigated
to some extent by the release of large real-world datasets (Caesar et al. 2019;
Cordts et al. 2016; Huang et al. 2019; Neuhold et al. 2017; Yu et al. 2018). The
large efforts spent on collecting them further validates the importance of more
efficient data collecting methods like the one we present. A remaining issue
is the performance gap of models trained on synthetic data and transferred
to the real world. Although video game footage is beneficial for semantic
segmentation on real scenes as we demonstrate in experiments (Section 5.6),
it differs from videos of real street scenes, leading to worse predictions on real
images. The reduction of this performance gap through domain adaptation
has become an active area of research (Hoffman et al. 2018; Murez et al. 2018;
Sankaranarayanan et al. 2018; Zhang, David, and Gong 2017), expedited by
datasets like the one presented in this work.
The approach we propose here for accessing internal video game data has
recently been applied to create a synthetic dataset for multi-view-stereo (Huang
et al. 2018) and to obtain training data for mixed reality applications (Rematas
et al. 2018).
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5.3

THE RENDERING PIPELINE

In this section, we provide a brief introduction to the rendering pipeline. We
only highlight parts that are relevant for understanding the extraction of rendering artifacts in order to synthesize ground truth. A comprehensive treatment can be found in (Möller et al. 2018).
Rendering an object involves multiple stages, as depicted in Figure 5.2. An
object is specified by one or more meshes (passed to the rendering pipeline
as vertex buffers), textures applied by the pixel shader, and (constant) buffers
that hold parameters for the shader programs. The rendering process begins
with an object’s vertex buffer, which is presented to the vertex shader. The
vertex shader transforms the object from its local coordinate system to the
image coordinate system. We split this transformation in steps and refer to
the applied matrices as world, view, and projection matrices W, V, P. The
subsequent rasterization stage applies perspective projection and interpolates
meshes in screen space. That way, it provides 3D coordinates of each surface
point to the pixel shader. These coordinates are processed jointly with other
resources such as textures and texture coordinates to shade each pixel. Shading involves light sources in the simulated world, and hence, the world, view,
and projection matrices are also provided to the pixel shader.
World, View, Projection Matrices

Vertex
Shader
Vertex
Buffer

Constant
Buffer

Pixel
Shader

Rasterizer
Stage
Transformed
Mesh

Texture

Rasterized
Mesh

Constant
Buffer

Shaded
Mesh

Screen

Figure 5.2: A high-level overview of the real-time rendering pipeline for rendering
an object, implemented by many current games. We exclude parts that
are irrelevant for synthesizing ground truth.

Modern high-performance real-time rendering systems are commonly based
on the deferred shading architecture (Andersson 2011; Hargreaves 2004; Mittring and Dudash 2011; Sousa, Wenzel, and Raine 2013; Schulz 2014). Geometric resources are communicated to the GPU to create a depth buffer and
a normal buffer. Maps that specify the diffuse and specular components of
surface reflectance are communicated to create diffuse and specular buffers.
These buffers, which collect different intermediate products of the rendering pipeline, are called G-buffers. Illumination is applied to these G-buffers,
rather than to the original scene components (Saito and Takahashi 1990).
This decoupled processing of geometry, reflectance properties, and illumination significantly accelerates the rendering process. First, shading does not
need to be performed on elements that are subsequently culled by the geometry pipeline. Second, shading can be performed much more efficiently on
G-buffers than on an unstructured stream of objects. For these reasons, deferred shading has been widely adopted in high-performance game engines.

5.4 E X T R A C T I N G D ATA F R O M T H E R E N D E R I N G P I P E L I N E .

Another speed-up is commonly achieved by optimizing the order in which
objects are drawn onto the screen. First, occluded pixels do not need to be
shaded. To determine visibility, the distance of each pixel is checked against
the depth buffer, which stores the distance of all previously drawn pixels in
the current frame (Catmull 1974; Straßer 1974). Second, closer objects are
more likely to occlude farther ones. Hence, rendering objects front to back
can decrease the number of pixels that need to be shaded during the process.
Transparent surfaces, however, are a special case: they need to be rendered
back to front to properly blend them with surfaces that lie behind them. A
common way to combine these two strategies is by first rendering opaque
objects front to back and then, in a later pass, rendering transparent objects
back to front (Everitt 2001).
5.4

E X T R A C T I N G D ATA F R O M T H E R E N D E R I N G P I P E L I N E .

How can this pipeline provide any help for semantic segmentation? The key
lies in the game’s communication with the graphics hardware. This communication is structured. Specifically, the game communicates resources of
different types, including geometric meshes, texture maps, and shaders. The
game then specifies how these resources should be combined to compose the
scene. The content of these resources persists through time and across different launches of the game. By tracking the application of resources to different
scene elements, we can establish associations between these scene elements.
Our basic approach is to intercept the communication between the game
and the graphics hardware. Games communicate with the hardware through
APIs like OpenGL, Vulkan, or Direct3D, which are provided via dynamically
loaded libraries. To initiate the use of the hardware, a game loads the library
into its application memory. An overview of this communication is shown
in Figure 5.3. By posing as the graphics library during this loading process,
a wrapper to the library can be injected and all subsequent communication
between the game and the graphics API can be monitored and modified. This
injection method is known as detouring (Hunt and Brubacher 1999) and used
for patching software binaries and achieving program interoperability. It is
also used by screen-capturing programs and off-the-shelf graphics debugging
tools such as RenderDoc (Karlsson 2015) and Intel Graphics Performance
Analyzers.2 To perform detouring, a wrapper needs to implement all relevant
interfaces and forward calls to the original library. We implemented a wrapper
for the DirectX 9 API and used RenderDoc for wrapping Direct3D 11. We
successfully tested these two implementations on three different rendering
engines used in AAA computer games.
5.4.1

Single-frame capturing

By intercepting all communication with the graphics hardware, we are able to
monitor the creation, modification, and deletion of resources used to specify
2 Intel Corp. Intel Graphics Performance Analyzers, software.intel.com
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Figure 5.3: Communication between game and graphics library. We place our middleware between game and graphics library. While original game assets
(red) are processed to render G-buffers and the final image (orange), our
wrapper modifies shaders and function calls to render auxiliary ID buffers
and record the rendered image as well as data for annotation (green).

the scene and synthesize an image. We now focus on the application of our
approach to the game GTA V, although much of the discussion applies more
broadly. To collect data, we used RenderDoc to record every 40th frame during GTA V gameplay. Being a debugger for applications, RenderDoc can be
configured to record all calls of an application to the graphics API with their
respective arguments and allows detailed inspection of the arguments. Since
RenderDoc is scriptable and its source code is available as well, we modified
it to automatically transform recorded data into a format that is suitable for
annotation.
Specifically, the wrapper saves all information needed to reproduce a frame.
The frames are then processed in batch after a gameplay session to extract all
information needed for annotation. (This separate processing requires about
30 seconds per frame.) Annotation of large batches of collected and processed
frames is performed later in a simple interactive interface (shown in Figure 5.7) that uses the extracted information to support highly efficient annotation . We refer to this way of capturing rendering meta-data as single-frame
capturing.
To record rendered images and meta-data that can be turned into ground
truth for more vision tasks at higher frame rates, we developed another approach, which we term multi-frame capturing and discuss in Chapter 6.
In the following paragraphs, we discuss several specific challenges that had
to be addressed for both types of capturing:

5.4 E X T R A C T I N G D ATA F R O M T H E R E N D E R I N G P I P E L I N E .

1. Output the rendered frame without the Head-Up Display (HUD) that is
overlaid on the scene within the game.
2. Identify function calls that are relevant for rendering objects into the
set of G-buffers that we are interested in.
3. Create persistent identities for resources that link their use across frames
and across multiple gameplay sessions.
4. Organize and store resource identities to support rapid annotation in a
separate interactive interface.
I D E N T I F Y I N G R E L E VA N T F U N C T I O N C A L L S
To identify rendering
passes, RenderDoc groups function calls into common rendering passes based
on predefined heuristics. We found that strictly grouping the calls by the
G-buffers that are assigned as render targets works more reliably. That way,
we identify the main pass that processes the scene geometry and updates
albedo, surface normal, stencil, and depth buffer as well as the rendering
passes that draw the head-up display on top of the scene image. GTA V applies
post-processing effects such as camera distortion to the rendered image before displaying it. To preserve the association of object information extracted
from the main pass with pixels in the final image and to bypass drawing the
HUD, we omit the camera distortion and subsequent HUD passes. Although
this may slightly decrease the realism of the extracted images, it frees us
from transforming the label information in the exact same way as the game
does in the post-processing passes.

To propagate labels across images, we need
to reliably identify resources used to specify different scene elements. When
the same mesh is used in two different frames to specify the shape of a scene
element, we want to reliably recognize that it is the same mesh. During a single gameplay session, a resource can be recognized by its location in memory
or by the resource ID used by the application to address this resource. However, the next time the game is launched, memory locations and resource IDs
associated with the same resources will be different. To recognize resources
across different gameplay sessions, we instead hash the associated memory
content. We use a non-cryptographic hash function 3 to create a 128-bit key
for the content of the memory occupied by the resource. This key is stored
and used to identify the resource in different frames. Thus, for each recorded
frame, we create a lookup table to map the volatile resource IDs to persistent
hash keys.
IDENTIFYING RESOURCES

F O R M AT T I N G F O R A N N O TAT I O N
Although we can now identify and
associate resources that are being used to create different frames, we have not
yet associated these resources with pixels in the rendered image. Specifically,
we want to associate each mesh, texture, and shader, with their footprint in

3 Austin Appleby. MurmurHash, https://github.com/aappleby/smhasher
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each rendered image. One way to do this would be to step through the rendering calls and perform pixel-level comparisons of the content of each G-buffer
before and after each call. However, this is unreliable and computationally
expensive. Instead, we perform two complete rendering passes instead of one
and produce two distinct images. The first rendering pass produces the color
image and the associated buffers as described above: this is the conventional
rendering pass performed by the game. The second rendering pass is used to
encode IDs into pixels, such that after this pass each pixel stores the resource
IDs for the mesh, texture, and shader that specify the scene element imaged
at that pixel. For this second rendering pass, we replace all the shaders with
our own custom shader that encodes the resource IDs of textures, meshes,
and original shaders into colors and writes them into four render targets. Four
render targets with three 8-bit color channels each provide us with 96 bits per
pixel, which we use to store three 32-bit resource IDs for each pixel: one for
the mesh, one for the texture, one for the shader (we do not alter alpha-blending and therefore have four render targets with three channels at 8-bit for encoding three 32-bit IDs). In a subsequent processing stage, we read off these
32-bit resource IDs, which do not persist across frames, and map them to the
persistent 128-bit hash keys created earlier.
5.4.2

Semantic annotation

For each image extracted from the game, the pipeline described in Section
5.4 produces a corresponding resource ID map. For each pixel, this ID map
identifies the mesh, texture, and shader that were used by the surface imaged
at this pixel through the associated hash key. These resource ID hashes are
persistent: the same resource is identified by the same ID in different frames.
This is the data used by the annotation process. An exemplary segmentation
of a rendered image into the regions sharing the same resources is shown in
Figure 5.4.
PAT C H D E C O M P O S I T I O N .

An exception is the
transition between
different levels of
detail (Luebke et al.
2002). Here,
different meshes are
possibly used for the
same object
depending on the
viewing distance.

We begin by decomposing each image into
patches of pixels that share a common (mesh, texture, shader) combination
(henceforth, MTS) automatically. Figure 5.5 shows an image from the game
and a color-coding of the resulting patches. The patches are fine-grained and
each object is typically decomposed into multiple patches. Furthermore, a
given patch is almost certain to be contained within a single object. While a
mesh may contain multiple objects (e.g., a building and an adjacent sidewalk),
a texture may be used on objects from different semantic classes (car and
truck), and a shader may likewise be applied on semantically distinct objects,
an MTS combination is almost always used within a single object type.
It would be extremely wasteful for a game to apply different resources
for rendering the same object in subsequent frames. Hence, resources are
recycled and the same meshes, textures, and shaders are re-used to produce
the same objects in subsequent frames. Consequently, the resource IDs we
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Figure 5.4: Segmentation of a rendering (top left) into regions sharing the same resources. The segmentations are generated by grouping meshes (top right),
shaders (bottom left), and textures (bottom right).

Figure 5.5: Illustration of the patches used as atomic units during the annotation process. Top left: one of the images in our dataset. Top right: patches constructed by grouping pixels that share a common MTS combination. Different patches are filled with different colors for illustration. Bottom row:
partial magnifications of the top images.

87

88

E X T R AC T I N G G RO U N D T RU T H F RO M C O M P U T E R G A M E S

generate also remain constant. An example for the consistency of IDs across
frames is shown in Figure 5.6.

Figure 5.6: Consistency of resource IDs across frames. Rendering subsequent frames
(left column) recycles meshes, textures, and shaders, causing our resource IDs to persist (right column).

The identified patches are thus akin to superpixels (Ren and Malik 2003),
but have significant advantages over superpixels generated by a bottom-up
segmentation algorithm. First, they are associated with the underlying surfaces in the scene, and patches in different images that depict the same surface
in the scene are linked. Second, boundaries of semantic classes in an image
are perfectly delineated by patch boundaries. There is no need for a human
annotator to delineate object boundaries (Russell et al. 2008; Lin et al. 2014).
Pixel-accurate label maps can be created simply by grouping patches. Third,
as we shall see next, the metadata associated with each patch can be used to
conservatively propagate labels across object instances that do not share the
same MTS.
To minimize false associations between
resources and semantic classes, we link patches that share the same MTS.
However, there are many cases in which just one or two resources are sufficient to uniquely identify the semantic class of a patch. For example, a car
mesh is highly unlikely to be used for anything but a car. Instead of searching
for, validating, and specifying such cases by hand, we discover them automatically during the labeling process using association rule mining (Agrawal
and Srikant 1994). During the annotation process, statistical regularities in
associations between resources and semantic labels are detected and when
sufficient evidence is available for a clear association between a resource and
a semantic class, a rule is automatically created that labels other patches that
use this resource by the associated class. This further speeds up annotation by
propagating labels not just to observations of the same surface in the scene at
A S S O C I AT I O N R U L E M I N I N G
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different times, but also across different objects that use a distinctive resource,
such as their geometry or texture, which clearly identifies their semantic class.
A N N O TAT I O N P R O C E S S .
We use a simple interactive interface that supports labeling patches by clicking. The interface is shown in Figure 5.7. Labeled areas are tinted by the color of their semantic class. (The color definitions are shown in Figure 5.10.) The annotator selects a semantic class and
then clicks on a patch that had not yet been labeled. In Figure 5.7 (left), four
patches are unlabeled: part of a sidewalk, a fire hydrant, and two patches on
the building on the right. These were labeled in 14 seconds to yield the complete label map shown in Figure 5.7 (right).

Figure 5.7: Annotation interface. Labeled patches are tinted by the color of their semantic class. The annotator selects a semantic class and applies it to a
patch with a single click. Left: an intermediate state with four patches
yet unlabeled. Right: a complete labeling produced 14 seconds later.

Labeling the very first image still takes time due to the granularity of the
patches. However, the annotation tool automatically propagates labels to all
patches in all images that share the same MTS and other patches that are linked
by distinctive resources identified by association rule mining. As the annotation progresses, more and more patches in each new image are pre-labeled.
The annotation time per image decreases during the process: the more images
have been annotated, the faster each new image is to annotate. Our annotation tool only presents an image for annotation if more than 3% of the image
area has not been pre-labeled automatically by propagating labels from other
frames. In this way, only a fraction of the images had to be explicitly attended
by the annotator.
Note that labeling every pixel in every image directly is difficult even with
our interface because distant or largely occluded objects are often hard to recognize. Our label propagation ensures that even if a patch was left unlabeled
in a given image because it is small or far away, it is likely to be labeled eventually when the underlying object is seen more closely and the label is then
propagated back.
Exploiting recurrence in the labels allowed us to gradually decrease the
frequency of images that were selected for annotation. We started by annotating each 2nd frame of our dataset, and subsequently reduced the frequency
to every 3rd , 5th and 10th frame. We then switched to designating only frames
that contained sufficiently large unlabeled superpixels.
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L E V E R A G I N G R E N D E R I N G A R T I F A C T S F O R F A S T E R A N N O TAT I O N

Orthogonally to association rules, we leverage the special handling of some
semantic classes for rendering. In contrast to the previously presented steps,
this type of speed-up is highly dependent on the game used. Nevertheless,
it further allows to significantly reduce the effort required to annotate the
dataset. Specifically, we leverage the projection of objects in the stencil buffer.
The stencil buffer contains a segmentation of the rendered image into regions
sharing the same rendering class. That is, objects that require a special handling by the rendering pipeline, are marked in the stencil buffer. In the case of
GTA V, we observed a grouping into vegetation, people, sky, vehicles. Pixels
depicting other types of objects were not marked in the buffer. Although we
are ultimately interested in a more fine-grained classification compatible with
common class definitions (Brostow, Fauqueur, and Cipolla 2009; Cordts et al.
2016), the coarse automatic annotations are an invaluable resource.
We now detail how they can be used for speeding up the fine-grained classification of vehicle and person categories. The key idea is that for regions
marked as these coarse classes, we only need to distinguish a subset of classes
(there are only 5 vehicle classes and 2 person classes in our label set). To label vehicles faster, we collect all frames that contain unlabeled vehicle parts
and display them in a specialized interface. In each image, we highlight each
unlabeled superpixel in turn (orange overlay in left image of Figure 5.8) and
let the annotator pick one of the 5 vehicle classes with a button press. This
process is considerably faster than choosing a class, visually searching for unlabeled regions depicting the class, moving the mouse to those regions, and
clicking. Instead, the user is primed for a smaller set of classes, highlighting
a region exploits faster parallel search through distributed attention (Palmer
1999), and mouse movements are avoided. To speed up the labeling even
further, we add the option of extending each superpixel to its connected components in the stencil buffer upon a button press (Figure5.8, right). This way,
the user can completely annotate an object with just 2 button presses.

Figure 5.8: Specialized annotation interface for a subset of classes. MTS to be labeled
get automatically highlighted (orange) and are labeled via a single button
press (left). Expanding an area to its connected component labels entire
objects containing multiple MTSs with just 2 button presses (right).

With only some initial human labeling effort, the
distinction of people into person and rider classes advocated by Cordts et al.
(2016) can be processed automatically without further supervision. Here, we
PEOPLE AND RIDERS
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only need to discriminate riders and pedestrians and capitalize on the fact
that riders have to be very close to a vehicle. To determine how close, we
initially label riders analogously to vehicles and record their distance to the
nearest vehicle in the virtual world. We found empirically that an absolute
depth difference of ∼0.7m neatly separates riders from bystanders. To be more
precise, we define the set of superpixels that should be labeled rider as all
superpixels that are automatically labeled as belonging to the person category,
are connected to a superpixel already labeled rider or vehicle, and are less
than 0.7m away from the nearest superpixel labeled vehicle.
5.4.3

Label propagation

A significant reduction of labeling effort comes from the propagation of labels
across frames. That is, since resources used for rendering objects persist, we
can propagate annotations made in one frame to other frames automatically.
To demonstrate the effect of label propagation during the labeling process,
we define the pre-annotated area of an image to be the set of patches that
are pre-labeled before the annotator reaches this image. The patches in the
pre-annotated area are pre-labeled by label propagation across patches that
share the same MTS or via learned association rules. For each image during
the annotation process, we can measure the relative size of the pre-annotated
area. This size is 0% if none of the image area is pre-annotated when the
annotator reaches this image (e.g., for the first image) and is 100% if the entirety of the image area is already annotated through label propagation by the
time the annotator reaches this image. In a conventional annotation process
used for datasets such as CamVid (Brostow, Fauqueur, and Cipolla 2009) or
Cityscapes (Cordts et al. 2016), the pre-annotated area is a constant 0% for
all images. The pre-annotated area for our annotated process is plotted in
Figure 5.9. As the figure shows, the vast majority of the frames are more
than 80% pre-annotated by the time they are reached by the human annotator. There are notable downward spikes in the annotation density as we pass
Pre-annotated area per frame
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Figure 5.9: Effect of label propagation. The vast majority of the frames are more than
80% pre-annotated by the time they are reached by the human annotator.

through the dataset, corresponding to new parts of the game world. Intuitively,
these spikes are caused by entering a scene with many new objects. After we
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have labeled the objects, their labels can be propagated to other frames, causing the density to climb steeply in subsequent frames.
5.5

D ATA S E T A N D A N A LY S I S

We extracted 24,966 frames from GTA V. Each frame has a resolution of
1914×1052 pixels. The frames were then semantically labeled using the
interface described in Section 5.4.2. The labeling process was completed
in 49 hours. In this time, 98.3% of the pixel area of the extracted images
was labeled with corresponding semantic classes. Classes were defined to be
compatible with existing semantic segmentation datasets for outdoor scenes
(Brostow, Fauqueur, and Cipolla 2009; Ros et al. 2015; Cordts et al. 2016; Xie
et al. 2016). The distribution of classes in our dataset is shown in Figure 5.10.
Labeled images are shown in Figure 5.1 and on the left of Figure 5.12.
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Figure 5.10: Number of annotated pixels per class in our dataset. Note the logarithmic scale.

The label propagation mechanisms significantly accelerated annotation time.
Specific MTS combinations labeled during the process cover 81% of the cumulative pixel area in the dataset. Only a fraction of that area was directly
labeled by the annotator; most labels were propagated from other images.
Patches covered by learned association rules account for 49% of the dataset.
During the annotation process, 2,190 association rules were automatically
constructed. The union of the areas covered by labeled MTS combinations
and learned association rules accounts for the 98.3% annotation density of
our dataset.
General statistics for the dataset are summarized in Table 5.1. Our dataset
is roughly two orders of magnitude larger than CamVid Brostow, Fauqueur,
and Cipolla 2009 and three orders of magnitude larger than semantic annotations created for the KITTI dataset Geiger, Lenz, and Urtasun 2012;
Ros et al. 2015. The average annotation time for our dataset was 7 seconds
per image: 514 times faster than the per-image annotation time reported for
CamVid (Brostow, Fauqueur, and Cipolla 2009) and 771 times faster than the
per-image annotation time for Cityscapes (Cordts et al. 2016).
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#pixels

annotation
density

[109 ]

[%]

50.15

98.3

7

279 540

9.41

97.1

5400

349

26.00

67.5

420

3095

CamVid

0.62

96.2

3600

246

KITTI

0.07

98.4

-

GTA V

Cityscapes (fine)
Cityscapes (coarse)

annotation
time

annotation
speed

[sec/image] [pixels/sec]

-

Table 5.1: Comparison of densely labeled semantic segmentation datasets for outdoor scenes. We achieve a three order of magnitude speed-up in annotation time, enabling us to densely label tens of thousands of high-resolution
images.

5.5.1

Diversity of the collected data

We also analyze the diversity of the images extracted from the game world.
The effectiveness of label propagation may suggest that the collected images
are visually uniform. This is not the case. We demonstrate the significant
diversity of the collected images in two ways. First, Figure 5.11 shows the
distribution of the number of frames in which MTS tuples in the dataset occur.
As shown in the figure, 26.5% of the MTS tuples only occur in a single image
in the collected dataset. That is, more than a quarter of the MTS combinations
observed in the 25 thousand collected images are only observed in a single
image each. The median number of frames in which an MTS occurs is 4: that
is, most of the MTS combinations are only seen in 4 images or less out of the
25 thousand collected images.
Distribution of number of frames in which an MTS occurs
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Figure 5.11: Distribution of the number of frames in which an MTS combination occurs. 26.5% of the MTS combinations only occur in a single image and
most of the MTS combinations are only seen in 4 images or less.

The distribution shown in Figure 5.11 indicates the high degree of variability in the collected dataset. To illustrate this variability further, we randomly
sampled 20 images from the collected dataset. For comparison, we also sampled 20 random images from CamVid. The random samples are shown in
Figure 5.12. As can be seen in the figure, the images in the collected dataset
are highly variable in their content and layout.
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Figure 5.12: Illustration of the diversity of the images collected by the presented
approach. Left: 20 randomly sampled images and corresponding label
maps from the collected dataset of 25 thousand images. Right: 20 randomly sampled images and corresponding label maps from CamVid.
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Figure 5.12: Continued
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5.5.2

Legal aspects

At this point the reader may wonder about the legal aspects of semantic labeling of images produced by commercial games. Games are protected by
copyright laws, which largely prohibit distributing the software without permission. In addition, games commonly ship with end-user license agreements
that impose further restrictions. There are, however, important exceptions.
In the specific case of GTA V, the publisher allows non-commercial use of
footage from the game as long as certain conditions are met, such as not distributing spoilers.4
5.6

E VA L U AT I O N

We now evaluate the effectiveness of using the acquired data for training semantic segmentation models. We evaluate on two challenging datasets for
semantic segmentation of outdoor scenes: CamVid (Brostow, Fauqueur, and
Cipolla 2009) and KITTI (Geiger et al. 2013; Ros et al. 2015). As our semantic segmentation model, we use the front-end prediction module of Yu
and Koltun (2016). Our training procedure consist of two stages. in the first
stage, we jointly train on real and synthetic data using minibatch stochastic
gradient descent with mini-batches of 8 images: 4 real and 4 synthetic. 50K
iterations are performed with a learning rate of 10−4 and momentum of 0.99.
The crop size is 628 × 628 and the receptive field is 373 × 373 pixels. In the
second stage, we fine-tune for 4K iterations on real data only, using the same
parameters as in the first stage. In all our experiments, we evaluate by the
mean Intersection over Union (IoU).
5.6.1

CamVid dataset

We begin with experiments on the CamVid dataset. For ease of comparison
to prior work, we adopted the training and test setup of Sturgess et al. (2009),
which has become standard for the CamVid dataset. This setup has 11 semantic classes and a split of the dataset into 367 training, 100 validation, and 233
test images.
The main results are summarized in Table 5.2. The table shows that using
the synthetic data during training increases the mean IoU by 3.9 percentage
points. In addition, we used the full set of synthetic images and varied the
proportion of real images in the training set. The results show that when we
train on 31 of the CamVid training set along with the game data, we surpass
the accuracy achieved when training on the full CamVid training set without game data. This suggests that the presented approach to acquiring and
labeling synthetic data can significantly reduce the amount of hand-labeled
real-world images required for training semantic segmentation models.

4 Rockstar Games. Policy on posting copyrighted Rockstar Games material,
rockstargames.com
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Table 5.2: Controlled experiments on the CamVid dataset. Training with the full
CamVid training set augmented by the synthetic images increases the
mean IoU by 3.9 percentage points. Synthetic images also allow reducing
the amount of labeled real-world training data by a factor of 3.
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Table 5.3 provides a comparison of our results to prior work on semantic segmentation on the CamVid dataset. Our strongest baseline is the stateof-the-art system of Kundu, Vineet, and Koltun (2016), which used a bigger ConvNet and analyzed whole video sequences. By using synthetic data
during training, we outperform this baseline by 2.8 percentage points, while
considering individual frames only.
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Kundu et al. (Kundu, 84
Vineet, and Koltun
2016)
Our result

84.4 77.5 91.1 84.9 51.3 94.5 59

44.9 29.5 82

Table 5.3: Comparison to prior work on the CamVid dataset. We outperform the
state-of-the-art system of Kundu et al. by 2.8 percentage points without
utilizing temporal cues.

5.6.2

KITTI dataset

We have also performed an evaluation on the KITTI semantic segmentation
dataset. The results are reported in Table 5.4. We use the split of Ros et al.
(2015), which consists of 100 training images and 46 test images. We compare against several baselines for which the authors have either provided results on this dataset or released their code. The model trained with game data
outperforms the model trained without game data by 2.6 percentage points.
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Method

40.5

Table 5.4: Results on the KITTI dataset. Training with game data yields a 2.6 percentage point improvement over training without game data.

5.7

DISCUSSION

We presented an approach to rapidly producing pixel-accurate semantic label
maps for images synthesized by modern computer games. We have demonstrated the approach by creating dense pixel-level semantic class annotations
for 25 thousand images extracted from a realistic open-world game. Our experiments have shown that data created with the presented approach can significantly increase the performance of semantic segmentation models on real-world images and can reduce the need for expensive conventional labeling.
The approach presented in this chapter is limited in a number of ways.
It acquires individual images rather than continuous video streams. Subsequently recorded frames may thus differ considerably in layout and content.
This prohibits establishing (dense) correspondences between frames and the
synthesis of ground truth for tasks such as optical flow or tracking of objects.
Furthermore, the presented setup produces annotations on a class-level and
does not distinguish between instances. We will address these limitations in
the next chapter. More broadly, we believe that modern game worlds represent a significant opportunity to supplement the training of artificial vision
systems.
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Figure 6.1: Data for several tasks in our benchmark suite. Clockwise from top left:
input video frame, semantic segmentation, semantic instance segmentation, 3D scene layout, visual odometry, optical flow. Each task is presented on a different image.
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I N T RO D U C T I O N

Visual perception is believed to be a compound process that involves recognizing objects, estimating their three-dimensional layout in the environment,
tracking their motion and the observer’s own motion through time, and integrating this information into a predictive model that supports planning and
action (Palmer 1999). Advanced biological vision systems have a number of
salient characteristics. The component processes of visual perception (including motion perception, shape perception, and recognition) operate in tandem
and support each other. Visual perception integrates information over time.
And it is robust to transformations of visual appearance due to environmental
conditions, such as time of day and weather.
These characteristics are recognized by the computer vision and robotics
communities. Researchers have argued that diverse computer vision tasks
should be tackled in concert (Malik et al. 2016) and developed models that
could support this (Bilen and Vedaldi 2016; Kokkinos 2017; Misra et al.
2016). The importance of video and motion cues is widely recognized (Agrawal,
Carreira, and Malik 2015; Galasso et al. 2013; Jayaraman and Grauman 2015;
Pathak et al. 2017). And robustness to environmental conditions is a long-standing challenge in the field (Maddern et al. 2017; Nayar and Narasimhan
1999).
We present a benchmark suite that is guided by these considerations. The
input modality is high-resolution video. Comprehensive and accurate ground
truth is provided for low-level tasks such as visual odometry and optical flow
as well as higher-level tasks such as semantic instance segmentation, object
detection and tracking, and 3D scene layout, all on the same data. Ground
truth for all tasks is available for every video frame, with pixel-level segmentations and subpixel-accurate correspondences. The data was collected
in diverse environmental conditions, including night, rain, and snow. This
combination of characteristics in a single benchmark aims to support the development of broad-competence visual perception systems that construct and
maintain comprehensive models of their environments.
Collecting a large-scale dataset with all of these properties in the physical world would have been impossible with known techniques. To create the
benchmark, we have used an open-world computer game with realistic content and appearance. The game world simulates a living city and its surroundings. The rendering engine incorporates comprehensive modeling of image
formation. The training, validation, and test sets in the dataset comprise continuous video sequences with 254,064 fully annotated frames, collected while
driving, riding, and walking a total of 184 kilometers in different environmental conditions.

6.2 B A C K G R O U N D

To create the benchmark, we have developed a new methodology for collecting data from simulated worlds without access to their source code or content. Our approach integrates dynamic software updating, bytecode rewriting, and bytecode analysis, going significantly beyond prior work to allow
video-rate collection of ground-truth for all tasks, including subpixel-accurate dense correspondences and instance-level 3D layouts.
We conduct extensive experiments that evaluate the performance of stateof-the-art models for semantic segmentation, semantic instance segmentation,
visual odometry, and optical flow estimation on the presented benchmark. The
results indicate that the benchmark is challenging and creates new opportunities for progress. Detailed performance analyses point to promising directions
for future work.
6.2

BAC K G RO U N D

Progress in computer vision has been driven by the systematic application
of the common task framework (Donoho 2015). The Pascal VOC benchmark
supported the development of object detection techniques that broadly influenced the field (Everingham et al. 2015). The ImageNet benchmark was instrumental in the development of deep networks for visual recognition (Russakovsky et al. 2015). The Microsoft COCO benchmark provides data for object detection and semantic instance segmentation (Lin et al. 2014). The SUN
and Places datasets support research on scene recognition (Xiao et al. 2016;
Zhou et al. 2014). The Middlebury benchmarks for stereo, multi-view stereo,
and optical flow played a pivotal role in the development of low-level vision
algorithms (Baker et al. 2011; Scharstein et al. 2014; Scharstein and Szeliski
2002; Seitz et al. 2006).
The KITTI benchmark suite provides ground-truth for visual odometry,
stereo reconstruction, optical flow, scene flow, and object detection and tracking (Geiger, Lenz, and Urtasun 2012). It is an important precursor to our work
because it provides video input and evaluates both low-level and high-level
vision tasks on the same data. It also highlights the limitations of conventional
ground-truth acquisition techniques (Haeusler and Klette 2012). For example,
optical flow ground-truth is sparse and is based on fitting approximate CAD
models to moving objects (Menze and Geiger 2015), object detection and
segmentation data is available for only a small number of frames and a small
set of classes (Zhang, Fidler, and Urtasun 2016), and the dataset as a whole
represents the appearance of a single town in fair weather.
The Cityscapes benchmark evaluates semantic segmentation and semantic
instance segmentation models on images acquired while driving around 50
cities in Europe (Cordts et al. 2016). The quality of the annotations is very
high and the dataset has become the default benchmark for semantic segmentation. It also highlights the challenges of annotating real-world images: only
a sparse set of 5,000 frames is annotated at high accuracy, and average annotation time was more than 90 minutes per frame. Data for tasks other than
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semantic segmentation and semantic instance segmentation is not provided,
and data was only acquired during the day and in fair weather.
The importance of robustness to different environmental conditions is recognized as a key challenge in the autonomous driving community. The HCI
benchmark suite offers recordings of the same street block on six days distributed over three seasons (Kondermann et al. 2016). The Oxford RobotCar
dataset provides more than 100 recordings of a route through central Oxford
collected over a year, including recordings made at night, under heavy rain,
and snow (Maddern et al. 2017). These datasets aim to address an important
gap, but are themselves limited in ways that are indicative of the challenges of
ground-truth data collection in the physical world. The HCI benchmark lacks
ground-truth for moving objects, does not address tasks beyond stereo and
optical flow, and is limited to a single 300-meter street section. The Oxford
RobotCar dataset only provides GPS, IMU, and LIDAR traces with minimal post-processing and does not contain the ground-truth data that would be
necessary to benchmark most tasks considered in this paper.
Our benchmark combines and extends some of the most compelling characteristics of prior benchmarks and datasets for visual perception in urban environments: a broad range of tasks spanning low-level and high-level vision
evaluated on the same data (KITTI), highly accurate instance-level semantic annotations (Cityscapes), and diverse environmental conditions (Oxford).
We integrate these characteristics in a single large-scale dataset for the first
time, and go beyond by providing temporally consistent object-level semantic
ground truth and 3D scene layouts at video rate, as well as subpixel-accurate
dense correspondences. To achieve this, we tap into three-dimensional virtual
worlds.
A key challenge in scaling up this approach to comprehensive evaluation
of broad-competence visual perception systems is populating virtual worlds
with content: acquiring and laying out geometric models, applying surface
materials, configuring the lighting, and realistically animating all objects and
their interactions over time. Realism on a large scale is primarily a content
creation problem. While all computer vision researchers have access to opensource engines that incorporate the latest advances in real-time rendering (Qiu
and Yuille 2016), there are no open-source virtual worlds with content that
approaches the scale and realism of commercial productions.
Previous research (by Shafaei, Little, and Schmidt (2016) and the work we
presented in Chapter 5) has demonstrated that ground-truth data for semantic segmentation can be produced for images from computer games without
direct access to their source code or content.
The data collection techniques developed in this prior work are not sufficient for our purposes: Most importantly, they cannot generate data at video
rate, which has implications beyond the frame rate and amount of recorded
data. Larger timesteps between recorded frames imply larger changes in content and layout to the extent that two subsequently recorded frames may show
entirely different scenes. At that level of changes, correspondences between
frames become scarce, which diminishes the value of ground truth for tasks
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such as optical flow or tracking instances. Furthermore, our previous approach and the work of Shafaei, Little, and Schmidt (2016) focused on semantic segmentation at the class level and did not investigate ways to distinguish
semantic instances. To create the presented benchmark, we have developed
a new methodology for collecting ground-truth data from computer games,
described in the next section.
In the remainder of this section, we discuss more recent work which appeared after the publication of the paper underlying this chapter.
Krähenbühl (2018) process internal rendering resources from video games
to provide ground truth for computer vision tasks. By focusing on low-level
vision tasks such as optical flow, which require minimal semantic information
about the resources being rendered, their work can be applied to a broader
set of games, but provides only limited supervision for higher level tasks.
The GTA V game environment was further used to demonstrate the importance of intermediate representations, that is typical tasks of computer vision,
for learning to act in complex environments (Zhou, Krähenbühl, and Koltun
2019). In order to benchmark autonomous agents, Dosovitskiy et al. (2017a)
developed the CARLA driving simulator, which is based on the open source
Unreal engine and consequently provides full control over the simulated scenarios and modalities being rendered. This is particularly helpful for simulating autonomous agents as their sensors can be modeled in the simulator and
real-world dataset featuring modalities such as radar or lidar are scarce (Caesar et al. 2019). Similar to our benchmark, but recorded in the real world, the
ApolloScape dataset provides ground truth for multiple driving-related vision
tasks at a large scale (Huang et al. 2019).
Nowruzi et al. (2019) compared several synthetic and real datasets for object detection. They found that models trained on VIPER generalized better
than models trained on other synthetic datasets. They concluded that realistic
appearance was less important than diversity of the dataset.
6.3

D ATA C O L L E C T I O N M E T H O D O L O G Y

To create the presented benchmark, we tap into Grand Theft Auto V (GTA V),
a modern game that simulates a functioning city and its surroundings, in a
photorealistic three-dimensional world. A known way to extract data from
such simulations is to inject a middleware between the game and its underlying graphics library via detouring (Hunt and Brubacher 1999). The middleware masquerades as the graphics library and receives all rendering commands from the game. For this purpose, we adapted graphics debugging software in the previous chapter. Since such software was designed for different
use-cases, previous methods, including ours presented previously, were limited in the frequency and granularity of data that could be captured.
In our experiments with GTA V, capturing all resources for rendering a
complete frame with Renderdoc (Karlsson 2015) required writing approximately 200MB of data to disk for each frame. Adopting this approach to
match the frame rates at which other (real-world) datasets have been recorded
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(e.g., 15fps for KITTI (Geiger, Lenz, and Urtasun 2012)) would require writing approximately 3GB of data to disk every second, exceeding the capabilities of current commodity hardware. Furthermore, in order to maintain a
sufficiently high frame rate, accessing resources on the GPU requires careful
multi-stage synchronization;2 In order to provide resources for the GPU to
render, the resources have to be placed in shared buffers, accessible by both
CPU and GPU. This requires synchronizing their read and write operations on
the same buffer in order to guarantee a valid buffer state. Being targeted for
single-frame debugging, graphics debugger like Renderdoc do not provide
such optimizations by default.
To create the presented benchmark, we have developed dedicated middleware that captures only data that is relevant to ground-truth synthesis, enabling it to operate at video rate and collect much richer datasets.
6.4

M U LT I - F R A M E C A P T U R I N G

The single-frame capturing approach we presented in Chapter 5 records all resources required for rendering a frame. This requires a substantial amount of
time and space and ignores that most meshes, textures, shaders, etc. are recycled by the underlying game in every frame. We now build on this insight and
develop a multi-frame capturing approach, which mitigates the limitations of
single-frame capturing. Extracting rendering artifacts at a higher frame rate
comes with a new set of challenges; we discuss them in the remainder of this
section and propose solutions whose practicality we demonstrate through implementation in our work.
6.4.1

For example, we
store G-buffers only
2 frames after they
have been rendered.

Synchronization between CPU and GPU

In modern rendering engines, the majority of resources like meshes and textures is first created on the Central Processing Unit (CPU) (Möller et al. 2018).
This includes the loading of assets from the file system and can be performed
asynchronously while other resources are rendered by the Graphics Processing Unit (GPU). To optimize the interplay between CPU and GPU, function
calls to the GPU (such as the transfer of resources to GPU memory) are often
asynchronous, avoiding costly synchronization as much as possible. Previous
single-frame capturing approaches directly transfer resources like rendered
G-buffers to the CPU after they have been modified, leading to a forced synchronization and substantial increase in rendering time of a frame (Richter
et al. 2016; Shafaei, Little, and Schmidt 2016).
In this work, we inject commands for duplicating modified G-buffers into
the command queue of the GPU, allowing us to transfer the copied G-buffers
back to the CPU asynchronously at a later time and avoiding synchronization.

2 Microsoft Corp. Copying and Accessing Resource Data (Direct3D 10), msdn.microsoft.com
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6.4.2

Limited bandwith

Naïvely storing all resources used for rendering is prohibitive due to the bandwidth of data that can be written to disk per frame. We minimize redundancy
by tracking the resources already written, and carefully select as few buffers
to store every frame as possible. Thus, each frame we store the RGB image
before the Graphical User Interface (GUI) gets rendered, an ID buffer that
identifies a rendering event, the depth buffer, and metadata about the current rendering event. While the metadata identifies the resources used for
rendering a primitive, the ID buffer links every pixel to an event. This way,
we reduce the number of ID buffers stored per frame from 4 to 1 in comparison to our previous approach (Chapter 5). Furthermore, we exploit the
piecewise constant structure of the buffer by compressing it via run-length
encoding (Cherry et al. 1963). We found this empirically to be much faster
than e.g., storing PNG images.
6.4.3

105

Rendering additional information

Metadata like the ID buffers for linking every pixel to its rendering resources
are necessary for efficiently annotating the content of the final rendered image,
but are not a default output of the rendering pipeline. In the single-frame
setting we presented in Chapter 5, we could simply re-render every frame
in a post-processing step and thereby re-purpose G-buffers for storing the
resource IDs in the second iteration. This is not possible in the multi-frame
setup as modifying the G-buffers would destroy the other rendering resources
we seek to extract.
To capture resources at video-rate, we augment the game’s shaders with
additional inputs, outputs, and instructions. This enables tagging each pixel
in real time with resource IDs as well as depth and transparency values. In
order to augment the shaders at runtime, we employ dynamic software updating (Hicks and Nettles 2005). Dynamic software updates are used for patching critical software systems without downtime. Instead of shutting down a
system, updating it, and bringing it back up, inactive parts are identified at
runtime and replaced by new versions, while also transitioning the program
state. This can be extremely challenging for complex software systems. We
leverage the fact that shaders are distributed as bytecode blocks in order to
be executed on the GPU, which simplifies static analysis and modification in
comparison to arbitrary compiled binaries.
In particular, we start by slicing pixel shaders (Tip 1995). That is, we identify unused slots for inputs and outputs and instructions that modify transparency values, and ignore the remaining parts of the program. Note that
source code for the shaders is not available and we operate directly on the
bytecode. We provide and broadcast an identifier for rendering resources as
well as the z-coordinate to all affected pixels. To capture alpha values, we
copy instructions that write to the alpha channel of the original G-buffer, redirect them to our G-buffer, and insert them right after the original instructions.

The game may
acccess the disk
concurrently in
order to load further
resources.
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We materialize our modifications via bytecode rewriting, a technique used for
runtime modification of Java programs (Orso, Rao, and Harrold 2002).
6.4.4

Identifying objects

The resources used to render an object correlate with the object’s semantic
class. By tracking resources, rendered images can be segmented into temporally consistent patches that lie within object parts and are associated with
semantic class labels (Richter et al. 2016). This produces annotations for semantic segmentation, but does not segment individual object instances. To
segment the scene at the level of instances, we track transformation matrices
used to place objects and object parts in the world. Parts that make up the
same object share transformation matrices. By clustering patches that share
transformation matrices, individual object instances can be identified and segmented.
Identifying object instances in this way has the added benefit of resolving
conflicting labels for rendering resources that are used across multiple semantic classes (e.g., wheels that are used on both buses and trucks). To determine
the semantic label for an object instance, we aggregate the semantic classes
of all patches that make up the instance and take the majority vote for the
semantic class of the object.
6.4.5

Capturing 3D scene layout

We record the meshes used for rendering (specifically, vertex and index buffers
as well as input layout for vertex buffers) and transformation matrices for
each mesh. This enables us to later recover the camera position from the matrices, thus obtaining ground truth for visual odometry. We further use the
vertex buffers to compute 3D bounding boxes of objects and transform the
bounding boxes to the camera’s reference frame: this produces the groundtruth data for 3D scene layout.
6.4.6

Tracking objects

Tracking object instances and computing optical flow requires associating
meshes across successive frames. This poses a set of challenges:
1. Meshes can appear and disappear.
2. The camera and the objects are moving.
3. Due to camera motion, meshes may be replaced by versions at different
levels of detail, which can change the mesh, segment ID, and position
associated with the same object in consecutive frames (Luebke et al.
2002).
We tackle the first challenge by also recording the rendering resources used
for meshes that either failed the depth test or lie outside the view frustum. We
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address the remaining challenges by formulating the association of meshes
across frames as a weighted matching problem (Goldberg and Kennedy 1995).
Let Vf , Vg be nodes representing meshes rendered in two consecutive frames
f and g, and let G = (Vf ∪ Vg , E) be a graph with edges
E = {ei,j = (vi ∈ Vf , vj ∈ Vg )},
connecting every mesh in one frame to all meshes in the other. Let s : V → S
be the mapping from a mesh to its segment ID, C the set of semantic class
labels, D ⊆ C the set of semantic class labels that represent dynamic objects,
and c : V → C the mapping from meshes to semantic classes. Let p : V →
R3 be the mapping from a mesh to its position in the game world, given by the
world matrix W that transforms the mesh. Let d(vi , vj ) = p(vi ) − p(vj )
be the distance between positions of two meshes in the game world, and let
w : C → R+
0 be a function for the class-dependent maximum speed of instances. Let
Ec = {ei,j : c(vi ) = c(vj )},

(6.1)

Ek = {ei,j : s(vi ) = s(vj )}

(6.2)

be the sets of edges associating meshes that share the same semantic class or
segment ID, respectively. We define the sets
Ed = {ei,j : c(vi ) ∈ D} ∩ Ec ∩ Ek ,

(6.3)

Es = {ei,j : c(vi ) ∈ C \ D} ∩ Ec

(6.4)

of edges associating meshes of dynamic objects and static objects, respectively. Finally, we define a set
Em = {ei,j : d(vi , vj ) < w(c(vi ))} ∩ (Ed ∪ Es ) .
We define a weight function on the graph:

d(v , v )
ei,j ∈ Em
i j
w(vi , vj ) =

0
otherwise

(6.5)

(6.6)

This leverages the previously obtained mappings of segments to semantic
classes. Intuitively, we associate meshes by minimizing their motion between
frames and prune associations of mismatched classes and mismatched segment IDs in the case of dynamic objects. Additionally, we cap motions depending on the mapped semantic classes (first term of Eq. 6.5). By solving
the maximum weight matching problem on the graph, we associate meshes
across pairs of consecutive frames. For keeping track of objects that are invisible for multiple frames, we extrapolate their last recorded motion linearly
for a fixed number of frames and add their meshes to Vf and Vg .
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6.4.7

Dense correspondences

So far we have established correspondences between whole meshes, allowing us to track objects across frames. We now extend this to dense correspondences over the surfaces of rigid objects. To this end, we need to acquire dense
3D coordinates in the object’s local coordinate system, trace transformations
applied by shaders along the rendering pipeline in different frames, and invert
these transformations to associate pixel coordinates in different frames with
stable 3D coordinates in the object’s original coordinate frame. To simplify
the inversion, we disable tessellation shaders.
Let x ∈ R4 be a surface point in object space, represented in homogenous
coordinates. The transformation pipeline maps x to a camera-space point s
via a sequence of linear transformations: s = CPVWx. For fast capture, we
only record the world, view, and projection matrices W, V, P for each mesh
and the z-component (depth) of s for each pixel, as the clipping matrix C
and the x, y-components of s can be derived from the image resolution. By
setting the w-component of s to 1 and inverting the matrices, we recover x
for each pixel. To compute dense correspondences across frames f and g, we
obtain object-space points x from image-space points in f, and then use the
transformation matrices of g (obtained by associating meshes across f and g)
to obtain corresponding camera-space points in g.
6.5

D ATA S E T

We have used the approach described in Section 6.4 to collect video sequences with a total of 254,064 frames at 1920×1080 resolution. The sequences were captured in five different ambient conditions: day (overcast),
sunset, rain, snow, and night. All sequences are annotated with the following types of ground truth, for every video frame: pixelwise semantic categories (semantic segmentation), dense pixelwise semantic instance segmentations, instance-level semantic boundaries, object detection and tracking (the
semantic instance IDs are consistent over time), 3D scene layout (each instance is accompanied by an oriented and localized 3D bounding box, also
consistent over time), dense subpixel-accurate optical flow, and ego-motion
(visual odometry). In addition, the metadata associated with each frame enables creating ground truth for additional tasks, such as subpixel-accurate
correspondences across wide baselines (non-consecutive frames) and relative
pose estimation for widely separated images.
The dataset is split into training, validation, and test sets, containing 134K,
50K, and 70K frames, respectively. The split was performed such that the
sets cover geographically distinct areas (no geographic overlap between train,
val, and test) and such that each set contains a roughly balanced distribution
of data acquired in different conditions (day, night, etc.) and different types
of scenes (suburban, downtown, etc.). To perform the split, we clustered the
recorded frames by geographic position and manually assigned clusters to the
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three sets. The dataset and associated benchmark suite are referred to as the
VIsual PERception (VIPER) benchmark.
6.5.1

Statistical analysis

We compare the statistics of VIPER to three benchmark datasets: Cityscapes
(Cordts et al. 2016), KITTI (Geiger, Lenz, and Urtasun 2012), and Microsoft
(MS) Common Objects in COntext (COCO) (Lin et al. 2014). The results
of multiple analyses are summarized in Figure 6.2. First we evaluate the
realism of the simulated world by analyzing the distributions of the number of categories and the number of instances present in each image in the
dataset. For these statistics, our reference is the Cityscapes dataset, since
the annotations in Cityscapes are the most accurate and comprehensive. As
shown in Figure 6.2 (a,b), the distribution of the number of categories per
image in VIPER is almost identical to the distribution in Cityscapes. The
Jensen-Shannon-Divergence (JSD) between these two distributions is 0.003:
two orders of magnitude tighter than JSD (Cityscapes k COCO) = 0.67 and
JSD (Cityscapes k KITTI) = 0.69. The distribution of the number of instances per image in VIPER also matches the Cityscapes distribution more
closely by an order of magnitude than the other datasets:
JSD (Cityscapes k ·) = (0.02; 0.19; 0.30) for · = (VIPER; COCO; KITTI).
Next, we analyze the number of instances per semantic class. As shown in
Figure 6.2 (c), the number of semantic categories with instance-level labels
in our dataset is 11, compared to 10 in Cityscapes and 7 in KITTI, while
the number of instances labeled with pixel-level segmentation masks for each
class is more than an order of magnitude higher.
Finally, we evaluate the realism of 3D scene layouts in our dataset. Figure 6.2 (d) reports the distribution of vehicles as a function of distance from
the camera in the three datasets for which this information could be obtained.
The Cityscapes dataset again serves as our reference due to its comprehensive nature (data from 50 cities). The distance distribution in VIPER closely
matches that of Cityscapes: JSD (Cityscapes k VIPER) = 0.02, compared to
JSD (Cityscapes k KITTI) = 0.12.
For visualization of the class distributions, we show the annotated pixels
per class and the number of instances per class in Figure 6.3.
6.5.2

Perceptual experiment

To assess the realism of VIPER in comparison to other synthetic datasets, we
conduct a perceptual experiment. We sampled 500 random images each from
VIPER, SYNTHIA (Ros et al. 2016), Virtual KITTI (Gaidon et al. 2016), the
Freiburg driving sequence (Mayer et al. 2016), and the Urban Canyon dataset
(regular perspective camera) (Zhang et al. 2016), as well as Cityscapes as a
real-world reference. Pairs of images from separate datasets were selected at
random and shown to Amazon Mechanical Turk (MTurk) workers who were
asked to pick the more realistic image in each pair. Each MTurk job involved a
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Figure 6.2: Statistical analysis of the VIPER dataset in comparison to Cityscapes,
KITTI, and MS COCO. (a,b) Distributions of the number of categories and
the number of instances present in each image. (c) Number of instances
per semantic class. (d) Distributions of vehicles as a function of distance
from the camera.
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batch of ∼100 pairwise comparisons, balanced across conditions and randomized, along with sentinel pairs that test whether the worker is attentive and
diligent. Each job is performed by 10 different workers, and jobs in which
any sentinel pair is ranked incorrectly are pruned. Each pair is shown for a
timespan chosen at random from { 18 , 41 , 12 , 1, 2, 4, 8} seconds. For each timespan and pair of datasets, at least 50 distinct image pairs were rated. This
experimental protocol was adopted from concurrent work on photographic
image synthesis (Chen and Koltun 2017).
The results are shown in Figure 6.4. VIPER images were rated more realistic than all other synthetic datasets. The difference is already apparent at
125 milliseconds, when the VIPER images are rated more realistic than other
synthetic datasets in 60% (vs Freiburg) to 73% (vs. SYNTHIA) of the comparisons. This is comparable to the relative realism rate of real Cityscapes
images vs VIPER at this time (65%). At 8 seconds, VIPER images are rated
more realistic than all other synthetic datasets in 75% (vs. Virtual KITTI)
to 94% (vs. SYNTHIA) of the comparisons. Surprisingly, the votes for real
Cityscapes images versus VIPER at 8 seconds are only at 89%, lower than the
rates for VIPER versus two of the other four synthetic datasets.
VIPER is more realistic
100
Percentage of comparisons
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Figure 6.4: Perceptual experiment. Results of pairwise A/B tests with MTurk workers,
who were asked to select the more realistic image in a pair of images,
given different timespans. VIPER images were rated more realistic than
images from other synthetic datasets.

6.6

B A S E L I N E S A N D A N A LY S I S

We have set up and analyzed the performance of representative methods for
four tasks: semantic segmentation, semantic instance segmentation, visual
odometry, and optical flow. Our primary goals in this process are to further
validate the realism of the VIPER benchmark, to assess its difficulty relative to
other benchmarks, to provide reference baselines for a number of tasks, and to
gain additional insight into the performance characteristics of state-of-the-art
methods.

6.6 B A S E L I N E S A N D A N A LY S I S

6.6.1

Semantic segmentation

Our first task is semantic segmentation and our primary measure is mean IoU,
averaged over semantic classes (Cordts et al. 2016; Everingham et al. 2015).
We have evaluated two semantic segmentation models. First, we benchmarked
a straightforward fully-convolutional setup of the ResNet-50 network (He et
al. 2016; Shelhamer, Long, and Darrell 2017). Second, we benchmarked the
Pyramid Scene Parsing Network (PSPN) (Zhao et al. 2017), an advanced semantic segmentation system that was at the time we conducted the experiment ranked #2 on the Cityscapes leaderboard. The results are summarized
in Table 6.1. We draw several conclusions. First, the relative performance of
Method

day

sunset

rain

snow

night

all

FCN-ResNet

57.3

53.5

52.4

54.3

57.8

55.1

PSPN

73.6

68.5

65.6

66.4

70.3

68.9

Table 6.1: Semantic segmentation. Mean IoU in each environmental condition, as
well as over the whole test set.

the two baselines on VIPER is consistent with their relative performance on
the Cityscapes validation set (PSPN is ahead by ∼14 points on both datasets).
Second, VIPER is more challenging than Cityscapes: while PSPN is above 80%
on Cityscapes, it’s at 69% on VIPER. We view this additional headroom as
a benefit to the community, given that the performance of the leading methods on Cityscapes rose by more than 10 points in the last year. Third, the
relative performance in different conditions is broadly consistent across the
two methods: for example, day is easier than sunset, which is easier than
rain. Fourth, the methods do not fail in any condition and accuracy at night is
comparable to daytime performance, indicating that contemporary semantic
segmentation systems, which are based on convolutional networks, are quite
robust when diverse training data is available. We will examine this last point
in more detail in our analysis of semantic instance segmentation.
We further show the per-class accuracy of FCN-ResNet and PSPN in Table 6.2. We compute the intersection over union per class and condition, and
average over conditions. For all classes, PSPN has higher accuracy than the
simple FCN-Resnet model. Interestingly, both methods are very poor at segmenting fences. Since accurate manual annotation is extremely laborious for
this class, previous datasets provided only coarse labels. The semi-automatic
annotation process we employ for our benchmark, however, allows labeling
fine structures without additional effort, facilitating the development of highly
accurate semantic segmentation approaches in the future.
6.6.2

Semantic instance segmentation

The previous task addresses predicting the semantic class of objects, but does
not distinguish between individual high-level instances. Hence, our second
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Method

FCN-ResNet

PSPN

road

91.7

94.7

sidewalk

68.5

79.2

building

76.9

83.6

infrastructure

47.0

59.7

fence

18.2

22.9

bench/chair

23.5

37.4

traffic light

63.0

74.4

traffic sign

49.8

74.9

mobile barrier

27.9

45.3

billboard

46.3

52.2

fire hydrant

52.2

67.0

trash

24.1

31.7

trashcan

44.3

62.2

tree

80.8

83.8

vegetation

66.1

73.0

terrain

65.7

73.8

sky

94.9

95.8

person

67.9

78.3

motorcycle

44.1

63.8

car

94.1

97.5

van

12.0

55.7

bus

41.4

82.4

truck

66.8

91.0

Table 6.2: Semantic segmentation. Per-class IoU for FCN-ResNet and PSPN. See text
for details.
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task combines the detection of objects with their segmentation. To assess the
quality of predictions, we rely on the average precision of instances as defined by Hariharan et al. (2014). Specifically, we follow the convention of
previous benchmarks (Lin et al. 2014; Cordts et al. 2016) and average the
Average Precision (AP) of instance segmentations computed at 10 different
overlap thresholds between 0.5 and 0.95. We trained two baselines for semantic instance segmentation, allowing us a deeper investigation of the shortcomings of current methods. To that end, we analyze Multi-task Network
Cascade (MNC) (Dai, He, and Sun 2016) and the Boundary-Aware Instance
Segmentation (BAIS) of Hayder, He, and Salzmann (2017). Besides training
on all environmental conditions (all) as for the semantic segmentation task
(cf. Section 6.6.1), we also train on a subset containing only images recorded
in daylight without precipitation (day & sunset) to investigate how well current approaches can generalize to unseen, less favorable weather conditions.
The results are shown in Table 6.3.
Method

Train condition

day

sunset rain snow night

all

MNC

day & sunset

9.0

7.6

6.7

5.2

2.3

6.2

MNC

all

9.1

7.7

9.6

6.8

5.4

7.7

BAIS

day & sunset

13.3

12.4

11.2

8.2

3.1

9.6

BAIS

all

14.7

11.5

14.2

10.8

11.6

12.6

Table 6.3: Quantitative results for semantic instance segmentation. We report AP in
each environmental condition as well as over the whole test set. Models
trained on only day and sunset images do not generalize well to other
conditions.

We first observe that the relative performance of MNC and BAIS on VIPER
is consistent with their relative performance on Cityscapes, and that VIPER is
more challenging than Cityscapes in this task as well (12.6 AP for BAIS on
VIPER vs. 17.4 on Cityscapes). Furthermore, we see that the performance of
systems that are only trained on day and sunset images drops in other conditions. The performance drop is present in all conditions and is particularly
dramatic at night. Note that we matched the number of training iterations in
the ‘day & sunset’ and ‘all’ regimes, so the ‘day & sunset’ models are trained
for a proportionately larger number of epochs to compensate for the smaller
number of images.
A performance analysis of instance segmentation accuracy as a function of
objects’ distance from the camera is provided in Figure 6.5.
In addition to the quantitative results we show a qualitative example from
BAIS (Hayder, He, and Salzmann 2017) in Figure 6.6. Having seen only images from day and sunset, it fails to accurately delineate the vehicles (left).
Performance improves after training in all conditions (right), demonstrating
on one hand the necessity of such diverse training data and on the other hand
the capabilities of modern instance segmentation methods in unfavorable conditions given the right training data.
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Figure 6.5: Analysis of instance segmentation performance as a function of the objects’ distance from the camera, in different conditions. All methods perform best on objects within 10 meters. Accuracy deteriorates with distance.

6.6 B A S E L I N E S A N D A N A LY S I S

Figure 6.6: Qualitative results for BAIS. Left: Trained on day & sunset images, BAIS
fails to generalize to night scenes. Right: When trained on all images, the
model performs much better.

6.6.3

Optical flow

There are two common approaches to quantifying the accuracy of optical
flow. One is to average the precision of each estimate, for example using the
Endpoint Error (EPE). This is the approach used by the Sintel benchmark,
where the main measure is Average End Point Error (AEPE) (Butler et al.
2012). This approach has a significant drawback in that it is unstable in the
face of very large errors on difficult regions. The values of very large errors
over difficult regions (e.g., 40 or 80 pixels) dominate the measure, although
the precise magnitudes of these values are not truly important for assessing
the accuracy of the algorithm (both 40 and 80 pixels indicate a failed estimate)
or for downstream applications.
The second approach is to measure the fraction of inliers: pixels with estimates that fall within a certain threshold of precision. This is the approach
used by the KITTI benchmark (Geiger, Lenz, and Urtasun 2012). This approach is more robust, but relies on a hard threshold (e.g., 3 pixels).
We use the second approach as a starting point, but use a robust measure
that integrates over a range of thresholds. This is motivated by the quality
of our ground-truth, which allows meaningful measurement of optical flow
accuracy at very high precision (very stringent distance thresholds). We integrate over distance thresholds between 0 and 5 pixels, and give higher weight
to lower thresholds (and thus more precise estimates).
Specifically, our Weighted Area Under Curve (WAUC) measure is computed
as follows:
WAUC =

X
100 X
P
wi
[ej 6 δi ],
N i wi
i

(6.7)

j

where i iterates from 1 to 100, j iterates over pixels, ej is the endpoint error
i
for pixel j, δi = 20
, [·] is the Iverson bracket, N is the total number of pixels,
and
wi = 1 −

i−1
.
100

The WAUC takes values between 0 and 100. When all estimates are accurate
to within 0.05 pixels, the WAUC is 100. When all estimates are accurate to
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within 1 pixel, the WAUC is above 65.76. When all estimates are accurate to
within 3 pixels, the WAUC is above 17.05.
We benchmark the performance of four well-known optical flow algorithms: Large-Displacement Optical Flow (LDOF) (Brox and Malik 2011),
EpicFlow (Revaud et al. 2015), FlowFields (Bailer, Taetz, and Stricker 2015),
and FlowNet (Dosovitskiy et al. 2015). For all methods, we used the publicly
available implementations with default parameters. The results are summarized in Table 6.4.
Method

day

sunset

rain

snow

night

all

FlowNet

41.3

41.9

28.2

40.4

33.7

37.1

LDOF

69.8

60.3

44.4

57.0

53.3

56.9

EpicFlow

76.8

67.1

52.4

65.3

59.7

64.2

FlowFields

78.4

68.1

52.1

66.3

60.2

65.0

Table 6.4: Quantitative results for Optical flow. We report the WAUC, a robust measure that is analogous to the inlier rate at a given threshold but integrates
over a range of thresholds (0 to 5 px) and assigns higher weight to lower
thresholds. Higher is better.

The relative ranking of the four methods on VIPER is consistent with their
relative accuracy on the KITTI optical flow dataset. The poor performance of
FlowNet is likely due to its exclusive training on a different dataset; we expect
that training this model (or its successor (Ilg et al. 2017)) on VIPER will yield
much better results. Overall, the results indicate that VIPER is more challenging than KITTI, even in the daytime condition. We attribute this to the more
varied and complex nature of our scenes (see Figure 6.2), and the density and
precision of our ground-truth (including on nonrigidly moving objects and
thin structures, around boundaries, etc.). For all methods, accuracy degrades
markedly in the rain, snow, and at night.
We further analyze the performance of EpicFlow, which is commonly used
as a building block in other optical flow pipelines (e.g., FlowFields). Specifically, we investigate the accuracy of optical flow estimation as a function
of object type, object size, and displacement magnitude. The results of this
analysis are shown in Figure 6.7. We see that the most significant challenges
are posed by very large displacements, very large objects (primarily people
and vehicles that are close to the camera), ground and vehicle motion, and
adverse weather.
Q U A L I TAT I V E R E S U LT S .
Figure 6.8 shows qualitative results for EpicFlow on two image pairs from the dataset: one easy, one hard. Each column
shows the input pair (overlaid), the estimated flow field (scaled for visualization), and the color-coded error map (per-pixel EPE). For the top image,
EpicFlow estimates most of the flow correctly and only misses fine-grained
structures. The WAUC for the left image is 99.60. For the right image, the
brightness change on the road due to the moving headlights causes the match-
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Figure 6.7: Analysis of optical flow performance, conducted on EpicFlow. Left to
right, top to bottom: effect of environmental condition, object type, object
size, and displacement.
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estimated flow field

input images (overlaid)

ing to fail completely. The nearly untextured, dark hood of the car poses a
similarly difficult challenge. As can be seen in both image pairs, EpicFlow
also has problems tracking the rotational motion of vehicle tires. The WAUC
for the right image is 18.11.

error map

120

0

5

Figure 6.8: Qualitative results for EpicFlow. The left column shows an easy image
pair, the right column shows a hard pair. In each column, from top to
bottom: input images (overlaid), estimated flow field (scaled for visualization), and color-coded error map (per-pixel EPE). See text for details.

6.6.4

Visual odometry

Our fourth tasks requires the estimation of the camera trajectory in monocular
video sequences. For assessing the quality of trajectories, we follow Geiger et
al. (Geiger, Lenz, and Urtasun 2012) and measure the rotation and translation
errors for several sub-sequences of different lengths and speeds. Approaches
to visual odometry can be categorized into direct and indirect methods: the
former optimize a photometric objective on raw pixels, the latter optimize a
geometric objective, commonly on sparse keypoints. Whereas the former directly track raw image pixels, the latter start by detecting keypoints to fortify
tracking. We pick state-of-the-art representatives of both categories for further analysis on our benchmark suite. Direct methods are represented by the
recent Direct Sparse Odometry (DSO) of Engel, Koltun, and Cremers (2018)
and indirect methods by ORB-SLAM 2 (Mur-Artal, Montiel, and Tardós 2015).

6.7 C O N C L U S I O N

For both methods we use public code provided by the authors of the respective
methods and tune hyperparameters on our training set. DSO does not perform
loop closure. ORB-SLAM 2 provides optional Loop Closure Detection (LC) and
we ran it with both options for a fair comparison. To account for non-deterministic behavior due to threading, we ran all configurations 5 times on all
test sequences, both forward and backwards.
Method

day

sunset

rain

snow

night

all

Translation [%]
ORB-SLAM

2

7.82

7.23

8.22

8.14

8.63

7.88

ORB-SLAM

2 (LC)

7.04

6.98

7.53

8.05

8.78

7.57

7.93

8.27

8.16

7.94

6.88

7.74

DSO

Rotation [deg/m]
ORB-SLAM

2

0.038

0.042

0.056

0.046

0.059

0.048

ORB-SLAM

2 (LC)

0.033

0.036

0.042

0.042

0.054

0.041

0.053

0.061

0.060

0.058

0.055

0.058

DSO

Table 6.5: Visual odometry. We report translation and rotation errors for ORB-SLAM
2 (Mur-Artal, Montiel, and Tardós 2015), with and without optional LC,
and for DSO (Engel, Koltun, and Cremers 2018).

The results are summarized in Table 6.5. In all conditions, the accuracy
is much lower than corresponding results on KITTI, indicating that VIPER is
far more challenging. We attribute this to the different composition of scenes,
which for GTA V include wider streets with fewer features at close range, more
variation in camera speed, a more complex camera model, and a higher concentration of dynamic objects (see for example Figure 6.2).
An interesting opportunity for future work is to integrate visual odometry with semantic analysis of the scene, which can help prune destabilizing
keypoints on dynamic objects, and can restrain scale drift by estimating the
scale of objects in the scene. The presented benchmark provides integrated
ground-truth data that can facilitate the development of such techniques.
6.7

CONCLUSION

We have presented a new benchmark suite for visual perception. The benchmark is enabled by ground-truth data for both low-level and high-level vision
tasks, collected for more than 250 thousand video frames in different environmental conditions. We hope that the presented benchmark will support
the development of techniques that leverage the temporal structure of visual
data and the complementary nature of different visual perception tasks. We
hope that the availability of ground-truth data for all tasks on the same video
sequences will support the development of robust broad-competence visual
perception systems that construct and maintain effective models of their environments.
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The dataset is available at
https://www.playing-for-benchmarks.org.
It is accompanied by a public evaluation server and a leaderboard. Ground
truth data for the test set is kept private.
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In this dissertation, we provided multiple perspectives on the efficacy of
synthetic data to advance the state of the art in visual perception. In the
following sections we will summarize the findings, discuss remaining challenges, and give an outlook to further research directions implied by this thesis.
7.1

DISCUSSION

L E A R N I N G F R O M S Y N T H E T I C D ATA
The first part of this dissertation investigated how to capitalize on virtually infinite amounts of synthetic
data at arbitrarily high precision in the context of 3D reconstruction from
single views. Here, we started off with the reconstruction of surfaces from
a single view in uncalibrated illumination (Chapter 3). For this task, suitable real-world ground truth has been scarce and consequently previous work
dominantly resorted to hand-crafted models and restrictive assumptions on
the illumination of depicted objects, limiting the practicality of reconstruction
methods. To mitigate such constraints and demonstrate the utility of synthetic
ground truth, we opted for a learning-based approach instead, which can cope
with a much larger set of illumination environments and hence be applied in
much broader settings, provided that appropriate training data is available.
Although it is in principle possible to generate a virtually infinite amount
of synthetic training data, the benefits of doing so are limited by the learning
capacity of the algorithm employed subsequently to solve the task at hand. To
address this challenge, we proposed two approaches; for shape-from-shading
we consolidated the training set through guided synthesis, and for single-view
3D reconstruction we maximized the learning capacity of the employed algorithm by developing a memory-efficient representation for the modeled data.
GUIDED SYNTHESIS
In order to cope with unseen illumination conditions and allow for efficient training of the proposed model for SfS, we developed a hybrid algorithm that performs a guided synthesis of training data.
Equipped with a set of 3D models, our algorithm first estimates the illumination conditions from the input image to synthesize a new training set adapted
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to the predicted illumination. This self-calibration of the lighting conditions
and the subsequent targeted synthesis result in a training set that is tailored
to the specific condition at test time and does not contain samples from irrelevant conditions. This hence smaller training set (compared to one that
aims at modeling all possible lighting conditions) allows for reducing the
required learning capacity of the training algorithm, which in turn reduces
the time required for training. Although our final algorithm performs illumination estimation, dataset synthesis, training, and inference for each novel
image, its run-time is on par with previous approaches. Leveraging a datadriven approach however, allows it to reconstruct surfaces from single views
at unprecedented detail and accuracy.
E F F I C I E N T R E P R E S E N TAT I O N S F O R H I G H E R P R E C I S I O N
Another
aspect of synthesizing virtually infinite amounts of data is their arbitrarily
high precision. Although for most tasks a high level of detail is beneficial,
in practice it must be weighted against other characteristics of a dataset that
need to be learned. In the case of 3D reconstruction from a single view, which
we address in Chapter 4, we aim at learning a diverse set of shapes at the
finest possible spatial resolution. While early work focused on the diversity
of shapes (Choy et al. 2016; Girdhar et al. 2016), more recent approaches
stressed the importance of detail by proposing methods that better encode
shape representations (Riegler, Ulusoy, and Geiger 2017; Tatarchenko, Dosovitskiy, and Brox 2017). The model we proposed follows this spirit and encodes 3D geometry more efficiently than previous methods while capitalizing
on the high performance of image-based CNNs through a multi-channel image-based representation. We use the resulting higher learning capacity of
our model for the reconstruction of more detailed shapes, which we demonstrate for several resolutions and semantic categories in comparison to previous methods.

A perceptual study
on the realism is
conducted in
Chapter 6.

E X T R AC T I N G G RO U N D T RU T H F RO M C O M P U T E R G A M E S
As we
discussed in Chapter 2, acquiring and annotating real-world data can be extremely challenging or even impossible for certain visual perception tasks.
Synthetic ground truth may be a viable alternative, but care must be taken to
ensure sufficient realism. In Chapter 5, we developed a novel way to leverage
existing closed-source computer games for synthesizing ground truth for semantic segmentation. We further extended this approach in Chapter 6 to other
tasks and optimize it in order to enable extraction of video sequences at modest frame rates. By re-purposing computer games, we benefit from the efforts
of skilled artists towards modeling highly realistic open worlds. Thus, the realism of game worlds (and henceforth derived datasets) exceeds the realism
of virtual worlds created by vision researchers. At the same time, we obtain
ground truth at accuracy levels that are impossible to achieve from real world
measurements or annotations.

7.1 D I S C U S S I O N

The lack of high-level access to the
game engine prevents us from annotating extracted images fully automatically for all tasks. Hence, we developed a semi-automatic annotation method
in Chapter 5, which only requires clicking super-pixels instead of drawing
polygons to label objects. We further propagate labels to other frames in the
dataset, reducing the human effort for annotation by orders of magnitude.
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Training learning-based algorithms
with synthetic data can improve their performance significantly as we demonstrated in Chapter 5. Depending on the task and available real-world data,
mixing real-world and synthetic data can reduce the amount of real data required to train an algorithm at a specific performance level.
In general, synthesizing ground truth data addresses several shortcomings
of collecting and annotating datasets from real-world data. Since the creation
process is commonly fully controllable and customizable, it is possible to customize samples directly for targeting specific scenarios; e.g., in Chapter 5, we
aim at mimicking urban driving scenes. To that end, we navigate cars through
a virtual city and record images from the driver’s perspective. A qualitative
comparison of the resulting images with ones taken from the Camvid dataset
can be found in Figure 5.12.
P E R F O R M A N C E I M P ROV E M E N T S

C U S T O M I Z AT I O N
The control over scene properties ranging from lowlevel attributes like colors and materials to high-level properties like weather
or the composition of scenes make it possible to customize synthetic ground
truth extensively and, in the case of rendering engines, often conveniently. It
further allows to generate data such that certain user-defined data distributions
are matched.
For example, in order to analyze the generalization capabilities of algorithms in the context of environmental conditions used for training, we divided the training set for multiple tasks of our synthetic benchmark in Chapter 6 according to ambient conditions. Trained with only the commonly employed daylight scenes, algorithms failed to generalize to other weather conditions. Training them on a more diverse dataset encompassing night scenes,
rain, and snow as well, they generalized much better to all conditions.
The benchmark we presented in Chapter 6 features ground truth annotations for multiple visual perception tasks. This is beneficial for both analyzing algorithms as well as developing novel ones. The availability of annotations for other tasks than the one performed by a method of choice allows
to conduct experiments with deeper insights; for example, the semantic labels available in our VIPER dataset allowed us to quantify the performance of
EpicFlow (Revaud et al. 2015) in the presence of dynamic objects, which was
not possible before due to missing ground truth.
Besides allowing a deeper analysis of existing algorithms, the comprehensive set of ground truth annotations we provide enables training of novel algorithms on multiple tasks jointly.

This applies to
semantic
annotations.
Annotations derived
from geometric
structures,
e.g., visual odometry
or optical flow, can
be obtained fully
automatically.
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7.2

FUTURE WORK

R E C O N S T RU C T I O N O F S U R F AC E S A N D S H A P E S F RO M A S I N G L E

Highly detailed reconstructions from single views can be obtained
from learning-based algorithms trained on synthetic data in conjunction with
constraints on the illumination or materials (Li et al. (2018), Chapter 3 and 4).
However, arbitrary, potentially spatially varying, materials in unconstrained
lighting conditions remain a challenging open problem and an obstacle to
wide applicability outside of the lab. Methods aiming for a complete shape,
i.e., that also hallucinate occluded parts, strongly rely on semantic priors. For
current methods, this prior (likely in combination with a limited learning capacity) often leads to a weak correspondence between the shape visible in the
input image and the reconstruction. It further limits their ability to reconstruct
novel objects of semantic classes unknown during training.
Some of these limitations can be attributed to the training data currently
available. There exist no large-scale real-world datasets that accurately capture a wide set of shapes, materials, and lighting conditions. And synthetic
datasets for reconstruction tasks are not realistic and diverse enough (yet).
We envision that a diverse large-scale dataset of 3D shapes with realistic materials and illumination conditions would advance the field considerably.
VIEW

D O M A I N A D A P TAT I O N
Synthetic data has proven to be an invaluable
resource for training learning-based methods targeting visual perception tasks.
However, even using advanced techniques from computer graphics, a discrepancy between real and synthesized images persists. This domain gap is not
only apparent to experts, but also hinders the generalization of algorithms
trained with synthetic data. Despite being able to fully control the rendering
process, it can be challenging to copy the exact appearance of respective real
scenes. Differences may arise on all levels of the image formation process.
On the lowest level, the simulation of physical phenomena during rendering may not accurately capture effects that are present in real images. In
the specific case of using computer game engines for rendering images, approximations to real world phenomena are applied throughout the rendering
pipeline (Möller et al. 2018). Although resulting images can fool humans at
a quick glance, they clearly differ from real images upon close inspection as
we find in our perceptual experiment in Section 6.5.2.
On a medium level, the appearance of individual objects may be different
from real-world objects. Especially for collecting large-scale datasets, e.g., by
crawling images or shapes from websites, purification becomes a challenge
on its own, and researchers often have to resort to automatic methods due
to limited resources (Chang et al. 2015). Hence, the quality of samples can
vary widely within large-scale datasets and low-quality samples may not accurately model the real world.
On a high level, the structure of scenes may differ from that of real world
scenes. Although our experiments in Chapter 5 clearly show the benefits of
training semantic segmentation models with data from GTA V when testing
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them on real-world datasets, improvements are not uniform across all semantic classes. For example, the synthetic data actually impedes the performance
for labeling bicycles. We conjecture that this has multiple possible reasons:
First, bicycles in the synthetic training data have a different appearance than
in the real test data, e.g., due to the rendering being not sufficiently realistic.
Second, the open world of GTA V resembles an American city, which features
a different distribution of bicycles than German cities.
Addressing these differences is an active area of research, in particular in
the context of autonomous driving. Here, bridging the domain gap eases the
transfer of trained models and findings from simulation to the real world,
which can significantly reduce development and testing efforts. Especially
for research on domain adaptation in scene understanding, the dataset we
introduced in (Richter et al. 2016) and presented in Chapter 5 has already
proven to be an important stepping stone; it has been featured in the visual
domain adaptation challenge of Peng et al. (2018) and gained considerable
media attention in the context of training algorithms for autonomous driving
(see Media coverage).
Nevertheless, achieving higher levels of realism and the applicability of
synthesis methods to novel domains pose important open questions for research.
P H OTO R E A L I S M
Current real-time rendering engines produce convincingly realistic scenes in constrained settings for which rendering results can
be precomputed or cached for later recycling. Furthermore, these rendering techniques require 3D assets at a very high quality, usually beyond the
level of quality that comes out of state-of-the-art reconstruction approaches.
Hence, tedious post-processing increases the human effort. Increasing the
quality of reconstruction approaches and producing high-quality renderings
from lesser-quality assets remain interesting open questions for research. This
also leads to the question of how much realism is actually needed in a training
dataset to perform at a given level in a specific task. Despite impressive results, works trading the realism for diversity have only scratched the surface
on this important question (Jakobi 1997; Tobin et al. 2017).
HIGHER-LEVEL REALISM AND SCALING

Mimicking the real world
through a virtual world is not only a challenge of accurately capturing and
rendering materials and illumination conditions. The structure, placement and
diversity of objects need to resemble the real world as well. Similarly, dynamic objects like vehicles, humans, or animals need to move realistically.
To achieve this, researchers have often relied on recycling previous artistic
work intended for a different purpose. In our work, we have leveraged the
hard work by hundreds of artists who modeled individual 3D CAD models
as well as built and animated an open world computer game. This mode of
operation, however, is not applicable for creating new datasets in domains
previously not modeled by artists. Thus, another open challenge is the development of methods that allows fast, easily customizable synthesis of virtual

Offline rendering
techniques trade
rendering speed for
a broader
applicability.
Although many
applications do not
require rendering at
real-time, speed
remains an
important issue for
scaling beyond
current dataset sizes.
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worlds. Unfortunately, this is in conflict with likely different requirements for
each novel dataset, which complicate the development of widely applicable
tools.
Besides providing targeted ground truth for common and
well established tasks, virtual environments enable the synthesis of ground
truth that was not possible to acquire through measurement or human annotation before. Following are two examples of novel tasks, for which ground
truth could be generated through the pipeline described in Chapters 5 and 6.
For example, having access to all resources being rendered while playing
GTA V allows us to additionally annotate objects that are occluded by other
objects. Reasoning about these hidden parts of objects could potentially allow for learning object representations that better respect the permanence of
objects. So far, the prediction of these amodal instance masks has been largely
neglected, which could be attributed to a lack of suitable ground truth.
Another task for which ground truth annotations are hard to acquire, is the
recognition of transparent surfaces. Since opaque and transparent (or translucent) surfaces are commonly treated differently by real-time capable rendering pipelines (Möller et al. 2018), providing corresponding ground truth labels e.g., in the form of a segmentation map, through a method akin to the
one we described in Chapter 5 is straight-forward. Annotations like these can
aid in the estimation of materials and reasoning about occlusions as well.
N O V E L TA S K S

Notable exceptions
are the works of Li
and Malik (2016)
and Ehsani,
Mottaghi, and
Farhadi (2018)
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